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Abstract

The scarcity of annotated datasets poses a major challenge to the robustness and predictive accuracy of deep learning
models in detecting aircraft surface defects. This study investigates generative data augmentation as a solution to limited
annotated data in aircraft surface damage detection. Carried out as part of the CINNABAR 2 project in collaboration with
the DLR MRO Institute in Hamburg, Germany, the study compares Generative Adversarial Networks (GANs) and Diffu-
sion Models in their ability to generate realistic synthetic images. The real dataset was collected using multiple acquisition
systems, including smartphones and Digital Single Lens Reflex (DSLR) cameras. Synthetic image quality was evaluated
through the Learned Perceptual Image Patch Similarity (LPIPS) metric, and other metrics commonly used in object detec-
tion tasks. The findings show that Diffusion Models surpass GANs, achieving lower LPIPS scores and improving detection
performance by 12%, indicating greater realism, diversity, and effectiveness for training deep learning models.

Keywords Aircraft maintenance - Generative Al - Data augmentation - Computer vision - Digital optics

1 Introduction

A significant constraint limiting the reliability and gener-
alization of deep learning models for aircraft surface dam-
age detection is the limited availability of annotated training
data. Deep neural networks generally rely on extensive,
diverse datasets to prevent overfitting and support reliable
performance in safety-critical applications [1, 2]. Within the
aerospace industry, assembling high-quality labeled datasets
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is especially difficult due to operational maintenance con-
straints, such as reliance on expert annotation and rigorous
safety and certification standards governing nondestructive
inspection procedures. Moreover, substantial variability in
defect morphology and severity, surface materials, view-
ing angles, lighting conditions, and sensor configurations
increases intra-class variation and overall dataset complex-
ity [3]. As a result, datasets are often imbalanced or insuf-
ficient, causing models to perform poorly when confronted
with damage patterns that differ from those encountered dur-
ing training. To overcome these challenges, recent research
has investigated the use of generative models to enrich
dataset diversity for structural and surface defect detection.
In industrial inspection contexts, GAN-based techniques
have demonstrated the ability to synthesize realistic defect
representations and enhance model robustness, particularly
when training data are scarce [4, 5]. Conditional GANs and
image-to-image translation methods have been employed
to simulate crack formation, corrosion, delamination, and
other structural irregularities in infrastructure and compos-
ite materials. Although accuracy gains are sometimes mod-
erate, these approaches have shown notable improvements
in model generalization [6, 7].

For surface anomaly detection, adversarial data augmen-
tation techniques have also proven effective in mitigating
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class imbalance and reproducing rare defect categories
across manufacturing and materials science applications [8].
In parallel, semi-supervised and self-supervised learning
methods have reduced reliance on labeled data by leverag-
ing unlabeled imagery and consistency-based regularization
strategies [9, 10]. Despite the promise of generative aug-
mentation and representation learning for addressing data
scarcity in aircraft damage detection, their success remains
closely dependent on the realism, variability, and physical
plausibility of the synthesized defects. Achieving high fidel-
ity between generated and real damage remains a critical
research challenge, particularly in high-stakes aerospace
inspection environments, where false negatives or misclas-
sifications can have serious consequences.

Recent advances in computer vision have enabled the
development of automated inspection systems for aerospace
and industrial applications. Several studies have explored
deep learning techniques for aircraft surface inspection and
structural defect detection, demonstrating the potential of
convolutional neural networks for identifying damage in
maintenance imagery [11-13]. More broadly, deep learning
approaches have been extensively applied to industrial sur-
face defect detection tasks, where they have shown strong
performance in identifying anomalies across different man-
ufacturing and inspection scenarios [14, 15].

More recently, generative models have been investigated
as a means to overcome the scarcity of annotated defect
datasets. Diffusion-based image generation methods have
shown remarkable capabilities for producing high-quality
synthetic data [16, 17], and their use for dataset augmen-
tation has been explored in industrial inspection contexts
to improve defect-detection performance [18, 19]. Visual
inspection has long been the backbone of aircraft structural
maintenance and continues to represent the most frequently
applied inspection method in aviation [20]. The majority of
maintenance findings during line and hangar checks origi-
nate from visual examination of aircraft surfaces, where
inspectors search for defects such as dents, cracks, corro-
sion, delamination, missing fasteners, and signs of impact
damage. Its prevalence is largely explained by its sim-
plicity, low implementation cost, and its ability to rapidly
assess large areas without specialized equipment. Despite
its widespread use, traditional visual inspection procedures
are increasingly strained by the growing complexity of air-
craft structures, tighter economic constraints, and height-
ened safety requirements. Conventional visual inspection
is primarily performed as General Visual Inspection (GVI)
[21], relying on the experience and judgment of certified
maintenance engineers. Inspectors examine aircraft surfaces
under available lighting conditions, often using basic tools
such as flashlights, mirrors, magnifiers, or borescopes to aid
detection. While these procedures are well established and
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supported by regulatory frameworks, they are inherently
subjective and vulnerable to human factors. Some studies
have shown that a substantial proportion of maintenance-
related incidents can be attributed to missed detections or
incorrect assessments during inspection, highlighting the
limitations of purely visual approaches [22]. These chal-
lenges are becoming more pronounced as modern aircraft
increasingly incorporate advanced materials such as carbon
fiber-reinforced polymers and complex hybrid structures.
Defects in such materials are often smaller, more subtle,
and harder to detect visually than those in traditional metal-
lic airframes. At the same time, the physical size of aircraft
and the extent of surface area requiring inspection continue
to increase, making comprehensive visual inspection both
time-consuming and costly [23]. Combined with the finan-
cial impact of aircraft downtime and the global shortage of
skilled maintenance personnel, these factors have created a
strong motivation to rethink how visual inspection is per-
formed. As output, inspection procedures have been evolv-
ing toward higher levels of automation, driven by advances
in imaging technology, robotics, and artificial intelligence.
High-resolution RGB cameras now enable detailed docu-
mentation of aircraft surfaces, transforming visual inspec-
tion from a transient human observation into a digital,
data-centric process. Images captured during inspections
can be stored, reviewed, and compared across maintenance
cycles, enabling traceability and condition monitoring that
are not possible with purely visual methods. The integration
of robotic platforms and unmanned aerial vehicles (UAVs)
has further accelerated this transition [24]. By carrying
visual sensors, these systems can perform remote inspec-
tions of large or hard-to-reach areas without the need for
scaffolding or personnel working at height. From a proce-
dural perspective, this shifts the role of the inspector from
physically accessing the structure to supervising data acqui-
sition and interpreting results. While early implementations
focused primarily on remote visual assessment, more recent
approaches aim to automate defect detection itself through
the application of artificial intelligence (e.g., CINNABAR?2
[6] project). This project develops an aircraft-in-mainte-
nance digital twin for aircraft structural inspections with a
focus on improving the detection and assessment of dents
(Fig. 1).

The project’s workflow is the following: starting with
collecting data and storing it in a database, this 2D data is
annotated and used to train a damage detection algorithm
capable of recognizing damage on the aircraft’s skin. Using
point cloud data acquired from 3D scanning technologies,
detailed digital representations of aircraft structures are
generated and analyzed to identify surface deformations.
As output, automated geometric and computer vision tech-
niques are applied to detect dents, extract key metadata such
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Fig. 1 CINNABAR?2 project workflow

as depth, width, and location, and distinguish acceptable
structural deformations from damage requiring maintenance
action. The resulting digital twins provide an accurate, data-
driven representation of the structural condition and support
more objective and efficient inspection workflows. A case
study on an aircraft structure with impact damage demon-
strates the applicability of the approach, highlighting its
potential to reduce visual inspection effort while improving
consistency and reliability in aircraft maintenance. How-
ever, despite their promise, Al-driven visual inspection sys-
tems face fundamental challenges that currently limit their
widespread adoption. Chief among these is the availability
and quality of training data. Machine learning models, par-
ticularly deep neural networks [25], require large volumes
of labelled data to achieve robust and reliable performance.
In the context of aircraft inspection, such datasets are dif-
ficult to obtain. Defects are relatively rare events, and many
types of damage occur infrequently or under highly specific
conditions. As a result, inspection datasets are often domi-
nated by images of undamaged structures, leading to severe
class imbalance problems during training. Furthermore, the
acquisition of high-quality labelled data is both time-con-
suming and costly. Damage annotation typically requires
expert knowledge to ensure that defects are correctly identi-
fied, classified, and, where applicable, measured. Variations
in defect appearance due to lighting conditions, surface fin-
ish, paint schemes, and viewing angles further complicate
dataset creation. In operational environments, access to real
defect data may be restricted by safety, confidentiality, or
regulatory constraints, limiting the ability to share and reuse
datasets across organizations. Another challenge lies in the
generalization capability of Al models. Systems trained
on data from a specific aircraft type, inspection setup, or
environmental condition may perform poorly when applied
to different configurations. This lack of robustness poses a
significant barrier to certification and regulatory acceptance,
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as inspection systems must demonstrate consistent perfor-
mance across a wide range of scenarios. Manual inspec-
tion procedures are reaching their practical limits in terms
of scalability, reliability, and cost-effectiveness. Addressing
the scarcity, diversity, and quality of inspection datasets
is therefore as important as algorithmic innovation itself.
While previous studies have explored the use of genera-
tive models for data augmentation in computer vision tasks,
their application to aircraft structural inspection remains rel-
atively limited. The main contribution of this work is there-
fore twofold. First, it provides a comparative evaluation of
generative models for the augmentation of aircraft surface
damage datasets collected under realistic inspection condi-
tions. Second, it investigates the impact of the generated
synthetic images on the performance of an object detection
model within the broader context of the CINNABAR?2 digi-
tal twin framework for aircraft structural inspection.

2 Methodology

To address these limitations, in the context of the CIN-
NABAR?2 research project, this paper investigates two
generative strategies for augmenting training datasets and
compares them.

2.1 Fast-Generative Adversarial Networks (Fast-
GAN) Model

Generative Adversarial Networks (GANs) [4] are based on
a dual-network framework consisting of a generator and a
discriminator that are trained simultaneously in a competi-
tive manner. The generator (G) is responsible for synthe-
sizing realistic images from random noise or latent vectors,
while the discriminator (D) aims to distinguish between real
samples from the training dataset and synthetic samples
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Fig.2 Fast GAN pipeline ing process is monitored using established performance
metrics such as the Fréchet Inception Distance (FID) [26]
produced by the generator. In this paper, the Fast-GAN  and Inception Score (IS) [27], which quantify image real-
model was selected as the GAN model. (Fig. 2). ism and diversity. Training is terminated once these metrics
Through this adversarial process, the generator pro-  stabilize or reach saturation, indicating convergence of the
gressively improves its ability to produce data that closely  adversarial learning process.
resembles real samples. The training process begins with an
initialization stage, during which the generator, discrimi- 2.2 Stable Diffusion (SD) Model
nator, and an optional perturbation module are instanti-
ated. Key hyperparameters, such as learning rate, number  Diffusion Models [5] generate images by learning to iter-
of training steps, batch size, and perturbation strength, are  atively remove noise from a randomly sampled signal,

defined to control training dynamics and stability. Initializa-  effectively reversing a forward diffusion process in which
tion is critical to ensure balanced learning between the two  data are gradually corrupted over multiple time steps. By
networks and to prevent early mode collapse or discrimi-  progressively denoising the signal, the model reconstructs
nator dominance. Training proceeds iteratively through an  realistic images that match the underlying data distribution.
adversarial loop until convergence. Within each iteration, = Compared to adversarial approaches, diffusion models opti-
the discriminator update phase is typically executed mul-  mize a stable likelihood-based objective, which has contrib-

tiple times to strengthen its ability to correctly classify real ~ uted to their strong performance and training robustness. In
and synthetic samples. During this phase, the generator pro-  this paper, the Stable Diffusion (SD) algorithm is selected as
duces fake images, while real images are sampled from the  the diffusion model (Fig. 3).

dataset. The discriminator is trained using both real and fake The process begins with a configuration stage in which
inputs, and its loss is computed by combining classification  training parameters are defined, including dataset paths,

Configuration Load Pretrained Model LoRA Configuration | | Dataset & DataLoae | | Training Setup Training Loop

- Encode images (VAE)
+ Loss computation

+ Update model

« MS steps

. Stable Diffusion base - Attention layers - Load images - AdamW Optimizer
« UNet - Parameters - Data augmentation | |+ LR Scheduler
« VAE & Text Encoder (e.g., dropout) « Output: images - early stopping
- DDPM Scheduler + prompt

- Training parameters

- Dataset paths
- Device selection

Fig. 3 Stable diffusion pipeline
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batch size, learning rate, number of training iterations,
and computational device selection. A pretrained model is
then loaded to initialize the training process. This model
integrates several key components: a CLIP-based [28]
tokenizer for processing text prompts, a U-Net architecture
[29] augmented with Low-Rank Adaptation (LoRA) [30]
layers for efficient fine-tuning, a Variational AutoEncoder
(VAE) [31] for encoding images into a latent representa-
tion, a frozen text encoder to preserve semantic consistency,
and a Denoising Diffusion Probabilistic Model (DDPM)
[32] scheduler that controls the noise injection and removal
process. Following model loading, the LoRA configuration
stage specifies which attention layers within the U-Net are
adapted during training and defines associated hyperparam-
eters such as the rank, scaling factor, and dropout rate. This
approach enables parameter-efficient fine-tuning by updat-
ing only a small subset of weights while keeping most of the
pretrained model fixed. The dataset preparation and datalo-
ader stage then loads paired image—text samples, applying
data augmentation techniques to improve generalization and
ensure alignment between visual content and corresponding
prompts. The training setup phase defines the optimization
strategy, including the use of the AdamW [33] optimizer,
learning rate scheduling, gradient accumulation, and early
stopping criteria to prevent overfitting. During the training
loop, input images are first encoded into the latent space
using the VAE. Corresponding text prompts are tokenized
and encoded, after which noise is added to the latent rep-
resentations according to the DDPM schedule. The U-Net
predicts the injected noise at each timestep, and model
parameters are updated by minimizing the mean squared
error (MSE) between the predicted noise and the true noise.
This objective encourages the model to accurately learn the
denoising process across diffusion steps. Training prog-
ress is monitored through loss convergence and validation

Fig.5 Test facility used for the database collection phase

metrics, and early stopping is applied when performance
saturates. In the final model-saving stage, the best-perform-
ing model checkpoint is stored, including the fine-tuned
U-Net weights and the associated LoRA configuration files.

2.3 Database Description in the Project’s
Framework

The dataset collection phase (conducted within the scope
of the project, in collaboration with the DLR Institute of
Maintenance, Repair and Overhaul — Department of Pro-
cess Optimization and Digitalization in Hamburg, Ger-
many) focuses on a representative structural element of a
commercial aircraft, specifically a segment of a full-scale
medium-range aircraft wing (Fig. 4,5), serving to replicate
real-world inspection scenarios. To evaluate the effects of
varying image acquisition conditions, real data are collected
using three different imaging systems:

—  Smartphone camera, representing low-cost, flexible
field inspections.
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— Digital Single-Lens Reflex (DSLR) camera, providing
high-resolution, professional-grade imagery.

— Universal Robot (URI0) arm with RealSense Depth
Camera (in RGB mode).

As shown in Fig. 4, images from different acquisition sys-
tems differ in resolution and in how environmental light is
processed, to enhance the dataset’s robustness.

The collected images are organized into a dataset com-
prising 50 samples depicting different damage instances
(Table 1). Although limited in size, this dataset is designed
to capture sufficient variability in damage appearance and
context to support generative modeling (Fig. 6). While gen-
erative models effectively address data scarcity, it is impor-
tant to acknowledge that they do not introduce entirely new
physical information beyond the scope of the original train-
ing set. Instead, they augment the dataset by interpolating
within the learned distribution of the existing real-world
samples. This inherent limitation presents a risk of reinforc-
ing existing biases present in the small training set, such
as specific lighting conditions or common damage mor-
phologies. To mitigate this risk, the primary objective is to
develop an Image-to-Image (Img2Img) model capable of
synthesizing new damage instances by transforming exist-
ing examples across multiple factors, including pose, color,
illumination conditions, and background scenes. Such capa-
bility is essential for enriching training data and improving
model generalization in inspection scenarios where real
damage samples are scarce or difficult to acquire. To ensure
a fair and consistent comparison, both previously described
algorithms are trained using similar training configurations,
as summarized in Table 2.

Table 1 Database for generative algorithms training

Database Acquisition system Nr. of
images
Images from a full-scale Smartphone 21
wing section of a commercial DSLR 17
aviation Robotic arm 12
TOT. Database images 50

Table 2 Diffusion (left) and GAN (right) algorithms training options

N. of epochs Diffusion model GAN model
100 1000

Batch size 4 4

Image size [pixel] 512x512 512x512

Learning rate 0.0001 0.0002

3 Results

In this section, the results in output from the two generative
architectures previously described are evaluated using dif-
ferent metrics: Learned Perceptual Image Patch Similarity
(LPIPS) metric and classification metrics (Accuracy, Preci-
sion, Recall, and F1 score) after evaluating images using the
YOLO v11 [34] object detection algorithm.

3.1 Learned Perceptual Image Patch Similarity
Metric

The Learned Perceptual Image Patch Similarity (LPIPS)
[35] metric is a perceptual similarity measure specifically
designed to assess visual differences between images in a
manner that correlates more strongly with human perceptual
judgments than traditional pixel-wise metrics. LPIPS oper-
ates in a learned feature space that better captures human
visual perception, computing the distance between deep
feature representations extracted from intermediate layers
of convolutional neural networks pretrained on large-scale
image classification datasets, such as ImageNet. These

Fig. 6 Example of corrosion (left), dent (center), and scratch (right) damages from the database
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Fig. 7 LPIPS for Stable diffusion 10
algorithm’s output
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networks encode hierarchical visual information, rang-
ing from low-level information like edges and textures to
higher-level semantic structures and object parts. By com-
paring corresponding feature activations across multiple
layers and weighing them according to perceptual relevance,
LPIPS effectively measures differences in image content
that are more meaningful to human observers, on a scale
from 0 to 1. A lower LPIPS score indicates a higher degree
of perceptual similarity between two images, while higher
values correspond to greater visual dissimilarity. LPIPS has
been validated through extensive human perceptual studies,
demonstrating a strong correlation with subjective similar-
ity judgments across a wide range of image distortions and
transformations. The results obtained are reported in Figs.
7,8 and 9.
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In this work, LPIPS was computed using the publicly
available implementation as a Python library based on the
Perceptual Similarity repository [36].

The synthetic images generated using Diffusion Models
are found to be more suitable for data augmentation pur-
poses, as evidenced by their substantially lower average
LPIPS score of 0.27 compared to the GAN-based approach,
which yields an average LPIPS value of 0.58. Beyond the
numerical comparison, qualitative inspection of the gener-
ated samples revealed differences between the two genera-
tive approaches. Images produced by the Fast GAN model
occasionally exhibited local artifacts and reduced structural
coherence in the damage region, particularly when trained
on the limited dataset available in this study. In contrast, the
diffusion-based approach generated images that more con-
sistently preserved surface texture, lighting continuity, and
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Fig. 9 Synthetic images with the
highest LPIPS score (left) and the
lowest LPIPS score (right)

geometric consistency of the aircraft skin. These observa-
tions are consistent with recent findings in the generative
modeling literature, where diffusion models have shown
improved training stability and higher fidelity image syn-
thesis compared with adversarial approaches, particularly
when training data are scarce or heterogeneous. In the
present case, the dataset includes images acquired using
different sensors, which introduce variations in resolution,
noise patterns, and illumination conditions. The progressive
denoising process employed by diffusion models appears
better suited to capturing such variability, resulting in syn-
thetic samples that remain visually consistent with the real
inspection images. The lower LPIPS score indicates that
diffusion-generated images exhibit higher perceptual simi-
larity to real samples, suggesting improved visual realism
and closer alignment with human visual perception. At the
same time, the observed variability introduced by diffusion
models remains sufficient to enrich the training distribution
without introducing perceptually implausible artifacts. It
should be noted that LPIPS evaluates perceptual similarity
rather than task-specific utility. Therefore, while it provides
a useful indicator of visual realism, the ultimate suitability
of the generated data for augmentation purposes is assessed
through the downstream performance of the damage detec-
tion model.

Based on these findings, diffusion models are selected
as the generative framework for data augmentation in the
subsequent experiments. Specifically, 100 synthetic dam-
age images are generated and incorporated into the train-
ing set to form a mixed dataset composed of both real and
synthetic samples. The performance of a damage detection
algorithm trained on this augmented dataset is then system-
atically compared against the performance of the same algo-
rithm trained exclusively on real images. This experimental
design enables a direct evaluation of the impact of diffusion-
based data augmentation on detection accuracy, robustness,
and generalization, isolating the contribution of synthetic
data while maintaining consistency in the model architec-
ture and training protocol.

@ Springer

3.2 Classification Task

Based on the LPIPS metric results, the diffusion-based gen-
erative model is selected to produce 100 synthetic images,
which are subsequently incorporated into an aircraft damage
dataset. The performance of a damage detection algorithm
trained on this mixed dataset, comprising both real and syn-
thetic images, is then compared with the same algorithm
trained exclusively on real data. This comparison allows
for a direct assessment of the impact of diffusion-based data
augmentation on detection performance while keeping the
model architecture and training procedure unchanged.

The YOLO (You Only Look Once) [37] object detection
algorithm was chosen to evaluate classification metrics for
the two datasets previously described. YOLO is a real-time
object detection framework that reformulates detection as a
single, end-to-end regression task. Instead of relying on a
multi-stage process with separate region proposal and clas-
sification steps, YOLO processes the entire image in one
pass, directly predicting object bounding boxes and their
corresponding class probabilities. The pipeline begins by
resizing the input image and encoding it into feature rep-
resentations that capture spatial and semantic information
across the whole scene. These features are then used to
simultaneously estimate object locations, confidence scores,
and class labels for multiple objects. Redundant predictions
are removed through non-maximum suppression, resulting
in a final set of precise detections overlaid on the original
image. In this study, the YOLOvI11 variant is employed,
which extends this unified pipeline to support a range of
vision tasks while improving detection accuracy and com-
putational efficiency. By refining feature processing, predic-
tion strategies, and loss functions, YOLOvV11 achieves more
accurate localization and classification with reduced model
complexity, enabling fast and scalable deployment across
diverse hardware environments.

To obtain optimal results, several hyperparameters must
be properly configured during the training phase; the spe-
cific values used in this study are summarized in Table 3.
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Table 3 Training options for the YOLO v11 algorithm

Options Values

Net architecture YOLO v.11
Nr. of classes 1 (dent)
Training algorithm ADAM

Batch size 8
Initial Learning Rate

1072
Epochs 1000 (with Early Stopping callback)
Device GPU (NVIDIA RTX 4060)

Table 4 Classification metrics for both datasets after the test phase

Dataset Class  Precision Recall mAP50 mAP50-95
Real Dent  0.81 0.85 0.837 0.421
Real+Fake Dent 0.978 0.889 0.951 0.586

where:

Network architecture: The YOLOv11 architecture is
adopted for the object detection task.

—  Number of classes: The model is configured to detect,
classify, and localize a defined set of damage categories.

—  Training algorithm: The Adaptive Moment Estimation
(ADAM) [25] optimizer is used, employing adaptive
learning rates based on exponentially decaying averages
of gradients and their squared values to ensure stable
and efficient convergence.

- Batch size: The training dataset is divided into mini-
batches to improve computational efficiency, with
batch-wise loss values guiding gradient updates.

—  Initial learning rate: A carefully selected initial learn-
ing rate is used to balance training stability and conver-
gence speed.

—  Epochs: The network is trained over multiple epochs,
allowing repeated exposure to the entire dataset.

—  Device: Model training is conducted on a workstation

equipped with an NVIDIA RTX 4060 GPU.

After the training, the YOLO architecture is tested
on a validation dataset containing 10 real images. Syn-
thetic images generated by the diffusion model were used
exclusively to augment the training set, while the test set
contained only real images that were not used during the
training of either the generative models or the detection
algorithm. This approach ensured that the evaluation of the
YOLO detector was performed on previously unseen real
data and prevented potential data leakage between training
and testing phases.

The YOLO algorithm demonstrated the ability to clas-
sify damages on the test database with the following metrics
percentages (Table 4):

Precision is an important performance metric that evalu-
ates how accurately a model identifies positive cases. It is
defined as the ratio of correctly predicted positive instances
to the total number of instances predicted as positive by the
model:

True Positives

Precision =
True Positives + False Positives

where:

— True Positives: The number of instances correctly pre-
dicted as positive.

— False Positives: The number of instances incorrectly
predicted as positive.

A high precision value indicates that the model generates
few false positive predictions, making it particularly impor-
tant in contexts where false alarms are costly or undesirable
(a false positive might lead to unnecessary repair tasks).

The recall function evaluates a model’s ability to cor-
rectly identify all relevant instances of a given object class.
It is defined as the ratio of true positive predictions to the
total number of true positive and false negative instances,
and is calculated as follows:

Recall = True Positives

True Positives + False Negative

where:

— True Positives: The number of instances correctly pre-
dicted as positive.

— False Negative: The number of instances incorrectly
predicted as negative.

mAP50 ((Mean Average Precision)) and mAP50-95 mea-
sure the average accuracy of predicted bounding boxes, as
long as they have at least 50% (up to 95%) overlap with the
ground truth.

3.3 Outputs

In Figs. 10, 11 and 12, three different scenarios of images
generated by the previously trained Stable Diffusion algo-
rithm are illustrated, showing damage artificially generated
on the test facility.

As required for the data generation phase, each image
contains damage that differs in size, shape, and color.

To further illustrate the impact of generative data aug-
mentation on detection performance, Figs. 13 and 14 pres-
ent representative examples comparing the outputs of the
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Fig. 10 Scenario 1

Fig. 12 Scenario 3
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Fig. 13 Visual comparison of dam-
age n. 1 detection before and after
data augmentation

Fig. 14 Visual comparison of dam-
age n. 2 detection before and after

YOLO detector trained on the original dataset and on the
augmented dataset, including diffusion-generated images. In
the first case, the model trained exclusively on real images
fails to detect certain damaged instances or produces incom-
plete localization. After the inclusion of synthetic samples
in the training set, the detector successfully identifies and
localizes the same damage region.

4 Discussion and Conclusion

This study investigates the use of generative data augmenta-
tion to address the scarcity of annotated data in aircraft sur-
face damage detection, with a particular focus on comparing
GAN-based and diffusion-based generative models. The
results demonstrate that diffusion models clearly outper-
form GANSs in terms of perceptual image quality and down-
stream detection performance, making them a more suitable
choice for safety-critical aerospace inspection applications.
The evaluation using the LPIPS metric shows that diffusion-
generated images are perceptually much closer to real image
data than those produced by the GAN approach. The sub-
stantially lower LPIPS score indicates higher visual realism
and fewer perceptual artifacts, which is a key requirement
when synthetic data are used to train inspection algorithms.

IMG_20250505_145009.jpg

IMG_20250505_1 629%11 1.ipg

data augmentation i!

)

IMG_20250505_145009.jpg

IMG_20250505_162211:jpg’:

dent 0.4

In contrast, GAN-generated images exhibited larger percep-
tual deviations, suggesting that adversarial training strug-
gles to maintain fidelity and stability when trained on small,
highly specialized datasets such as aircraft damage imagery.
When synthetic images generated by the diffusion model
were combined with real data, the YOLOvI1l detector
achieved notable improvements across all evaluated metrics.
The observed improvement in detection performance after
introducing synthetic images is likely attributable to mul-
tiple factors. First, the diffusion-generated samples increase
the variability of the training dataset, exposing the detection
model to a broader range of damage appearances, lighting
conditions, and contextual variations. This additional diver-
sity helps the model better capture the visual characteristics
of the damage and improves its ability to generalize unseen
images. At the same time, the perceptual similarity between
generated and real images ensures that the synthetic samples
remain consistent with the underlying visual distribution of
the inspection data. Such improvements are particularly rel-
evant for Digital Twin—based inspection frameworks, where
accurate damage localization and characterization are essen-
tial for reliable condition assessment and decision support.
Despite these positive results, some limitations should be
acknowledged. The relatively small dataset and the focus
on a single damage category may limit the generalization of
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the findings. Future work will extend the dataset to include
a larger number of inspection images and multiple dam-
age categories. Perceptual metrics such as LPIPS, although
valuable, do not explicitly guarantee physical or structural
plausibility, which remains an important consideration in
aerospace applications. Nevertheless, the magnitude of the
improvement observed in this study should be interpreted
with caution. The dataset is relatively small and focused on
a single damage category, and therefore, the benefits of gen-
erative data augmentation may vary depending on the size,
diversity, and complexity of the dataset. Further studies
involving larger and more heterogeneous inspection datas-
ets will be necessary to confirm the general applicability of
the proposed approach.

This work demonstrates that diffusion-based generative
data augmentation is an effective strategy for improving
aircraft damage detection under data-scarce conditions. By
producing realistic and diverse synthetic images, diffusion
models enhance detection accuracy, reduce false positives,
and improve localization performance. These results sup-
port the integration of generative Al into Al-driven visual
inspection and Digital Twin workflows, offering a scalable
and cost-effective pathway toward more robust, reliable, and
automated aircraft maintenance systems. Future work will
focus on extending the approach to multiple damage catego-
ries, larger datasets, and cross-platform inspection scenarios
to further support industrial adoption and certification.
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