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Abstract: We present an optical random access memory (ORAM) based on warm cesium (Cs)
atomic vapor and demonstrate its operation as the physical substrate of a reservoir computer.
Information is stored in the hyperfine population distribution of a Cs ensemble via optical pumping
and retrieved through differential probe absorption. Spatial multiplexing via acousto-optic
deflection provides eight addressable memory rails able to store up to 3.9 bits of information per
rail. Employing this platform as a temporally multiplexed reservoir, we achieve a kernel rank (KR
=8.8 £ 0.4), and a minimum bit error rate of 0.02 + 0.01 on the Exclusive-or (XOR) benchmark.
We find the limited memory lifetime constrains the achievable temporal depth, encouraging
further research into fast addressable memories. This constitutes the first demonstration of a
free-space, optically writable atomic RAM as a substrate in an optical reservoir computing
system.

Published by Optica Publishing Group under the terms of the Creative Commons Attribution 4.0 License.
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1. Introduction

Memory is a fundamental element of information processing, as evidenced by the central role of
the read-write tape in the Turing machine’s definition of classical computability [1]. Historically,
encoding information in classical optical signals has proven to be a highly viable storage method.
Optical Read-Only Memories (OROMs)—spanning analog formats like paper and photographs
to robust digital media such as CDs, DVDs, and Blu-ray discs—are mature, commercialized
technologies. Moreover, the high degree of parallelism offered by optical memory modules [2]
continues to drive research into high-volume archival storage for data centers [3,4]. In contrast,
optical random access memories (ORAM) have not seen the same commercial success. This is
primarily due to the overwhelming dominance of electronic counterparts (e.g., SRAM, DRAM,
and flash memory), which provide versatile, multi-timescale storage natively integrated on silicon
chips. However, as the computing industry increasingly pivots toward domain-specific hardware
accelerators e.g. tensor processing units (TPUs) [5], in-memory compute architectures [6,7], and
optical vector-matrix multipliers [8], compatible memory architectures must be researched in
tandem. Optical neural network accelerators have been identified as a particularly promising
system, due to their low latency, highly parallel, low-power operation [9-11]. However, realizing
the full energy advantage of these architectures requires that both data processing and data storage
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remain optical, since repeated conversion to and from electronic memory is power-expensive,
limiting the power savings that optical hardware seeks to improve [12]. Optical random access
memories (ORAMs) are therefore a necessary prerequisite for all-optical computing [13,14].

Within the broad field of optical computing, optical neural networks and specifically optical
reservoir computing has been identified as a promising platform for high-throughput, low-energy
machine learning [15]. A key characteristic of the reservoir computer (RC) and a distinguishing
feature from other architectures, such as an extreme learning machine (ELM) [16], is its fading
memory. Memory may be actively included into optical reservoir computers, explicitly as an
element for introducing delay e.g. delay-line systems [17], or alternatively it may arise as an
intrinsic feature of the hardware substrate used as a device, often seen in spatially distributed RCs
[18]. Moreover, memories are required to store the information input into reservoir computers.
Often, electro-optic devices are used to modulate input information, necessitating storage in
the electrical domain; however, all optical architectures seek to remove this conversion. Here,
optical memories which can be read or written to optically are required. In spatially distributed
optical reservoir computers, for example, data are commonly injected via digital micromirror
devices (DMDs) or spatial light modulators (SLMs), which are electronically writable and
introduce conversion overhead [19,20]. Optically addressable SLMs (OASLMs) could address
this limitation [21], but require a native optical memory to buffer and update weight data.
In delay-line reservoir computers, the optical fiber loop that provides recurrence acts as a
strict first-in first-out (FIFO) queue, fixing virtual node connectivity to a simple ring topology.
A random-access optical memory replacing the delay-line could enable arbitrary inter-node
coupling, enabling investigation into potentially more varied reservoir dynamics. A preliminary
investigation into this system is the subject of this work.

Some exemplary physical platforms that have been studied as optically writable ORAMs
include phase change materials (PCMs) [22-24], and different devices that form optical bistable
memories [13,25] for integrated memory. For free-space systems, optically addressable liquid-
crystal cells [21,26,27] and metasurfaces [28,29] have been investigated. Many of these devices
have demonstrated successful operation in a research setting, but require further development to
be used in real world applications.

In this work, we employ a room temperature cesium (Cs) atomic vapor as a free-space storage
medium. Compared with fabricated storage platforms, atomic vapor offers high uniformity
because all Cs atoms have identical properties, eliminating fabrication-induced variations and
making peripheral devices the dominant source of non-uniformity. The inherently continuous
three-dimensional spatial structure of the vapor cell also enables scalable multimode operation
without the need for microfabrication. Importantly, the nonlinear saturation absorption of the
atomic transition provides a native nonlinear response within the memory, enabling in-memory
computation and furnishing the activation function for reservoir computing.

A coherent Cs vapor RAM has been demonstrated in Ref. [30]; this work presents an incoherent
memory storage mechanism and its apparently novel application as the reservoir in reservoir
computing. Importantly, coherent memories require phase coherence between the stored pulses,
whereas incoherent memories do not, making the latter technically simpler and thus more suitable
for practical applications.

In the following section, we present the design, characterization, and reservoir computing
application of a free-space Cs vapor ORAM. After introducing the memory operating principle
and experimental apparatus (Section 2), we describe the use of a Cs vapor ORAM as an element
in a reservoir computing architecture and its performance metrics (Section 3), and evaluate the
reservoir against the linear memory capacity, kernel rank, and exclusive-or (XOR) benchmarks
(Section 4).
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2. Memory concept and characterization
2.1.  Operating principle

The proposed memory encodes a number to be stored in the hyperfine ground-state population
distribution of a warm Cs ensemble. The writing protocol utilizes optical pumping [31],
specifically depopulation pumping (or optical shelving), wherein atoms are optically transferred
from the upper hyperfine ground state |s) = |F = 4) into a dark state |g) = |F = 3). The
population pumping results in a polarized ensemble, where the degree population polarization
P indicates the magnitude of the number stored. To read from the memory, the transmission
behavior of the probe field is measured as a proxy for the population residing in the dark
state. The protocol for reading and writing to the memory is illustrated in Fig. 1. Here, a
numerical value is encoded in the atomic vapor using a strong laser pulse tuned to the Cs D1
F =4 — F’ = 4 transition, with the pulse intensity modulated according to the number to be
stored. To read from the memory cell, a subsequent weak probe pulse of the same frequency but
below the saturation intensity (/sy), is incident on the cell. The probe light is transmitted with
an efficiency proportional to the population that remains in the |s) state. Consequently, higher
pump intensities yield greater transmission, representing the storage of larger numbers. A key
feature is the accumulative nature of writing in the linear regime: successive pump pulses pump
more of the atomic population to the |g) state, provided the pump amplitudes remain below Iy.
Furthermore, when the effective pump intensity exceeds the saturation threshold, the ensemble
enters a nonlinear regime characterized by its saturation absorption profile. Memory reset occurs
passively as polarized atoms diffuse out of the laser interaction region and are replaced by
thermally distributed atoms from the surrounding vapor. While the medium could be actively
reset via a repumper laser on the |F = 3) — |F’ = 4) transition, the necessary calibration and
further investigation falls outside the scope of this work.

Input Atomic System Output
a)

# value = 10 |[F' = 4) = |e)

Pump Probe ¢

# value = 1

Pump Probe ¢ Pump Probe ¢

Fig. 1. Operating principle of the incoherent atomic ORAM. (a) A strong pump pulse
transfers atoms to the dark state |g), rendering the medium transparent to a subsequent weak
probe. (b) A weaker pump transfers fewer atoms, yielding lower probe transmission. The
stored analog value is encoded in the measured probe intensity.
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To store multiple values in a random access manner, we spatially multiplex the Cs vapor
cell by deflecting the read and write pulses using an acousto-optic modulator (AOM) [30]; an
example configuration with the two outermost memory rails being addressed simultaneously
is shown in the experimental setup (Fig. 2(a)). By modulating the amplitude of the RF waves
driving the AOMs, pulses can be generated. A typical modulation waveform for the input
AOM (AOM1) and the collection AOM (AOM?2) can be seen in Fig. 2(b). Different spatial
locations can be accessed simultaneously by applying multi-frequency driving waves. Modulation
waveforms corresponding to the different values to be written to each rail are applied to RF
driving frequencies, which determine the spatial location that forms individual memory rails.
These individual frequency components are summed to access multiple rails simultaneously. To
avoid confusion, in this work we distinguish between the storage medium (denoted cesium “cell”)
and addressable memory location (memory “rail”).
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Fig. 2. a) Experimental setup of the Cs ORAM. The laser is frequency-locked via Doppler-
free spectroscopy (dashed box). After magnification from lenses L1 and L2, the pump/probe
beam is diffracted by AOM1 into N spatial rails that traverse the Cs cell with diameter
d = 5 cm; AOM2 recombines the modes onto a single detector path. Figure not to scale. FC:
Fiber coupler; L: Lens; DET: Detector; AWG: arbitrary wave generator; PBS: polarizing
beamsplitter; BB: beam block; M: mirror; RP: Red Pitaya; WP: waveplate; 1/2: half-wave
plate; 1/4: quarter-wave plate. b) Single-rail pump-probe timing sequence. AOM2 is turned
off during pumping to prevent damage to the detector.

2.2. Experimental setup

The full experimental setup is shown in Fig. 2. An external-cavity diode laser (ECDL; Sacher
Lasertechnik Micron) is locked to the F = 4 — F’ = 4 Lamb-dip of a Doppler-free spectroscopy
using a Red Pitaya STEMlab 125-14 running the open-source Linien software [32]. The beam is
then expanded by a telescope formed of L1 and L2 to a 1/¢* diameter of 3.1 mm and directed
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to the first acousto-optic modulator (AOM1; AA Optoelectronics DTSX-400-900). The beam
power is adjusted to Pj, = 10mW at the fiber coupler output (FC2, Schifter + Kirchhoff
60FC-SP-4-M8-10) using a polarizing beamsplitter (PBS) and a half-wave plate (WP2). AOM1
is driven by a multi-tone RF signal from a Zurich Instruments HDAWG-4 arbitrary waveform
generator, which simultaneously generates eight carrier frequencies (frr = 75,78, ...,96 MHz,
separated by 3 MHz to avoid crosstalk), each amplitude-modulated independently to produce
pump and probe pulse pairs at eight distinct rails within the vapor cell. A 4f relay system
(lenses L3, L4; f = 1 m) images the spatially separated beams through the Cs cell (Precision
Glassblowing; 10 cm length, 5cm diameter, 10 Torr N; buffer gas at 30°). A second AOM
(AOM2) recombines all spatial modes onto a single avalanche photodetector (DET2; Thorlabs
APD430A/M) and acts as an optical gate to protect the detector during high-power pump pulses
(Fig. 2(b)). Probe traces are acquired using the deep acquisition mode of a Red Pitaya STEMlab
124-14 board and transferred to a host computer for further application specific processing.

In this work, unless otherwise stated, the rails are pumped for #pymp = 10 us, and probed for
fprobe = 10 us, with switching and waiting intervals of fswicch = 2 ps and ty5 = 3 us. This yields
a memory operation time of #,, = 30 us, defined as the time required to execute a single read and
write operation. Notably, the architecture supports simultaneous write operations across multiple
rails. The amplitude of the probe pulses, corresponding to the value read out of our memory is
determined by averaging over a 2 us subsection centered with the probe interval of the measured
pulse. In this system, we deflect the beams along a single axis, with the driving electronics
limiting the number of resolvable spots to 8 rails. In future experiments without RF-electronics
limitations, a 1/e beam diameter of d = 3.1 mm would allow N = 10 rails within the cell aperture.
Increasing the number of rails by reducing the beam diameter comes at the expense of the
memory lifetime 7. Replacing the single-axis AOMs and corresponding electronics with 2D
AOMs would enable up to 64 memory modes, making the cell aperture the limiting factor.

2.3. Memory characterization

To characterize the memory operation, the pump pulse energy is varied while monitoring the
response of the probe pulse. The experimental sequence for each rail consisted of an initial
10 us probe pulse, a 5 us delay, a 10 us pump pulse, and a second 5 us delay before a second
10 us probe, for each rail. The transmitted intensity of this second probe pulse is shown in
Fig. 3. To ensure consistency, the AOM2 RF driving power is normalized such that a single probe
pulse yielded a uniform photodiode voltage. Throughout the measurements, the probe power is
maintained at 50 W, and the pump power is varied between 0 — I mW in 50 uW increments, and
scanned from 1.5 —4mW in 500 uW steps. This increased step size at higher powers is adopted
to optimize data acquisition time. The response of the probe transmission to increasing pump
power follows a saturable absorber profile of the form 6(Ppump) = a% + b. In the linear
regime (Ppump << Psat), probe transmission increases approximately linearly with pump energy.
Successive pump pulses result in the accumulation of the population, resulting in in-memory
addition, provided the pulses are weak enough to not enter the saturated regime. At higher
pump powers, the atomic population available for transfer to |g) saturates, producing a rectified
response. We measure the average pump saturation power across all rails as Pgy = 1.5 mW.
We see that the normalization of the rails at the edges of the AOM operating range, and for the
87 MHz rail was not successful. We attribute this to large variation in the diffraction power of the
outermost rails. The maximum pump power is set to Ppax = Psa t0 access the onset of saturation
while remaining within a bounded dynamic range. A tunable input scaling factor g; € [0,2.4]
controls the fraction of Ppax applied to each pulse, allowing systematic variation of the effective
nonlinearity.

To quantify the resolution of the system, we measure the difference in transmitted probe
amplitude between the pumped and unpumped states, for a pump pulse of Pyymp = 1.5 mW.



Research Article

Vol. 34,

No. 21/19 Oct 2026 / Optics Express 39394

Optics EXPRESS

a) T T L IRERRE HLARRRERS b) T T T

" ! ] 0.8 i 1.0 7]
. 65 [ : ] E ’g
= [ ' ] o RoS

L ] > . Z 0.5 F 5
R : 1 “o6f S 1
@ [ ] % |
=45 1 E 0 200
= 1 Soaf toump (us) ]
g 35¢f | 1 Z
< r 1 ]
2 ok x175MHz * 8TMHz ] f-; !
o [ x1 T8MHz * 90MHz ] £ 02rt . 10pus - 100pus | ]
ol 15 _ 1 81 MHz * 93 MHz _ 20 us ¢ 200 ps i

[ 1 ]

[ X: 84MHz * 96 MHz ] 0.0 | 50 us | .b i

0 05 1 15 2 25 3 5 4 0 5 10
Time (ms)

L | Pump power (mW)
0 g1 1

Fig. 3. Characteristic memory responses (a) Saturation absorption transfer function of the
eight ORAM rails. Experimental data are fit with a saturable absorber profile, which defines
the nonlinear function 6 used in reservoir simulations. Mean saturation power: Pgat = 1.5 mW.
(b) Decay of atomic polarization for pump durations fpump € {10, 20, 50, 100,200} us at
Ppump = 1.5 mW. The peak feature at ¢ = 0 is leaked pump light indicating the switch from
the pump to the probe pulse. Inset: Measured Ty vs. fpump, fit with T = a(1 - e 5 4+ b;
the curve saturates at approximately 1 ms for zpymp > 200 us.

We determined that a probe power of Pyrope = 50 uW provides the largest dynamic range for
a cell temperature 7 = 30° C, which is the probe power used in the rest of this work unless
otherwise specified. Using a pump pulse duration #pump = 10 us, we measured a difference in
detected photodiode voltage of between U = 15 mV and U = 44 mV, with a standard deviation
of o = 1 mV. The observed fluctuations arise from technical noise in the AOMs, where thermal
variations in deflection efficiency are most pronounced at low RF driving powers. These effects
may be further reduced through temperature stabilization of the AOMs or by decoupling the pulse
generation process and the deflection to different rails. We define two signal values as resolvable
if they differ by at least 20-. The full range then contains N = AU /20" = 14.5 resolvable levels,
or an effective resolution of log, N = 3.9 bits. This resolution is time-dependent; the value
reported here corresponds to a readout performed 3 us after pumping; we discuss the decoherence
mechanism further in the next section.

2.4. Memory lifetime and time-bandwidth product

The stored population decays as polarized atoms diffuse out of the laser interaction volume
and are replaced by atoms in thermal equilibrium. This effect occurs continuously from the
moment the atoms are pumped, thus meaning the polarization state of the atoms is continuously
depleting. Charge depletion is a known phenomenon in electronic dynamic random access
memory (DRAM), overcome by periodic re-charging. The diffusion-limited lifetime is estimated
as Tmem = dgeam /4D ~ 1.3 ms for our beam diameter dpeam = 3.1 mm and Cs-in-N; diffusion
coefficient D = 17(10) cm? s™'. We measure the 1/e lifetime 7 by pumping a single rail (the
central rail at 81 MHz) for 10 us, with a pump power of 1.5 mW. The transmission of a ~ 10 ms
weak probe pulse (Pprobe = 9 uW) is measured for pump pulses of varying durations.

The measured 1/e lifetimes are 77 = {230(50), 340(40), 570(30), 750(40), 950(60)} us for
pump durations f,ump = {10, 20, 50, 100, 200} us respectively. We observe that the duration of




Research Article Vol. 34, No. 21/19 Oct 2026 / Optics Express 39395 |

Optics EXPRESS i NN

the pump saturates to approximately 1 ms with increasing pump pulse duration, as shown in the
inset of Fig. 3.

To quantify the information storage capacity, we define the memory time-bandwidth product
TBPpem as the number of pump-probe operations executable within the 1/e lifetime:

T
TBPpem = — (1)

fhp

where 1, is the duration of a single pump-probe cycle. For our system, f,, = 30 us (including
a 10 us pump, 10 us probe, and switching/wait times), yielding TBPyer, = 7.7 at 71 = 230 us.
This presents a second limitation in the number of memory rails which are accessible within the
storage time. To increase the number of accessible memory modes, one must either increase the
storage time or decrease the time of a single read-write (pump-probe) operation. The storage
time may be extended using an array of miniaturized Cs cells, where the pump/probe beam fully
encompasses the atomic volume such that the atoms cannot diffuse out of the interaction region.
These cells must be filled with an anti-relaxation coating to prevent collisions with the cell walls
becoming a limiting mechanism and are a topic of current active research [33-35]. The duration
of the pump and probe sequence could be reduced by utilizing AOMs with a higher acoustic
velocity, and thus shorter rise times on the order of tens of nanoseconds, thereby enabling shorter
pulses. However, the gain in addressing speed comes at the expense of the number of addressable
rails. The Bragg deflection angle of the AOM scales inversely with the acoustic velocity, so that a
shorter rise time also results in a reduced angular range for a given RF bandwidth. Alternatively,
electro-optic deflectors, which have rise times on the order of 100 ns, may also be explored as a
solution.

The key figures of merit are summarized in Table 1. Having established the characteristics
of the medium as a memory element, we now describe the reservoir computing architecture
implemented in this work.

Table 1. The key characteristics of
the incoherent memory experiment.

Figure of merit Value
Memory lifetime (77) 230 us
Resolution 3.9 bits
Number of rails (N) 8
Read/write duration (tpp) 30 us
Memory bandwidth (TBPyem) | 7.7

3. Reservoir computing architecture and metrics

In the previous section, we introduced the operating principle, experimental setup, and char-
acterization of the incoherent optical RAM. We now turn to its application as a reservoir, and
present the key metrics which allow us to evaluate its performance within a reservoir computing
architecture.

3.1.  Memory-based reservoir computing

Physical reservoir computing (RC) exploits the nonlinear transient dynamics of a fixed physical
system to map low-dimensional inputs into a high-dimensional state space, after which only a
single linear readout layer requires training [36]. Optical delay-line reservoirs achieve recurrence
via a fiber loop that functions as a FIFO queue [37]; virtual nodes are accessed sequentially,
and connectivity is topologically fixed. By replacing the delay line with a multi-rail ORAM,
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arbitrary read/write scheduling becomes possible, enabling flexible intra-node coupling. In
temporally multiplexed systems such as delay-line reservoirs and the system presented in this
work, information is injected into and read sequentially from the reservoir. Hence, we define the
time scales relevant to the system in question; the input dataset u is injected into the reservoir as a
piecewise function, with each element of u being injected with duration T, indexed by a discrete
time ¢. Consequently, u(¢ = 0) corresponds to injection of the first logical data point. The number
of data points injected into the reservoir is given by the training (test) set size Nain(Neest). We
define virtual nodes by further subdividing the clock cycle into N, distinct segments, where N, is
the length of a mask weight vector wy,,s¢. Each masked element is injected into the reservoir with
duration 7, such that N, = T/Ty, as is typical in temporally multiplexed reservoir computing
[38—40]. Experimentally, we set T, = t,, = 30 us, the time to execute a single read and write
operation on a memory rail. The value of a single element injected into the reservoir is given by:
j(k) = u(r) - Wiask(k’) where k&’ € (0, N, ] is the mask or virtual node index, and the system index
k = Nyt + k’. The mask is drawn from a uniform distribution in the interval [0, 1]; differing from
the convention for the mask interval of [-1,1] as our hardware cannot represent negative numbers.
The input layer of the reservoir computer is depicted in Fig. 4

S (t) Wout

Xout (k)

- )

Output layer

S )

Input layer Reservoir

Fig. 4. Schematic of the memory-based reservoir computer. At each time step, the memory
rails are first probed (read) before being pumped (written). The coupling matrices Kj, and
Koye determine which rails are addressed, establishing the effective network topology.

We inject the masked input sequentially into the reservoir and fill the state matrix S with
responses. The state matrix is then normalized such that the entries are between Xqu € [0, 1]. We
include an additional bias vector, resulting in a Ny, X (N, + 1) dimensional state matrix. This is
shown in Fig. 4 as the output layer. To train the reservoir an output weight vector w, is found
that minimizes the cost function:

; 2 2
arg min (|[SWou, + Y113 — gl IWou 1) @
out
where || - ||> is the Euclidean norm, A, is the regularization parameter and y is the true value of

the task for inputs u.

Having discussed information injection and population of the state matrix from the reservoir
output, the next section details how to utilize the memory presented in Section 2 as a reservoir.
The following sections then describe the training process and the metrics used to evaluate the
reservoir’s performance.
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3.2. Reservoir model

In our reservoir architecture, the physical memory rails are temporally multiplexed to create a
high-dimensional output state space. The masked input j(k) is written to a rail determined by
the input coupling matrix Kj,. Ky, contains values between [0, 1], which represent the strength
with which a specific memory rail should be written to at timestep m, where m = k mod M. M
is a coupling matrix repetition index, defining after how many time steps the coupling matrix
should repeat. We set M = N = 8. This choice of M enables easier interpretation of the relation
between the reservoir performance and virtual node dynamics arising from specific N,. Kj,
is set to the identity matrix with dimension (M X N), such that a single rail was addressed at
each timestep. A similar approach using coupling matrices to determine the input and output
coupling was presented in Ref. [41]. We model the state of a specific rail x,, as the effective
pump energy of that rail; an overview of the architecture can be seen in Fig. 4. As the atomic
population state decays with the storage time, the state of the memory rail from the previous
timestep is multiplied by a decay factor ¥ (Ak,), modeling the exponential population decay
between successive writes. This is given by the exponential decay as observed in Section 2.4,
where F(Ak,) = exp(=Ak, tpp/T1) and Ak, is the number of steps elapsed since rail n was last
written.
The state of rail n evolves as:

Xo(k + 1) = (Kin),, (g13(k + 1)Pimax) + F(Aky) - X, k), 3

At each timestep, we can also choose the memory rails which are read from by defining the
Koyt coupling matrix. The reservoir output is:

N

Xouk) = > 0((Kou)y - F(AK) - xu(K)) @)

n=1

where 6 is the empirically measured characteristic saturation absorption transfer function (Fig. 3).
The states Xy are then used to populate the state matrix S. Note that the memory cells are first
read from before they are written to. Consequently, we set Ky to the identity matrix, with
dimension N, rolled over by one, such that the final memory cell is read first. This results in
reading the cell that was just written out at each time step, increasing the effective memory
capacity of the system. .

In this work, the network topology is controlled by varying (&V,) relative to (N). A mismatch
such that (N, = N = 1) shifts the rail-to-virtual-node mapping at each clock cycle, thereby
producing a ring-coupling structure between successive virtual nodes. In this preliminary
investigation, only the number of virtual nodes is varied to modify the reservoir topology, while
Ki, and K, are kept fixed to limit the scope of the study. Aside from the coupling, we may
change the reservoir operational behavior by varying the linearity of the response of a single
write action by changing the coefficient g;. Furthermore, by changing the duration between the
pump and probe ty.it, We can vary the memory capacity of the system. It is useful to define the
logical memory capacity Tiogic, Which corresponds to how many logical inputs u can be input
into the reservoir before the state of the first memory cell written to decays to its 1/e value. Thus

we define:
TBPmem

1 —_—
N, T, N,
The minimum number of virtual nodes considered is N, = 3, yielding a maximum TBPjogic =

2.6. These variables, N,, g; and Tyem, define the performance parameter space we explore in
this work.

TBPlogic = Q)
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3.3.  Training

The output weight vector woy is trained using ridge regression on a state matrix S assembled from
Nirain ~ 300 input samples. Performance is evaluated on an unseen test set of Nisc = 300 samples.
The size of the train and test set varies by approximately 10% due to data set segmenting; a single
experimental run of the reservoir required multiple experimental traces. We find this to have no
appreciable effect on system performance.

To train the reservoir, we solve for w,, using ridge regression on the state matrix generated
from the train set. This yields a closed-form solution to the minimization problem given by
Eq. (3.1):

Wout = (STS - Areg ]]-)7] STys (6)

where S7 is the transpose of the state matrix, 1 is the identity matrix and Areg is the regularization
parameter, set t0 deg = 5 X 107°.

3.4. Performance metrics

The reservoir’s performance is measured by its linear memory capacity (LMC), kernel rank
(KR), and its ability to predict the XOR between current and previous inputs. The reported
values represent an average over five different wy,,g configurations, where the reported error
bars indicate the standard deviation. We discuss these metrics in detail below, beginning with the
LMC.

Linear memory capacity (LMC) The LMC quantifies how well the reservoir is able to recall
past inputs [42]. To measure the LMC, we inject a random string of numbers u drawn from a
uniform distribution U[0, 1] into the reservoir. A reservoir is trained to recall the input u n time
steps in the past y(¢) = u(r — n) and the performance of the reservoir in recalling that input is
measured by the capacity C,:

Nlesl

T 19k — yall?
C, = 1 = NMSE(y,, §,,) = 1 - =k1

—_—, @)
Niest Var(yy,)

where y,, are the predictions for the input n steps ago and Var(y,) is the variance of the target
data set. The linear memory capacity is then the sum of all the time delays considered.

MC = Z C,. ®)

We choose the maximum evaluation time Nj;,, = 5. This is sufficient as it exceeds the maximum
time-bandwidth product (TBPjogic = 2.6) of the system.

Kernel rank (KR) The KR quantifies the dimension of the feature space into which the
reservoir projects the input information [42]. To measure KR, a sequence of random inputs
u is randomly drawn from a uniform distribution U[0, 1] and injected into the reservoir. The
resulting reservoir states are collected into a state matrix S, and by performing singular value
decomposition, the kernel rank can be determined by taking the rank of the eigenvalue matrix X:

S =UxV', 9)

rs = rank(X), (10)

where U and V are unitary matrices containing the left and right singular vectors of the state
matrix. In practice, due to noise and experimental imperfections, singular values are rarely
exactly zero. Therefore, when reporting KR, we provide a threshold below which SVD values
are considered to be zero, in this case to 2% of the maximum singular value. The theoretical
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upper bound of the kernel rank is determined by the number of virtual nodes in the system, here
varied between N, € [8, 14].

XOR bit error rate (BER) The XOR logic gate is a standard benchmark for reservoir
computing systems because its truth table is nonlinearly separable. Consequently, a linear
classifier cannot solve this task without the reservoir successfully mapping the input into a
higher-dimensional feature space. The task consists of computing the XOR function of two
consecutive binary inputs, the target function is thus:

y(f) = XOR(u(?),u(r - 1)), an

where the input sequence consists of binary values u € {0, 1}. The prediction performance is
quantified by the bit error rate (BER), defined as the ratio of false classifications to the total
number of samples in the test set:
BER = M, (12)
test
where Nyrong is the number of misclassified inputs and N is the size of the test set. Since the
reservoir prediction §(7) is a continuous variable, it is discretized into binary classes by applying

a threshold. Specifically, predictions > 0.5 are assigned to 1 and <0.5 are assigned to 0.

4. Results and discussion

Having motivated the need for a memory architecture with reconfigurable node couplings,
presented a memory that offers such reconfigurability, and illustrated how we propose to use it
as a reservoir in the previous sections, we now present the results. We evaluate the reservoir
performance over three independent parameter axes: network topology (N,), the decay timescale
(TBPem = T1/typ, varied via ty,i), and the input nonlinearity (g1).

4.1. Linear memory capacity

To understand the memory behavior of the reservoir, we first consider the linear memory capacity
as a function of N, and TBPem, as shown in Fig. 5. From simulation (Fig. 5(a)), we predict
the highest achievable memory capacity to be LMC = 1.8(5) at tyait = 3 us (TBPyem = 7.7),
N, = 10 corresponding to a TBPjog;c of 0.8. Experimentally, we find that the optimal operating
point is N, = 14, tyait = 18 us (TBPyen = 3.8) yielding LMC = 1.0(2), which corresponds to a
TBP of TBPjegic = 0.29. This indicates that the time bandwidth product alone is not the sole
indicator for memory capacity. A sufficiently high dimensionality in the state space is required to
separate the trajectories corresponding to different time scales; the dimension of the network
(N,) influences the linear memory capacity. Consequently, lower dimensional systems (N, <N)
perform poorly despite having a higher TBPjogic. Both simulation and experiment show improved
memory capacity for virtual node numbers of N, = 10, 12, 14. We also observe a performance
reduction due to resonances within the reservoir; when the number of virtual nodes is an integer
number, or a simple fraction of the number of memory rails, N, = N = §, or N, = 0.5N, the
reservoir performance drops significantly in both simulation and experiment. These resonance
regimes are known to degrade performance in delay-based systems, due to a reduction in the
effective richness in the reservoir dynamics [39,43,44].

The fundamental constraint is that the logical time-bandwidth product for N,,>8 at TBPjgic <1
under current operating conditions. This indicates that the state of the first virtual node decays to
below 1/e before the complete set of virtual nodes comprising a single logical input has been
injected—severely restricting the temporal depth of the reservoir. For comparison, delay-line
reservoirs routinely achieve LMCs of order 10 or more [43]. Investigations into extending the
memory capacity by increasing the pump time to fpump = 200 us (T = 950 us) yielded no
improvement; the maximum drops to LMC= 0.36 + 0.18. Although a longer lifetime increases
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TBPiem, the accompanying increase in £, reduces TBPjogic (Eq. (5)), negating the benefit. Thus,
to achieve higher LMC, we must find alternate means to increase the TBP e, of the system, for
example by reducing f,,, by using AOMs with a shorter rise time and with higher energy pump
pulses. The limited LMC is characteristic of a weakly recurrent reservoir and thus close to the
memory-less non-linear feature mapping observed in extreme learning machines (ELMs).

a) b)

2.00

TBPmem TBPyem

Fig. 5. Linear memory capacity as a function of virtual node number N,, and TBPyem, for
T = 230 us (tpump = 10 ps), g1 = 1. (a) Simulation; (b) experiment. The experimentally
scanned region is indicated in green. The maximum experimental MC= 1.0 +0.2 is achieved
at N, = 14, TBPyem = 3.8.

4.2. Kernel rank

The dependence of the kernel rank on the reservoir parameters N, and TBP,ep, for a short
memory lifetime 71 = 230 us is shown in Fig. 6. We observe that the KR is primarily determined
by the number of virtual nodes; reducing TBPp,n, of the system has a negligible effect on the
dimensionality of the projection in both simulation and experiment. Moreover, we find that
higher KRs are reached for odd »,, and conversely for even N, we achieve high LMCs. We
attribute the dependence of KR and LMC on the parity of N, to the effective network topology
imposed by the fixed number of memory cells. For even N,, not all virtual nodes interact within
the memory, and the network separates into subgraphs. Their number is given by d = gcd(N,, 8).
For odd N,,, d = 1, so that over successive cycles every virtual node is written to every memory
cell. The formation of subgraphs removes connections between nodes and lowers the projection
dimension of the reservoir, which we observe as a reduction in kernel rank. Since the total
computational capacity is conserved [45], this loss of nonlinear projection is compensated by an
increase in linear memory capacity, accounting for the higher MC at even N,,.

Experimentally, a maximum of KR = 8.8 + 0.4 is reached, approaching the theoretical upper
bound of N,. However, we do not anticipate the higher experimental KR to be indicative of
higher-dimensionality performance compared to the simulated reservoir; rather, we expect that
further noise correlations exist, which indicate that a threshold of 2% may be too small and thus
overestimate the experimental kernel rank. Further investigation similar to the analysis presented
in Ref. [46] is required to confirm this but was deemed beyond the scope of this work.
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Fig. 6. Kernel rank as a function of Ny, and TBPpey for 71 = 230 us. (a) Simulation,
KR™MaX =78 + 0.4; (b) experiment, KRDA* = 8.8 + 0.4.

sim exp

We investigate the influence that varying the operation regime between linear and nonlinear
systems has on the reservoir by varying g, revealing that varying the pump power—and thus
the degree of saturation nonlinearity—has a weak effect on KR. The results can be seen in
Fig. 7, where we observe the KR values ranging only between 6.8 and 8.0 across the full range
of g;. This indicates that the dimensional expansion of the reservoir state is driven primarily
by the coupling topology (the choice of N, relative to N), rather than by the atomic saturation
nonlinearity. These results suggest that the saturation absorption profile provides insufficient
nonlinear transformation for robust dimensionality expansion independent of topology. An
investigation into whether the incorporation of an additional nonlinear element—such as a
semiconductor optical amplifier—could further increase the nonlinearity remains an extension to
this work.

4.3. XOR classification

We first investigate the effect of N, and TBPy,e, on the performance of the XOR task, as can be
seen in Fig. 8 . The test size of 300 samples imposes a quantization floor on the error metric;
the minimum resolvable BER is 1/300 ~ 0.003. This small test set and averaging over 5 masks
presents limited statistical validation, however extending the size of the data set was not feasible
in this work due to the experimental limitations from device data transfer. Importantly, this
means that a BER = 0, as we achieve in the simulation, requires reevaluation with longer test sets
to get an accurate measure of the performance. Optimal performance is obtained for even values
of N,, consistent with the correlation between even-N, topologies and higher LMC observed
in Section 4.1. This confirms that memory depth, rather than projection dimensionality, is the
limiting factor for the XOR task, which requires an output representation containing the previous
time step. The best performing configuration while scanning N, and TBP ., achieved a BER of
0.03(3) at N, = 12, TBPmem = 6.4.

Figure 9 presents the XOR BER as a function of g at N, = 12. The range of g is reduced to
[0.2, 1], because simulations such as those shown in Fig. 7 did not suggest any significant gain
in the g;>1 range. Here we achieved the minimum experimental BER of 0.02(1) at g; = 0.6,
TBPpem = 6.4. Crucially, varying g; across the full range from linear (g; = 0.2) to saturated
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TBPmcm
Fig. 7. Simulated kernel rank as a function of input scaling g; and TBPyep, for Ny, = 11,

T1 =230 us. g1<1 restricts pumping to the linear regime. The KR range spans 6.8-8.0,
with no strong dependence on g;.

a) 0.5 b) 0.5
14 14
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Fig. 8. (a) Simulated and (b) experimental XOR performance (BER) as a function of N,,
and TBPpen for 71 = 230 s, g1 = 1. In simulation BER!™ = 0, for N, € {8,12, 14},
for all values of TBPpem, except TBPypem = 7.7. The lowest experimental accuracy
BERUM" = 0.03(3) is obtained at Ny = 12, TBPpem = 6.4.

(g1 = 1.0) operation produces negligible change in performance, corroborating the finding that
the atomic saturation nonlinearity contributes weakly to computation in this system. Simulation
predicts zero BER for all values of g when TBPy,., > 4.8, indicating that the nonlinearity
provided by the network topology is sufficient to solve XOR once adequate memory depth
is established. The discrepancy between simulated and experimental BER is attributed to
measurement noise.
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Fig. 9. XOR performance (BER) as a function of input scaling g; and TBP e, for N, = 12,
T, = 230 us. (a) Simulation: BER= 0 across all g; for TBPpem > 4.8. (b) Experiment:
minimum BER= 0.02(1) at g; = 0.6, TBPpem = 6.4.

4.4. Discussion

The results reveal a principal limitation of the current implementation: the low memory lifetime
is insufficient for deep temporal processing. The diffusion-limited lifetime 7yem = 1.3 ms is
not reached in practice; the measured 77 = 230 us for standard pump parameters limits the
logical TBP to approximately 2.6. Increasing N, to improve network complexity proportionally
consumes the available memory budget (Eq. (5)), creating a fundamental complexity-memory
trade-off. This trade-off is structurally distinct from delay-line reservoirs, where the virtual node
count can be increased by faster sampling without extending the total injection time. Moreover,
while the system’s short temporal dynamics and nonlinear projection suggest potential for use
in low-recurrence tasks which are often used to benchmark extreme learning machines, the
single-input reservoir architecture prevents the use of multi-feature inputs and therefore limits its
applicability in this case.

Several strategies may mitigate the limited relaxation lifetime of the system. These include
implementing active re-pumping to refresh atomic polarization or employing electronic pre-
processing to augment the input with delayed copies, thereby shifting the memory requirements
to the pre-processing layer [41,47]. Moreover, the ultimate limit on rail addressing is set by
the atomic excited-state lifetime. Future work could therefore explore high-speed addressing
via AOMs or EODs together with fast coherent pulses to accelerate read/write cycles [30], or
parallelized operations updating multiple virtual nodes within a single time step. Memory
access times of ~ 100 ns, achievable with faster deflection hardware, would place the incoherent
architecture within the ~ 10-1000 ns range of access times typically seen in delay-line memories
[48-50]. In addition, we have demonstrated in this work storage times of order ~ 100 us, two
orders of magnitude beyond the ~ 100—1000ns typically available from delay-line systems.
Alternatively, a transition to telecom-compatible hardware, such as erbium-doped fiber memories,
offers a promising approach, given the demonstrated capacity for highly multiplexed operation
[51,52].

Despite the memory lifetime constraints, this work establishes that warm Cs atomic vapor is
a viable substrate for free-space optical RAM and demonstrates its integration into a reservoir
computer. The system successfully performs XOR with BER = 0.02(1), and the ORAM supports
accumulative in-memory writing in the linear regime.
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5. Conclusion

We have demonstrated an optically writable spatially multiplexed ORAM based on warm Cs
atomic vapor and its application as a physical substrate for a reservoir computer. The memory
operates through optical pumping of the D hyperfine transition, with eight addressable spatial
rails defined by acousto-optic deflection. Characterization yielded a 1/e lifetime of 71 = 230 us
and a maximum logical time-bandwidth product of TBPjegic = 2.6.

The reservoir benchmarking showed a maximum linear memory capacity of LMC= 1.0 + 0.2
and a kernel rank of KR= 8.8 + 0.4, both primarily governed by the network topology rather
than the nonlinearity arising from atomic saturation. The system successfully solved the XOR
classification task with a minimum BER of 0.02 + 0.01. Performance is fundamentally limited by
the interplay between memory lifetime and the temporal multiplexing overhead, which restricts
the logical TBP and confines the reservoir to a low recurrence operating regime for tasks requiring
multi-step memory. Future research will focus on optimizing read/write protocols for storage
rails and evaluating the suitability of high-speed memory architectures, such as those based on
electromagnetically induced transparency (EIT), to profit from the fast modulation possible in
atomic systems.
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