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Abstract

The accurate prediction of three-dimensional wind velocity fields in urban environments
is essential for settings such as airborne contaminant dispersion, where rapid response
is critical for public safety. Computational fluid dynamics simulations, based on the
Reynolds-Averaged Navier-Stokes equations can provide the required accuracy, but
their computational cost makes them impractical for real-time or multi-query scenarios.
Reduced-Order Models can fulfil this need, by preserving the dominant patterns of the
wind flow, while requiring evaluation times orders of magnitude smaller than those of the
simulation models.
This thesis develops and compares three non-intrusive ROMs for an urban wind flow,
parametrised by the inlet velocity magnitude. The ANSYS Fluent solver was used to
produce their training data, using an unstructured polyhedral mesh of 434,388 cells and the
k � ! turbulence model. The methods investigated are Proper Orthogonal Decomposition
with Interpolation (PODI), serving as the linear baseline and an Autoencoder, both paired
with a Radial Basis Function interpolator. The last model was the Neural Implicit Flow
network, a mesh-agnostic hypernetwork which maps the spatial coordinates and parameter
space directly to the velocity vector. PODI produced the most accurate predictions across
the test set in the shortest amount of time, while the Autoencoder followed closely in
both regards and NIF maintained a consistent error distribution across the parameter
range. The neural network methods however, predicted the steep velocity gradients
behind buildings more accurately on a localised level, indicating better suitability when the
underlying CFD model produces a finer turbulence resolution.
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Chapter 1

Introduction

1.1 Motivation

The release and subsequent dispersion of an airborne contaminant in an urban setting is

a potent threat to public safety and critical infrastructure (Boris, 2002; von Danwitz et al.,

2024). In this event, a coherent evacuation plan coupled with an emergency response

team can mitigate the risk to the people exposed. The quantity and quality of information

provided in the severely limited time of such a scenario is of vital importance for the

effectiveness of these contingency measures. Accurate predictions about the spread of

the contaminant in near-real-time can enhance the positioning of �rst responders, update

evacuation routes and alter assembly locations. This may be further expanded upon for

preparatory purposes, by assessing multiple hypothetical scenarios under slightly different

parameters to allow for even more comprehensive decision making.

Tools for the quick evaluation of airborne contaminant dispersion are already available.

However, models such as ALOHA (Jones et al., 2013), which is based on a Gaussian

plume, do not consider the in�uence of structures. What typically provides more accurate

predictions is a high-�delity Computational Fluid Dynamics (CFD) model coupled with

an advection-diffusion simulation. The former will simulate the local wind velocity �eld,

typically based on the Reynolds-Averaged Navier-Stokes (RANS) equations (Ferziger et al.,

2019), which strikes a balance between computational ef�ciency and accuracy. By means

of the resulting wind �eld, the advection-diffusion simulation can now predict the spatio-

temporal concentration of the contaminant particles with satisfying accuracy. Unfortunately,

the computational costs of these simulations can quickly rise as the problem's geometry

increases in complexity. Thus, even with high-end workstations, computational times are

often on the magnitude of hours and in some cases even days (Ding & Yang, 2021). For

this reason, high-�delity simulations are impractical for rapid responders.

The evaluation of the RANS equations is hereby the main source of the time costs. To

address this, a Reduced-Order Model (ROM) may be developed. The latter preserves

the major patterns in the underlying physics and allows for evaluations of the velocity

�eld under new parameter values, but requires computational times that are orders of

magnitude smaller than the RANS model, with minimal loss in accuracy (Khamlich et al.,

2023). In this case, the RANS model would be referred to as the Full-Order Model (FOM).

There are two main approaches for ROM, the intrusive and non-intrusive methods. They

are characterised as such by their requirement to be implemented within the solver of the

FOM (intrusive methods) or treating the FOM as a black-box, relying only on its produced
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data (non-intrusive methods). However, they are both constituted by an of�ine and an

online phase.

A typical intrusive approach is based on the Proper Orthogonal Decomposition (POD) of

snapshots from the FOM, to form a reduced basis (Lumley, 2014; Sirovich, 1987). This is

followed by a Galerkin projection of the FOM equations to this reduced basis (Czech et al.,

2022; Lassila et al., 2014), so a system with a reduced number of degrees of freedom

(DoF) has to be solved during the online phase. For the RANS equations however, the

nonlinear terms, like the convection term, would still require evaluation of the full-order

quantities. So, to achieve the desired computational ef�ciency, a Hyper-Reduction method

like the DEIM (Discrete Empirical Interpolation) or Gappy POD are utilised (Chaturantabut

& Sorensen, 2010), to evaluate the nonlinear term at a small number of selected points. A

drawback of such methods is evidently the need to access the solver of the FOM, which

increases the complexity of their implementation, which may even be infeasible for closed

source commercial solvers. Moreover, since a nonlinear equation system, similar to the

one of the FOM, is still being solved, the speed-up may be limited (Czech et al., 2022).

Non-intrusive reduced-order models (NIROMs), on the other hand, do not need access

to the solver. Yet, they similarly begin with an of�ine phase, where a reduced basis

is calculated via POD and the snapshot data is projected onto it. Here, the assumed

functional relationship between the initial parameters and the coef�cients of the POD is

approximated by an interpolation or a regression model. This potentially leads to very

fast evaluations for new parameter values during the online stage (Ding & Yang, 2021;

Khamlich et al., 2023). A non-intrusive method can work even with a closed-source solver

or even with experimental data and can have a simpler integration into existing pipelines.

There is a cost however, in the form of a typically larger dataset requirement to set up a

suf�ciently accurate ROM compared to the physics-based intrusive methods.

Both approaches span a linear subspace, stemming from the usage of POD, which raises

an issue, when the �ow of the FOM becomes more turbulent. Especially for a three-

dimensional case with a high Reynolds number, the reduced bases produced by POD,

will have to include an impractically high number of modes and even then it might not

be suf�ciently accurate (Pan et al., 2023). On such occasions, nonlinear methods, such

as different types of Autoencoders, can compress the original problem more effectively

into a lower-dimensional subspace. It has been shown that they have good capacity to

reconstruct �ow �elds, but at the cost of reduced physical interpretability and again high

of�ine data costs (Masoumi-Verki et al., 2022; Xiang, Fu, et al., 2021; Xiang, Zhou, et al.,

2021; Yu et al., 2019).

1.2 Scope and Objectives

The physical problem considered in this thesis is an incompressible, steady-state, three-

dimensional wind �ow over an urban area. The FOM is based on the RANS equations
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closed by the k � ! turbulence model and is parametrised by the magnitude of the inlet

velocity boundary condition.

The choice of non-intrusive reduction methods is motivated by two practical consider-

ations. First, the high-�delity simulations are carried out using the commercial solver

ANSYS Fluent, whose internal formulation is dif�cult to access. For this reason, intrusive

approaches such as POD with Galerkin projection are infeasible. Second, non-intrusive

methods operate exclusively on snapshot data. Therefore that data can be provided by

different solvers or by experimental measurements, like those of a wind tunnel, without

requiring signi�cant changes to the structure of the NIROM. As a derivative of the previous

two reasons, NIROMs are more straightforward to develop and maintain than intrusive

methods.

From the category of non-intrusive methods, three models are developed and compared.

The �rst is POD with interpolation (PODI), which serves as the linear baseline model.

Then a fully-connected Autoencoder paired with an RBF interpolator is developed, which

acts as the direct nonlinear extension of PODI. The third is the Neural Implicit Flow (NIF),

a hypernetwork which unlike the previous two is mesh-agnostic, further adding to its

�exible application. Together, the three methods progress from classical linear MOR to

fully data-driven continuous surrogates.

A central question motivating this setup, is whether the additional complexity of nonlinear

methods is justi�ed for this FOM problem case. Steady-state RANS solutions under a

single parameter are expected to produce relatively smooth and structured �ow �elds,

which are expected to be favourable towards linear approximation. Another point of interest,

is how accurately each model can capture the �ow in the wake regions behind buildings

and in the narrow channels between them. Particularly in the context of particle dispersion,

in these regions the velocity gradients are steepest, while also coinciding with evacuation

routes, which are sensitive to prediction errors. To address these considerations the

following objectives were de�ned for this thesis:

- Development of a ROM based on linear PODI, using a Radial Basis Function

Interpolation (RBF).

- Development and validation of a fully connected Autoencoder ROM, paired with an

RBF interpolator, as the nonlinear counterpart to PODI.

- Development and validation of a Neural Implicit Flow network, serving as a mesh-

agnostic continuous surrogate to the FOM simulation.

- Comparison of the three models with respect to their accuracy, of�ine training cost

and online evaluation speed, in order to assess the conditions under which each

approach is appropriate for parametric urban wind �eld prediction.
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Chapter 2

Governing Equations and the Full-Order

Model

This chapter presents the analytical problem formulation and its discretised solution, which

will be referred to as the FOM of wind �ow in an urban area. The underlying physics

equations lead to a system of Partial Differential Equations (PDEs), those being the

Navier-Stokes equations. Their nonlinear nature, which is typically combined with complex

geometry, necessitates the use of numerical discretisation methods. According to these

methods, the continuous governing equations are approximated using a system of solvable

algebraic ones.

2.1 Governing Equations of Fluid Flow

The motion of a �uid is fundamentally dictated by a set of conservation laws, mainly those

of mass, momentum and energy conservation. But before formulating these laws, a frame

of reference must be chosen, in order to describe the motion of the �uid. The �rst is the

Lagrangian approach, where individual �uid particles are tracked and their properties are

correlated to their motion over time. This is a convenient approach for the computation of

bounded �uid �ows, but not practical, given the overall scope of �uid dynamics. Conversely,

the Eulerian approach observes the �ow from certain points of reference, �xed in space.

In this context, the �ow is expressed in the form of a �eld over a de�ned region and thus

its properties are functions of both time and space (Gerhart et al., 2016; White, 2011).

2.1.1 Material Derivative

Although the Eulerian description is preferred, the conservation laws mentioned above

require a Lagrangian approach. That is the case because they refer to a material element

and how its properties may change over time. These approaches are thus linked via the

material derivative:

D (: : :)
Dt

=
@(: : :)

@t
+ u � r (: : :); (2.1)

with u being the three-dimensional velocity �eld: u (x ; t) = u(x(t); y(t); z(t)) . On the

left-hand side is the Lagrangian approach of the total rate of change, when following a

�uid particle over time. On right-hand side, is the Eulerian form of the same expression.

The term @(:::)
@t stands for the local time derivative, representing the rate of change of a
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property at a �xed point in space, and the convective term (u � r )( :::) corresponds to the

rate of change experienced by a �uid particle due to its motion through a varying �ow �eld.

2.1.2 Reynolds Transport Theorem

The link established by the material derivative is de�ned on the �uid particle level, thus

being a tool of differential analysis. Meanwhile, the most practical ways to de�ne a �uid

in motion are through either a de�ned control system with its respective borders or a

control volume. The control system corresponds to a quantity of matter with a �xed identity,

whose boundaries no mass is permitted to cross. On the contrary, a control volume is

an open system, de�ned as a �xed region in space whose surface, referred to as the

control surface, can be crossed by mass. These two approaches echo the Lagrangian and

Eulerian ones in the context of integral analysis. This time, the transformation between

the two is achieved using the Reynolds Transport Theorem (RTT) (Gerhart et al., 2016).

Conservation laws, are expressed in the context of a system, so the RTT transfers that law

into a control volume description.

Before the theorem itself is stated, a distinction between two types of system properties

must be made. If Bsys is de�ned as an extensive property of the system, such as mass or

momentum, then b would be the corresponding intensive property, so Bsys per unit mass

and they are related by (Gerhart et al., 2016):

Bsys =
Z

CV
% b dV; (2.2)

with %being the density of the �uid and CV the control volume. The theorem states

that the rate of change of property Bsys inside a system, over time, is equal to the rate

of change of property Bsys inside the control volume and also, the �ux of property Bsys

through the surface of the control volume. This leads to the equation below:

DB Sys

Dt
=

@
@t

Z

CV
% b dV+

I

CS
% bu � n̂ dA; (2.3)

Featuring the following quantities:

DB sys
Dt : Total rate of change of the system, tied to the Lagrangian approach.

@
@t

R
CV %b dV: Rate of change of property Bsys inside the control volume. The term %b dV

corresponds to the quantity of Bsys inside the in�nitesimal volume dV.
R

CS %bu � n̂ dA : Flux of Bsys through the boundaries of the control volume. Here, n̂ is the

unit vector normal to the control surface, facing outward. Thus, a positive �ux indicates

that Bsys is leaving the control volume, and a negative one corresponds to Bsys entering it.

With this theorem now de�ned, the conservation equations may be derived by simply

substituting Bsys with a relevant extensive property of the �uid.
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2.1.3 Mass Conservation Continuity Equation

The principle of mass conservation dictates that for any closed system the rate of change

of its mass over time is equal to zero:

Dm sys

Dt
= 0 ; (2.4)

the mass of a system, msys, may be de�ned simply as:

msys =
Z

CV
% dV: (2.5)

To utilise the RTT, the extensive property is set to Bsys = m, leading to b = 1 in Eq. (2.3):

Dm sys

Dt
=

@
@t

Z

CV
% dV+

I

CS
%u � n dA: (2.6)

Substituting Eq. (2.4) into (2.6), moving @
@t inside the integral, since the control volume

is �xed, and using the divergence theorem for
H

CS %u � n̂ dA =
R

CV r � (%u)dV, equation

(2.6) can be rewritten as:

0 =
Z

CV

@%
@t

dV +
Z

CV
r � (%u)dV =

Z

CV

�
@%
@t

+ r � (%u)
�

dV:

The above equation must hold true for any control volume, which gives rise to the general

continuity equation:

@%
@t

+ r � (%u) = 0 : (2.7)

In the context of this thesis, it is assumed that the �ow is incompressible, which means

%= const:, and Eq. (2.7) is simpli�ed to:

r � u =
@ux
@x

+
@uy
@y

+
@uz
@z

= 0 : (2.8)

The validity of this assumption can be quanti�ed through the Mach number (White, 2011):

Ma =
u
a

; (2.9)

with a =343 m=s the speed of sound in air of 20°C and u the characteristic velocity of

the �ow. Typically, incompressible �ow can be assumed when the Mach number is less

than 0:3 (White, 2011). Even with a conservative Ma < 0:2, the characteristic velocity

would have to reach 68:6 m=s. The �ow of the FOM is driven by the inlet velocity which

reaches the maximum value of 15:5 m=s, while the reported maximum ampli�cation factor

in urban settings, scarcely exceeds even a factor of 2 (Kubilay et al., 2024). Therefore, the

assumption of incompressible �ow, %= const:, is justi�ed in the context of this study.
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2.1.4 Conservation of Momentum

Starting from Newton's 2nd law, the sum of all external forces F acting on a system is

equivalent to the rate of change of its momentum D P
Dt :

X
F =

DP
Dt

: (2.10)

To apply the RTT in this case, the extensive property is the momentum Bsys = P and the

intensive is the velocity b = u :

DP
Dt

=
@
@t

Z

CV
%u dV +

I

CS
u %(u � n ) dA: (2.11)

Now the forces may be divided into surface and body forces as such:

X
F =

Z

CV
f dV +

I

CS
t dA; (2.12)

where the body forces are denoted as f = %g, with g being the gravitational acceleration.

Also, the surface forces t (pressure, shear) can be related to the Cauchy Stress Tensor as

t = � � n̂. Then, substituting Eqs. (2.12) and (2.11) into (2.10):

@
@t

Z

CV

%u dV +
I

CS
u %(u � n̂ ) dA =

Z

CV

%g dV +
I

CS
� � n̂ dA: (2.13)

Applying the divergence theorem on both surface integral terms over the control surface

(CS), and moving the time derivative inside the control volume integral (since the volume

is �xed), yields:

Z

CV

@(%u)
@t

+ r �
�
%uu T �

dV =
Z

CV
(%g + r � � ) dV: (2.14)

This must hold for any CV, leading to:

@(%u)
@t

+ r �
�
%uu T �

= %g + r � � : (2.15)

The term uu T corresponds to the dyadic product of the velocity vector with itself, yielding

a second order tensor:

u u T = u 
 u = ui uj (ei 
 ej ) = ui uj ei ej 2 R3� 3: (2.16)

Eq. (2.15) is the differential form of the momentum conservation equation, also referred to

as Cauchy's Momentum Equation (Gerhart et al., 2016). The term r �
�
%u u T

�
can be

further simpli�ed for incompressible �ow, by utilising the product rule and the continuity

Eq. (2.8). The density term can also be moved out of the derivative terms, since it is

constant:

r � (u u T ) = ( u � r )u + u(r � u ) = ( u � r )u ; such that: (2.17)
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%
�

@u
@t

+ ( u � r ) u
�

= %g + r � � : (2.18)

2.2 Navier-Stokes Equations

At this stage, Eq. (2.18) is a system of PDEs and along with the continuity equation, that

creates a system of four equations for nine total unknowns (the three components of u

and the six of the symmetric tensor � ). This issue could be alleviated by introducing

constitutive equations, which relate the velocity terms with the stress term. For the case of

an incompressible Newtonian �uid the constitutive equations are (White, 2011):

� = � pI + � = � pI + �
�
r u + r u T �

; (2.19)

where, p is the pressure, I the identity matrix and � the dynamic viscosity. Thus, the

divergence of the stress tensor r � � may be rewritten and simpli�ed due to r � u = 0 :

r � � = �r p + � r 2u (2.20)

Substituting (2.20) in (2.18), leads to the Navier-Stokes equations, which along with the

continuity equation, form a system of four equations and four unknowns (u ; p).

%
�

@u
@t

+ ( u � r ) u
�

= %g � r p + � r 2u (2.21)

The nonlinear term (u � r )u represents the convective transport of momentum, while the

term � r 2u accounts for its viscous diffusion.

2.3 Reynolds-Averaged Navier-Stokes

Even a simpli�ed form of the Navier Stokes equations, such as Eq. (2.21) describes all

scales of �uid motion. For the considered problem, which is three-dimensional �uid �ow

in an urban environment, a high Reynolds number is expected and thus the presence of

turbulence. To account for turbulent �ows, a Direct Numerical Simulation (DNS), would

resolve all scales of turbulence, making it prohibitively expensive. For this reason, the

statistical approach of the RANS equations is employed (Ferziger et al., 2019). To begin

with, the Reynolds decomposition is applied to all �ow variables (u ; p), separating them

into a time averaged (� ) and a �uctuating component (� 0), as shown in 2.1:

' (x ; t) = ' (x ) + ' 0(x ; t); (2.22)

' (x ) = lim
T !1

1
T

Z T

0
' (x ; t) dt; ' 0(x ; t) = 0 ; ' (x ) = ' (x ) (2.23)
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Figure 2.1: Reynolds decomposition of the instantaneous velocity component ui (x ; t) into
a time-averaged mean �ui (x ) and a �uctuating component u0

i (x ; t), as de�ned in Eq. (2.22).

Applying this decomposition and time averaging to the continuity equation (Eq.(2.8)) yields:

r � u = 0 : (2.24)

For the same to be applied to the Navier Stokes equations (2.21), the convective terms is

required to be rewritten in its original form r �
�
uu T

�
. Then, the linear terms are simply

converted to their time averaged form ' . However, another term is produced by the

nonlinear convective term:

uu T = (u + u 0)(u + u 0)T = uu T
| {z }

' (x )= ' (x )

+ uu 0T + u 0T u| {z }
' 0(x ;t )=0

+ u 0u 0T =

= u u T + u 0u 0T :

(2.25)

Thus, the RANS equations are (Ferziger et al., 2019):

@u
@t

+ r �
�

u u T + u 0u 0T
�

= g � r p + � r 2u: (2.26)

The subject of this thesis refers to a steady-state problem, thus the term @u
@t is eliminated.

To further simplify Eq. (2.26) all terms are divided by the density %:

r � u u T = g � r p + � r 2u � r � u 0u 0T ; (2.27)

with p corresponding to the kinematic pressure (p=%) [m2/s2] and � the kinematic viscosity

(�=%) [m2/s]. A new set of six unknown variables is now introduced in Eq. (2.26), the

Reynolds Stresses tensor u 0u 0T , representing the apparent stresses caused by the �uc-

tuating velocity �eld (Pope, 2000). This causes the system of four equations (continuity,
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three momentum Eq.) to now be opened. Thus, a turbulence model is needed to close the

system.

2.4 The k � ! Turbulence Model

The Boussinesq hypothesis relates the mean �ow velocity gradient to the Reynolds

stresses, through the kinematic eddy viscosity � t [m2/s]:

� u 0u 0T = � t (r u + r u T ) �
2
3

kI ; (2.28)

where I is the identity matrix, and k = 1
2Tr(u 0u 0T ) is the turbulent kinetic energy. The

isotropic term 2
3k can be absorbed into a modi�ed mean kinematic pressure, de�ned as

p� = p + 2
3k (Moukalled et al., 2015). In this manner the six unknowns of the Reynolds

stresses are reduced to two. The kinematic eddy viscosity is computed from:

� t =
k
!

; (2.29)

where ! [1=s] is the speci�c dissipation rate of the turbulent kinetic energy. The k � !

model was preferred over the k � " model (with " being the dissipation rate of the k)

since it offers better accuracy for the �ow around solid surfaces (Moukalled et al., 2015).

According to the k � ! turbulence model, two additional nonlinear, steady-state transport

equations are introduced, one for each of those two quantities:

r � (uk) = r �
��

� +
� t

� k

�
r k

�
+ Pk � � � k!; (2.30)

r � (u ! ) = r �
��

� +
� t

� !

�
r !

�
+ C� 1

!
k

Pk � C� 1! 2; (2.31)

where Pk = � t (r u + r u T ) : r u is the source term for turbulent kinetic energy and the

rest of the terms are constants typically set to: C� 1 = 5 =9; C� 1 = 0 :075; � � = 0 :09; � k =

2:0; � ! = 2 :0.

The analytical formulation of the FOM is now closed, consisting of six equations, the

continuity Eq. (2.24), the three momentum Eq. (2.27), Eqs. (2.30), (2.31) and six unknowns

ux ; uy ; uz; p� ; k; ! .
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2.5 Finite Volume Discretisation

2.5.1 The Discretized Reynolds-Averaged Navier-Stokes Equations

The system of conservation equations mentioned at the end of the previous chapter

(excluding Eq. (2.29)) can be expressed as a generic steady-state convection-diffusion

equation for a variable ' :

r � (u ' ) = r � (D ' r ' ) + Q' ; (2.32)

with D ' being the diffusivity and Q' the volumetric source term for ' . Depending on the

speci�c conservation, the ' variable can be substituted with the physical quantity being

conserved as follows:

Continuity: ' = 1 ; D ' = 0 ; Q' = 0

Momentum: ' = u ; D ' = � + � t ; Q' = �r p� + g + r �
�
D ' r u T

�

Kinetic energy: ' = k; D ' = � +
� t

� k
; Q' = Pk � � � k!

Speci�c dissipation: ' = !; D ' = � +
� t

� !
; Q' = C� 1

!
k

Pk � C� 1 ! 2

(2.33)

To address the complex topology of an urban environment, the domain is spatially discre-

tised using an unstructured polyhedral mesh. Applying the Finite Volume Method (FVM),

Eq. (2.32) is integrated over a speci�c control volume VC . Then by applying the divergence

theorem, its integral form is produced:

Z

@VC
' (u � n̂ ) dS =

Z

@VC
D ' (r ' � n̂ ) dS +

Z

VC

Q' dV; (2.34)

where n̂ is a unit vector, normal to the boundary surface @VC and facing outwards. Each

surface integral can be approximated as a sum over the discrete faces f C of VC , yielding

the discretised form of Eq. (2.34):

X

f c

' f C (u f C � A f C ) =
X

f C

D ' f C
(r ' )f C � A f C + Q';C VC ; (2.35)

where A f C is the face area vector (facing outwards) and the subscript f C denotes the

coordinate values of face f C .

2.5.2 Boundary Conditions

Based on the physical description of the FOM and in order to complete the discrete problem

description, conditions must be prescribed on the domain boundaries. The boundary � of

the domain 
 is divided among the different conditions: � = � in [ � out [ � wall [ � chim .
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On the inlet face, a uniform horizontal velocity pro�le is prescribed (Dirichlet Boundary

condition):

u
�
�
� in

= ( ux ; 0; 0)T ; (2.36)

where the magnitude of ux is the parameter of the model.

On the outlet, a zero-gradient condition is imposed on the pressure (Neumann Boundary

condition):

r p� � n̂
�
�
� out

= 0 : (2.37)

A no-slip condition is enforced on all solid surfaces, comprising the ground, side walls,

ceiling of the domain, and all building surfaces (Dirichlet Boundary condition):

u
�
�
� wall

= 0: (2.38)

This condition is prescribed to the ceiling and side walls to align with the wind tunnel

model.

A second air �ow arises from the foremost cylindrical building, which acts as a shallow

chimney. A �xed out�ow condition is prescribed at its edge (Dirichlet Boundary condition):

u
�
�
� chimney

= (0 ; 0; uz)T : (2.39)

2.5.3 Domain Discretisation

After the de�nition of Eq. (2.35), the entire volume 
 of the FOM is subdivided into discrete

cells, 
 = [ VC , creating a mesh. So the aforementioned volume VC , refers the volume of

a given cell, with the total number of cells denoted by Nh . Solving Eq. (2.35) over all Nh

cells and for all variables, yields the discrete steady-state velocity �eld solution, indicated

by the superscript h:

u h(x ) =
�
uh

x (x ); uh
y (x ); uh

z (x )
� T 2 R3: (2.40)

This �eld is evaluated at the cell centroids x C of each cell VC , with C = 1 ; : : : ; Nh . The

collection of these pointwise values constitutes the output of the FOM and serves as the

input for the ROMs developed in the following chapter.

The domain of the model is discretised using an unstructured polyhedral mesh. This

type of mesh is more �exible and allows the spatial discretisation to �t the topology of the

domain better, especially around and between buildings. An unstructured mesh can also

match the structure of the �ow better, with �exible cell shapes and sizes which account

for regions with high gradients (around solid surfaces) or �ow patterns such as the wakes

behind buildings. By manipulating the density of cells in certain areas, the model can
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capture the �ow more accurately in regions of increased turbulence or use larger more

regular shaped cells in regions where the �ow is structured, decreasing computational

costs.

The simulation is designed on a one to one scale with a wind tunnel model, with domain

dimensions of, 9:1 m, 2:92 m, 2:4 m along the x,y and z axis, respectively.

Finally, the ANSYS Fluent commercial solver is chosen to compute u h . An isometric view

of the simulation domain, oriented toward the outlet, can be seen in Fig. 2.2. This �gure

also displays the discretisation mesh on the wall boundary surfaces. Furthermore, the

light-red slice illustrates the horizontal plane along which the contours in Chapter 4 are

evaluated.

Figure 2.2: Isometric view of the simulation domain. The surface mesh is visible on the
wall surfaces, and the light-red plane indicates the contour evaluation plane.
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Chapter 3

Reduced-Order Models

As presented in Chapter 2, the discrete solution of the RANS equations produced by the

FOM, is expected to adequately capture the mean wind velocity in urban areas (Blocken,

2018; Yim et al., 2009). Any reassessment of the simulation under different parameters,

such as boundary conditions or �uid viscosity, would entail the complete rerun of the

computationally expensive FOM simulation. This cost could limit the practicality of this

method in real-time or multi-query applications. ROMs can be built to bridge this discrep-

ancy, either by projecting the high-dimensional simulations onto a lower dimensional latent

space or by learning a direct mapping between the model parameters and the solution

�eld. The ef�cacy of ROMs is judged primarily, by the trade-off between computational

speed-up and induced error.

3.1 Introduction to Non-Intrusive Reduced-Order Modelling

For the purposes of this study, non-intrusive reduced-order modelling (NIROM) methods

were selected over intrusive techniques, such as POD with Galerkin projection. While the

latter produce approximations which account for the physics of the problem, they require

direct access to the underlying numerical solver (Czech et al., 2022; Lassila et al., 2014),

which is infeasible for the commercial solver used in this case. In contrast, non-intrusive

methods operate exclusively on snapshot data and can therefore be applied to any solver

(Benner et al., 2020).

As established in Section 2.5.3, the discretised solution of the RANS equations yields the

FOM velocity �eld u h(x ; � ) evaluated at the cell centroids x C . When aggregated across

the entire simulation domain, each component of the velocity �eld belongs to a high-

dimensional space RNh , where Nh = 434;388corresponds to the total number of mesh cells.

The three NIROM methods developed in this chapter address this high-dimensionality in

different ways. The �rst, POD with interpolation (PODI), projects the snapshot data onto

a low-dimensional linear subspace spanned by a small set of orthogonal basis modes,

and uses a radial basis function (RBF) interpolation to predict the mode coef�cients for

new parameter values. The second, the Autoencoder (AE), replaces the linear subspace

of POD with a learned nonlinear latent representation, retaining the same interpolation

strategy for the parameter mapping. The third, the Neural Implicit Flow (NIF), departs from

the compression functionality entirely by learning a continuous mapping from a spatial

coordinate and a parameter value directly to the velocity vector.

All three methods share the same of�ine-online structure. The of�ine phase is comprised of

the CFD simulations which produce the snapshots and the construction of the respective
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ROM. During the online phase, the velocity �eld can be rapidly evaluated for a new

parameter value.

3.2 Snapshot Generation

The �rst step is to parametrise the FOM based on the magnitude of the prescribed inlet

velocity boundary condition, u
�
�
� in

= ( uin ; 0; 0)T . The scalar parameter is thus de�ned

as � = uin , belonging to a continuous one-dimensional domain D � R. The simulation

is evaluated repeatedly for distinct values of � 2 D with all other con�gurations �xed,

generating a set of FOM solutions referred to as snapshots.

To re�ect typical wind conditions in urban areas, the parameter domain is bounded as

D = [0 :5; 15:5]m/s, excluding storm events. This space is sampled equidistantly Ns = 25

times to create the training set � s, which is common across the three models. Then, an

evaluation set is created to assess the performance of each model on unseen inlet velocity

parameters. This set consists of N t = 7 snapshots: six are equidistantly sampled between

the training values (ranging from 0:8 to 13:3m/s), and the seventh is set to 15:2m/s to test

the models near the upper boundary of the domain.

Figure 3.1: Parameter sampling of the inlet velocity for the training and testing sets.

For the PODI and AE models, the discrete velocity �eld u h(x ; � ) is separated into three

independent column vectors, one for each spatial component. To implicitly preserve the

mesh topology, the ordering of the cell centroids is kept constant across all snapshots.

These are de�ned as the snapshot vectors:

sj (� ) =
�
uh

j (x 1; � ); : : : ; uh
j (x Nh ; � )

� T 2 RNh ; for j 2 f x; y; zg: (3.1)

These models learn to compress and predict the �ow componentwise before ultimately

recombining the three snapshot vectors. In contrast, no such preprocessing is required

for the NIF model. It operates pointwise, attempting to predict the velocity vector at the

coordinates of a given cell centre.
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3.3 Proper Orthogonal Decomposition with Interpolation

3.3.1 The Snapshot Matrix

The snapshot vectors introduced in Section 3.2 are organised into a snapshot matrix

S j for each velocity component. This is achieved by collecting the Ns snapshot vectors

sj (� i ) 2 RNh columnwise, producing:

S j =
�

sj (� 1) � � � sj (� N s )
�

2 RNh � N s ; (3.2)

where � i 2 � s 2 f � 1; :::; � N s g denotes the i -th inlet velocity value from the training set.

The aim of PODI is to �nd a low-dimensional representation of S j from which the velocity

�eld can be reconstructed for unseen parameter values. The POD procedure is applied

identically and independently to each velocity component, so the subscript j is omitted

hereafter for brevity.

3.3.2 Singular Value Decomposition and POD Modes

The goal of POD is to �nd a low-dimensional linear subspace V in the order of N rb, which

is such that the error � rb of the orthogonal projection of the snapshot matrix S onto V is

minimized (Benner et al., 2020, 2021):

� rb =



 S � V V T S




 2

F =
N sX

k=1




 sk � V V T sk




 2

2 (3.3)

For this purpose, the method of Singular Value Decomposition is employed on the snapshot

matrix:

S = U � Z T =
r sX

i =1

� i � i 	 T
i ; (3.4)

where U = [ � 1; : : : ; � Nh ] 2 RNh � Nh and Z = [ 	 1; : : : ; 	 N s ] 2 RN s � N s are orthogonal

matrices, composed of the left and right singular column vectors respectively, which by

de�nition are orthonormal. The diagonal matrix � = diag(� 1; : : : ; � r s ) 2 RNh � N s contains

the singular values in descending order of magnitude � 1 � � 2 � : : : � � r s � 0 and it has a

rank of r s � min(Ns; Nh) (Benner et al., 2020).

The columns of the left singular matrix U express the dominant spatial patterns observed

in the velocity solution �elds of S and are referred to as the POD modes � i . The columns

of Z correspond to the weighting of each POD mode across all snapshots. Meanwhile,

the singular values stored in � denote the relative energy contribution captured by each

mode (Benner et al., 2021). A rapid decay of the singular values corresponds to a �eld

which can be adequately described by fewer modes, N rb � r s (Benner et al., 2020).
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The aforementioned property is why reduced basis methods are so practical and effective

in such cases. When constructing a reduced basis, the �rst N rb columns � i of U are

selected, retaining only the information associated with the largest N rb singular values

(Benner et al., 2021):

V =
�

� 1 : : : � N rb

�
2 RNh � N rb ; (3.5)

subject to:

V T V = I N rb � N rb : (3.6)

In Eq.(3.3) and (3.6), the Eckart–Young–Mirsky Theorem (Eckart & Young, 1936) states

that the reduced basis V is the best N rb-dimensional approximation of S. With S r being

the projection of S onto the reduced basis:

S r = V V T S =
N rbX

i =1

� i � i 	 T
i : (3.7)

Thus, the minimum projection error depends on the singular values corresponding to the

modes not included in V :

min
V 2 RN h � N rb

kS � S r k2
F =

r sX

i = N rb +1

� 2
i : (3.8)

Eq. (3.8) results in this simpli�ed form due to the left � i and right 	 i singular value vectors

being orthonormal.

3.3.3 Method of Snapshots

Having ensured the optimality of the reduced basis, the next step is to extract it from

S 2 RNh � N s via Singular Value Decomposition. This computation may be signi�cantly

simpli�ed, when taking into account that in typical CFD settings the number of DoFs, Nh ,

will be signi�cantly larger than the number of snapshots produced Ns. The method of

snapshots (Benner et al., 2020; Sirovich, 1987) accounts for this asymmetry by solving an

eigenvalue problem for the symmetric correlation matrix, which under the assumption that

all snapshots are linearly independent is also positive de�nite:

C = ST S 2 RN s � N s ; with Cij = si � sj 2 R: (3.9)

From the SVD it is known that:

S 	 i = � i � i and ST � i = � i 	 i ; i = 1 ; : : : ; r s: (3.10)
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Inserting the �rst into the second relation, leads to the eigenvalue problem for the correla-

tion matrix C :

ST S 	 i = � 2
i 	 i ; i = 1 ; : : : ; r s; (3.11)

where 	 i 2 RN s are the right singular vectors of S. Then the POD modes are recovered

using the �rst relation of Eq.(3.10):

� i =
1
� i

S 	 i ; i = 1 ; : : : ; r s: (3.12)

3.3.4 Retained Energy and the Selection of Nrb

A direct criterion for the selection of the truncation rank N rb can be derived, considering

the Eckart-Young-Mirsky Theorem (Eckart & Young, 1936) and Eq. (3.7). Since the total

energy of the snapshot data is kSk2
F =

P r s
i =1 � 2

i , the fraction of retained energy Erb for a

reduced basis V = [ � 1; : : : ; � N rb ] 2 RNh � N rb of rank N rb is:

Erb = 1 �




 S � V V T S




 2

F

kSk2
F

=

N rbX

i =1

� 2
i

r sX

i =1

� 2
i

2 [0; 1]: (3.13)

A value of Erb close to 1, such as 0:99 or 0:999, may be chosen so that the reduced basis

captures a signi�cant portion of the variance observed in the snapshot data (Benner et al.,

2021). The more complex the patterns of the �ow are, the more POD modes would need

to be included in the reduced basis.

3.3.5 Low-Dimensional Solution Approximation

With the reduced basis V constructed, any FOM solution can be approximated as a linear

combination of the POD modes included in V . For the known snapshot data:

S � S r = V A or s(� k ) � sr (� k ) =
N rbX

i =1

ai (� k ) � i = V � a(� k ); (3.14)

where � k is the k-th known snapshot parameter value and ai is the POD coef�cient of the

i -th mode, obtained by the inner product:

a(� k ) = V T � s(� k ); a(� k ) 2 RN rb ; ai (� k ) = � i � s(� k ); ai (� k ) 2 R: (3.15)

The vector a(� k ) contains all reduced basis coef�cients, ai (� k ), required to approximate

the snapshot with the k-th parameter value. In turn the POD coef�cient matrix A is

18



constructed as:

A =
�

a(� 1) : : : a(� N s )
�

2 RN rb � N s ; A = V T S: (3.16)

Then the product of A with V results in Eq. (3.7), the reconstruction of S using only the

�rst N rb modes. S r has the same dimensions as the original S, but it lacks the information

of the discarded POD modes.

3.3.6 Radial Basis Function Interpolation

The last step of the of�ine phase for the PODI method is to seek a function which

maps the parameter value � 2 D = [0 :5; 15:5] to the POD coef�cients of each mode,

f : D ! RN rb ; � 7! a.

At this point a kernel � (d) for the RBF must be selected, with d the Euclidean distance be-

tween a known parameter value � k and a new one � . This choice dictates the smoothness

of the interpolation and a common choice is the thin-plate spline kernel (Xiao et al., 2015):

� (d) = d2 log(d) 2 R; with d = k� � � kk: (3.17)

Now a symmetric kernel matrix K can be computed, based on the distances between all

known parameters � k :

K =
�
K ij

�
=

�
� (k� i � � j k)

�
=

2

6
6
4

� (k� 1 � � 1k) � � � � (k� 1 � � N s k)
...

. . .
...

� (k� N s � � 1k) � � � � (k� N s � � N s k)

3

7
7
5 2 RN s � N s : (3.18)

The RBF weight matrix � is then determined by combining Eqs. (3.16) and (3.18):

� = A � K � 1 2 RN rb � N s : (3.19)

This de�nition ensures an exact interpolation at all training parameter values, since

A = � K . All calculations mentioned thus far are made only once during the of�ine phase.

Also, the invertibility of K is guaranteed since all training parameters are unique and result

in unique solutions of the FOM model.

The calculation of � marks the completion of the of�ine phase and the PODI model is

ready for the online phase.
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3.3.7 Online Evaluation

For a new query parameter value � 0, a kernel vector � is assembled by evaluating the

distances of � 0 from each known training parameter � k :

� (� 0) =
�

� (k� 0� � 1k) � � � � (k� 0� � N s k)
� T 2 RN s : (3.20)

With � obtained during the of�ine phase, the interpolated POD coef�cient vector at the

new parameter value � 0 can now be directly obtained:

a(� 0) = � � � (� 0) 2 RN rb : (3.21)

Following Eq. (3.14), the new POD coef�cients a(� 0) can be projected onto the reduced

basis V in order to assess the snapshot vector s for the new parameter � 0:

s(� 0) � sP OD (� 0) =
N rbX

i =1

ai (� 0) � i = V � a(� 0) 2 RNh : (3.22)

This means that the online cost depends solely on the number of available snapshots

Ns and the rank of the reduced basis N rb. They affect the extent of required operations

between V , � and � , as shown in Eqs. (3.20), (3.21) and (3.22). Both Ns and N rb are

typically much smaller than Nh , leading to signi�cantly reduced computation times for any

new query of � 0.

Once all three component snapshot vectors (sP OD
x ; sP OD

y ; sP OD
z ) are predicted based on

Eq. (3.22), they are combined to form the complete approximated velocity �eld u P OD (x ; � 0).

However, for the interpolation step to be highly accurate, a suf�ciently dense sampling of

the parameter domain D is required. As this density increases, the PODI approximation

u P OD converges toward the FOM solution u h . Consequently, the extrapolation capabilities

of PODI and similar NIROM methods are strictly limited when evaluated outside the

sampled range.
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3.4 The Autoencoder Neural Network

During the previous section, it was established by the Eckart-Young Theorem that the

reduced basis produced via singular value decomposition is the optimal linear low-rank

approximation of the snapshot matrix. PODI may show limited accuracy or require a large

number of modes when the snapshot data contain highly nonlinear dynamics. Wind �elds

in urban areas can have regions where the nonlinear expressions of the underlying �uid

dynamics are prominent. These areas are typically the sharp velocity gradients around

buildings, the wake regions behind them and the overall spatial heterogeneity caused by

the complex geometry of the problem.

In recent years, this restriction of POD methods is addressed by the continued research

on nonlinear dimensionality reduction methods. For this case, a plethora of machine

learning methods are being developed, often with higher accuracy compared to POD

(Masoumi-Verki et al., 2022; Vinuesa & Brunton, 2022; Xiang, Fu, et al., 2021; Xiang,

Zhou, et al., 2021). This work will �rst present an Autoencoder model paired with a RBF

interpolator, as the direct nonlinear neural network counterpart to POD. This model is

non-intrusive and just like the POD method can be applied to any kind of snapshot data

produced by a FOM solver like ANSYS Fluent.

3.4.1 Neural Network Fundamental Components

Autoencoders are neural networks and they can have several structures, depending on

how they achieve suf�cient dimensionality reduction and the type and structure of their

input. These can be Convolutional Autoencoders (Masoumi-Verki et al., 2022; Xiang,

Fu, et al., 2021; Xiang, Zhou, et al., 2021), Variational Autoencoders (Kingma & Welling,

2022) or in their simpler form, fully-connected Autoencoders (Goodfellow et al., 2016;

Masoumi-Verki et al., 2022; Xiang, Fu, et al., 2021). The latter was chosen for this work,

due to its capability to handle unstructured data, which will be discussed in detail in the

following sections.

An Autoencoder (AE) in its simplest form would consist of a single encoder layer and a

single decoder layer:

Encoder: h(s) = W 1 � s + b1; h 2 RN r (3.23)

Decoder: sA (h) = W 2 � h + b2; sA 2 RNh ; (3.24)

where s 2 RNh is a snapshot vector for a given parameter value � 2 D , as de�ned in

Section 3.2. Similarly to POD, an Autoencoder learns to compress the input onto a latent

dimension N r < N h . Speci�cally, the Encoder learns the representation of s onto a latent

space RN r . This latent representation of s is referred to as the latent vector h. Afterwards,

the Decoder of the AE learns to reconstruct the original input as sA from that latent vector.
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The counterpart of this latent representation h in terms of the POD, are the reduced basis

coef�cient vectors a(� k ) from Eq. (3.14).

The Encoder and Decoder have their own weights and biases W 1 2 RN r � Nh , W 2 2

RNh � N r , b1 2 RN r , b2 2 RNh , which are the learnable parameters of the network. More-

over, Eqs. (3.23), (3.24) also show the building block of neural networks, the neuron.

A Neuron is de�ned as a scalar function which is an af�ne computation between its inputs

x and its learnable parameters (w : weights, b: bias):

y(x ) = w � x + b; y 2 R

In this instance, Eq. (3.23) represents a set of N r neurons, which belong to the same layer

and form the Encoder. On the other hand, the Decoder from Eq. (3.24) is comprised of

Nh neurons.

A layer is fully-connected, when each of the its neurons receives an input from all neurons

of the preceding layer, it is referred to as a fully-connected layer. In this case this holds

true since the encoder layer output h(s) is calculated as a weighted combination of every

input parameter (the entire vector s). The same holds true for the decoder layer and its

output sA and input h.

With the structure as described by Eqs. (3.23) and (3.24) an Autoencoder operates

similarly to the POD method and until this point is still a linear neural network. Here the

weight matrix W 1 functions similarly to the reduced basis matrix V T in Eq. (3.16), while

the weight matrix W 2 performs an analogous operation to V in Eq. (3.22), by projecting

the latent vector h 2 RN r back onto the high-�delity solution space RNh . The bias vectors

can be seen as additional degrees of freedom, but the Autoencoder does not offer any

advantage over the POD yet. Its nonlinear behaviour arises by introducing nonlinear

activation functions.

An Activation function is typically, a nonlinear operation  (z) applied to the outputs of each

neuron of a layer.

By introducing an activation function, Eqs. (3.23) and (3.24) become:

Encoder: h(s) =  (W 1 � s + b1); h 2 RN r (3.25)

Decoder: sA (h) =  (W 2 � h + b2); sA 2 RNh (3.26)

The activation function used for the Autoencoder of this work was the Sigmoid Linear Unit

function, known as SiLU or Swish (Ramachandran et al., 2018):

As shown in Fig. 3.2, this function is smooth, non-monotone and is unbounded for large z

while being bounded for small z. It was chosen as it empirically performed better compared

to functions like ReLU, GELU and Tanh.

For the Autoencoder to reconstruct s(� ) accurately, it must assign an appropriate value

to all the weights and biases of the Encoder and the Decoder, which are also referred

22



 (z) = SiLU( z) =

=
z

1 + e� z

(3.27)

Figure 3.2: SiLU activation function.

to as the learnable network parameters. All learnable parameters are trained simultane-

ously by minimising the mean squared error (MSE) between each snapshot s(� ) and its

reconstruction sA (� ). This is commonly referred to as the Loss Function of the model.

Per snapshot the MSE Loss function over all Nh degrees of freedom:

L s(W ; b; � ) =
1

Nh
ks(� ) � sA (� )k2

2: (3.28)

The ultimate target of Autoencoder is thus set to minimise the loss function across all Ns

training snapshots, where � j denotes the j -th parameter value from the training set:

L (W ; b) =
1

Ns

N sX

j =1

L s(W ; b; � j );

min
W i ; bi 8i 2f 1;2;:::;N L g

L (W i ; bi ); (3.29)

where NL is the number of layers of the AE. In this form the optimisation problem may

be straightforward to compute, but when the number of layers and number of neurons

per layer increase, the problem quickly gains a signi�cantly high dimension, making its

analytical solution close to impossible. So, a practical option is to solve it iteratively. The

weights and biases of each layer are initially assigned random values independently.

These values are drawn from a uniform distribution with a range de�ned by Eqs. (3.30)

and this is referred to as LeCun uniform initialisation (LeCun et al., 2012):

W i � U
�

�
1

p nini

;
1

p nini

�
; bi � U

�
�

1
p nini

;
1

p nini

�
; (3.30)

with nini the input dimension of i -th layer.

At this stage, the Autoencoder can be provided with an input and as it is passed through

its layers, a reconstruction of it is generated. This process constitutes a forward pass
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through the network, and it should be noted that as the input signal passes through all the

activation functions, every intermediate output is stored. The purpose of this, although

memory intensive, is vital for a later stage of a training step, which is detailed in the

following section.

3.4.2 Gradient Descent and Backpropagation

At every step, the network parameters are being updated incrementally, to reduce the

loss function at a local level. Which is also why an initialisation appropriate to the chosen

activation function is of vital importance, since it affects the starting point of this process.

The update that each learnable parameter receives is derived directly from the gradient of

the loss function with respect to that parameter. So, the partial derivative of the MSE Loss

Eq. (3.29) for every individual weight and bias has to be calculated during every step. By

representing a given learnable parameter with � 2 f W i ; bi g, and its value after an update

by � 0, the gradient descent method de�nes an update as:

� 0 = � � l
@L
@�

; (3.31)

with l being a small positive number which scales the magnitude of the update of a

parameter and is referred to as learning rate. The process described by Eq. (3.31) is

known as gradient descent. It follows the same principle for �nding the local minimum over

a surface using discrete steps along the direction of the steepest descent (Goodfellow

et al., 2016). Now the reason for the random uniform initialisation is made apparent, since

it prevents all neurons from producing similar outputs over the �rst training steps and thus

receiving comparable updates.

In turn gradient descent gives rise to a new issue: the computation of the partial derivates

of the loss function for every learnable parameter. Instead of doing so analytically, the

method of backpropagation is used (Goodfellow et al., 2016). This method addresses the

above issue by systematically applying the chain rule of calculus, starting from the output

layer and going backwards. The intermediate values of the activation functions, which

were computed during the forward pass are now utilised to avoid redundant computations.

Once the gradients of the loss function for every learnable parameter have been computed

in this manner, they are passed onto the gradient descent algorithm in order to update the

learnable parameters accordingly.

For the sake of simplicity, the wind �eld snapshot s is for now assigned two degrees of

freedom and the latent vector h only one. Here the �rst index denotes the layer and the

second indicates the speci�c neuron.

s = [ s1; s2]T ; sA = [ sA1; sA2]T ; h 2 R

W 1 = [ w11; w12]T ; b11 2 R; W 2 = [ w21; w22]T ; b2 = [ b21; b22]
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Figure 3.3: Fundamental structure of an Autoencoder, with a two-dimensional input and
one-dimensional latent space.

Each iteration of the optimisation process is comprised of the forward pass and the

backward pass. In the end all learnable parameters are updated and the process begins

anew, until a certain number of iterations has been conducted or some convergence

criteria have been met.

First during the forward pass, the input is passed through the encoder layer, producing

the scalar output z11, which is then passed through the nonlinear transformation of the

activation function.

z11 = w11 s1 + w12 s2 + b11 ! h =  (z1
1): (3.32)

Now the Decoder has the scalar h as its input and it projects it back onto the original vector

space of s. Similarly, the intermediate variables z21, z22 are produced.

z21 = w21 h + b21 ! sA1 =  (z21); (3.33)

z22 = w22 h + b22 ! sA2 =  (z22): (3.34)

The result is evaluated by the loss function L Eq. (3.29), for a single snapshot:

L =
1
2

�
(s1 � sA1)2 + ( s2 � sA2)2�

(3.35)

At this point of the iteration, the method of gradient descent is applied, along with the

update de�nition of Eq. (3.31) for each of the parameters w11; w12; b11; w21; w22; b21; b22.

As shown by the above relations, the network is essentially comprised of nested functions

of its parameters.

To compute the gradient for the decoder weight w21, the chain rule is used to link the

output sA1 to the pre-activation scalar z21 and then to the weight itself:

@L
@w21

=
@L

@sA1

@sA1

@z21

@z21

@w21
: (3.36)
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The terms of Eq. (3.36) can be evaluated by differentiating the relevant forward pass

equations:

@L
@sA1

= � (s1 � sA1);
@sA1

@z21
=  0(z) =

1 + e� z + ze� z

(1 + e� z)2 ;
@z21

@w21
= h:

Thus, the gradient from Eq. (3.36) takes the form below and w21 receives the corresponding

update:

@L
@w21

= � (s1 � sA1)  0(z21) h;

w0
21 = w21 � l

@L
@w21

:

The practicality of backpropagation becomes apparent when evaluating the gradient of a

weight of the initial layer, like w11. Since, the latent variable h is passed to both sA1 and

sA2, the chain rule requires to sum the gradients of both with respect to h. This means

that the entire output �eld, in�uences the adjustment of a single upstream parameter.

@L
@w11

=
�

@L
@sA1

@sA1

@h
+

@L
@sA2

@sA2

@h

�
@h
@z1

@z1
@w11

: (3.37)

All the terms of Eq. (3.37) can be expanded accordingly, similarly to those of Eq. (3.36).

These intermediate derivatives are stored as the backpropagation method recursively

calculates more of them, making this algorithm both ef�cient and practical.

3.4.3 The Fully-Connected Autoencoder

Another important addition to the Autoencoder architecture is to employ a sequence of

progressively narrower layers for the Encoder part of the network, instead of a single layer

as shown in Eq. (3.23). When the layers of a network are increased, this is often described

as an increase in the models' depth. It is also common practice that the Decoder mirrors

the Encoder structure, expanding the latent dimension through layers of the same width

as those of the Encoder, but in reverse order. The number of layers and their width are

hyperparameters, which de�ne the architecture of the network and are set before training

begins.

Encoder:

h1(s) = SiLU( W 1 � s + b1); h1 2 R256

h2(h1) = SiLU( W 2 � h1 + b2); h2 2 R128

h3(h2) = SiLU( W 3 � h2 + b3); h3 2 R64

h(h3) = W 4 � h3 + b4; h 2 RN r
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Decoder:

g1(h) = SiLU( W 5 � h + b5); g1 2 R64

g2(g1) = SiLU( W 6 � g1 + b6); g2 2 R128

g3(g2) = SiLU( W 7 � g2 + b7); g3 2 R256

sA (g3) = W 8 � g3 + b8: sA 2 RNh

The snapshot s(� ) input passes through three intermediate layers of widths 256, 128 and

64, before it reaches the target latent dimension N r . These layer widths were selected

based on empirical performance during hyperparameter optimization. It should be noted

that no activation function is applied to the �nal encoder layer. This way the latent space is

unconstrained by the activation function and its coef�cients can take any real value.

Subsequently, the latent vector is passed through the Decoder, which mirrors the structure

of the Encoder, expanding h back to the dimension of the snapshot s(� ). For the same

reason as before, no activation function is applied to the last Decoder layer.

The weight matrices W i and the bias vectors bi now constitute the learnable parameters

of the Autoencoder. Their dimensions follow from the layer widths, for example, W 1 2

R256� Nh , which projects the full snapshot from a space of RNh down to one of R256. Then

W 2 2 R128� 256 halves that representation, before W 3 2 R64� 128 halves it again, and

lastly W 4 2 RN r � 64 projects it to the latent dimension RN r . All learnable parameters are

grouped into a single global parameter set, denoted collectively as � = f W i ; bi g for

i 2 f 1; 2; : : : ; 8g.

3.4.4 The Adam Optimiser

The loss function L (� ) from Eq. (3.29) is assumed to be non-convex, especially as more

layers and thus learnable parameters � 2 � are added to the Autoencoder. Thus the

expectation is raised, that convergence to a global minimum is not guaranteed by the

gradient descent algorithm, as it is laid out in Section 3.4.1. In practice, the training

algorithm may converge to a suboptimal local minimum or stall on a saddle point of the

loss function, since in either case, the gradients become negligible. Therefore, further

optimisation techniques are required, enabling the algorithm to traverse the landscape

de�ned by the loss function more rapidly and effectively.

Another issue can be found in the update rule of Eq. (3.31), where the same learning rate

is applied to all parameters, whether they have small or large gradients. This often leads

to training instability until the learning rate has been calibrated, which sometimes may not

be suf�cient. To address this and increase the computational ef�ciency of a model, the

Adaptive Moment Estimation method, more broadly known as the Adam optimiser was

developed (Kingma & Ba, 2015). It aims to adapt the magnitude of each parameter update

based on its individual training history.
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To address the above, the optimiser computes and stores two statistics, two moving

averages. Here n denotes the current step, n � 1 the previous one and as in Eq. (3.31) �

can be any given learnable parameter.

The �rst statistical quantity tracked by the Adam algorithm is a moving average of past

gradients. This serves as an estimation of the momentum for a given gradient.

mn = �̂ 1mn� 1 + (1 � �̂ 1)
@L
@�

�
�
�
�
n

: (3.38)

The use of this quantity allows for the training algorithm to exhibit a property similar to

momentum regarding its update rule, since the sign of the update is smoothed over its

recent history. This property enables the training algorithm to quickly pass over saddle

points and bypass shallow local minima.

The second statistical quantity is the moving average of the squared gradient M n :

M n = �̂ 2M n� 1 + (1 � �̂ 2)
�

@L
@�

�
�
�
�
n

� 2

: (3.39)

In this instance, instead of the sign, the magnitude of past gradients is being tracked, and

it is used in the denominator of the Adam optimiser, in order to normalise the step size of

each parameter.

The constants �̂ 1; �̂ 2 2 (0; 1) are decay rates for each statistic, typically set to �̂ 1 = 0 :9 and

�̂ 2 = 0 :999. The moment mn with a smaller decay rate is affected more by more recent

gradients and their sign, while M n stores the information regarding much older gradient

magnitudes. Both values are initialised at zero, so they are biased towards it during the

initial steps. This bias is corrected by dividing each of them by their expected bias at step

n:

m̂n =
mn

1 � �̂ n
1

; M̂ n =
M n

1 � �̂ n
2

; (3.40)

with �̂ 1 and �̂ 2 raised to the power of n this correction will only be relevant for the �rst

steps, since the denominator in Eq. (3.40) will quickly converge to the unity. Until then,

both statistics will have enough past gradients to account for.

Thus, the new update rule is written as:

� n+1 = � n �
l

p
M̂ n + "A

m̂n : (3.41)

where, "A is a small constant (typically 10� 8) added to prevent division by zero. The

function of the Adam optimiser is now evident in Eq. (3.41), where the update size of each

parameter is now approximately bounded to the learning rate and is invariant to the scale

of its gradients (Kingma & Ba, 2015). In the case where the gradients have the same
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sign, so successive steps are in the same direction, both terms mn and M n would be

of the same magnitude, leading to stable update sizes. Conversely, when the gradients

have frequent sign inversions, the term mn would remain relatively small compared to M n ,

which only tracks the magnitudes of gradients. This way, the magnitude of each step would

dynamically diminish, leading to more stable updates. Thus, using the Adam optimiser

makes the model more robust to the initial selection of learning rate and also allows the

loss functions to reach lower values.

3.4.5 Training Set-up of the Autoencoder

To train on the velocity �eld computed by the FOM for a given inlet velocity � , the �eld

is decoupled into its three spatial components, ux , uy , and uz. Similarly to the POD

method, a training snapshot vector is de�ned as a column vector containing all discrete

spatial values for one of these components. This necessitates the training of three

independent Autoencoders, with each network dedicated exclusively to learning the latent

representation of its assigned velocity component.

In the beginning of a training step a snapshot s is randomly selected from the set of Ns

snapshots. Also, once a snapshot has been selected, it is removed from the set, meaning

this is random sampling without replacement. Then this column vector becomes the input

of the Encoder, going through each layer being manipulated according to the weights,

biases and activation function of each. Eventually the bottleneck layer is reached and the

latent vector h is produced. The same process is repeated for the Decoder, expanding h

onto sA . This sequence is illustrated in Fig. 3.4. The aforementioned process describes

the forward pass (forward propagation) of the network. No updates are made for any of

the learnable parameters of the network during this stage.

At the end of the forward pass, the reconstructed snapshot sA is compared to the original

snapshot s using the loss function de�ned in Eq. (3.29). Thereafter, the backpropagation

method is used to compute the gradients of the loss function with respect to each learnable

parameter. As de�ned in Section 3.4.2 this propagates the error signal from the output

layer back to the input layer, using previous gradients to compute new ones via the chain

rule. Finally, each network parameter is updated using the update rule of the Adam

optimiser.

Subsequently, a new snapshot is selected from the set, which now excludes all previously

chosen ones. The above process is repeated until all Ns snapshots have been passed

through the network, signifying the completion of a training Epoch. An Epoch represents a

single pass over the complete dataset, serving as a checkpoint to monitor the performance

of a model and evaluate it on the validation set or after a certain number of epochs is

reached, terminate the training phase.

Once the network has concluded its training phase, each of the Ns snapshots is passed

anew from the network with the purpose of calculating the latent vector h(s) 2 RN r of

each. The entries of the latent vectors are used in the same manner as the reduced basis
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coef�cients of the POD modes, in order to create a Radial Basis Function Interpolator. This

process is identical to that detailed in Section 3.3.6. The only difference lies in Eq. (3.19)

where the RBF weight matrix � is calculated. In that equation, the POD coef�cient matrix

A whose columns are the POD coef�cients of each mode a(� j ), is replaced by a matrix

whose columns are the latent vectors h(s). Each Autoencoder is assigned its own RBF

interpolator.

Figure 3.4: Diagram of the Autoencoder, illustrating the compression of a snapshot vector
s(� ) into its latent representation h(� ) and subsequent reconstruction sA (� ).

3.4.6 Learning Rate Scheduling and Early Stopping

So far the training phase of the AE model has been described. Another practice is typically

adopted alongside the training phase and that is to pause after a certain number of steps,

and evaluate the model on a set of snapshots, which are not included in the training set.

This is the validation phase of the model, and it allows the tuning of its hyperparameters,

such as the learning rate and to also check whether its training is meaningful. What can

be de�ned as meaningful training is that the model is not over�tting and that its updates

lead to measurable decreases in its loss function.

Over�tting occurs when the learnable parameters of a model are tuned to accommodate

the speci�c input of the training snapshots. While this typically results in low training

losses, the performance of the model degrades signi�cantly when subjected to even minor

variations in input, as illustrated by Fig. 3.5. This means that the model will produce high

error even for snapshots similar to those of the training set, thus failing to generalise. To

mitigate this, a validation set is utilised during the training phase to assess its sensitivity to

unseen data. By comparing the training and validation set losses and their evolution, the

point when a model stops learning general patterns and simply memorises the training

snapshots can be discerned. Ideally, both losses would decrease simultaneously and

once that stops being the case, the training phase is terminated.

When the validation phase includes such a termination criterion for the training phase,

it is known as Early Stopping (Goodfellow et al., 2016). Once a certain number of

predetermined steps has been reached, for which the validation error has not improved

over a set threshold, training is terminated to prevent it from over�tting.

Another use of the validation phase can be the scheduling of the learning rate (Goodfellow

et al., 2016). If after a certain amount of steps there has not been an improvement of

the validation loss, instead of terminating the training right away, the learning rate gets

reduced, typically by a factor of 0.5. This allows for the model to begin with a larger

learning rate, leading to faster early training. Then when the model is approaching the
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Figure 3.5: Example case of over�tting. While the model achieves lower error on the
speci�c training data (right image), its performance degrades when subjected to minor
input variations (validation set).

end of its training, it bene�ts from smaller learning rates to �ne tune its parameters with

smaller updates.

3.4.7 Autoencoder Online Evaluation

An important clari�cation should be made at this point; the online phase does not utilise the

entire Autoencoder. Only the trained Decoder part of it is used, along with its respective

RBF interpolator.

First the new parameter value � 0, is passed to each of the three RBF interpolators,

computing three distinct latent vectors, each corresponding to one velocity component.

Then each latent vector is passed to the respective Decoder and is expanded to the

predicted snapshot vector sA (� 0). Once all three snapshot vectors (sA;x ; sA;y ; sA;z ) have

been generated, they are combined, producing the entire approximated velocity �eld

u AE (x ; � 0).

Figure 3.6: Diagram showing the online phase of an AE for one velocity parameter.

3.4.8 Autoencoders and Mesh Constraints

What has been described in the preceding sections is the basic AE. However, there

are more advanced versions of it, such as the Convolutional Autoencoder. There, the

fully-connected layers of the Encoder and Decoder are replaced by convolutional layers.

Convolutional layers operate through small, overlapping patches of the input, rather than

the entirety of it at once. This makes them more ef�cient at extracting spatial patterns and,

it has been shown in recent research, that Convolutional Autoencoders can achieve higher

accuracy than basic AEs (Xiang, Fu, et al., 2021).
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What is mandatory for their operation, however, is that the input comes in the form of a

structured grid, such as images in two dimensions or voxels in three dimensions. On the

contrary, CFD simulations typically use unstructured meshes, with polyhedral elements

and increasing cell density near walls. Thus, the snapshots would require signi�cant

pre-processing efforts. More pressingly, the required resampling of the snapshots would

have to either match the density of the near-wall elements to maintain their level of detail,

or lose it to retain a practical amount of DoFs. Fully-connected Autoencoders and the

PODI method do not need to make such a balancing act, so long as the mesh remains

consistent across snapshots, they can function independently of the inhomogeneity of the

mesh.
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3.5 The Neural Implicit Flow Network

Until this point, the PODI method in Section 3.3 and the Autoencoder in Section 3.4

have operated on the entirety of the snapshot vector s 2 RNh . Both compress the

velocity �eld onto a lower-dimensional space, using the RBF interpolator to predict the

coef�cients of the reduced basis a(� 0) or latent vector h(� 0) for a new parameter � 0 and

then reconstructing the velocity �eld using them. The Neural Implicit Flow network, as

de�ned by (Pan et al., 2023), adopts a different approach. Instead of compressing the

velocity �eld, it approximates the mapping from the spatial coordinates x 2 R3 and the

parameter � 2 D , to the continuous velocity �eld, (x ; � ) ! u (x ; � ) 2 R3. By representing

the wind �eld as a continuous function of x and � , this model is inherently mesh-agnostic.

Consequently, unlike the previous methods, NIF can utilise snapshots originating from

different meshes, provided that they still refer to the same physical problem. That would

be particularly bene�cial, in cases where the underlying �uid dynamics simulations employ

adaptive mesh re�nement. It can also be queried at any coordinate without any reference

to the mesh topology, as an interpolation scheme would need for example.

NIF belongs to a special category of neural networks, referred to as hypernetworks,

introduced by (Ha et al., 2017). Such models are comprised of two sub-networks, in this

case called ShapeNet and ParameterNet. The ShapeNet implements the mapping from x

to u , while the ParameterNet produces the weights and biases for the former using only

the parameter of a snapshot as input.

3.5.1 Continuous Field Representation and Objectives

This model acts more directly as a parametric surrogate model to the original steady-state

RANS problem, where for each parameter � , the ANSYS solver provides a discrete velocity

�eld u h 2 R3 over all Nh cell centres of its mesh. For NIF the velocity �eld is a continuous

function evaluated at each of these points. A single input to NIF consists of a position

vector x = ( x; y; z)T and a parameter � , with which it predicts the velocity vector at that

single point. Hence:

u NIF (x ; � ) � u h(x ; � ); u NIF : R3 � R ! R3: (3.42)

Similar to the Autoencoder, the objective of this model is to minimise the mean squared

error loss function over all coordinates (Nh) and parameters (Ns), provided by the snapshot

data.

min
�

1
Nh Ns

NhX

i =1

N sX

j =1






 u NIF (x i ; � j ) � u h(x i ; � j )








2

2
; (3.43)

where � represents every learnable parameter of the NIF network. In Eq. (3.43), the

goal of NIF is expressed more clearly. It must simultaneously learn the complete spatial
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complexity of the �ow �eld, encompassing the sharp gradients near buildings and the

intricate wake patterns behind them, as well as their global dependence on the parameter

� . Moreover, this must be accomplished with a single set � .

NIF addresses this by delegating each of these tasks to its two subnetworks, ShapeNet and

ParameterNet, effectively decoupling them. The ShapeNet handles the spatial mapping

from x to u NIF , while the ParameterNet learns the correlation between the parameter

input and the weights and biases of ShapeNet.

3.5.2 ShapeNet: The Spatial Network

The ShapeNet is a fully connected network with hidden layers of constant width, each

followed by a nonlinear activation function. This structure is known as the Multilayer

Perceptron (MLP). In the current case, it receives the spatial coordinates x 2 R3 as its

sole input, and outputs the velocity vector at that point u NIF 2 R3:

ShapeNet :x ! u NIF = ShapeNet(x ; W; B); (3.44)

where W and B respectively represent the sets of weights and biases of each of the layers

of the sub-network. Through this subnetwork, for a given parameter value � , using a �xed

set of W and B, the velocity vector can be predicted for any point in space. Therefore,

different values of � would have to correspond to different con�gurations of W and B. In

different terms, the parametric dependency of the velocity �eld is not directly apparent to

the ShapeNet, instead it is encoded inside the sets of W and B, which are generated by

the second subnetwork, the ParameterNet. Consequently, the ShapeNet itself contains no

learnable parameters.

The relationship of Eq. (3.44) demonstrates that a local velocity vector is not directly tied

to the original ANSYS mesh, instead it is implicitly de�ned as continuous function of the

spatial coordinates. Here lies the source for the term “Implicit” in the title of the network,

Neural Implicit Flow. To reconstruct the entire velocity �eld, this function would have to be

evaluated at every point, one at a time.

As for the speci�c architecture of the ShapeNet, it consists of an input layer, six hidden

layers and a linear output layer. The inputs of the �rst layer are the coordinates of a point

x = ( x; y; z) 2 R3 and for notational uniformity they are represented by n 0. Also, the width

Nw = 128 of the hidden layers is constant throughout the network. So the input layer

expands the input dimension to that of the hidden layers:

n 1 =  (W in n 0 + bin ) ; W in 2 RNw � 3; bin 2 RNw ; (3.45)

where,  (z) is an activation function applied to the output of the �rst layer and is discussed

in further detail in Section 3.5.3. The vector n 1 is the input of the �rst hidden layer.

The hidden layers operate in pairs, forming three residual blocks as introduced by Lu
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et al., 2021. Here the i -th block has an input vector n i , and its �rst layer computes an

intermediate output � i 2 RNw , passing through its activation function  (z):

� i =  (W i; 1n i + bi; 1) ; for i 2 f 1; 2; 3g; (3.46)

W i; 1 2 RNw � Nw ; bi; 1 2 RNw :

The intermediate result � i 2 RNw is then passed through a second layer with the same

activation function  (z). The output of this second sublayer is combined with the initial

input n i via a skip connection, to produce the �nal output of a ResNet block, n i +1 :

n i +1 = 1
2 [n i +  (W i; 2� i + bi; 2)] ; for i 2 f 1; 2; 3g; (3.47)

W i; 2 2 RNw � Nw ; bi; 2 2 RNw :

The skip connections of Eq. (3.47) act as a stabilisation mechanism for the training phase,

especially when the number of layers increases (deeper ShapeNet) (Pan et al., 2023).

This is better explained along the de�nition of the activation function in Section 3.5.3.

After passing through the three ResNet blocks, the �nal hidden vector n 4 2 RNw is

projected onto the velocity vector space R3 by a fully connected layer with no activation

function, the linear output layer mentioned in the beginning:

u NIF = W out n 4 + bout ; W out 2 R3� Nw ; bout 2 R3: (3.48)

Similarly to the last layer of the Decoder, no activation function is applied in order to keep

the output unbound by the limits of the activation function. Furthermore, Eqs. (3.45) to

(3.48) reveal the full set of the parameters of ShapeNet.

W = f W in ; W i; 1; W i; 2; W out g; B = f bin ; bi; 1; bi; 2; bout g; for i 2 f 1; 2; 3g:

The complete ShapeNet structure is shown in Fig 3.7. Its total weight W and bias B sets

amount to a total of 99;971parameters, which the ParameterNet is tasked with producing

for every parameter � .

Figure 3.7: The structure of the ShapeNet, consisting of SIREN layers (Sitzmann et al.,
2020) and three ResNet blocks (Lu et al., 2021)

35



3.5.3 The SIREN Layers

The selection of an activation function for the ShapeNet would have to account for the

underlying physics of the problem, the expected morphology of the velocity �eld. As

established in the previous chapter, the velocity �eld is characterised by sudden and steep

gradients, around buildings, in narrow wake regions and in areas where two or more wakes

intertwine. Steep gradients correspond to high frequency functions, which the ShapeNet

must be able to learn ef�ciently. This is heavily dependent on the choice of activation

functions and how prone they are to spectral bias (Rahaman et al., 2019).

Spectral bias is a phenomenon observed when neural networks trained using the gradient

descent algorithm, tend to learn the lower frequency components of the target function

signi�cantly faster and with higher accuracy than the high frequency ones. Conventional

activation functions such as ReLU, Tanh and SiLU are susceptible to spectral bias regard-

less of network complexity (depth, width) (Aghaee & Khan, 2024; Rahaman et al., 2019).

Consequently, the ShapeNet would lead to an overly smooth reconstruction of the velocity

�eld, underestimating most sharp gradients.

This limitation was addressed by Sitzmann et al., 2020, with the introduction of the

Sinusoidal Representation Network (SIREN), which has the same structure as an MLP,

and employs scaled sinusoidal activation functions. All functions  (z) referenced in the

formulation of the ShapeNet Eqs. (3.45), (3.46) and (3.47) correspond to the sinusoidal

activation function:

 (z) = sin( ! 0z); (3.49)

where ! 0 is a frequency scaling parameter, typically set to ! 0 = 30. This periodic activation

function allows the ShapeNet to learn high frequency spatial patterns faster and also

represent them more accurately. For example, the hyperbolic tangent activation function,

tanh(wz + b), has a sigmoidal shape (bounded and monotonic) and can increase in

steepness by amplifying the weights w. To approximate an oscillatory shape drawn by the

underlying function in a region of high turbulence, it would still have to combine the outputs

of several neurons. In contrast, the sinusoidal activation function can already approximate

such a complex shape with just a single neuron, merely by increasing the values of its

weights, effectively capturing higher frequencies. Ultimately, by having several layers, the

output of every neuron is itself a sinusoidal function of its inputs and compositions thereof

can express a broad spectrum of frequencies (Sitzmann et al., 2020).

Sinusoidal activation functions have stricter requirements for their initialisation and input,

to ensure stable training. The input of the �rst layer needs to be min-max normalised, so

that the coordinates x = ( x; y; z) are in a range between � 1 and 1. The normalisation

scheme is applied componentwise:

~x i = 2 �
x i � min(x i )

max(x i ) � min(x i )
� 1; for i 2 f x; y; zg; (3.50)

36



where the minimum and maximum values of each component are drawn from all Nh cell

centres of the mesh.

Its weights and biases are initialised from the following uniform distributions (Sitzmann

et al., 2020):

W in � U
�
� 1

3 ; 1
3

�
; bin � U

�
� 1p

3
; 1p

3

�
: (3.51)

The denominator is set to 3 because the input of that layer is three-dimensional. Every

subsequent layer, with the common width Nw = 128, is initialised as:

W i;j � U

 

�

p
6=Nw

! 0
;

p
6=Nw

! 0

!

; bi;j � U
�

�
1

p
Nw

;
1

p
Nw

�
;

for i 2 f 1; 2; 3g and j 2 f 1; 2g:

(3.52)

The bounds of Eq. (3.52) are set as such to ensure that the output of every sinusoidal

activation follows an arcsine distribution. As for the linear output layer, since it involves no

activation function, a uniform distribution initialisation is applied. Speci�cally, for a linear

layer with Nw inputs and Nout outputs, the Glorot (Glorot & Bengio, 2010) initialisation

scheme is recommended by (Sitzmann et al., 2020). It is applied only to the weights, since

the biases bout are initialised to zero.

W out � U
�

�

r
6

Nw + Nout
;

r
6

Nw + Nout

�
: (3.53)

Another required preprocessing step is to normalise the velocity �eld across all snapshots,

using the z-score normalisation method. Also, each component is normalised separately:

~uk (x i ; � j ) =
uk (x i ; � j ) � uk

�̂ k
; for k 2 f x; y; zg; (3.54)

where the mean uk and standard deviation �̂ k , of component k, are computed across all

Nh cells centroids and Ns training snapshots:

uk =
1

NhNs

NhX

i =1

N sX

j =1

uk (x i ; � j );

�̂ k =

vu
u
t 1

NhNs

NhX

i =1

N sX

j =1

(uk (x i ; � j ) � uk )2:

(3.55)

The normalised velocity component ~uk (x i ; � j ) has a standard deviation of one and a zero

mean, justifying the output layer bias bout being initialised to zero. Also, the statistics uk

and �̂ k are saved and used to normalise the velocity �eld used for validation and testing.
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3.5.4 ParameterNet: The Hypernetwork

The second subnetwork, ParameterNet, enables the NIF model to handle the parametric

dependence of the velocity �eld. It receives the snapshot parameter � as its sole input,

and produces all the weights and biases of the ShapeNet, W and B, as its output. A

network performing such a task is a hypernetwork. The coordinate and parameter inputs

are separated because they affect the �ow differently. Spatial coordinates produce sharp

changes as described in the previous section. Conversely, the inlet velocity parameter �

is expected to cause smoother, more gradual shifts across the entire wind �eld. Since �

produces these simpler patterns, processing it through a dedicated hypernetwork is highly

effective.

The ParameterNet is also an MLP, but it is designed to function similarly to an Autoencoder,

incorporating a latent dimension. The parameter � input is also normalised similarly to the

coordinate components Eq. (3.50):

~� = 2 �
� � � min

� max � � min
� 1; (3.56)

where � max and � min are the minimum and maximum values of � in the training set. Once

it is normalised, it passes through two fully connected layers, each with a width of 32 and

the swish (or SiLU) activation function from Eq. (3.27) is applied on both. As mentioned

above, the ParameterNet is not expected to learn high frequency features, so the complex

setup and oscillatory behaviour of the sinusoidal activation functions is not required.

The second layer compresses the parameter data into a latent vector, functioning as an

Encoder. The dimension of the latent vector is recommended by Pan et al., 2023 to be

equal to dp + 1 , where dp is the dimension of the parameter space, which in the context

of this work is one, the inlet velocity. Finally, a linear layer, similar to a Decoder, projects

this latent vector onto the entirety of high-dimensional vector, which encompasses all the

parameters of ShapeNet, W and B as shown in Section 3.5.2. The complete architecture,

illustrating the interaction between the ParameterNet and the ShapeNet, is depicted in

Fig. 3.8.

This last layer is also the most computationally costly during training, since it has a

width equal to the total amount of parameters for the ShapeNet (99;971). However, the

ParameterNet requires relatively few operations during the online evaluation of NIF, for a

new parameter � . This subnetwork is queried only once, for a given � , while the ShapeNet

must recreate the entire velocity �eld, one point at a time. As a result, in order to perform

rapid online evaluations, NIF would need to increase its memory cost, by executing several

evaluations of the ShapeNet in parallel.

The weights and biases of the three layers of the ParameterNet are the only learnable

parameters of the NIF network and are expressed by vector � . They are the only values

optimised directly during the training phase, using the loss function of Eq. (3.43), which

compares the prediction of the ShapeNet with the target velocity vector. As explained in
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Figure 3.8: The structure of NIF, where the ParameterNet contains all learnable parameters
of the network and produces the weights and biases of the ShapeNet

Section 3.4.1 the backpropagation algorithm will propagate the prediction error from the

�nal velocity prediction, backwards through all the layers of ShapeNet, until it reaches the

input layer of ParameterNet. Then, using the computed gradients, according to the Adam

optimiser algorithm from Eq. (3.41), all weights and biases of the ParameterNet will be

updated.

Although the parameters of the SIREN layers of the ShapeNet are not being directly

updated during training, the optimization algorithm is affected by the gradients of the

sinusoidal shape functions. Here is where the need to implement the ResNet skip

connections arises. Since the backpropagation method is based on the chain rule of

calculus, for some learnable parameter � 2 � of the ParameterNet, the gradient of the

loss function takes the form:

@L
@�

=
@L

@u NIF �
@u NIF

@� S
�

@� S

@�
; (3.57)

where the term � S = fW ; Bg refers to the generated parameters of the ShapeNet, so

@u NIF =@� S represents the gradients being propagated backwards through the ShapeNet.

This term in particular, consists of the cumulative product of the derivatives, from the

activation functions of ShapeNet, arising from the chain rule. The activation function of a

SIREN layer and its derivate are:

 (z) = sin( ! 0z);  0(z) = ! 0 cos(! 0z) (3.58)

Every such derivative is a product of the scaling factor ! 0 = 30 and a cosine function

which oscillates between � 1 and 1. As a network employs an increasing number of SIREN

layers, the cumulative product @u NIF =@� S would either behave chaotically due to the

repeated multiplications of ! 0 or display a phenomenon referred to as “vanishing gradients”

as it approaches zero (Hochreiter, 1998). Because the gradient descent algorithm relies

on this term as part of Eq. (3.57), the gradients which will eventually reach the early layers
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of the ParameterNet and thus the updates of their parameters, will either be unstable or

inconsequentially small. In turn these phenomena either stall the training process or in

more extreme cases prevent the network from learning meaningful patterns altogether.

This instability is addressed by the skip connections inside the ResNet blocks of the

ShapeNet. This speci�c block structure used was introduced by (Lu et al., 2021). In

Eq. (3.47) the forward pass of a ResNet block was de�ned as:

n i +1 = 1
2 (n i +  (z))

Its local derivative during backpropagation would take the form:

@n i +1

@n i
= 1

2 I + 1
2

@ (z)
@n i

(3.59)

The inclusion of skip connections leads to the 0:5I term of Eq. (3.59). It provides a constant

bias to the derivatives, stabilising the values of the loss gradient when @u NIF =@� S tends

to be ill conditioned. It allows at least part of the error signal to continue propagating

during gradient descent, preventing the “vanishing gradients” phenomenon. Thanks to

these two effects of the ResNet blocks, updates appropriately tied to the prediction error

can now reach the ParameterNet more effectively, stabilising its training.

3.5.5 Training Process of NIF

As de�ned in Section 3.2 regarding snapshot generation, the training dataset consists

of Ns = 25 snapshots, each de�ned over the same Nh = 434;388 cell centres. In total

this set is comprised of Ns � Nh = 10;859;700data points of coordinate and velocity pairs,

and NIF would have to process them one at a time. Evaluating the initial loss function

Eq. (3.43) over the complete set during every update step immediately results in signi�cant

memory requirements and training time. Instead, the minimisation objective of Eq. (3.43)

is approximated at each step by a smaller subset of itself. This subset is referred to as a

minibatch, which is randomly sampled from the complete dataset at each training step.

Consequently, the training algorithm transitions from one based on gradient descent, to

stochastic gradient descent (Goodfellow et al., 2016).

At the beginning of each training step, a single snapshot corresponding to parameter � j

is drawn from a randomly shuf�ed pool of the Ns training snapshots. From this chosen

snapshot, a minibatch of M = 16;384 spatial data points is randomly sampled without

replacement. The position vectors of these sampled cell centroids are denoted as x m ,

where m 2 f 1; : : : ; M g. Once all Ns snapshots have been sampled, the snapshot pool is

reshuf�ed, and this process begins anew. Thus, the stochastic loss function evaluated at

every training step becomes:

L 0(� ) =
1

M

MX

m=1






 u NIF (x m ; � j ) � u h(x m ; � j )








2

2
(3.60)
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This constitutes an unbiased Monte Carlo estimation of Eq. (3.43) for snapshot j (Goodfel-

low et al., 2016). Each evaluation of L 0corresponds to one forward pass, where parameter

� j is used by the ParameterNet to produce the weight and biases of the ShapeNet, which

in turn generates the velocity vectors u NIF (x m ; � j ) for all M points of the minibatch. This

is followed by the backpropagation phase, computing all gradients r � L 0 and ultimately

applying a single update to the learnable parameters of the network. The magnitude of the

update is computed according to the Adam optimiser algorithm, as described in Section

3.4.4 (Kingma & Ba, 2015). Hence, a single minibatch corresponds to exactly one forward

pass, gradient calculation and parameter update.

The minibatch size M = 16;384was selected empirically, while accounting for memory

constraints of the hardware. A smaller minibatch leads to faster updates, and if the network

still converges to a �nal accuracy equivalent to what a larger minibatch would achieve, it

also signi�cantly reduces the overall training time.

As explained above, the snapshot pool is reset once all its entries have been sampled.

This ensures that each snapshot contributes equally to the training of the model. However,

this reset does not de�ne an epoch, since only 16;384 points have been sampled per

snapshot. An epoch is empirically set to consist of 20 such pool resets, corresponding to

500overall training steps, leading to an equal number of individual parameter updates per

epoch. Thus, a single epoch processes a total of M � 500 = 8;192;000pairs of coordinates

and parameters, corresponding to an expected coverage ratio of:

M � 500
Ns � Nh

=
8;192;000
10;859;700

� 75:4%

3.5.6 NIF Online Evaluation

During the online evaluation phase, the trained NIF model can predict the velocity vector

at a given point, for a new parameter � 0. Initially, this parameter � 0 is passed through the

ParameterNet. Then, the ParameterNet produces the weights and biases � S = fW ; Bg

of the ShapeNet. This initial step is highly ef�cient, since the hypernetwork needs to be

evaluated only once for a given parameter � 0.

With the ShapeNet now set up, any position vector x 2 R3 can be mapped directly to its

corresponding velocity vector u NIF 2 R3. To reconstruct the complete discrete velocity

�eld over the Nh cell centres of the original domain, the ShapeNet must be queried Nh

times. This pointwise evaluation constitutes a major source of computational cost for the

NIF model. As detailed in Section 3.5.4, achieving rapid online evaluations for the entire

mesh, requires the execution of numerous ShapeNet queries in parallel which increases

its memory cost, but allows faster online evaluation speeds.

41



Chapter 4

Results

4.1 Evaluation Metrics

In this chapter the performance of the three ROMs described in Chapter 3 is analysed. All

models were trained on the same twenty �ve snapshots, whose computation is detailed

in Section 3.2. The PODI model was tested for seven different parameter cases, while

the AE and NIF were tested only on �ve out of those seven. For them, the snapshots with

wind inlet velocity parameters, 3:3 m=s and 10:8 m=s, were used to validate both models,

hence referred to as the validation set.

Before presenting the results, the evaluation metrics are de�ned below, alongside the

hardware speci�cations used for all measurements.

4.1.1 Error Metrics

As established in Section 2.5.3, u h(x k ; � ) = [ uh
x ; uh

y ; uh
z ]T is the velocity �eld solution of

the FOM evaluated at the coordinates of cell centres x k , for k = 1 ; : : : ; Nh , given an inlet

velocity parameter � . The corresponding predicted velocity vector at that point is denoted

as u rom (x k ; � ) = [ urom
x ; urom

y ; urom
z ]T .

The relative L 2-error for the j -th velocity component, of a test snapshot is de�ned as:

" j (� ) =

vu
u
u
t

P Nh
k=1

�
uh

j (x k ; � ) � urom
j (x k ; � )

� 2

P Nh
k=1 uh

j (x k ; � )2
; j 2 f x; y; zg: (4.1)

This dimensionless measurement shows the reconstruction accuracy for a single velocity

component, normalised by the magnitude of the true velocity component. Because large

errors are penalised more harshly by this metric, a low relative L 2-error would correspond

to few major discrepancies between the two �elds, while there could still be numerous

small-scale errors.

This metric is also applied to the velocity magnitude, to assess how accurately a model

captures the overall intensity of the �ow:

"mag(� ) =

vu
u
t

P Nh
k=1 ( ku h(x k ; � )k2 � k u rom (x k ; � )k2 )2

P Nh
k=1 ku h(x k ; � )k2

2

: (4.2)
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In contrast to the above, the mean absolute error, provides the average error across the

entire �eld, measured in meters per second. It is more sensitive to smaller errors of the

predicted �elds and is calculated for each velocity component as:

MAE j (� ) =
1

Nh

NhX

k=1

�
�
�uh

j (x k ; � ) � urom
j (x k ; � )

�
�
� ; j 2 f x; y; zg: (4.3)

The maximum absolute error per component, captures the point of the �eld with the

greatest error, measured also in meters per second:

"1
j (� ) = max

k=1 ;:::;N h

�
�
�uh

j (x k ; � ) � urom
j (x k ; � )

�
�
� ; j 2 f x; y; zg: (4.4)

Eventually the cosine similarity metric measures the error in direction of the velocity vectors

of the predicted �elds:

cos�̂ (� ) =
1

Nh

NhX

k=1

u h(x k ; � ) � u rom (x k ; � )
ku h(x k ; � )k2 ku rom (x k ; � )k2

: (4.5)

The closer its value is to the unity, the more accurate the direction of the average predicted

velocity vector.

4.1.2 Speedup Metric

The computational speedup provided by a ROM relative to the FOM is de�ned as the ratio:

speedup(� ) =
tFOM (� )
tROM (� )

: (4.6)

In the case of PODI and the AE, tROM (� ) corresponds to the total online evaluation

required to reconstruct the entire velocity �eld for a given parameter � . So, it is the sum of

the three underlying models, one for each component:

tROM (� ) = tROM ;x (� ) + tROM ;y (� ) + tROM ;z(� ): (4.7)

The NIF model required no such decomposition as it outputs the velocity vector directly.

All reported speedups are mean values over the entire test set and averaged over twenty

separate runs.

4.1.3 System Hardware

The FOM simulations using the ANSYS Fluent solver, were conducted on a computer

equipped with an Intel Core i7-1185G7 processor (3.00 GHz) and 32GB of RAM. The
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training and online phases of the three ROMs were performed on a workstation. It is

equipped with an Intel Xeon Platinum 8260(2.40 GHz) processor, 192GB of RAM and

an NVIDIA Quadro RTX 8000 graphics processing unit, which features 48GB of video

memory.

4.2 Evaluation of the PODI Model

4.2.1 PODI Con�guration and Metrics

The results of PODI are initially examined over an increasing number of the reduced basis

modes N rb, as introduced in Section 3.3.2. This analysis covers their effect on both the

online evaluation speed and accuracy of the method.

An estimation of its accuracy can be drawn from the magnitude of the retained energy Erb,

based on the Eckart–Young–Mirsky theorem (Section 3.3.2). In Fig. 4.1a, a steep decay

of the normalised singular values � i =� max is observed over the �rst seven POD modes.

This is directly correlated to Fig. 4.1b, where the truncated energy 1 � Erb has already

reached an order of magnitude of O(10� 4) by that point.

(a) (b)

Figure 4.1: (a) Normalised singular values (� i =� max ) per component. (b) Truncated energy
(1 � Erb) over reduced basis size, N rb.

These observations indicate that the parametric solution space of the FOM can be ade-

quately approximated by the low-dimensional linear subspaces captured by PODI. Fur-

thermore, this suggests that signi�cant parts of the �ow �eld are structured, which is

consistent with the smooth solutions produced by the steady-state RANS equations. The

ux component is expected to be the one captured more accurately, as re�ected by its

consistently lower truncated energy. Since the �ow is driven by the inlet velocity along the

x-axis, this uniform �ow is largely undisturbed until it reaches the cluster of buildings. In

contrast, the two transverse components develop primarily due to the �ow around buildings

and inside the wake regions behind them. Thus, more localised and geometrically complex

patterns are expressed by these components, requiring a greater number of POD modes

to achieve reconstruction accuracy comparable to ux .
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The speedup yielded by the PODI on average, ranges between 2 � 104 and 104, exhibiting

a slight downward trend as the POD rank increases. The average time for the FOM to

evaluate a snapshot is 140 s, while the PODI can recreate a new �ow �eld in about 10

milliseconds. As for the total of�ine phase of the PODI, it requires an average of 1:2 s.

Figure 4.2: Mean computational speedup evaluated across the test set as a function of
the POD rank N rb, averaged over 20 evaluations.

4.2.2 Accuracy of PODI

The statements of the previous section can be veri�ed by the evolution of the relative

L 2-error over the rank of the PODI. Fig. 4.3a shows the relative L 2-error averaged over

the seven test snapshots, for each velocity component and the velocity vector magnitude.

The error decreases rapidly up to the seventh POD mode and more gradually from then

on until the twelfth mode, after which minimal improvements are made. The subsequent

metrics are measured for the maximum POD rank of N rb = 25.

(a) (b)

Figure 4.3: (a) Mean relative L 2-error across the test set for each velocity component
and the velocity magnitude. (b) Relative L 2-error of the velocity magnitude, of each test
snapshots. Both are evaluated over an increasing POD rank (N rb).

The distribution of the relative L 2-error is expanded for the velocity vector magnitude in

Fig. 4.3b. The snapshot with the lowest inlet velocity parameter (� 1 = 0 :8 m=s) is shown to

be the most dif�cult to predict and along with others, signi�cant improvements are made

to their approximation up to rank seven. On the other hand, the snapshot near the centre
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of the parameter domain, � 4 = 8 :3 m=s, is the one best approximated and with meaningful

improvements until the tenth rank.

For the three highest inlet velocity parameter cases, increasing the POD rank from seven

to eight introduces an error of 2 � 10� 3. While the truncation energy continues to decrease

(Fig. 4.1), these high order POD modes capture ever lower-energy modes, which likely

correspond to localised or parameter-speci�c �ow structures. As shown in Appendix A,

the POD coef�cients corresponding to inlet velocity parameters above 10 m/s, oscillate

rapidly across the parameter space at higher POD modes. As a result, the current

parameter sampling density is insuf�cient for the RBF interpolator to accurately capture

these oscillatory variations giving rise to interpolation errors for the affected parameter

cases.

In Figs. 4.4a and 4.4b, both the mean and maximum error remain consistent across the

velocity components, with the ux component having marginally higher errors. Moreover,

both metrics exhibit higher errors at higher wind intensities. In contrast, in Fig. 4.4c, the

relative L 2-error of the ux component is noticeably lower than the other two, which remain

consistent. This is another indicator of the �ow being more structured along the x-axis and

having higher intensity across it.

Figure 4.4: Performance metric of the PODI model across the test set. (a) Maximum
absolute error and (b) mean absolute error for each velocity component. (c) Relative
L 2-error per velocity component. (d) Relative L 2-error of the velocity vector magnitude.

Fig. 4.4d summarises the accuracy of PODI across the test set and will serve as the

comparison metric with the other models. The highest relative L 2-error is observed for

the �rst test snapshot, with � 1 = 0 :8 m=s, stemming largely from discrepancies in the uy

46



component (Fig. 4.4c). This high value is likely caused by the denominator of the relative

L 2-error metric: Since the true velocity magnitude is in most areas below unity, even errors

of small magnitude may be ampli�ed, yielding high relative errors. As the wind intensity

increases, the true velocity magnitude increases as well, stabilising the relative L 2-error

metric.

Conversely, starting from the �fth snapshot ( � 5 = 10:8 m=s), all error metrics begin to

steadily increase through the remainder of the parameter domain. This phenomenon can

be partly attributed to the increasing Reynolds number of the �ow, signifying the impact

of the nonlinear convective term on the development of the �ow �eld. Because PODI is

based on a linear subspace, it becomes increasingly dif�cult to capture these nonlinear

features.

For the test inlet velocity parameter of � 6 = 13:3 m=s, Fig. 4.4a illustrates the velocity

magnitude contours of the FOM velocity �eld u h . This horizontal (x-y) plane is located at

10% of the total height of the domain, relatively near the ground and highlighted in red in

Fig. 2.2. This height was chosen because the velocity �eld at this height directly impacts

pedestrians in the event of particle dispersion. Fig. 4.4b draws the corresponding contours

for the velocity �eld u POD generated by the PODI model, which appear indistinguishable

from the ground truth. The discrepancies between the two �elds are drawn in Fig. 4.4c,

which plots the contours of the error vector magnitude:

" (x ; � ) = u h(x ; � ) � u rom (x ; � ): (4.8)

It is evident that apart from the wake behind one speci�c building, PODI predicts the

velocity �eld with exceptional accuracy. Even around other buildings, in areas where

wakes intersect or even in the narrow channels between the six silos, there are minimal

differences from the ground truth of the FOM.
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(a)

(b)

(c)

Figure 4.5: Velocity magnitude and error contours evaluated on the x-y plane for the test
inlet velocity � 6 = 13:3 m=s. (a) FOM ground truth (u h). (b) PODI prediction (u POD ). (c)
Error vector magnitude (" ).
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4.3 Evaluation of the Autoencoder

4.3.1 Autoencoder Con�guration and Metrics

Similar to the PODI model, each velocity component is reconstructed separately and

assigned to a distinct AE. Although the three AEs share identical Encoder-Decoder

widths (256-128-64), their latent dimensions (N r ) were optimised independently, since

they operate on snapshot data with different characteristics as shown by Fig. 4.1. Their

performance on the validation set is illustrated in Fig. 4.6, where model accuracy does not

improve monotonically with an increase to the size of the latent dimension. Instead, their

accuracy begins to plateau after N r = 4 , and in some cases larger latent dimensions lead

to higher errors, likely due to over�tting. Based on this performance, the latent dimensions

which offered the highest accuracy were: N r;x = 8 , N r;y = 10 and N r;z = 12. The other

hyperparameters such as activation function, base learning rate, layer depth and width

were also selected based on validation set accuracy, but were applied uniformly across all

three AEs.

Figure 4.6: Mean relative L 2-error across the validation set for each velocity component
over an increasing latent dimension size (N r ).

In their �nal setup, the AE assigned to ux has 222;924;379 learnable parameters,

222;924;637for uy and 222;924;895for uz. These increases of 258 parameters are due to

the larger latent dimensions of uy and uz. The majority of the parameters are located at the

�rst Encoder layer and last Decoder layer, constituting a total of 222;841;300parameters

and connecting these layers to the dimensions of a snapshot vector si 2 RNh . This high

parameter count is the main source for the longer training times of the AE.

Regarding the computational ef�ciency of the AE, as shown in Fig. 4.7, it is comparable to

that of PODI. However, the increase of the latent dimension does not affect the total online

evaluation time of the AE. This is explained by the majority of the computational cost of

this model lying in the two aforementioned layers, which are �xed in size.

During the training phase the base learning rate was set to 10� 3. An AE is validated at

the end of each epoch, with the scheduler and early stopping patience set to 150 and

400epochs respectively. The total of�ine phase time for the AE was 153:4 s, with 77:83 s

corresponding to the AE for ux , 39:76 sfor uy and 35:74 sfor uz.
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Figure 4.7: Mean computational speedup evaluated across the test set as a function of
the AE latent dimension N r , averaged over 20 evaluations.

4.3.2 Accuracy of the Autoencoder

In Figs. 4.8, both the maximum and mean absolute errors show similar performance across

components, with increased errors at higher inlet velocity parameters. Moreover, a �at

baseline is observed on the absolute error metrics, across the low intensity test snapshots

(� 1, � 3 and � 4). Because the true velocity magnitude of the �rst snapshot is the lowest

and often below unity, its relative L 2-error is ampli�ed (Figs. 4.8c,d). In this case the uy

component is also producing the highest relative L 2-errors.

Figure 4.8: Performance metric of each AE model across the test set. (a) Maximum
absolute error and (b) mean absolute error for each velocity component. (c) Relative
L 2-error per velocity component. (d) Relative L 2-error of the velocity vector magnitude.
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Although the validation set consists of two snapshots, the model achieves comparable ac-

curacy on both the test and validation sets. This is an indication that the AE is successfully

generalising without over�tting.

Following the same con�guration established in Section 4.2.2 for Fig. 4.5, Fig. 4.8b

presents the velocity magnitude contours predicted by the AE for the test parameter

� 6 = 13:3 m=s. This prediction closely approximates the velocity �eld of the FOM, requiring

Fig. 4.8c to discern the differences. There it is observed that the errors are spread across

a broader area compared to PODI. Yet, the magnitudes of these errors are below 1:5 m=s

in regions where the true velocity magnitude is above 10 m=s. Moreover, the recirculation

area directly behind the building shows that the higher errors are concentrated in a tighter

zone than that of PODI. This is a region where signi�cant turbulence is present and the

errors being more compact there indicates that the AE can capture this complex behaviour

slightly better than the linear PODI.

(a)

(b)

(c)

Figure 4.9: Velocity magnitude and error contours evaluated on the x-y plane for the test
inlet velocity � 6 = 13:3 m=s. (a) FOM ground truth (u h). (b) AE prediction (u AE ). (c) Error
vector magnitude (" ).
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4.4 Evaluation of Neural Implicit Flow

4.4.1 Neural Implicit Flow Con�guration and Metrics

The NIF model evaluates the velocity vector at a certain point directly, so unlike the

PODI and AE, the velocity components are handled together. However, the entire �eld

is evaluated in a pointwise manner. In its �nal con�guration, ShapeNet is comprised of

three ResNet blocks, each with a hidden dimension of 128, resulting in 99;971weights and

biases. The frequency scaling factor of all sinusoidal activation functions is set to ! 0 = 30,

while all data is normalised as described in sections 3.5.3 and 3.5.4.

The ParameterNet processes the inlet velocity �rst through two hidden layers, with a width

32 neurons each, using the SiLU activation function and its latent dimension is set to 2. It

then decodes this latent expression via a single linear layer to generate the weights and

biases of ShapeNet. The total number of the learnable parameters of the entire NIF model

are 301;099and are all located in ParameterNet.

During training, the base learning rate is set to 10� 4, the learning rate scheduler and

the early stopping patience are respectively set to 75 and 200 epochs. Each epoch is

comprised of 500 batches as described in Section 3.5.5. The total training time lasted for

almost four hours, making it by far the slowest model to set up. The validation and test

sets are the same as the ones of the AE.

As a result of the pointwise evaluation, the average speedup across all test snapshots is

in the order of 4 � 103, an order of magnitude smaller than the previous models. However,

this time there was no evaluation of the speedup over different latent dimensions, since

the suggestion for the latent dimension size proposed by Pan et al., 2023 was con�rmed

during early tuning. The total time needed for the training of the model was 236 minutes,

almost four hours.

4.4.2 Accuracy of Neural Implicit Flow

The maximum absolute error of the velocity components (Fig. 4.10a) is in the same range

but has a slightly steeper ascent than the previous models. The mean absolute error

(Fig. 4.10b) is the highest among the three models and in this case the error of the ux

component is clearly higher than the other components. Across both metrics, similar

performance is shown on both validation and training sets, signifying that no over�tting

takes place.

A consistent error distribution is shown by the relative L 2-error metrics in both Figs. 4.10c,d

across the test snapshots. An exception to this trend is the �rst snapshot, which has

a signi�cantly higher relative L 2-error, speci�cally for the ux and uy components. Con-

versely, this also shows that the model does not produce increased errors for higher test

parameters, which was the case for the other two.
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Figure 4.10: Performance metric of the NIF model across the test set. (a) Maximum
absolute error and (b) mean absolute error for each velocity component. (c) Relative
L 2-error per velocity component. (d) Relative L 2-error of the velocity vector magnitude.

Applying the same framework from the previous section, Fig. 4.11 presents the velocity

and error vector magnitude contours for the NIF model at snapshot with � 6 = 13:3 m=s.

The predicted velocity �eld exhibits noticeably more noise than both PODI and the AE. As

shown by the error contours, these discrepancies are small yet distributed almost uniformly

across the �ow �eld. These errors appear in regions where the �ow is relatively structured

and unhindered by buildings. This behaviour stems directly from the sinusoidal activation

functions employed by the ShapeNet, which are speci�cally designed to capture high-

frequency spatial variations (Sitzmann et al., 2020). However, a signi�cant performance

inversion occurs in the turbulent zones behind the buildings, where NIF captures the

velocity gradients with noticeably higher accuracy than the other methods. This indicates

that the model struggles to recreate structured �ow regions, being better suited to predict

regions with highly transient, turbulent patterns.
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