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Abstract

Synthetic Aperture Radar (SAR) data differ significantly
from optical images, and their statistics are strongly af-
fected by the acquisition context, including geometry, po-
larization, frequency, and the temporal separation between
acquisitions. We introduce COCONUT, a SAR-centered
transformer-based architecture that leverages the entire
SAR observation space by operating on second-order sig-
nal statistics captured by covariance matrices and account-
ing for the acquisition context. To demonstrate the pro-
posed method, we develop a model capable of processing
multifrequency polarimetric time series and translating the
signal across frequencies and time. The predictions re-
tain the SAR signal properties, including the phase, and
are fully compatible with downstream methods operating
on SAR covariance matrices. We analyze the effect of tem-
poral separation between acquisitions and show that the
model can produce dense time series that integrate infor-
mation across several sensors with irregular sampling in-
tervals. Considering the differences in frequency, we find
that the X- and C-bands are easier to translate between
each other than the longer-wavelength, deeper-penetrating
L-band. The proposed method seamlessly handles missing
data and supports joint information extraction across differ-
ent SAR data dimensions, including polarization, frequency,
and time. The implementation source code is available at
https:// github.com/nbasargin/sarcoconut.

1. Introduction

Over the last decades, SAR has become an important data
modality in Earth observation, providing reliable high-
resolution weather-independent acquisitions [34]. In con-
trast to optical camera systems, which only measure the re-
flected sunlight intensity, SAR is an active sensor that illu-
minates the scene and coherently measures both the phase
and the backscatter intensity. SAR data statistics differ sig-
nificantly from those of optical images. The main observ-
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ables are complex-valued covariance matrices, estimated
from two or more co-registered SAR images obtained from
different positions, times, or polarizations.

Several classical techniques operate on covariance ma-
trices or related features, such as coherence or the phase
difference between channels. The techniques include po-
larimetry [14] (decompositions and target characterization
[7, 24], classification and segmentation [37], physical mod-
eling and soil moisture estimation [15]), interferometry [3]
(DEM generation [21], deformation monitoring [33]), to-
mography [40, 53] (3-D imaging), as well as techniques
combining several data dimensions, such as polarimetric in-
terferometry [5], and advanced decompositions [45].

In recent years, several ML algorithms have been
adapted to SAR data [55]. Inspired by various computer
vision applications and optical remote sensing tasks, many
methods and datasets reduce SAR data to backscatter im-
ages [29, 35, 42, 49]. While this approach may be sufficient
for some applications, the reduction discards valuable in-
formation. In contrast, methods that consider SAR proper-
ties and operate on covariance matrices (or derived features)
have access to greater information content [5, 6, 27].

Another important aspect of SAR is the acquisition con-
text. SAR is a side-looking sensor, and the signal statistics
of individual images are strongly affected by the acquisi-
tion context, including geometry, acquisition time, polar-
ization, frequency, and the incidence angle. Furthermore,
the covariance matrices for two or more SAR images are
influenced by their respective acquisition contexts. For ex-
ample, the spatial separation between flight tracks directly
affects the volume decorrelation, interferometric sensitivity,
and tomographic performance. In D-InSAR applications,
the wavelength and the temporal separation between the ac-
quisitions affect the temporal decorrelation. For approaches
using irregularly sampled time series across different sen-
sors, the acquisition frequency and temporal separation are
important. Context is also important for classification appli-
cations, where polarimetric signatures of different targets,
e.g., crops, depend on the incidence angle [46]. To design
an ML architecture that effectively fuses data, generalizes



across sensors, and is robust to different acquisition setups,
awareness of the acquisition context is essential.

This work introduces COCONUT (COvariance CONtext
Unifying Transformer), a SAR-focused architecture that ad-
dresses both main requirements: firstly, the native support
of covariance matrices, and secondly, the integration of
the acquisition context. We adapt the transformer archi-
tecture to multifrequency, multitemporal, and multipolar-
ization SAR data using a novel tokenization scheme. To
demonstrate the architecture, we explore the task of translat-
ing covariance matrices across SAR frequencies and time.
Given a sequence of observed covariances annotated with
context, the model predicts covariance matrices for a differ-
ent specified target context, e.g., another frequency or date.

2. Related Work

Covariance Prediction Several works address covari-
ance prediction related to translating covariance matrices
across frequencies and time. One direction is the recon-
struction of fully polarimetric (quad-pol) data from a re-
duced number of polarimetric SAR channels. In [10], quad-
pol is reconstructed from dual-pol using CNNs, while [52]
addresses compact-pol to pseudo quad-pol reconstruction
with complex-valued CNNs. Another related research di-
rection is the despeckling of SAR images. Complex-valued
despeckling and covariance prediction were proposed in
36]. [8] exploits the independence of the real and imagi-
nary parts of the SAR signal to train deep despeckling net-
works using individual SLC images. A detailed overview
of generative approaches for SAR is available in [20].

Acquisition Context Integration Multiple recent
transformer-based architectures have highlighted the im-
portance of providing the acquisition context to the model.
In [44], data from multiple sensors (SAR and optical) is
jointly processed by projecting it into a spectrum-aware
space. The spectral information is also infused at the em-
bedding step in [48]. In [38], building height reconstruction
benefits from providing the acquisition parameters to the
model. Furthermore, the acquisition context is commonly
used as an input feature in geophysical parameter estima-
tion, particularly for InNSAR data. Examples include canopy
height [4, 31] and ice penetration bias [32] estimation.

3. SAR Data

An important property of SAR is its coherent nature. In en-
vironments such as forests or agricultural areas, each res-
olution cell (pixel) contains many scatterers (distributed-
scatterer scenario). All the responses from the scatterers are
combined coherently; i.e., they can amplify or cancel each
other out depending on their positions (phases) relative to
the sensor. This phenomenon is known as speckle [34]. As-
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suming a large number of identical and independent scatter-
ers, the signal from a single SAR pixel is a random variable
that follows a complex Gaussian distribution, according to
the central limit theorem. Therefore, a single measurement
is a sample from that distribution carrying limited infor-
mation. To characterize distributed scatterers, second-order
signal statistics are required. Typically, this involves com-
puting the variance (or covariance in case of multiple chan-
nels) of neighboring pixels in homogeneous areas. There-
fore, the key requirement for the proposed method is the
ability to operate on second-order SAR statistics.

3.1. SAR Covariance Matrices

SAR data is complex-valued, providing both the amplitude
and the phase. While the phase of an individual SAR image
is randomly distributed, forming an interferogram between
two SAR images acquired at different times, positions, or
polarizations reduces the random speckle contribution when
the two images are coherent. The resulting interferometric
phase carries a meaningful signal and serves as the main
observable for techniques such as SAR interferometry and
tomography. The key point here is that interferograms of
SAR images provide additional information compared to in-
dividual images. Therefore, it is important to have an ML
architecture that can operate not just on individual images
but on combinations of them.

Given K co-registered SAR images, we can compute
the second-order statistics for all the combinations of them.
This results in a sample covariance matrix ¥ € CX*X for
each pixel. The covariance matrix is Hermitian and positive
semi-definite (PSD), with non-negative real-valued diag-
onal elements and complex-valued off-diagonal elements.
Since the sample covariance matrix is estimated from SAR
pixels, which are random variables, it is a random matrix it-
self. Under the assumption of complex circular Gaussian
scattering and independent looks, the sample covariance
matrix follows a complex Wishart distribution [14], which
is an important consideration for the choice of the loss func-
tion. We regard the covariance matrices as the primary input
to the proposed ML architecture.

3.2. Dataset

We use data from two airborne F-SAR [19] campaigns,
CROPEX 2014 (CR14) and AgriROSE-L / CROPEX 2025
(CR25), by the German Aerospace Center (DLR). Both
campaigns provide a dense time series of high-resolution,
fully polarimetric X-, C-, and L-band acquisitions. Fig. 1
illustrates an area within the CR25 test site. The datasets
are independent (taken 11 years apart and separated by 130
km) but cover a similar climate zone, land cover types, and
seasons. In all experiments, we split each campaign into
a train and validation set (non-overlapping areas), filter out
strong scatterers, and use the other campaign for testing.



Figure 1. Pauli RGB time series over the CR25 test site at X-, C-,
and L-bands. The HH-VV, HV+VH, and HH+VV polarizations
are shown in red, green, and blue, respectively.

Figure 2. Model architecture: Input covariance i, and context
cin are embedded into the input tokens ti, and processed by the
encoder Fnc. Target context cig is embedded into tokens ¢, and
provided to the decoder Dec. The predictor Pred converts the
decoder output tokens Z4ec to the final covariance matrices ou.

4. Proposed Method

The proposed model architecture is motivated by the fol-
lowing requirements. Firstly, the method should jointly
process multiple data dimensions (e.g., time, polarization,
and frequency) and gracefully handle missing or irregu-
larly sampled data (e.g., time series of different lengths
or varying numbers of frequency bands). Secondly, the
method should process complex-valued covariance matri-
ces (second-order statistics across multiple image combi-
nations) and use both intensity and phase. Thirdly, the
method needs to account for the acquisition context. Based
on these requirements, we propose a transformer-based [47]
encoder-decoder architecture shown in Fig. 2. We select a
real-valued transformer for simplicity, but complex-valued
versions [12, 51] are also possible.

The input consists of a sequence of N covariance ma-
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trices Zi(rf) (1 <4 < N) annotated with the respective ac-
quisition context vectors cl(; ). This input sequence contains
all available information provided to the network. Then,
the model is provided with a sequence of M target context

vectors cfg ) (1 <5 < M). The task is to predict new co-

variance matrices Zt(gj ) matching the target context.
4.1. Tokenization and Embeddings

Transformers operate on sequences of tokens, and the first
step is to encode SAR data into this representation. In this
work, the covariance matrices are formed between three po-
larimetric channels in the Pauli basis [14] and have a fixed
size ¥ € C3%3. Each input matrix Ei(;) is annotated by
the context variables: the local incidence angle, the fre-
quency, and the time of the acquisition, represented by a
three-element context vector ¢} € R3.

Each input covariance-context pair is mapped to a token
ti(;) € R ysing a learnable embedding. The covariance
embedding Emby; extracts the magnitude and phase of each
covariance matrix element, stacks them into a vector, and
passes them through two linear layers with a ReLU activa-
tion in between. The context vector is also passed through
a learnable embedding Emb, with linear layers and ReLU
activations. The context embedding serves a role similar to
the positional encoding in the original transformer architec-
ture. We add the resulting embedded covariance and context

vectors to form the final input token 0.
)

in *

To prevent the network from memorizing specific dates,
we erase the absolute time from each input sequence by
subtracting the mean time (before the embeddings). In ad-
dition, during training, a random time offset is added to
each input sequence, forcing the network to focus on rel-
ative time differences between the acquisitions.

4.2. Encoder

The goal of the encoder Enc is to propagate the informa-
tion between the tokens in the input sequence 9 using self-

mn
attention. We use L standard transformer layers with imple-
mentation adapted from [41]. Each layer internally consists
of two sub-layers: a multi-headed self-attention block and a
feed-forward block. Each sub-layer is preceded by a layer
normalization [1], followed by dropout [43], and wrapped
in residual connections [17]. After passing the layers, we
add the context embeddings to the encoder output (resid-
ual connection to the input acquisition context). The final

encoder output is a new sequence of tokens téﬁl

4.3. Decoder
The encoder output is provided to the decoder Dec, along-

side a sequence of the target prediction context vectors ct(gj ),

ti(l? = Embs, (Efnl)) + Emb, (c-(i)

m
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Figure 3. Comparison of the Frobenius, Wishart, and LERM distance metrics over the CR25 test site at C-band. The distance is computed
between two acquisitions on May 10 and June 3 (both visualized as Pauli RGB on the left). Frobenius distance is strongly affected by the
total backscatter power. The Wishart and LERM distances show similar error patterns and are less affected by the total backscatter power.

using the same embedding as for the input context. The de-
coder consists of L cross-attention layers that aggregate the
encoder output with respect to the target context. Decoder
layers are similar to encoder layers, with self-attention re-
placed by cross-attention from the target tokens to the en-
coder output. No masking is required, since neither the en-
coder nor the decoder sees the target covariance. The de-
(4)

coder output is a tokens sequence t;.”, one token for each

dec
target context ct(gj ), Notably, there is no information flow be-
tween the decoder tokens and each decoder output is inde-
pendent from the others, equivalent to predicting one target
at a time. At the same time, predicting whole sequences at

once enables more efficient training and inference.

4.4. Covariance Predictor

The covariance predictor Pred maps decoder tokens
to complex-valued, Hermitian, PSD covariance matrices.
First, we use a linear layer to predict the real and imagi-
nary parts of the matrix elements from the decoder token.
Then, we stack the elements into an intermediate complex-
valued matrix Zi(lft). At this point, Zi(]ft) is not guaranteed to
be Hermitian or PSD. Therefore, we need to constrain the

final output Egﬂz using the following function:
o)

nt
where H denotes the conjugate transpose. After this step,

Z((,ﬁ)t is a physically interpretable SAR covariance matrix by
construction. Refer to [28] for more details on constrained

optimization on manifolds.

()

=) =xY )

4.5. Loss Function

To compute the loss, we need the distance between the pre-

dictions Egﬁz and the target Zt(g ) measured by the sensor.

There are several distance metrics for covariance matrices
(see [39] for more details), and we investigate three can-
didates. A simple and computationally efficient metric is
based on the Frobenius norm || X ||z of a matrix X. The
Euclidean distance dg,. between matrices A and B is

deue (A, B) = [|A = Bl|r 3)
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The second distance metric under consideration is the sym-
metric revised Wishart (SRW) distance dsgw, motivated by
the complex Wishart distribution:

“4)

where Tr denotes the matrix trace and N is the size of the
matrices (A4, B € CN*N). The third distance measure is
the Log-Euclidean Riemannian Metric (LERM) d} grym, One
of the geodesic distances for SAR covariance matrices:

dierm (4, B) = [[Log(A) — Log(B)||lr

dsrw (A, B) = %Tr (B7'A+A7'B) =N

®)

Here, Log denotes the matrix logarithm, a computationally
expensive operation.

Fig. 3 compares the three distances over the CR25 test
site. The Euclidean distance is strongly affected by total
backscatter and tends to yield larger errors in the near range
(where backscatter is higher). The forested areas are clearly
visible in the error maps, matching the backscatter patterns
in the Pauli RGB (e.g., low error in shadowed areas). In
contrast, Wishart and LERM are more sensitive to polari-
metric changes and less affected by the backscatter inten-
sity. Forested areas, where we expect less changes over
time, show a low error.

We use the Wishart distance in all our experiments.
While it is computationally more expensive than the Eu-
clidean distance, Wishart is significantly faster to compute
than LERM, with both metrics showing similar error pat-
terns across the area. To ensure numerical stability, we add
a small constant e = 1073 to each matrix diagonal.

4.6. Training

We train the model in a self-supervised fashion inspired by
masked autoencoders [18]. Given a sequence of covariance
matrices and context vectors at all available dates and fre-
quencies, we select a random subset for the input. Then,
we predict the covariances for the entire sequence (includ-
ing the inputs), using all available contexts as targets. This
approach encourages the encoder to retain all the original
information present in the inputs. The decoder needs to re-
construct both the input covariances and the unseen covari-
ances omitted from the input. This setup forces the model
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Figure 4. Comparison of model and interpolation errors at X-, C-, and L-bands for June 24. The second and the third columns from left
show the errors emoder and €ineerp. The forth column shows the error difference Ae, where blue indicates pixels where the model has a lower
error compared to interpolation. The same colormap is used in the histograms, that cover a larger range of Ae. Note the vertical log scale.

to learn to match the input and target contexts and to extract
the information from the available data (including temporal
trends and correlations between frequencies).

Model training uses the Adam [25] optimizer with 1024
sequences per batch. The learning rate follows the schedule
described in [41] with a warmup of 500 iterations. After
training several models and evaluating performance on the
validation set, we choose the following hyperparameters:
model size dyoqe = 128, L = 4 layers, 8 attention heads,
and a dropout probability of 0.1. We train a separate model
for each campaign using a different number of training iter-
ations depending on the dataset size. We use 100 000 itera-
tions on the smaller CR14 dataset and 300 000 iterations on
the larger CR25 dataset with longer sequences.

5. Experimental Results

In this section, we evaluate the models on a range of dif-
ferent covariance prediction tasks. Models trained on one
campaign are tested on data from the other campaign.

To quantify the model’s performance, we start with a sin-
gle covariance matrix prediction. We pick three points in
time t1 < to < tg, specify the input frequencies fiff) and
the target frequency fi;. We input the covariance and con-
text for all combinations of the time and input frequencies,
except for (to, flg). Then, the model predicts the covariance
for (t2, fig). For example, to predict X from the C- and X-
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bands, the input is [(¢1, X), (t1,C), (t2,C), (t3, X), (t3, C)]
and the target is (t2, X).

The temporal distance between the dates influences the
difficulty of the task, as larger time differences allow for
more changes. We denote the smallest time difference be-
tween the target date and the other dates with Aty;,:

Atmin = min(|t2 — t1|, |t2 — t3|) (6)

When reporting performance across several prediction
tasks, Atnyin denotes the mean At;, across the tasks.

5.1. Baseline Metric Comparison

Complex-valued PolSAR covariance prediction from multi-
frequency time series is a novel area with no other compa-
rable methods available at the time of writing. Therefore,
we use linear interpolation across time as a baseline metric.

Given covariance matrices X(*1) and (*3) at time points
t1 and t3, we can linearly interpolate the covariance Yinerp
attime to (t1 < to < t3):

to —t1
= 7
a P (N
Dinterp = (1- O‘)E(tl) + axts) ¥



Then, we define the model and interpolation errors:

€interp = dSRW(Z(t2)7 Zinterp) )
Emodel = dsrw (2), Zou) (10)
Ae = €interp — €model (11)

Fig. 4 shows a detailed comparison between the model
and the interpolation for three different frequency bands for
a single target date. The majority of the pixels show a small
Ae, and the mean of Ae is close to 0. The histograms
show the distribution of error differences (note the vertical
log scale). The model outperforms the interpolation for the
majority of pixels across all frequencies in this example.
However, we can also find pixels where the interpolation
produces a lower error, most often seen at L-band, a more
challenging frequency as discussed in Sec. 5.3.

Moving on to the overall performance across several
dates and all frequencies, we report the histograms in Fig. 5
for both campaigns. The model outperforms interpolation
and is especially effective in reducing large errors.

5.2. Effects of the Temporal Separation

Diving deeper into the results, we analyze the effect of the
temporal separation between the target and the inputs. With
a larger temporal gap, more changes happen between the
acquisitions, especially over agricultural areas during the
growing season covered by the campaigns. Therefore, a
larger temporal gap presents a more challenging prediction.

While linear interpolation only has the covariance be-
fore and after, the model additionally gets the covariance
at the target date (at a different frequency), and is able to
perform more accurate predictions. Tab. 1 compares the
errors between the model and interpolation. We observe
that the model and interpolation perform similarly for short
time differences (At = 5 days). For larger time differ-
ences, the interpolation error increases faster compared to
the model error, and the model outperforms interpolation
for Atpmin > 9 days.

5.3. Effects of the Frequency

We use a single model to predict all three frequencies avail-
able in the datasets. Each frequency has a different wave-
length, interacts with objects of different sizes, and has
a different degree of penetration through vegetation [14].
Therefore, we expect the prediction accuracy to vary across
frequencies. Tab. 2 shows the performance comparison split
by frequencies.

The first observation is that L-band shows higher model
errors compared to other bands. A possible reason is that L-
band has deeper vegetation penetration, sees more ground,
and is therefore more difficult to predict from X- or C-band.
On the other hand, X- and C-bands are more similar in terms
of wavelength and easier to predict from each other.
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Figure 5. Overall performance comparison between the model and
interpolation across the X, C, and L frequency bands. The CR14
test set includes 3 target dates in June and July, and the CR25 test
set includes 4 target dates between May and June.

The second observation is that when only one frequency
is available (e.g., predicting a missing acquisition from
before-and-after data at X-band only), we force the model
to make a guess, since no information at the target date is
available. This guess can be better or worse than linear in-
terpolation, depending on the biases learned from the train-
ing data and on pure chance (e.g., a rainy day when the
model expects a sunny day). This is evident in the differ-
ences between the two campaigns for single-frequency pre-
dictions: CR14 to CR25 shows an improvement, whereas
the other direction performs worse. Therefore, it is impor-
tant to input sufficient information. In that case, when infor-
mation at other frequencies is available for the target date,
the model consistently outperforms interpolation.

Finally, Tab. 2 shows the model’s unique capability com-
pared to interpolation: it can predict the signal at frequen-
cies completely absent from the input, relying on the other
frequencies at the target date. The prediction error varies
with frequency, with higher errors at L-band and lower er-
rors at X- and C-bands. The errors are higher than in the
scenario where the target frequency is present in the input,
indicating that the model benefits from more data.

5.4. Continuous Time Series Prediction

To demonstrate the model’s capabilities, we move to a more
challenging scenario that can be found in practice. The in-
put consists of a time series at different frequencies (e.g.,
from different satellites) with irregular temporal sampling.
We plot the Pauli RGB of the predictions in Fig. 6, where
the x-axis runs both across time (April to July) and space
(West to East). The Pauli RGB visualization shows more
surface scattering (in blue) in April, which changes to dihe-
dral (red) and volume (green) scattering as the crops grow
throughout the season. The model reconstructs the time se-
ries using all available information across input frequencies.



Table 1. Performance comparison using all frequencies as input. One target frequency is predicted at a time. For small temporal gaps,
the model and interpolation perform similarly. On longer time scales, the model outperforms interpolation. Model metrics are aggregated

from 5 models trained with different initialization.

Train  Test Input Target  Atpin €model einerp  Ae  Pixels with Ae > 0
CR14 CR25 XCL XCL 5days 0.51+0.03 048 -0.03 395+4.8%
CRI14 CR25 XCL XCL 28days 0.64+0.01 166 1.03 71.4 4+ 0.6 %
CR25 CR14 XCL XCL 9days 0324002 047 0.15 659 +3.1%
CR25 CR14 XCL XCL 2ldays 0.38+0.02 080 042 699 +2.7%

Table 2. Performance comparison split by target frequency. The model consistently outperforms interpolation when all frequencies are
present in the inputs. Furthermore, the model can predict a frequency that is completely missing from the input (interpolation is not possible

in this case). Model metrics are aggregated from 5 models trained with different initialization.

Train  Test Input Target Aty €model Cinerp  Ae  Pixels with Ae >0
CR14 CR25 XCL X 28 days 0374+0.01 1.07 0.71 793 +£04%
CR14 CR25 X X 28 days 1.054+0.05 1.07 0.02 514 +2.0%
CR14 CR25 CL X 28 days 0.42 £ 0.01 - - -

CR14 CR25 XCL C 28 days 0.38 +0.01 1.39 1.01 80.5+09%
CR14 CR25 C C 28 days 128 +0.04 1.39 0.11 56.2£0.5%
CR14 CR25 XL C 28 days 0.44 £+ 0.02 - - -

CR14 CR25 XCL L 28 days 1.16 £0.03 2.53 1.36 544+ 1.0%
CR14 CR25 L L 28 days 1.97£0.09 253 0.56 44.7 + 0.7 %
CR14 CR25 XC L 28 days 2.93 £0.08 - - -

CR25 CR14 XCL X 21 days 0.254+0.01 0.54 0.29 75.5+£2.0%
CR25 CR14 X X 21 days 0.814+0.22 0.54 -0.28 383+£8.1%
CR25 CR14 CL X 21 days 0.58 +£0.04 - - -

CR25 CR14 XCL C 2l days 033+£0.03 087 054 79.8 +2.1%
CR25 CR14 C C 21 days 09040.05 0.87 -0.03 48.8 +3.2%
CR25 CR14 XL C 21 days 0.65 £ 0.05 - - -

CR25 CR14 XCL L 2l days 0.57+0.06 099 042 544 4+ 6.6%
CR25 CR14 L L 21days 1.124+0.22 099 -0.13 37.6 4.7 %
CR25 CR14 XC L 21 days 3.79 £0.48 - - -

6. Discussion Pretraining and Feature Extraction COCONUT

In this work, we explore the task of covariance prediction
across frequency and time to demonstrate the proposed ar-
chitecture. We see several practical applications and possi-
ble extensions for the method.

Dense Time Series The proposed architecture can inte-
grate data from different sensors and frequencies to predict
a dense time series at a specific frequency. For example,
we can translate alternating C- and L-band satellite acquisi-
tions (e.g. ESA’s planned missions like Sentinel-1 NG [13]
and ROSE-L [9]) to a dense time series at both frequen-
cies, important for dynamically changing applications (e.g.,
soil moisture). The outputs can benefit downstream meth-
ods designed for a specific frequency (e.g., L-band [15]),
and methods relying on short-term change detection [2].
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cleanly separates the encoding and decoding tasks: the
encoder has no access to the target prediction context
and must extract useful features from the input sequence.
Therefore, the encoder learns the statistics of SAR data
across time and frequency and can serve as a backbone for
downstream tasks. The proposed self-supervised pretrain-
ing can also be extended to other SAR configurations (e.g.,
interferometric data) to learn from large unlabeled datasets.

Spatial Context In this work, we focus on single-pixel
polarimetric time series across frequencies. However, for
some applications, including other data dimensions like the
spatial information can be beneficial [54]. One option is to
include covariance matrices from adjacent pixels, annotated
by expanded context (e.g., distance from the central pixel in
meters). This approach treats the spatial dimensions like the
other data dimensions and allows irregular sampling, useful
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Figure 6. Continuous prediction over time at C-band for the CR2S5 test site using the model trained on CR14 data, visualized as Pauli RGB.
The input consists of 3 C-band, 5 X-band, and 5 L-band acquisitions sampled at irregular time intervals as shown in the timeline (top).
Each pixel column corresponds to a different date, starting in April (on the left) and ending in July (on the right).

to combine sensors with different resolutions. Alternatively,
a vision transformer [ 1 1] approach is possible, encoding im-
age patches of covariance matrices into individual tokens.

Multipolarization Multibaseline (MPMB) Data When
working with MPMB data, the size of the covariance matrix
depends on the number of available tracks, requiring adjust-
ments to the tokenization step. For example, we can split the
MPMB matrix into polarimetric sub-blocks, annotated with
the expanded context (e.g., the interferometric height of am-
biguity), and provide them as a sequence to the model. Inte-
grating MPMB data into the proposed architecture enables
new applications, including the translation of tomographic
profiles across frequencies and synergies between interfer-
ometric and tomographic missions such as TanDEM-X [16]
and BIOMASS [26].

Geospatial Foundation Models In recent years, several
geospatial foundation models [30] have been introduced, in-
cluding TerraMind [23], Prithvi [22], and DOFA [50]. The
methods aim to perform a variety of different tasks using
multimodal remote sensing data, including SAR. However,
those methods reduce SAR data to backscatter and are not
directly applicable to covariance matrices. This work ad-
dresses this gap and provides an example of integrating mul-
timodal SAR data into a transformer-based architecture.

Limitations and Further Investigations The proposed
model is flexible and predicts covariance for input and the
target sequences. However, it is important to note that pre-
dictions for scenarios not covered by the training dataset
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(e.g., predicting an unseen new frequency) or cases where
insufficient supporting information is present in the input
(e.g., forcing the model to guess far into the future) are not
expected to perform well. Here, uncertainty quantification
for the predicted covariance would be a helpful extension.
In this work, we focus on data over agricultural areas
during the growing season and use 100 independent looks
for covariance estimation. Further investigations are re-
quired to quantify the effects of varying numbers of looks,
seasonality, land cover types (e.g., urban or mountainous ar-
eas), and specific geometric effects (e.g., layover and shad-
owing) on model performance. Another task is to investi-
gate time series combining different incidence angles (e.g.,
ascending and descending orbits) for the same pixel.

7. Conclusion

We propose COCONUT, a transformer-based architecture
that operates on sequences of SAR covariance matrices,
each annotated with the corresponding acquisition context.
The model has access to the full SAR observation space
and learns SAR statistics across several data dimensions,
including polarization, frequency, and time. We demon-
strate the architecture’s capabilities by predicting covari-
ance matrices across frequency and time. The predictions
are complex-valued, PSD, and physically interpretable with
existing methods operating on second-order SAR statistics.
The model seamlessly handles missing data and can fuse
information from irregularly sampled time series acquired
from multiple SAR sensors at different frequencies, en-
abling the prediction of dense time series at a specific fre-
quency for downstream applications.
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