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Abstract

High-resolution soil moisture estimation is an active research area with important applications in hydrology and agri-
culture. In this study, we investigate the estimation from fully polarimetric L-band data using an F-SAR dataset re-
cently acquired by the German Aerospace Center (DLR) during the AgriROSE-L 2025 airborne campaign. We com-
pare a purely supervised machine learning (ML) model with a physical autoencoder (AE) that combines an ML en-
coder with a physical decoder into a single architecture. The autoencoder demonstrates improved robustness and pre-
diction accuracy, particularly in scenarios with limited or no training data, thanks to the physical modeling. In addi-
tion, the autoencoder provides a fully explainable physical latent space and predicts additional geophysical parameters
useful for target characterization. Combining physical modeling with machine learning is a promising approach for
estimating soil moisture, helping to address the limitations of small labeled datasets. The source code is available at
https://github.com/nbasargin/nb2026eusar.

1 Introduction

In preparation for the upcoming European Space Agency
(ESA) ROSE-L mission, the German Aerospace Cen-
ter (DLR) conducted the AgriROSE-L campaign between
April and July 2025. The dataset offers high-resolution
data to develop, improve, and validate algorithms for geo-
physical parameter estimation. In addition to airborne SAR
acquisitions, extensive ground measurements focused on
soil moisture, an essential geophysical parameter for sev-
eral applications. While operational soil moisture products
are already available, the resolution of a few kilometers is
often insufficient for applications such as precision agri-
culture. The development of high-resolution soil moisture
estimation techniques is an active research area, and sev-
eral algorithms have been developed for bare surfaces [1]—
[3]. However, one of the main challenges is the presence
of vegetation, whose structure, density, and height vary be-
tween crop types and phenological stages. The AgriROSE-
L campaign provides a valuable dataset to study the effects
of vegetation on soil moisture retrieval.

In this work, we focus on fully polarimetric L-band data,
which provides better sensitivity to the ground signal than
shorter wavelengths, even when vegetation is present. We
adopt the method from [4], fusing machine learning and
physical modeling for more accurate soil moisture estima-
tion. The main contributions of this study, include a sim-
plified training approach that skips physical model calibra-
tion, and a validation using an expanded dataset, leveraging
the newly available AgriROSE-L campaign data.

2  Dataset

We use fully polarimetric airborne L-band F-SAR data
and reference ground measurements obtained during
three measurement campaigns. The most recent cam-
paign, AgriROSE-L (CROPEX 2025), took place near
Puch/Eitelsried, Germany. In total, 23 flights provide a
dense time series of fully polarimetric SAR images span-
ning 15 weeks from April to July. At the time of writ-
ing, ground measurements for three fields are available,
with further processing underway. In addition, we use data
from two older F-SAR campaigns: CROPEX 2014, located
near Wallerfing, Germany, and HTERRA 2022, located
near Foggia, Italy. The older campaigns provide additional
ground measurements across different crop types.

To construct the labeled datasets, we estimate the polari-
metric coherency matrices at the position of each ground
measurement, for each flight. We use 320 independent
looks, yielding a spatial window of approximately 16 x 16
meters. Each sample is annotated by the local incidence an-
gle and the soil moisture measured in the field with portable
Sensors.

We recognize that the train, validation, and test split has
a strong influence on the performance of data-driven meth-
ods. In this study, we split the available data to replicate the
following common setting: a limited dataset is available for
training and validation, and testing is performed on unseen
(possibly out-of-distribution) data, e.g., when the trained
model is deployed in a production environment.

To avoid correlations between the labeled training, valida-
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Figure 1 L-band Pauli RGB images of the test sites. Fields with ground measurements used for the labeled train, vali-
dation, and test datasets are marked with green, blue, and red polygons, respectively.

Table 1 Summary of the crop types across the campaigns and the train / validation / test datasets.

Dataset CROPEX 2014 HTERRA 2022 AgriROSE-L 2025
Training & Maize (C2), Cucumbers, Quinoa, Maize (Caione),
Validation Wheat Sunflower, Wheat (Caione) )
Test Maize (C1) Maize (CREA), Wheat (CREA) Maize, Potato, Wheat

tion, and test datasets, we spatially subdivide the area into
non-overlapping regions as demonstrated in Fig. 1. Train-
ing and validation datasets are constructed from the same
set of fields to ensure that both datasets have similar statis-
tics. We consider the training and validation samples to be
independent, since different regions of the fields are used
for the datasets. For the test dataset, we use a separate set
of fields to evaluate the model’s performance on unseen
data. Notably, data from the AgriROSE-L 2025 campaign
is used only for testing. An overview of crop types used for
the train, validation, and test sets is given in Tab. 1.

For the unlabeled dataset, we use the full extent of the ac-
quisitions, downsample the data, and filter out strong scat-
terers (e.g., buildings). The unlabeled dataset encompasses
a wide range of field conditions, including various crop
types, phenological stages, and soil moisture levels, ac-
quired at different incidence angles. Note that the unla-
beled dataset includes the coherency matrices from all la-
beled datasets but does not include the reference soil mois-
ture measurements.

3 Methods

In this study, we focus on combining ML and physics. We
first briefly describe the physical and supervised ML mod-
els individually, and then proceed to the physical autoen-
coder, which combines both approaches.

3.1 Polarimetric Physical Forward Models

Fully polarimetric data is commonly represented by co-
herency matrices T € C3*3 that capture the second-order
statistics across the polarizations. In this study, we adapt
the physical forward models from [2], [5], [6] to connect
the matrices 7' to the geophysical parameters, including
soil moisture. The model comprises three components that
account for surface, dihedral, and volume scattering. The

following geophysical parameters serve as the input to the
model: surface, dihedral, and volume amplitudes mg, mg,
and m,, soil and plant dielectrics £, and ¢4, surface de-
polarization term ¢, differential propagation phase ¢, and
radar incidence angle 6. In addition, we use the empiri-
cal model from [7] to convert the soil moisture w, to soil
dielectrics €4, and the model from [8] to convert the plant
moisture wy to plant dielectrics £4. The combined physi-
cal forward model P maps the physical parameters to the
expected polarimetric signal T":

P(mg, mg, my, ws, wq, 8, p,0) =T (1)

3.2 Input Features

We provide two inputs to the supervised model and the
physical autoencoder: the observed coherency matrix 7' €
C3*3 and the incidence angle § € R. Internally, we con-
struct a real-valued representation of 7' as follows. We
apply the loglp transform to the real-valued diagonal el-
ements 77y 1), T2 2], and T[3 3}

Then, we normalize the three complex valued off-diagonal
elements T}y o), 11,3), and T}z 3) from the upper triangular
part of 7" to obtain the complex coherences v,

Ym,n = T[mm]
T VT T

and use the real a,,,, = R(Ym,,) and imaginary parts
bimn = S(Vm,n) as inputs. Together with the incidence
angle 6, this results in real-valued input feature vector
F € RY:

3)

T
' @
This differs from [4], where the elements T[; 3) and ]2 3)
are assumed to be O (reflection symmetry), and a smaller
subset of features is used.

F = [f1, fo, f3,a1,2,b1,2,01,3,b1,3,a2,3,b2,3,0



3.3 Supervised Machine Learning

In the supervised setup, the goal is to find a function that
maps the input features to the label (e.g., target variable
ws), given a labeled dataset. In this study, the supervised
model S is a small, fully connected neural network. The
input feature vector F' is passed through 3 linear layers
with leaky ReLU activation functions in between. The final
layer predicts the soil moisture w’, followed by a scaled
sigmoid function that constrains the outputs to a feasible
range of 5 % to 45 %. The final model is given by:

S(T,0) = w, )

The model is trained with the Adam optimizer [9] to min-
imize the difference between the predicted and measured
soil moisture |w, —w’,|?. The learning rate follows a sched-
ule adapted from [10]. Since the number of training sam-
ples is small, we optimize over all training samples in each
iteration. In addition, we apply weight decay regularization
to improve the model’s robustness. Training hyperparam-
eters (learning rate schedule, model size, number of iter-
ations, and regularization strength) are selected via a grid
search based on the validation dataset’s root mean square
error (RMSE). In the following experiments, we use 4000
training iterations, a model with 50 neurons per layer, a
learning rate scaling factor of 0.01 with 100 warm-up steps,
and a weight decay of 10~° for the supervised model.

3.4 Physical Autoencoder

The physical autoencoder is adapted from [4]. The main
idea is to use a learnable ML encoder that maps the inputs
(T and ) to a latent space comprising a set of physical
parameters. This study utilizes a small, lightweight, and
computationally efficient encoder suitable for large-scale
analysis. We choose a neural network architecture similar
to the supervised model S in Sec. 3.3. Instead of predicting
a single parameter w?’, the encoder E predicts all parame-
ters required for the physical model from Sec. 3.1:

E(T,0) = m{, mg, my, wi, wg, &', &' 6)

This is another difference from [4], where only four param-
eters were predicted, with others being fixed to the cali-
brated values. Here, omit the calibration step for simplicity
and rely on the larger dataset, allowing the model to choose
suitable parameters based on the input data. Finally, the pa-
rameters are passed through the decoder (physical model)
P to reconstruct the predicted coherency matrix 7":

P(m/sam:jam;awgaw:jaélvwl79) :T/ (7)

The autoencoder supports two training approaches: self-
supervised and hybrid. We employ a self-supervised pre-
training approach in which the encoder learns to invert the
physical model using a large, unlabeled dataset. At this
stage, no labels or ground measurements are required, and
the encoder is trained to predict physical parameters that
provide a good reconstruction of the input signal. Essen-
tially, the encoder learns to invert the physical model. We
minimize the distance between the input (measured) and

output (predicted) coherency matrices: ||T' — T"||%, where
||-|| - is the Frobenius norm.

After pretraining, we transition to the fine-tuning phase and
employ the hybrid training approach. Each iteration, we
use the full labeled training dataset and a portion (batch) of
the unlabeled dataset. The encoder is trained on two ob-
jectives simultaneously: ||7 — T’ H%, to approximate the
inverse physical model for the unlabeled samples, and
|ws — w’|?, to predict soil moisture matching the ground
measurements for the labeled samples. Similar to the su-
pervised approach (Sec. 3.3), we select the optimal train-
ing hyperparameters by minimizing validation RMSE via a
grid search. We use 3000 pretraining and 4000 fine-tuning
iterations, a model with 30 neurons per encoder layer, a
learning rate factor of 0.02, and a weight decay of 10~ for
the physical autoencoder.

4  Experimental Results

In this section, we compare the supervised model with the
physical autoencoder and discuss their performance on dif-
ferent datasets across multiple training rounds.

4.1 Performance Metrics

We observe that the model weight initialization affects the
final predictions and accuracy. To quantify the metrics sta-
tistically significantly, we train 10 supervised models and
physical autoencoders. We use different random weight
initializations but the same hyperparameters (model size,
learning rate schedule, etc.) across the runs. The perfor-
mance metrics include RMSE, bias, and the Pearson corre-
lation coefficient. The reported results aggregate the met-
rics across the 10 runs and provide the mean and standard
deviation.

4.2 Method Comparison

Fig. 2 shows the supervised results over different re-
gions and crop types. As expected, the supervised model
achieves good performance on the training data. This is
also true for the validation dataset, which is independent of
the training set but has a similar data distribution. More in-
teresting is the question of how well the model performs on
data with a different distribution, such as in new geograph-
ical regions or on unseen crop types.

In this study, we evaluate the models on several test fields
(see overview in Tab. 1). Three of the test fields come from
the older F-SAR campaigns: CREA maize and wheat fields
from HTERRA 2022, and a C1 maize field from CROPEX
2014. We expect the data distribution in those test fields to
be comparable to that of the training data, since the training
dataset includes other fields from older campaigns. Three
other test fields (maize, potato, and wheat) were sampled
during the recent AgriROSE-L 2025 campaign, and the
data are expected to have a different distribution: the model
has never seen this geographical area, and some of the crop
types are new (e.g., potato).

While the supervised model exhibits reasonable perfor-
mance for several test fields (e.g., maize from HTERRA
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Figure 2 Performance of the purely supervised model on the training, validation, and test (six individual fields) data-
sets. Ten models trained with different initializations are plotted in different colors. The metrics are computed for each
individual model and aggregated to get the mean and standard deviation.
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Figure 3 Performance of the physical autoencoder on the training, validation, and test (six individual fields) datasets.
Ten models trained with different initializations are plotted in different colors. The metrics are computed for each indi-
vidual model and aggregated to get the mean and standard deviation.



Table 2 Comparison of the performance metrics between the supervised model and the physical autoencoder. Average
values and the standard deviation across 10 runs with different model initializations are reported.

Dataset RMSE (vol.%) Bias (vol.%) Pearson
Supervised  Physical AE  Supervised  Physical AE  Supervised  Physical AE
Training 256 £0.07 426+0.15 -0.00£0.02 -0.03+0.06 092=£0.00 0.77+0.02
Validation 536 +£021 568+0.14 052+020 0.73+£025 0.64+£0.03 0.55+0.03
CROPEX 14, Maize 8.07+038 7.62+0.63 -597+0.65 -0.59+0.64 0.20+0.07 -0.09=+0.11
HTERRA 22, Maize 496 +£0.67 529+088 -311+£131 -419+£099 -0.18+£0.10 -0.12+ 0.08
HTERRA 22, Wheat 8.08+2.10 7.06+0.84 565+275 557+£094 0.68+0.07 0.78 £ 0.02
AgriROSE-L 25, Maize 8.76 £0.44 7.14+031 -137+1.03 -035+0.81 -0.22+0.10 -0.06 £ 0.04
AgriROSE-L 25, Potato 890+ 0.39 7.46 +£0.41 -5.84+0.65 -2.00+0.95 -0.15+0.07 -0.104+0.04
AgriROSE-L 25, Wheat 9.71 £0.33 5.50 £0.32 -7.38 £0.35 -2.02+0.92 0.31+0.08 0.64 + 0.02

2022), it performs worse for other fields. Especially prob-
lematic are the fields from new geographical regions and
those with crop types absent from the training dataset. The
supervised model struggles with the unseen data from the
AgriROSE-L 2025 campaign. This is not surprising, as the
range of scenarios for soil moisture estimation is extensive:
different crop types, phenological stages, soil moisture lev-
els, incidence angles, and soil roughness levels influence
the signal. The labeled dataset does not cover all combina-
tions, so the supervised model is expected to have difficulty
in some scenarios.

Moving on to the physical autoencoder, the challenges with
the limited dataset remain. However, unlike the super-
vised model, the autoencoder can benefit from the physical
model, which provides guidance for scenarios not present
in the labeled training set. The physical model forces the
encoder to predict parameters such as surface depolariza-
tion (related to soil roughness) and to account for differ-
ent scattering mechanisms. The performance is shown in
Fig. 3. Similar to the supervised approach, the autoencoder
performs well on the training and validation data. The
main differences are evident in the test fields. The RMSE
is lower, and the autoencoder better distinguishes between
dry and wet conditions, as seen over the test wheat fields
(both from HTERRA 2022 and AgriROSE-L 2025).

4.3 Performance Summary and Outlook

A compact comparison between the supervised model and
the physical autoencoder is shown in Tab. 2. In our ex-
periments, the physical autoencoder outperforms the super-
vised approach in terms of soil moisture RMSE and bias on
the test fields, except for the HTERRA maize field, where
the difference is small. Considering the Pearson correla-
tion coefficient, we see similar results: the autoencoder per-
forms better for the majority of test fields. The autoencoder
exhibits better generalization to new data distributions and
overall superior performance compared to the supervised
model.

At the same time, unseen crop types remain challenging for
both approaches. While the physical autoencoder improves
the RMSE over the AgriROSE-L potato field, the correla-
tion remains low. Here, an improved physical model with a
more accurate volume scattering component can be helpful.
A larger dataset, including more crop types and phenolog-

ical stages, is also expected to improve performance.
Furthermore, dense or tall crops like maize show lower cor-
relations between the prediction and the estimation, both
for the physical autoencoder and the supervised model.
The vegetation strongly interferes with the signal from the
ground, reducing the sensitivity to soil moisture. Here, an
expanded observation space (e.g., a time series of obser-
vations or multi-frequency data) could better characterize
vegetation and improve soil moisture sensitivity.

A major advantage of the physical autoencoder is that it
is interpretable, unlike a black-box supervised model. The
autoencoder provides a full set of physical parameters to
approximate the original signal with the physical model.
Therefore, the autoencoder can quantify the ratios of the
scattering mechanisms and indicate areas where the ground
signal is weak and soil moisture estimates are unreliable.

5 Conclusion

This study demonstrates the utility of combining machine
learning with physical modeling for estimating geophysi-
cal parameters from SAR data. Firstly, the physical au-
toencoder shows improved robustness and higher accuracy
than a purely supervised approach. The integration of phys-
ical modeling helps the algorithm in scenarios where train-
ing data is sparse or missing. Secondly, the physical latent
space captures additional geophysical parameters beyond
soil moisture. This enables better interpretation of the pre-
dictions through the lens of the physical model, e.g., char-
acterizing the signal in terms of three polarimetric scatter-
ing mechanisms, and filtering out unreliable samples, e.g.,
where vegetation is dense, and the signal from the ground
is weak.
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