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At the Columbus Control-Center

The flight control team has:
• to memorize and recall a lot of textual 

data from documentation, flight 
procedures, etc. (during 
training/operations)

• high documentation effort
• to answer queries in real-time
• to assist in anomaly detection and 

resolution

Requirements

• Support for Nominal operations: 
Planning and executing a schedule 
with respect to all constraints and 
requirements

• Support for Off-nominal operations: 
React to unexpected change of an on-
board parameter

Motivation

• Hallucination: plausible-sounding but 
incorrect or nonsensical information

• Dependency on quality and diversity of 
training data

• LLM decision-making hard to interpret
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Retrieval Augmented Generation

• No task-specific training required
• Contextual understanding over long 

text passages and across domains
• Performance improves with larger 

training datasets and model size

• Enhanced factual accuracy with 
domain-specific information

• Access to up-to-date knowledge
• Transparency and interpretability by 

traceable source of the information

• Complexity in implementation
• Dependency on external data quality
• Potential latency issues by retrieving 

information from external sources and 
augmenting the prompt

• Data interoperability through 
standardized ontologies

• Contextual understanding and 
semantic richness

• Enhanced explainability

• Complexity in construction and 
maintenance

• Bad scalability when querying large KG 
• Integrating data from diverse sources 

can introduce inconsistencies

Conclusion

• Hybrid approach is most effective
• Extending schema support beyond two 

node types for multi-hop queries
• Vocabulary and synonym mapping 

bridge user phrasing with schema terms
• Provenance and auditability enhance 

trust in operational answers

Results: Classic RAG

• Weak for exact lists, joins, and 
structured filters

Results: Schema informed RAG

• Strong with fuzzy language or free 
text

• Essential for descriptive fields and 
cases where schema edges are absent

• Precise, complete, and auditable 
answers for IDs, relationships, filters

• Improves efficiency by reducing large 
text retrieval and ensures provenance

• Supports only two node types, 
restricting complex multi-hop queries
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