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ABSTRACT Deep reinforcement learning (DRL) has become increasingly popular for solving sequential
decision-making problems in control applications, particularly formulti-physical systems such as vehicle and
robotic motion control. The application of DRL to control applications is especially appealing, as control
engineering is strongly conducted with the utilization of simulation models. Leveraging these preexisting
simulation models for DRL agent training provides a promising and effective strategy. Although DRL has
gained popularity in controlling complexmulti-physical systems, existing DRL frameworks still lack support
for the entire training process of DRL agents utilizing preexisting simulationmodels. In this work, we present
a structured workflow accompanied by its implementation, which utilizes the Functional Mock-up Interface
(FMI) to leverage the use of preexisting simulation models for DRL training. We introduce the concept of
scenarios as a set of environment parameters and formalize the concept of evaluation metrics. In addition,
we extended the scenario concept to uncertain scenarios, to account for environmental uncertainties during
training. Our proposed workflow is demonstrated on a path following control problem in automated
driving, where a residual policy is learned to enhance the performance of a baseline controller. Using the
proposed workflow and toolchain, the trained agent reduced the maximum lateral displacement error and
the velocity tracking error by up to 93.4% and 41.3% on seen paths, and by 88.7% and 25.3% on an unseen
path, respectively. These results demonstrate the effectiveness of our approach in leveraging pre-existing
simulation models for DRL training, paving the way for efficient and effective control applications.

INDEX TERMS Functional mock-up interface, deep reinforcement learning, multi-physical systems, path
following control, residual learning.

I. INTRODUCTION
In recent years, deep reinforcement learning (DRL)
has become a popular method for solving sequential
decision-making problems across different domains. Because
of its generic structure, DRL is being applied to a wide range
of domains, including gaming [1], [2], dialogue generation
[3], refining large language models (LLMs) [4], healthcare
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applications [5], recommender systems [6], communication
and networking [7], finance (e.g. automated stock trading [8],
[9]), and the control of multi-physical systems. Within the
controls domain, DRL applications cover a wide range of
subdomains such as aviation [10], robotics [11], [12], vehicle
motion control [13], [14], and battery management [15].

In this work, we primarily focus on the application of DRL
to physical systems composed of subsystems from multiple
physical domains, such as mechanics, hydraulics, and electri-
cal systems. To emphasize the multi-domain nature of these
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systems, they are referred to as multi-physical systems in
this work. Multi-physical systems include robotic systems,
vehicles, airplanes, and many more.

A. DRL FOR MULTI-PHYSICAL SYSTEMS
Several factors have contributed to the increasing interest in
applying DRL to control problems in multi-physical systems.
First, the generic structure of DRLfitsmost control problems,
making its application straightforward. In contrast to many
other control methods, DRL only imposes weak assumptions
on the systems to be controlled. Specifically, DRL assumes
that the system to be controlled can be modeled as a Markov
Decision Process (MDP) [16]. Awide range of control system
classes, including stochastic and nonlinear systems, can be
formulated as MDPs and thus be addressed using DRL.

Second, DRL enables direct adaptation of the control
policy through interaction with the real-world system or a
simulation model of the multi-physical system. This elim-
inates the need to analytically derive a synthesis model
and compute the control law. The analytical derivation of
the synthesis model and the resulting control law requires
expert knowledge, is often tedious and error prone. In addi-
tion, the required analytic calculations limit the complexity
and size of the synthesis model. This makes the applica-
tion of analytics-based control methods to complex control
problems cumbersome or impossible. In contrast, the DRL
utilization is less complex and more straightforward. Thus,
it is more accessible to a broader community and can be
applied to more complex systems. Without the need for
highly complex analytic calculations, DRL has successfully
solved high-dimensional and highly complex problems, such
as [12].

Similar to model predictive control (MPC), reinforcement
learning (RL) and DRL are designed to optimize an objective
function. Although optimality usually cannot be guaranteed
in DRL, it is still appealing to solve the problem in a (sub-)
optimal manner. In contrast to MPC, the computational effort
required to solve the optimization is shifted from the execu-
tion time to the training phase, which is usually performed
before execution. Solving the underlying optimal control
problem iteratively in real-time often poses amajor challenge,
particularly in nonlinear MPC. In DRL, a rather small artifi-
cial neural net has to be evaluated during execution, which
requires a fixed number of operations and, thus, a predefined
time.

Despite these advantages of DRL, some issues remain to be
solved to enable widespread real-world application to multi-
physical systems. These problems include the establishment
of closed analytical stability guarantees and the incorporation
of state constraints, which are being addressed successfully
through classical control engineering. Additionally, manual
fine-tuning of the trained DRL agents is usually not feasible.
When the DRL policy is parameterized as a neural network,
as is commonly implemented no interpretable parameters
can be manually adjusted to achieve specific behaviors. In

contrast, many analytics-based control methods allow the
tuning of specific parameters to modify closed-loop system
properties, such as a faster closed-loop system response.

Another significant challenge for DRL applications is the
iterative and tedious nature of the training process. Typically,
training a DRL agent entails multiple cycles of training,
evaluation, and refinement. This process involves training an
agent, assessing its performance, and adjusting the training
setup to improve outcomes in subsequent training runs. If the
trained agent fails to meet the desired performance criteria,
the training setup is refined and the process is repeated in
pursuit of a more performant agent.

Training DRL in simulation is computationally effi-
cient, scalable, and inherently safe. Consequently, it has
become the standard approach for DRL applications in multi-
physical systems, particularly in safety-critical domains. The
development of controllers for such systems has histori-
cally been—and continues to be—closely tied to model-
ing and simulation. As a result, the systems and control
field has established a comprehensive ecosystem of simu-
lation tools and model libraries tailored to multi-physical
systems [17]. This model ecosystem can serve as a founda-
tional asset for training DRL-based controllers in simulation
environments.

However, a key challenge arises from the mismatch
between DRL implementation frameworks and simulation
toolchains. While most DRL algorithms and widely used
packages such as Stable-Baselines3 [18] and Ray RLlib [19]
are implemented in Python, simulation tools for multi-
physical systems—such as Modelica [20]/Dymola, Sim-
scape/Simulink, and Simpack—often operate in independent,
domain-specific environments. This divergence in tooling
and programming paradigms complicates the direct utiliza-
tion of these models for the training process within DRL,
which requires additional integration efforts or custom inter-
faces. Bridging this gap requires interoperability solutions,
such as co-simulation frameworks or model-translation tools,
enabling seamless data exchange and algorithm deployment
between DRL environments and multi-physical simulation
platforms.

In control applications, the designed controller is typically
rigorously tested in simulation prior to deployment. This pro-
cess involves evaluating various performance metrics across
diverse simulation scenarios to assess the controller behavior
under different environmental and operational conditions. For
instance, in path-following control, critical metrics such as
maximum lateral deviation and maximum velocity tracking
deviation can be analyzed across varying road paths and
adhesion coefficients. These environmental conditions are
referred to as scenarios in this context. In contrast, the training
of DRL-based controllers primarily focuses on the scalar
reward and cumulative return obtained by the agent. However,
these scalar metrics often fail to capture the comprehen-
sive performance characteristics of a controller. Evaluating
trained DRL agents in diverse scenarios typically requires
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manual coding and meticulous bookkeeping of performance
metrics, creating a significant bottleneck in the development
workflow.

The primary degrees of freedom in training a DRL agent
include (1) the selection and parametrization of the DRL
algorithm, (2) the selection of observations, and (3) the design
of the reward function. Obtaining a sufficiently performant
agent necessitates an iterative process involving training the
agent, evaluating its performance, adjusting the training con-
figuration, and repeating the cycle. However, this iterative
workflow presents a critical challenge: tracking iterations,
associated performance metrics, and training configurations
becomes increasingly complex. Therefore, a structured train-
ing process is essential for systematically organizing the
trained agents, their performance metrics, and correspond-
ing training configurations. Although several toolboxes (e.g.
RL Baselines3 Zoo [21]) exist to facilitate the training pro-
cess, they are not specifically designed to cover the entire
training process.

This work introduces a workflow and toolchain designed
to bridge the gap between preexisting simulation mod-
els and DRL by using the Functional Mock-up Interface
(FMI). The proposed toolchain systematically structures the
DRL training process for control applications, leveraging the
advantages of the existing multi-physical simulation models.
To enable rigorous evaluation, scenarios and performance
metrics are integrated into the FMI-based training frame-
work, supporting both the training and validation of DRL
agents for multi-physical systems. Furthermore, the scenario
concept is extended to encompass deterministic and proba-
bilistic scenarios, facilitated by interfacing with the Modelica
Credibility library [22]. To ensure workflow organization,
reproducibility, and traceability, a lightweight storage system
is implemented to catalog trained agents and evaluation met-
rics across scenarios. The toolchain is specifically designed
for control engineers and modeling experts, with the primary
goal of minimizing the overhead associated with creating
new training environments, evaluating trained agents, and
tracking both the agents themselves and their corresponding
performance metrics.

By integrating FMI-compliant models and scenario-driven
evaluation, this framework addresses the critical need for
scalable and reproducible DRL-based control development
in complex systems, such as automotive or industrial
automation.

B. RELATED WORK
In addition to the proposed workflow, there exist other
toolchains that support the DRL training processes for multi-
physical systems, some of which are also based on the FMI
standard.

In their contribution, Gehbauer et. al. [23] demonstrated
the utilization of their Python package called FMI-MLC [24]
for electrochromic windows and heating, ventilation, and air
conditioning system. The package builds on the outdated

OpenAI gym [25] package and uses PyFMI [26] as the
default Functional Mock-up Unit (FMU) Python interface.
To set up a new FMU-based environment, the user must
provide a parameter dictionary, that configures the FMU
and the environment setup. The dictionary is then used to
instantiate a generic fmi_gym wrapper class, which serves
as a connector class between the FMU and the gym environ-
ment class. Furthermore, certain functions, which are defined
as prototypes in the base class, must be manually imple-
mented by the user, such as the _get_observation_space and
_get_action_space methods. In summary, the package pro-
vides the base functionality to train a DRL controller based
on an FMU simulation model. However, FMI-MLC focuses
solely on interfacing the FMU containing the simulation
model with the gym package and requires additional manual
implementation to establish a new environment.

The FMUgym package, developed by Wrede et al. [27]
and accessible at [28], offers another solution for integrating
FMUs into the DRL Python ecosystem. In contrast to FMI-
MLC, FMUgym uses the newer gymnasium [29] interface,
which is widely used by various DRL packages. To create
an FMU-based training environment with FMUgym, users
must inherit from the FMUGym base class and implement
several specific abstract methods that facilitate the integration
process. In addition, a configuration object must be created
to define the inputs, outputs, noise parameters, and other
necessary settings for the environment. Once the environment
is set up by combining the inherited FMUGym class with the
configuration class, it can be utilized for training with frame-
works such as Stable-Baselines3 or SKRL [30]. However,
evaluating trained agents requires manual implementation of
a loop to exchange actions and observations between the
agent and the environment. FMUgym uses FMPy [31] as the
FMU interface package and explicitly supports FMI versions
1 to 3. Additionally, FMUgym explicitly considers input and
output noise.

Another Python package, that enables the use of FMUs
for RL training via the gym interface is ModelicaGym [32],
[33]. Similar to FMUgym, ModelicaGym requires the user to
interface with the system model FMU by inheriting a dedi-
cated base class and implementing several Python functions.
In contrast to other FMU-based environment packages, Mod-
elicaGymprovides someDRL algorithmswithin the package.
Nevertheless, because the base class complies with the gym
interface, the package should be compatible with other DRL
packages.

In [34], [35], and [36], the authors presented the gym-
electric-motor [37] Python package, which enables the use
of electric motor simulation models for DRL training. The
package implements a wide range of electric motors, con-
verters, and controller types, which can be directly used for
DRL training via the gymnasium interface. The simulation
models are implemented in Python and can therefore be
directly integrated into the gymnasium interface. Because the
components are implemented in Python, the framework does
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TABLE 1. Comparison of framework properties. Frameworks are listed in alphabetical order. The publication date corresponds to the earliest associated
paper.

not support FMI. In contrast to the frameworks presented
above, gym-electric-motor focuses solely on electric motor
applications and does not support general multi-physical
system applications.
OpenModelica Microgrid Gym (OMG) [38] represents

another application-targeted RL environment framework,
which was presented by Bode et. al. [39] and Heid et. al.
in [40]. The OMG provides gym compatible RL environ-
ments formicrogrid applications. The environments are based
on FMUs, that are interfacedwith the PyFMI Python package.
The grid environment is configured via a specific YAML
file, which is utilized inside the base class, together with the
provided FMU. In addition, OMGcontains aModelica library
for the design of local electricity grids, which can be used for
RL training or other forms of optimization. Additionally, pre-
configured controllers and utilities beyond DRL are provided
within the package.

The pymgrid [41] package available at [42], which is
deprecated and now continued as python-microgrid [43]
also targets microgrid applications. A microgrid environment
can be configured by instantiating grid component classes
provided by the package and then assembling them with
an instance of a grid class. The package does not support
the FMI standard and relies on Python implemented grid
components. Besides the support of the DRL gym inter-
face, python-microgrid provides additional functionalities for
Model Predictive Control (MPC), rule-based (heuristic) con-
trol algorithms and Sample Average Approximation version
of Stochastic MPC.

Lee et al. [44] present a RL framework specifically
designed for the control of buildings. The framework uti-
lizes the whole-building simulation tool EnergyPlus [45]
in combination with Modelica [20]. The simulation models
are exported as FMU and integrated into the gym interface

via PyFMI [26], similar to the approach presented by
Andersson et. al. in the FMI-MLC package summarized
above. The proposed framework was tested on a large
high-rise office building with 12 floors, focusing on con-
trolling its HVAC system which comprises a chiller, cooling
tower, and primary chilled water loop. Because the imple-
mentation of the proposed framework is not available,
no further implementational details can be summarized.

Besides the summarized packages for creating multi-
physical system environments for DRL, the RL Baselines3
Zoo [21] package presents a training framework for the
Stable-Baselines3 DRL algorithm package. RL Baselines3
Zoo provides functions to train, optimize, store, load and
simulate DRL agents for given environments. Additionally,
tuned hyperparameters and benchmarks of publicly available
RL environments are provided. Despite providing useful user
functions for the training of DRL agents, RL Baselines3 Zoo
focuses solely on the training process itself. RL Baselines3
Zoo requires a given training environment, does not support
scenarios out of the box and focuses on the scalar reward/
return in the benchmarking.

Table 1 provides an overview of the properties of exist-
ing frameworks for creating DRL training environments for
multi-physical systems.

Several different approaches have been proposed for the
realization of safe DRL. The work in [46] summarizes the
various methods used to ensure safety in DRL applications.
These methods are categorized as policy optimization-based,
control theory-based, Gaussian processes-based, or formal
methods-based approaches. Policy optimization-based meth-
ods are algorithms that inherently seek to optimize the policy
such that the updated policy is safer than the previous one.
Control theory-based methods rely on well-known control
theoretic methods, such as Lyapunov functions or control
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barrier functions, and thus usually ensure safety more rig-
orously. However, these methods often require an analytic
model representation. Obtaining such a model for a com-
plex, high-dimensional system can be extremely challenging.
Gaussian processes-based methods focus on ensuring safe
exploration during training by modeling safe sets. However,
most of these methods only ensure safety with a certain
probability. Finally, formal methods often rely on analytic
dynamic models, making them challenging to apply in set-
tings in which analytic models cannot be derived or provided.

In [47], the authors propose a new method to ensure the
safety of DRL. This method consists of two stages. First,
the DRL agent is trained in a simulation using dynamics
randomization. Then, the agent is continuously adapted to a
real system or realistic simulation model. The work compares
the proposed method with different approaches for the sec-
ond stage, such as zero-shot transfer and domain adaptation.
Finally, the authors demonstrate the benefits of the proposed
method by using a robotic reaching task.

The authors of [48] aim to ensure safety by encoding
safe behavior into the reward function. A rigorous assess-
ment, following standards such as ISO 10218 and ISO/IEC
61508, then evaluates the functional safety across multiple
scenarios, including grasping tasks with and without obsta-
cles. The evaluation revealed that the proposed safety-driven
DRL approach significantly improves safety performance
and operational efficiency of a grasping task on a cobot.

C. CONTRIBUTION
In contrast to the frameworks summarized in Table 1, the
proposed train_fmu_gym workflow and toolchain offer an
FMI-based approach to training and evaluating DRL con-
trollers by incorporating scenarios, evaluation metrics, and
full support for the training process. Furthermore, the Python-
based train_fmu_gym toolchain features a command-line
interface (CLI) that streamlines the environment setup pro-
cess, enabling users to automate this task with minimal
manual intervention.

Unlike existing frameworks, users are not required to
manually implement inherited Python classes or manually
define configuration data structures. Instead, all the necessary
information is automatically extracted from the FMU, and
configuration files are generated based on this extracted data.
Furthermore, train_fmu_gym explicitly supports the iterative
training process, which typically consists of multiple cycles
of training, evaluation, and refinement. Thus, train_fmu_gym
enables the seamless implementation of customized reward
functions and observation sets. The contributions can be sum-
marized as follows:

1) FMI-based workflow and framework enabling repeated
training of agents considering different environment
configurations within multi-physical systems

2) Automatized integration of multi-physical systems via
the FMI standard

3) Introducing the concept of scenarios to support the
training and evaluation process

FIGURE 1. Agent/ Environment setup in RL [16].

4) Including uncertainty modeling via the Modelica
Credibility library

5) Definition of performance metrics and agent evaluation
simulations

6) Implementation of a sophisticated CLI to improve
usability and accelerate training iterations

The proposed workflow and framework implementation,
accessible at [49], are optimized for a seamless, automated
environment and training setup, explicitly supporting the
iterative DRL training process. The workflow supports rapid
training, evaluation, and refinement cycles. Leveraging the
widely adopted FMI standard enables the reuse of preexisting
simulation models across diverse application domains for
DRL training and validation.

D. STRUCTURE
This paper is structured as follows: Chapter II provides an
overview of the application of DRL to control problems in
multi-physical systems. Chapter III presents a summary of
the interfaces for simulation models, laying the groundwork
for the core concepts introduced in Chapter IV. The key
concepts are subsequently integrated into the train_fmu_gym
workflow, which is detailed in Chapter V. Furthermore,
implementation details of the train_fmu_gym implementa-
tion are provided in Chapter VI. The paper concludes with
an application example presented in Chapter VII, followed
by a summary and outlook in Chapter VIII.

II. REINFORCEMENT LEARNING FOR CONTROL
APPLICATIONS
In this chapter, we analyze the process of training a DRL con-
troller for multi-physical systems and propose an approach to
enhance this process by integrating FMUs, introducing sce-
narios, evaluation metrics and structuring the entire training
process. The proposedworkflow explicitly considers the trial-
and-error nature of the DRL training process and supports the
implementation of different reward functions and observation
sets. Additionally, the proposed toolchain requires minimal
additional user implementations and modifications, which
makes the toolchain more accessible.

A. THE REINFORCEMENT LEARNING SETTING
Reinforcement Learning (RL), a subdomain of Machine
Learning (ML), involves an agent interacting with an
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environment by taking actions ak at each time step
tk = t0 + k ·1T , with timestep size 1T . At each time step,
the agent observes the environment’s state sk+1 or receives
an observation ok+1 along with a scalar reward rk+1, as illus-
trated in Figure 1.

The reward is a numerical quantification of the optimality.
The main task of RL is to adapt the agent’s behavior (policy)
to maximize the expected return, which is the (weighted) sum
of future rewards over a possibly infinite time horizon. The
agent adapts its policy by evaluating tuples consisting of the
state, action, reward, and the next state (sk , ak , rk+1, sk+1).
These tuples are sequentially observed during the interaction
between the environment and the agent. This interaction can
directly take place in the real-world, for example the agent’s
actions are directly applied to an autonomous vehicle or
in simulation. Because the agent optimizes the policy over
time, the actions selected at the beginning of the training
are less optimal and, therefore, the likelihood of causing
harm is significantly higher at the beginning of the training.
In addition, during training, most RL algorithms occasionally
select random actions instead of optimal actions. This explo-
ration mechanism is essential for discovering better policies;
however, it increases the risk of making suboptimal decisions.

Training an agent in simulated environments offers distinct
advantages in terms of safety, scalability, and speed. There-
fore, most DRL applications in multi-physical systems are
initially trained in simulation before real-world deployment.

In the standard RL setting, the environment is assumed to
behave as a Markov Decision Process (MDP), i.e. the prob-
ability of transitioning from the current state sk to the next
state sk+1 is only dependent on the current state and action,
i.e. p (sk+1|sk , ak). In a MDP, this transition probability must
not depend on previous actions or states. MDPs can describe
either episodic or continuing tasks. In an episodic task, the
MDP has predefined terminal states. If the MDP reaches a
terminal state, the episode ends and a new episode is started.
In contrast to that, a continuing task has no terminal state and,
thus, does not end.

Although the standard RL framework assumes that the
agent has access to the complete environment state, DRL
algorithms can often solve MDPs even in cases where only
partial observations of the environment states are available.
This scenario is formally described as a Partially Observ-
able Markov Decision Process (POMDP). In the following,
we denote the full state as s, and an observation, that may
contain only partial information about the state, as o.

It is noteworthy that RL algorithms do not inherently
require artificial neural networks (ANNs). For example,
RL methods based on tabular representations can efficiently
solve MDPs for environments with discrete and sufficiently
small state and action spaces. However, the recent surge
in RL research is closely associated with the integration of
ANNs as universal function approximators in RL algorithms.
The use of ANNs has enabled the development of powerful
DRL algorithms, such as Deep Q-Networks (DQN) [50],

FIGURE 2. High-level overview of the controller development process.
The green dashed box represents the part of the controller development
process, which can be replaced by training end evaluation of a DRL agent.
The blue box in the bottom right represents any arbitrary controller.

Proximal Policy Optimization (PPO) [51], and Soft Actor-
Critic (SAC) [52], which are capable of addressing com-
plex, high-dimensional MDPs. These advances, combined
with increased computational resources, have significantly
expanded the applicability of DRL algorithms to control
problems in multi-physical systems.

B. THE CONTROLLER DEVELOPMENT PROCESS
The model-based controller development process for real-
world multi-physical systems typically comprises the fol-
lowing stages: (1) system modeling, (2) controller design
and validation, (3) controller deployment, and (4) real-world
testing. Fine-tuning of the controller in a physical system is
often necessary, as the models used during controller design
may lack sufficient accuracy to fully optimize performance
before deployment. This workflow remains fundamentally
unchanged when DRL is employed instead of other control
design methods. Figure 2 illustrates a high-level overview of
this controller development process.

Modeling and simulation are essential tasks in the devel-
opment of controllers for multi-physical systems. Many
analytical control methods, such as state-space control meth-
ods, backstepping and feedback linearization, rely on a
representation of the system to be controlled in the form of
ordinary differential equations (ODEs). Because this model
representation is used to synthesize the controller, we refer to
it as a synthesis model. Synthesis models are often analyti-
cally derived and limited in complexity. Simplifications are
often necessary to ensure that the analytical derivation of the
control law is feasible.

In addition to the synthesis model, high-fidelity models are
often used to validate and optimize controllers in simulation.
In contrast to the synthesis models, the high-fidelity models
are usually muchmore complex. The high-fidelity models are
derived from first-order physical principles and assembled
as index 1 differential algebraic equations (DAEs). Because
it is extremely challenging to analytically derive equations
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for complex systems by hand, powerful tools and modeling
languages have been developed to facilitate this process, such
as Modelica, Simscape, and Modia [17]. Examples of widely
used simulation tools are Dymola, MATLAB/Simulink, and
Julia language-based simulation environments [17].

The controller design process is highly dependent on the
chosen control method. It may include an analytic derivation
of the control law, optimization-based parametrization or,
in the DRL case, the so-called training of the controller.
A thorough investigation of the resulting controller is per-
formed during the controller validation. This is particularly
reasonable for safety critical applications.

The validated controller is then deployed to an embedded
execution target and real-world tests can be performed. In the
final stage, the controller may be fine-tuned on the real sys-
tem. This stepmay likely be necessary as no simulationmodel
perfectly matches the real-word dynamics. Thus, the control
parameters tuned in simulation may not perfectly satisfy the
desired closed-loop performance metrics.

C. THE DRL TRAINING PROCESS FOR MULTI-PHYSICAL
SYSTEMS
In cases where DRL is chosen as method to solve the control
problem, the DRL policy is adapted during the training pro-
cess. This training process essentially replaces the controller
design phase, described in Section II-B. The DRL policy is
adapted based on the interaction of the agent and, in our
case, a simulation model of the system. Because no analytical
derivation of the control law is performed, there is no need
to derive a synthesis model and the training can be per-
formed using complex models. The model used for training
only needs to be simulated during training, thus, an ODE
representation of the system is not necessary.

To set up a DRL training in combination with a simulation
model, the following steps are required:

1) Simulation Environment Setup

• Integrating the simulation model
• Selecting observation signals
• Designing the reward function

2) DRL Training Algorithm Configuration

• Selecting and parameterizing the DRL algorithm

3) Training Execution

• Performing the training process

4) Policy Evaluation

• Assessing the performance of the learned policy

These steps are depicted in Figure 3 and are iteratively
repeated and refined until the resulting agent meets the
required performance during evaluation. Because many
degrees of freedom must be fixed in the entire setup, it is
unlikely to obtain an agent, that meets the required perfor-
mance metrics in the first training run.

In addition to selecting the simulation model and its prop-
erties, the primary degrees of freedom in the DRL training
setup include the following:

FIGURE 3. DRL training process for multi-physical systems.

1) Observation signal design: Determining which
environment observations are provided to the agent.

2) Reward function design: Defining the scalar feedback
that guides policy learning.

3) Algorithm and hyperparameter selection: Choosing
the DRL algorithm (e.g., PPO, SAC) and setting its
parameters.

The proposed workflow and toolchain automate and system-
atize the repeated iterative training process to support DRL
implementation in multi-physical systems.

III. INTERFACES FOR SIMULATION MODELS
In the field of multi-physical systems, many different
independent simulation tools have arisen in the past,
designed based on different concepts or for specific appli-
cations. Because most tools are stand-alone applications,
the exchange and utilization of simulation models between
different tools is complicated or even impossible. The lack
of compatibility between stand-alone modeling and sim-
ulation applications has led to the development of the
Functional Mock-up Interface (FMI) [53] standard, which
enables the exchange of simulation models between different
tools. The FMI standard is a well-established industry stan-
dard for the exchange of dynamic simulation models and is
supported by more than 200 tools.1

In contrast, in DRL, the de-facto standard interface
between DRL Python packages and training environments
was defined with the gym [25] package originally introduced
byOpenAI and now replaced by the gymnasium package [29]
maintained by the The Farama Foundation. The first version
of the gym package was introduced as a collection of bench-
mark problems implemented using a common interface [25].
Subsequently, the proposed interface was adopted by popular
DRL packages, like Stable-Baselines3 [18], RLlib [19], and
CleanRL [54].

In the following, we provide an overview of the FMI
standard and the gym/gymnasium API.

1https://fmi-standard.org/tools
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A. THE FUNCTIONAL MOCK-UP INTERFACE
The Functional Mock-up Interface (FMI) serves as an open
standard designed to facilitate the exchange of dynamic mod-
els. It provides a standardized method that includes both
a container structure and application programming inter-
faces (APIs), enabling the distribution of model components
through XML files, binary data, and C code compiled into
a single ZIP archive [53]. The FMI standard is currently
available in three major versions, FMI 1.0.x, 2.0.x and 3.0.x.
The standard defines a container, called Functional Mock-up
Unit (FMU). The container, which is distributed as a ZIP
file, contains the model and libraries required to execute the
interface functions as either compiled code (Windows:.dll or
Linux:.so files) or source C code. Additionally, a so called
modelDescription.xml is provided within the FMU, which
contains information about themodel structure, variables, and
additional information.

The FMI 3.0 standard defines three types of FMIs: FMI for
Model Exchange (ME), Co-Simulation (CS) and Scheduled
Execution (SE). ME-FMUs do not contain the integrator
inside the FMU, they only provide the model equations and
the integration of the system equations must be handled
outside. In contrast, CS-FMUs include a solver and can be
simulated by calling the fmiXDoStep function, where X spec-
ifies the FMI version. Because the simulation of ME-FMUs
requires additional effort to perform the integration outside
the FMU, train_fmu_gym currently only supports CS-FMUs.
Nevertheless, most of the tools listed on the FMU standard
homepage1 generally support FMU export and export CS-
FMUs. Just a few tools only support ME-FMU export. If an
ME-FMU is required, FMPy provides the functionality to
create a wrapper for ME-FMUs. This wrapper allows for
numerical integration with the Sundials integrator suite and
incorporates CS-FMU interfaces, including fmiXDoStep.
An analysis of the tools listed on the official FMI stan-

dard homepage1 reveals that the vast majority of modeling
and simulation tools supporting FMU export functionality
provide CS-FMU export capabilities, either exclusively or
in combination with ME-FMU support. Notably, tools offer-
ing solely ME-FMU export functionality represent a small
minority within the FMI-compatible tool ecosystem, indicat-
ing the widespread adoption and practical relevance of the
Co-Simulation interface. If an ME-FMU is required, FMPy
provides the functionality to create a wrapper for ME-FMUs.
This wrapper allows for numerical integration with the Sun-
dials integrator suite and incorporates CS-FMU interfaces,
including fmiXDoStep.

In the FMI 3.0 standard version, SE-FMUs were intro-
duced, enabling the parallel processing of different model
partitions using a shared computing resource [53]. Because
SE-FMUs are designed for different purposes, they are not
considered further.

In addition to the fmiXDoStep function, FMI defines C
interface functions to set and get parameters, obtain out-
puts, and write inputs. Several packages provide an FMI

interface implementation in Python, such as FMPy [31] and
PyFMI [26].

B. THE GYM API
In 2016, OpenAI published a collection of RL benchmark
problems implemented in the gym repository [25]. This
implementation also defined an application programming
interface (API) for RL environments and became the de-facto
standard for the interaction between RL agents and envi-
ronments. In 2022 gym transitioned to gymnasium [29]
maintained by the The Farama Foundation. However, apart
from changes to the benchmark problems, the API changed
only slightly.

The gymnasium package provides a base class called gym-
nasium.Env,which must be inherited if a custom environment
is created. To implement a new environment, the following
steps must be followed:

• Subclassing the base class gymnasium.Env
• Implement the Env.step() function, which calculates a
state transition with:

◦ Inputs: agent actions
◦ Returns: observations, reward, termination, trunca-

tion, additional information

• Implement the Env.reset() function, which resets the
environment and returns the initial state

• Implement the Env.close() function, which closes the
environment

• Provide the action_space, and observation_space
• Provide a random number generator at _np_random and
the respective seed _np_random_seed

• Register the environment in the gymnasium registry

Additionally, theEnv.render() function is providedwith the
base class, which allows the visualization of the environment.
Our approach with train_fmu_gym neither relies on nor sup-
ports environment rendering. Therefore, we did not use this
function.

In addition to the scalar reward, the observation and
an optional dictionary containing additional information,
the Env.step()function returns two Booleans, which indicate
termination or truncation. In the gymnasium API, the ter-
mination Boolean should return true, if the MDP reaches
a terminals state (see Section II-A). If the environment is
truncated due to a reason outside the MDP, e.g. if a time limit
is exceeded, the truncation Boolean is returned as true. As we
interpret the control tasks as continuing tasks with no terminal
state, we always return the termination Boolean as false and
use only the truncation argument to indicate the end of an
episode.

When implementing the environment, design decisions
must be made regarding the observation signals provided to
the agent and the reward function architecture. The reward
function constitutes a fundamental component in RL frame-
works, serving as the quantitative metric that evaluates the
alignment of the agent’s policy with the desired control
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objectives. The implementation of truncation conditions
represents another critical design choice. Early episode trun-
cation can be beneficial for training efficiency when the
environment deviates significantly from the target state.
Additionally, normalization of observations and actions is
recommended to ensure they operate within comparable
numerical ranges.

Gymnasium provides a registration system that allows
environments to be registered, facilitating cross-package
accessibility. A standardized naming and versioning conven-
tion is employed, where the environment version is appended
to the environment name using the format ‘‘-vXX’’, with XX
denoting the version number.

IV. INTRODUCED AND IMPLEMENTED CONCEPTS
The proposed workflow is built upon core concepts imple-
mented in the train_fmu_gym toolchain, with a central
philosophy of enabling seamless and efficient training of
DRL agents for multi-physical systems. To achieve this,
training models are integrated as FMUs, leveraging preex-
isting models to facilitate rapid development. The workflow
revolves around a simulation model FMU, which not only
provides the simulation model itself but also serves as the
foundation for configuring the gymnasium training environ-
ment. By minimizing user input while maintaining flexibility,
the workflow implementation allows users to customize the
environment according to their specific needs.

Section IV-A provides an overview of the implemented
concepts, before the subsequent sections explain the con-
cepts in more detail. The first concept, which is described in
Section IV-B, introduces a methodology for the setup process
of the training environment and the extraction of the infor-
mation from the FMU. The second concept is summarized in
Section IV-C and represents the utilization of gymnasium’s
environment versioning mechanism to organize the imple-
mentation of different reward functions, truncation conditions
and observation sets. Section IV-D describes the concept of
scenarios, as sets of environment parameters and initial FMU
inputs to enable the training and evaluation in different envi-
ronmental conditions. To support the structured assessment of
trained agents, we formalize the concept of evaluationmetrics
and evaluation simulations in Section IV-E. The extension
of the scenario concept to include uncertainties resulting in
uncertain scenarios is described in Section IV-F. Finally, the
implemented CLI is summarized in Section IV-G.

A. CONCEPTUAL OVERVIEW
This section provides an overview of the relationships
among the implemented concepts. Figure 4 depicts these
relationships as a UML-like diagram.

The proposed workflow assumes that an environment is
identified by its base environment name and that it contains
one or more environment versions. Each environment ver-
sion comprises an observation set, a reward function, and
a truncation condition, all of which are user-defined. All
environment versions within a dedicated environment share

FIGURE 4. Conceptual UML-like diagram of train_fmu_gym.

the same system dynamics, which are provided by the FMU
and identified by name. Typically, an environment utilizes a
single model FMU. However, train_fmu_gym supports the
integration of both Linux and Windows FMUs to ensure
cross-platform compatibility. When incorporating two FMUs
into a single environment, users must verify that the inter-
faces and dynamics of both, Linux and Windows FMUs are
identical.

Furthermore, each environment requires at least one sce-
nario and one training setup. The scenarios consist of
FMU parameter sets that define the environment’s dynam-
ics. Training setups, on the other hand, comprise sets of
DRL hyperparameters that configure and govern the training
process.

Finally, each environment may incorporate multiple eval-
uation metrics, that encode custom performance measures to
assess the trained agents.

B. FMU INFORMATION EXTRACTION
The environment setup is derived from the information
in the FMU’s modelDescription.xml file. Because not all
the required information for defining the DRL training
environment can be extracted from a standard FMImodelDe-
scription.xml, we introduce a nomenclature for tagging FMU
variables to simplify the environment setup process. If the
FMU adheres to the proposed nomenclature, the environ-
ment setup becomes self-contained and requires minimal user
intervention. Conversely, the proposed workflow remains
compatible with FMUs that do not follow the nomenclature,
although this scenario necessitates requires user interaction
during environment setup. This means that the proposed tags
are entirely optional, but their use significantly streamlines
the subsequent environment configuration process.
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The FMI standard specifies interface variables and prop-
erties, that can be directly used for the environment setup.
The FMI standard defines different variable types, particu-
larly variables with causality = input, causality = output,
and causality = parameter. First, we assume that all FMU
inputs are designated DRL agent actions. In contrast, not
all FMU outputs are necessarily used in the environment.
Thus, only the outputs tagged with #RL in the description
field are interfaced in the environment. All interfaced outputs
can be used to calculate the reward function, to calculate
the truncation condition, to define evaluation metrics, and as
observations. The outputs tagged with #RLobs are automati-
cally added to the default observation set. Similarly, outputs
tagged with #RLmetric are chosen as evaluation metrics, and
if an output is tagged with #RLreward, this output is selected
as reward. It should be noted, that the #RLreward tag can only
be assigned to one FMU output, because the reward has to be
a scalar value and an arbitrary combination of several out-
puts might cause unexpected behavior. Since FMUs of larger
system models might contain many parameter variables, only
the parameters tagged with #RL are interfaced within the
environment to ensure clarity.

Moreover, the FMI modelDescription.xml provides addi-
tional metadata that are used for the environment imple-
mentation: the min and max attributes of the inputs and
outputs are used to define the respective action and obser-
vation space in the environment. The nominal value stored
as an additional attribute is used to normalize the action and
observation space, as normalized interface variables have a
positive impact on training. Normalization is performed by
dividing the FMU output yi by the corresponding nominal
output value Gi, yielding the normalized observation oi:

oi =
yi
Gi
. (1)

Observations are provided to the DRL agent. Because the
gymnasium.Env class requires the setup of observation and
action spaces, which are defined as intervals, the toolchain
utilizes themin andmax attributes of the FMU outputs, that is
ymin,i and ymax,i to specify the normalized observation space:

oi ∈

[
ymin,i

Gi
,
ymax,i

Gi

]
(2)

The same systematic is applied in reverse order to the actions
al , which are applied by the DRL agent to the environment.
Inside the environment, the actions are denormalized by the
nominal input values Gl , before the inputs ul are applied to
the FMU:

ul = Glal . (3)

Similar to the observation space, the action space is defined
as

al ∈

[
umin,l

Gl
,
umax,l

Gl

]
, (4)

where umin,l represents the min and umax,l represents the max
attributes of the FMU inputs.

C. ENVIRONMENT VERSIONS
As explained in Section III-B, the gymnasium package uses
a version naming convention, which adds ‘‘-vXX’’ to the
environment name, to indicate the XXth environment ver-
sion. The train_fmu_gym workflow utilizes this environment
versioning to structure the iterative training process. In the
train_fmu_gym workflow, each environment version has its
own observation set, its own reward function and trun-
cation criteria implementation (see Figure 4). If the user
wants to investigate new observation sets, reward functions,
or truncation criteria, the train_fmu_gym implementation
provides a CLI user function (tfg add_env_version)
to automatically create a new environment version with the
associated templates to implement the aforementioned prop-
erties. Because the reward function and truncation condition
depend on the use case, and designing these functions consti-
tutes a degree of design freedom in DRL, the toolchain does
not provide a specific implementation. Instead, users must
implement the reward function and truncation condition in
the generated Python template. This enables the user to seam-
lessly create and test new reward functions, observation sets
and truncation criteria while tracking the tested environment
versions.

D. SCENARIOS
In the train_fmu_gym workflow, we introduce scenarios
within the environment. We define a scenario as a set of FMU
parameter values, initial FMU input values and a maximum
simulation time. Each scenario has to have a unique name,
which is selected by the user. Upon environment setup a sce-
nario named ‘‘default’’ is created with the default parameters
specified in the FMU modelDescription.xml. It is required,
that a scenario with name ‘‘default’’ always exists, but the
parameters of the default scenario can be altered by the user.
Each scenario can be used by each environment version either
during training or evaluation.

Formalizing the concept of scenarios allows the definition
of different tasks and different environmental conditions for
training and evaluation. This reflects the broad range of tasks
that an agent might face in the real world. One example
for different scenarios are different paths in vehicle path
following (e.g. inner-city path or highway) with different
road adhesion coefficients (e.g. icy road, snowy road and dry
road). Additionally, different scenarios may contain different
vehicle masses owing to the different payloads.

Theese scenarios can be utilized during training to expose
the agent to different environmental conditions and tasks.
This technique is called domain randomization and is used
to enhance the robustness of the trained agent [55] by alter-
ing the environment parametrization. Domain randomization
helps to tackle the sim-to-real gap [56] and improves the
performance of the agent in real-world applications.

However, the scenarios can be used in evaluation simula-
tions to evaluate the trained agents under different environ-
mental conditions. This allows an in-depth performance and
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safety assessment of the trained agents in nominal and chal-
lenging scenarios. Extensive testing of the agent in different
scenarios is a core principle to ensure a safe and performant
agent, e.g. as utilized in [48]. A simulation-based safety
assessment is particularly necessary whenmore formal safety
methods, such as those described in [46], cannot be applied.

E. EVALUATION METRICS AND EVALUATION
SIMULATIONS
Additionally, the train_fmu_gymworkflow implements eval-
uation metrics and evaluation simulations. Because the
performance of trained agents cannot be predetermined by
design, they must be assessed after training, to check whether
they achieve the required performance and operate within
predefined safety boundaries. The proposed workflow sup-
ports the implementation of multiple evaluation metrics,
that can be directly obtained from the FMU modelDescrip-
tion.xml, as described in Section IV-B. If the dedicated tags
for evaluation metrics cannot be found within the mod-
elDescription.xml, the metrics can be designed by the user
themselves in the Python environment implementation.

After training, the train_fmu_gym CLI user functions
support the execution of evaluation simulations (tfg
evaluate). An evaluation simulation is the simulation of a
trained agent in one or more scenarios and the subsequent cal-
culation of the defined evaluation metrics. Information about
the agent containing all the training information, information
about the scenario and the achieved evaluation metrics are
then aggregated and stored. This enables the user to com-
fortably assess the performance of different trained agents in
different scenarios.

For the path following problem, for example, metrics such
as mean and maximum lateral deviation, as well as mean and
maximum velocity tracking errors on different paths, may be
of interest.

F. UNCERTAIN SCENARIOS WITH MODELICA CREDIBILITY
Building on the scenario concept introduced in Section IV-D,
the train_fmu_gym workflow extends the standard scenario
framework to uncertain scenarios. Uncertain scenarios are
characterized by parameters that incorporate uncertainty
information, a concept adopted from theModelica Credibility
library [22]. In addition to a nominal value, an uncertain
parameter includes a defined probability distribution, that can
be use during training to sample the parameter value from
its associated distribution at the start of each new training
episode. The supported distributions are derived from the
Modelica Credibility library and are automatically extracted
if the FMU contains credible parameters modeled using the
Modelica Credibility library.

The workflow also extracts traceability information from
the FMU modelDescription.xml for parameters defined with
Modelica Credibility. While the traceability metadata is
not directly utilized in the workflow, it may still pro-
vide valuable contextual details to the user, such as the
source of the parameter or reference documentation. This

information is extracted and made available to support sce-
nario design or training process decisions. When uncertainty
information is detected, train_fmu_gym stores it along-
side standard parameter data, including an additional field
enable_uncertainty_sampling. This field allows the user to
activate uncertainty sampling—drawing parameter values
from the defined distribution each time the environment
is reinitialized. The sampling option can independently be
configured for each scenario, enabling the coexistence of
nominal scenarios (with fixed parameters) and uncertain sce-
narios (with sampled parameters). train_fmu_gym supports
all uncertainty types specified in the Modelica Credibility
library [22]: Uncertainties modeled as Interval, Interval-
Tolerance, Uniform or UniformTolerance are implemented
as uniform distribution and uncertainties modeled as Trun-
catedNormal or TruncatedNormalTolerance are realized as
truncated normal distribution.

Incorporating uncertainty information during the perfor-
mance evaluation enables Monte Carlo-type simulations for
trained agents. These simulations assess the agent’s robust-
ness by testing its behavior under parameter variations,
identifying corner cases where the performance metrics are
not met or unsafe behavior occurs. This feedback can be sys-
tematically integrated into the training of subsequent agents
to address specific failure modes, thereby improving the
agent’s reliability and safety across uncertain scenarios.

G. CLI USER FUNCTIONS
The toolchain implementation provides multiple command-
line interface (CLI) functions to set up, adapt, and customize
the environment according to user requirements. The CLI
ensures that environment modifications are applied in a com-
pliant manner, thereby minimizing the risk of configuration
errors. Although the CLI is recommended for consistent
configuration management, it is not mandatory. Users may
manually adjust the environment configuration directly in the
code or configuration files to tailor it to their specific needs.
This flexibility enables automated workflows, such as the
automatized generation of scenarios.

The CLI of the train_fmu_gym implementation [49] is
designed to be self-contained. A CLI command is structured
as

tfg <sub_command><arguments>

Calling tfg -help lists all available sub-commands and
tfg <sub_command> -help describes the usage of
the corresponding subcommand.

The commands defined in train_fmu_gym can roughly be
divided into three categories: (1) Commands, that support
the environment setup and configuration, (2) commands that
facilitate the DRL training and (3) commands, that enable
and assist the evaluation of the trained agents. The most
central commands being tfg setup_fmu_env for envi-
ronment creation, tfg train for starting a training and
tfg evaluate for running evaluation simulations.
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FIGURE 5. FMU-based DRL environment setup.

V. THE TRAIN_FMU_GYM WORKFLOW
The proposed workflow closely reflects and supports the
DRL training process described in Section II-C. The main
philosophy of the workflow is to keep the required user input
to a minimum, but still provide the user with the capability
to adapt the environment to its own needs, if desired. The
starting point of the entire workflow is a CS FMU, which
contains the simulation model. The majority of information
required to setup the DRL training environment are derived
from the FMU’s modelDescription.xml configuration file.
The workflow can be divided into the following steps:

1) Setting up the environment (based on an FMU)
2) Training
3) Evaluation

The various details of the workflow are described in the
subsequent sections.

A. THE ENVIRONMENT SETUP
In train_fmu_gym, the environment setup depicted in
Figure 5 starts with a provided model FMU. The model
FMU can be obtained from any tool supporting the export of
CS-FMUs with the version 2.0 or 3.0. The CLI function tfg
setup_fmu_env then sets up the environment and extracts
all provided information from the modelDescription.xml. If
the nomenclature described in Section IV-B is utilized, this
additional information is considered during the setup process.

As shown in the overview of the setup process in Figure 5,
the extracted information is processed and multiple files are
generated into the environment folder of the train_fmu_gym.

During the setup process, the user can provide a name
for the environment (hereafter referred to as <env_name).
Additionally, the user is asked to provide missing infor-
mation, which cannot be obtained from the FMU’s mod-
elDescription.xml. The following files are generated and
stored as new environment inside the train_fmu_gympackage
(cf. Figure 5):
<env_name>_v1.py: This file contains the main environ-

ment class, which is derived from the base FMUEnvBase-
Class. The main environment class provides templates for the
designated functions check_truncation_condition and calcu-
late_reward, where the user is required to implement a reward

function and truncation criteria for the specific application.
The variables that are available for this implementation are
listed in the function docstring to facilitate the implementa-
tion. As default truncation criteria the maximum simulation
time, which is specified for each training scenario, is imple-
mented. The default reward is set to the FMU output tagged
with #RLreward or set to zero, otherwise.
config.json: The file config.json contains all central infor-

mation about the environment, such as interfaced variables
together with additional metainformation such as min, max
and nominal values. Moreover, information about environ-
ment versions together with their observation sets are stored
here. In addition to information, which is directly utilized in
the environment, additional metainformation, which does not
affect the environment, is provided. Such information is e.g.,
the description field of variables, traceability information (if
provided) or general information such as FMI attributes gen-
erationTool, generationDateAndTime and other information.
evaluation_metrics.py: The file evaluation_metrics.py

contains the implementation of the different evaluation met-
rics. "In cases in which FMU outputs are tagged with
#RLmetric, this output is interfaced directly. In case no tagged
outputs are detected, the user must implement the metrics.
The variables available for this implementation are listed in
the comments, to facilitate the implementation of the metrics.
<fmu_name>.fmu: The model FMU is also copied to the

environment folder to keep all required environment objects
in one place. It is possible to provide a second FMU, one
compiled forWindows and one compiled for Linux, to enable
cross platform compatibility. The two FMU names then have
to be specified in the config.json and it has to be ensured that
the same models and interfaces are contained in both FMUs.
scenarios.json: The definition of different scenarios,

as described in Section IV-D, is stored in the scenar-
ios.json file. Each scenario must have a scenario_name and
a max_sim_time. Moreover, a default scenario with name
‘‘default’’ is required and automatically created during the
setup process.
training_setups.json: The training_setups.json file con-

tains different hyperparameter sets for the DRL training. Each
setup requires a unique setup_name. It is supported, that for
each hyperparameter a list of values can be defined. If the
setup is selected for training, all combinations of hyperpa-
rameters are obtained and the training is initialized for each
combination. This enables to start a large number of training
runs with only one command. During environment creation,
a set of default setups are created.

In addition to initializing the environment and creating the
above file structure, the ‘‘v1’’ version of the environment
is registered with its name and version in the gymnasium
registry. This enables the usage of gym.make() to create the
environment.

B. DRL TRAINING
The proposed workflow and its implementation also provide
CLI functions to start DRL trainings directly based on the
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FIGURE 6. train_fmu_gym training.

training setups defined in the corresponding configuration
file, as depicted in Figure 6. The setup of the environment is
independent of the DRL package used. Hence, the environ-
ment can be utilized with any arbitrary DRL package, that
supports the gymnasium API.

Nevertheless, the train_fmu_gym CLI functions currently
supporting the training and evaluation process utilize the
DRL package Stable-Baselines3 [18] and the accompanying
training framework package RL Baselines3 Zoo [21].
The RL Baselines3 Zoo package provides useful functions

for training agents, simulating trained agents and plotting
the training process. Nevertheless, the scenario concept, the
concept of evaluation simulations and evaluation metrics are
not supported out of the box. Thus, we utilize the training
functionality of RL Baselines3 Zoo but provide our own
CLI functions and add the functionalities needed to realize
the proposed concepts, such as the support of scenarios and
evaluations.

Executing the CLI training command:
tfg train -e my_env -s default_ppo loads the specified con-

figuration from the training_setups.json file. If the training
setup configuration contains parameters as lists, the system
assembles all the possible parameter combinations. The sys-
tem then starts a training process within the Stable Baselines3
library for each assembled setup. If parallel workers are
specified with the -n flag, each training session starts in an
independent worker. The following pseudocode illustrates
this behavior.

Each training run is composed out of a specific environ-
ment version and a training setup and gets a consecutive
ID. During a training run, agents are stored after each save-
interval timesteps, as specified in the training setup. Thus,
one training ID may contain several trained agents. Each
agent can be uniquely identified by its ID and timesteps.
The storage folder, where all agents are stored, can be spec-
ified in config.json. In addition to the trained agents, the

FIGURE 7. train_fmu_gym evaluation.

applied training setup and the logs and errors are stored. To
provide an overview of the performed trainings, the toolchain
provides a CLI function to list all performed trainings (tfg
list_trained_agents) and information about the eval-
uation status (tfg get_unevaluated_ids). Addition-
ally, this information is stored in a JSON file for further
analysis.

To enable users to retrace and analyze errors that might
occur during training, the system stores the standard output
(stdout) and standard error (stderr) of the training process
along with the trained agents.

C. THE EVALUATION
Following the training process, it is crucial to compre-
hensively evaluate the performance of the trained agents
before deployment. This step is particularly essential in DRL
because of the inherent lack of a priori guarantees of stability
or performance properties.

As outlined in Section IV-E, train_fmu_gym facilitates the
definition of multiple evaluation metrics and the execution
of evaluation simulations across various scenarios of interest.
To maintain an overview of trained and evaluated agents,
train_fmu_gymprovides CLI functions that list trained agents
along with their evaluation status. Based on the results of this
query, users can initiate evaluation simulations for selected
agents on desired scenarios using the tfg evaluate command.

Upon completion of the evaluation run, the metrics speci-
fied in the evaluation_metrics.py file are computed and stored
within the folder structure established during the training,
as shown in Figure 7.

The following shows the execution of the command tfg
evaluate -e my_env -ids [1, 2, 3] in pseu-
docode notation:
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To facilitate the investigation of agent performance,
train_fmu_gym offers functions for collecting and displaying
thesemetrics (tfg list_evaluations). Additionally, the gathered
data is saved in the JSON format and can be exported as a
CSVfile for further analysis. This functionality is particularly
useful because evaluating multiple agents across multiple
scenarios and calculating variousmetrics can rapidly generate
numerouse metrics that require investigation.

D. ITERATION
If, the evaluation of the agents does not yield the desired per-
formance, the environment and training setup must be refined
and a new loop of the training process must be performed.

In cases in which the new training requires only an altered
algorithm setup, while maintaining the existing environ-
ment setup, only the training_setups.json config needs to
be modified. The training can then be repeated with the
same environment version and the new configuration from
training_setups.json.

If modifications to the environment are necessary, it is
recommended to create a new environment version to keep
trained agents coherent with the environment version on
which they are trained. A new environment version also
creates a new environment class file within the environment
folder. In this file, a new reward function and truncation
condition can be implemented.

This process is repeated and refined until an agent that
satisfies the required performance is found.

VI. IMPLEMENTATION DETAILS
In this section, we provide insights into certain
implementation aspects and design decisions.

The train_fmu_gym framework was designed for control
engineers and modeling experts with the primary goal of
minimizing the overhead associated with creating new train-
ing environments, evaluating trained agents, and tracking
both the agents themselves and their corresponding perfor-
mance metrics. The toolchain is based on the FMI standard
to enable the utilization of preexisting models for DRL
training. Because the DRL training process often has to
be repeated and refined several times to obtain a perfor-
mant agent, train_fmu_gym aims to support this iterative
character.

A. SOFTWARE STACK
The software stack established for the train_fmu_gym imple-
mentation is shown in Figure 8. We use the FMPy [31]
package to integrate the model FMU into Python. In this
stage, train_fmu_gym serves as a middleware to map the
gymnasiumAPI to the FMIAPI provided in Python by FMPy.
At this base level, the environment setup with train_fmu_gym
can be used with any DRL package that utilizes the
gymnasium API.

Nevertheless, to support the entire training process, a ded-
icated DRL package must be utilized. Because there is no
generic interface for DRL packages, they must be integrated

FIGURE 8. train_fmu_gym software stack.

into the toolchain and are not easily interchangeable. For
now, we chose to include Stable Baselines3 as DRL package
in combination with RL Baselines3 Zoo to managing train-
ing and storage of agents. At the top-level, train_fmu_gym
manages the interaction with RL Baselines3 Zoo, the
evaluation simulations, the aggregation of all trained
agents, and the evaluation metrics and provides the nec-
essary CLI functions. We decided to use Stable Base-
lines3, because it is a well-established DRL library and
additionally RL Baselines3 Zoo provides an easy-to-use
training framework to utilize Stable Baselines3. In the
future, additional DRL libraries, such as RLlib, can be
integrated.

During the environment setup with train_fmu_gym, sev-
eral files are generatedwithin the package, including a Python
file for the environment and a Python file for the implemen-
tation of the evaluation metrics. We attempted to keep the
implementation as independent of the environment configu-
ration as possible. Nevertheless, we wanted to give the user
as much freedom as possible to extend the implementation
of the evaluation metrics, reward function and truncation
condition. Restricting the evaluation metrics, reward function
and truncation condition to specific FMU outputs would
require a recompilation of the FMU every time a change in
the aforementioned functions is desired, which would yield a
disproportionate additional effort. Thus, we decided to gener-
ate prefilled Python template files for the evaluation metrics
and the environment class instance.

For bookkeeping of the trained agents, we rely on iterating
through the RL Storage folder and aggregating all informa-
tion in a JSON file. The metadata of each training session
is also stored as a JSON file in the RL Storage folder (c.f.
Figure 7). The same applies to the evaluation metrics, which
are stored as JSON together with the corresponding agent.
As depicted in Figure 7, we decided to store everything in
separate files and folders, to avoidwriting conflicts in the case
of parallel training or evaluation. Additionally, we decided
against the use of a dedicated database to keep the data
human-readable and reduce the overhead. The implemen-
tation without a central database shows slight performance
degradation with a large number of stored agents and
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evaluation results, but the time for iterating through the folder
structure is still within an acceptable range, in our use cases
Nevertheless, the transition to a central database implemen-
tation is straight forward and will be considered in the future.

B. THE FMU ENV BASE CLASS
The main functionality is provided by the FMUEn-
vBaseClass, which inherits the most important inter-
face functions (step(action), reset(seed, options); cf.
Section III-B) from the gymnasium.Env class. Each envi-
ronment version itself then is created by inheriting from
the FMUEnvBaseClass and extending this base class
with the functions check_truncation_condition() and calcu-
late_reward(is_done, u). To illustrate the functionality of this
central class, we provide the pseudocode of the symbolic
environment class myEnv_v1:

During the initialization process, the environment config-
uration is retrieved from the config.json file, whereas the
scenarios are obtained from the scenarios.json file. Next, the
action and observation spaces required by the gymnasium
API are configured and the FMU is loaded.

If a scenario name is provided when the reset method
is invoked, the environment selects the specified scenario
and extracts parameter values from the configuration of
the scenarios. If the environment detects uncertain param-
eters and uncertainty sampling is not disabled, it samples
the parameters directly from the specified distribution.
If uncertainty sampling is disabled, the environment returns
the nominal parameter. If a parameter is not contained
in the scenario configuration, the default parameter value
of the environment configuration is chosen. The FMU reset
process subsequently applies the extracted parameters. After
resetting the FMU, the environment obtains the FMU outputs
and assembles the observations according to the environment
configuration. The environment returns these normalized
observations.

The step method must be invoked with action values,
which are applied to the environment. After denormalizing
the action and clipping it to the minimum and maximum
values specified in the environment configuration, the val-
ues are applied to the FMU and an FMU step is executed.
Subsequently, the FMU outputs are utilized to check the
truncation condition and compute the reward. Finally, the
environment assembles the observations and returns the nor-
malized observations together with the reward and truncation
information.

VII. EXAMPLE: RESIDUAL VEHICLE PATH FOLLOWING
The train_fmu_gym implementation, which can be accessed
under [49], provides comprehensive documentation and con-
tains a tutorial example. To showcase the train_fmu_gym
workflow for a more complex task, we present the appli-
cation of the toolchain to a vehicle path following control
(PFC) problem. For the PFC example, we make use of the
VDC-Workbench Modelica library presented in [57]. The
VDC-Workbench library provides a vehicle model includ-
ing a drivetrain model, a battery model, a fuel cell model
together with a battery management system and a baseline
path following controller. This example builds upon our pre-
vious research on reinforcement learning-based vehicle PFC,
as presented in [13], [14], and [58].

The example shown here employs a residual learning
approach [59], where the actions of a DRL agent are used
as an additive term to augment the actions of a base-
line controller. The pre-stabilized system provides a more
favorable starting point for the training compared to learn-
ing the entire control policy from scratch. Nevertheless,
the DRL agent can significantly improve the performance
of the baseline controller, as shown in [59] and [60].
The residual PFC example presented in the following is
inspired by the work of Trumpp et al. [60], who trained a
residual RL controller to enhance the lap times in racing
cars.

In the following example, we demonstrate the use of
the proposed toolchain in detail. First, we introduce the
preparation of the model for use within train_fmu_gym in
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Section VII-A. Next, we describe the environment setup for
the residual PFC example, as depicted in Section VII-B.
The setup and adaptation of the training process are pre-
sented in Section VII-C, followed by the evaluation of the
trained agents discussed in Section VII-D. We also mention
the option to repeat this process in Section VII-E. Finally,
we conclude with the results of the residual PFC example in
Section VII-F.

A. MODEL PREPARATION
To enable the environment setup with train_fmu_gym
as described in Section V-A, we prepare a Mod-
elica model that should be exported as an FMU.
This Modelica model incorporates the vehicle model
and a baseline path-following controller and is pub-
licly available in the VDC-Workbench library [61] (see
model VDCWorkbenchModels.FMUs. ExportableMod-
els.Techlab2TrainStationWessling_VDCGeoPFC_RL inside
the VDC-Workbench library).

The baseline controller is based on the geometric path
following controller (geoPFC) presented in [62]. Given the
vehicle’s position and the path reference point, the geoPFC
algorithm provides a motion demand by determining ref-
erence values for both the side slip angle β∗ and the
instantaneous center of rotation (ICR) curvature ρ∗

ICR. These
two values are then used to calculate the steering angle δ
for the vehicle such that it successfully follows the reference
path.More specifically, given β∗ and ρ∗

ICR from the geoPFC’s
motion demand calculation, the steering angle δ is determined
by

δ = atan2
(
cos

(
β∗

)
, sin

(
β∗

)
+ ρ∗

ICRlf
)
, (5)

where lf represents the distance between the vehicle’s CoG
and its front axis. For a detailed overview of the geoPFC’s
motion demand calculation (i.e. the derivation of β∗ and
ρ∗

ICR), the interested reader is referred to [62].
Furthermore, to enable the vehicle to closely follow the

reference velocity profile, the following control law is applied
to determine the in-wheel torques:

τ = Kspeed (vref − vcar) . (6)

Here, vref represents the reference velocity, vcar the current
velocity of the vehicle, and Kspeed a speed control parameter.
In our case the gain of the speed controller was chosen as
Kspeed = 4000. The interested reader is also referred to the
implementation of the controller in [61].
Starting from the base model, we configure the model

to provide all necessary signals as outputs, which will
be utilized for various purposes such as observations,
truncation condition calculations, reward function com-
putations, or evaluation metric calculations. To sim-
plify the setup process, we identify signals that should
be automatically included as observations and append
the tag #RLobs to their output descriptions. Further-
more, for these designated signals, we provide custom

parameters unit, min, max, and nominal, which will be
incorporated into the FMI model’s modelDescription.xml
file.

The model’s inputs, which are mapped as agent actions,
represent the residual steering wheel angle and a residual
torque. Both values are added to the values commanded by
the baseline controller. Since in train_fmu_gym it is assumed
that every FMU input serves as agent action, no tags are
necessary for the model inputs. Nevertheless, the custom
parameters unit,min,max and nominal for the residual inputs
are provided to bound the action space of the agent and to
enable the automatized normalization.

All other outputs and parameters, that should automatically
be interfaced during the setup process, are tagged with #RL
in the description field.

To facilitate randomized vehicle initialization during train-
ing as utilized in our previous works [58, 14], we use the
train_fmu_gym integration with the Modelica Credibility
library described in Section IV-F. The Credibility.Scalar type
in combination with a uniform distribution as uncertainty
type was used to specify an initial random lateral displace-
ment, an initial random velocity error and an initial random
yaw offset. Although the utilization of Credibility.Scalar
to model randomness during initialization deviates from its
intended purpose of incorporating traceability, uncertainty,
and calibration information, this implementation leverages
the automated train_fmu_gym setup process. By doing so,
it avoids the need for manual addition of uncertainty after
the environment setup, thereby streamlining the overall
process.

To enhance and evaluate the robustness of the trained
controller, we utilize various path profiles during training and
evaluation. These profiles are stored in a.mat file, which is
incorporated into the FMU during the export process. The
desired path can be selected by specifying the correspond-
ing.mat filename as a string parameter, allowing for flexible
and efficient switching between different paths.

B. ENVIRONMENT SETUP
After preparing the training model, which includes the
baseline controller, and exporting the FMU, the next step
is to establish the training environment by using the
train_fmu_gym CLI with the command:
tfg setup_fmu_env Vehicle_VDCGeoPFC_RL.fmu -e

residualPFC,

in which the environment name is specified with the -e
flag. This command starts the environment setup process
using the previously exported FMU with the name Vehi-
cle_VDCGeoPFC_RL.fmu. After entering the desired com-
municationStepSize when being asked for in the command
line (in our case 0.05 s), the environment folder together with
all files is created in train_fmu_gym/envs/, as described in
Section V-A.
In the created config.json file, the tagged inputs, the out-

puts, and the parameters are listed together with additional
information. Parameters, inputs and outputs are provided
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as dictionaries, with the variable name as key. E.g. for the
two inputs named ‘‘residualRL_steeringWheelAngle_in’’ and
‘‘residualRL_torque_in’’, the config.json contains:

As evident from the extraction, the FMU automat-
ically provides the specified properties, including unit,
min, max, nominal, and description. However, it is essen-
tial to note that not all information contained in the
configuration file is utilized in the implementation. For
instance, the unit and description fields are extracted
but not used during training and evaluation. Neverthe-
less, this information is still provided to the user as it
can be helpful in configuring the training and evalua-
tion process. For example, knowing whether the steering
wheel angle is measured in radians or degrees is crucial
for accurate configuration. This information is particularly
valuable when working with FMUs provided by external
sources.

Because we have already specified the observations in the
model using the #RLobs tag and defined the normalization
and limits using the min, max, and nominal fields, only a
minor modification is required for the config.json file. In the
residual PFC example, we aim to construct the observa-
tion by combining values from the current time step and
previous time steps. This functionality is supported within
train_fmu_gym and can be enabled in the config.json by
setting the number_of_last_obs_to_append parameter to one.

Next, different scenarios are defined. A scenarios.json file
was created during the environment setup process. As default
scenario, the default parameters are extracted from the FMU.
In our case, the default scenario refers to the Kesselberg path,
with a maximum arc length of about 3082.8 and starting point
of the path being in the origin of the frame of reference, i.e.
x=0 and y=0:

Additionally, the uncertain parameters for the initial offset
are added to the scenarios.json file, e.g. for the initial lateral
offset:

Each parameter dictionary, which was identified as
an uncertain parameter, contains the ‘‘enable_uncertainty_
sampling’’ parameter (see the code block above). The user
can set this parameter to true to enable uncertainty sampling
or to false, to disable it at reinitialization for each episode.
The uncertainty sampling can be set independently for each
scenario.

The following CLI command is used to create a second
scenario for a second path named Techlab2Wessling, with a
max arc length of 2200:

For parameters, which are not explicitly specified within
the command, the parameter default values specified in the
config.json are used for the new scenario. After creating the
scenario, all parameter values can be manually modified in
scenarios.json for each scenario.

The uncertain parameters for the PFC example are listed
in Table 2. The parameter v_scl is used to scale the nomi-
nal velocity profile. Additionally, initial_yaw_offset adds an
initial orientation offset between the path and the vehicle
and initial_velocity_offset adds an initial velocity error during
initialization. In this example only uniform distributions with
bounds listed in Table 2 are utilized.
Next, the reward function and the truncation conditions

are implemented in the provided environment class template,
which was generated in the residualPFC_env_v1.py during
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TABLE 2. Uncertain parameters and their distribution for all scenarios
used during training.

the setup process. Because the environment is a standard
Python class within a standard Python file, we can make
use of almost any Python package in the implementation of
the reward function and truncation condition. In particular,
we can make use of popular packages, such as NumPy [63],
which provides a large set of mathematical functions.

During template generation, both the outputs and the
parameters, which can be used to define the reward function
and truncation conditions, are summarized in the docstring
of the corresponding function. This supports the user in this
stage of the setup process. Based on our previous work [58,
14], we use the gaussian-like function g (x) in the reward
function:

gi (x) = e
−(x−µi)

2

2σi . (7)

For the presented residual PFC the reward function r is
composed of four additive terms: The term rlat to account for
the lateral displacement error, the term rsteer to reward smooth
steering, the term rtorque to favor smoothness in the applied
torques, and a final term rvel to penalize high velocity tracking
errors. To obtain one scalar reward, all terms are weighted,
summed and normalized:

r =
1∑
i θi

∑
i

θiri (8)

with i ∈ {lat, steer, torque, vel.
Each reward term itself is calculated with the gaussian like

function g (x) (cf. Eq. (7)):

rlat,k = glat
(
elat,k

)
rsteer,k = gsteer

(
δrl,k − δrl,k−1

)
(9)

rvel,k = gvel
(
evel,k

)
rtorque,k = gtorque

(
τrl,k − τrl,k−1

)
with the lateral displacement error elat,k , the steering wheel
angle commanded by the agent at timestep k being δrl,k , the
velocity tracking error evel,k and the torque commanded by
the agent at timestep k being τrl,k .
In addition to the standard truncation condition that is

applied when the simulation reaches its maximum allowed
time, we also implement early truncation conditions. These
conditions are triggered if the vehicle exceeds predefined
physical or operational bounds during the training. This
approach ensures that the simulation can be terminated pre-
maturely in cases where the vehicle’s behavior becomes

TABLE 3. Parametrization of the reward function and the truncation
condition.

unrealistic or unsafe, thereby preventing exploration of irrel-
evant regions in the observation space.We implemented early
truncation if one of the following conditions is satisfied:∣∣elat,k ∣∣ > elat,max∣∣eψ,k ∣∣ > eψ,max (10)∣∣vabs,k ∣∣ < vmin

with eψ,k representing the orientation error of the vehi-
cle w.r.t. the path and vabs representing the vehicles
absolute velocity. The implementation of the environment
as Python class allows us to define a class variable
self.exceeding_bounds, which is set to true in case one of the
above conditions is triggered. In such cases, the episode needs
to be truncated early and a predefined negative reward RT is
returned. All parameters used within the reward function and
the truncation condition are summarized in Table 3.

The truncation conditions and the reward function are
implemented in predefined areas of the template, which are
indicated by comments. The following shows an example of
how the truncation conditions are implemented within these
comments (the reward function is implemented analogously)
e.g:

To assess if the setup process succeeded, it is recommended
to simulate the environment before starting the training. The
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train_fmu_gym framework provides two ways to perform a simu-
lation without a trained agent: First, the command
tfg simulate_zero_input -e residualPFC-v1 -p
can be used to simulate the environment with zero inputs and to
subsequently plot the results, with the latter being triggered by the -p
flag. The second option is to execute the created environment class
file (residualPFC_env_v1.py) with Python. In every new environ-
ment file created with train_fmu_gym, there is a simulation script
with a provided dummy agent, separated by the main guard, e.g.

Here, the main guard, represented by the first if statement above,
ensures that the section below only runs when the script is exe-
cuted directly, not when it is imported as a module. As default, the
dummy actions used to simulate the environment are represented by
a 1Hz sine with an amplitude of 1 and should to be adapted to the
environment, if necessary.

C. TRAINING
The next step in the toolchain is the configuration and exe-
cution of the training. The training is configured in the train-
ing_setups.json. To test multiple hyperparameter configurations
simultaneously, a list of parameter values can be configured
within the training_setups.json. Once a training session is started
with the provided configuration, all possible combinations of
hyperparameters are created and a separate training session is
started for each combination. The default configuration is uti-
lized and extended for the presented residual PFC example.
The part extended part is marked in yellow in the following:

This configuration specifies a training with the SAC [52]
algorithm for 1.000.000 timesteps in which an agent is saved
every 100.000 timesteps. The training is performed on all defined
scenarios. The above configuration defines the parameters seed,
policy_kwargs, buffer_size, gamma, and use_sde as a list with each
list containing two values. In total, this yields 3 · 23 = 24 different
training configurations. While this definition style is very powerful,
it should be used with caution, as the number of training scales
exponentially with each new list.

The training is then started using the following CLI command:
tfg train -e residualPFC -v 1 -n 16
This starts the training for the first version (-v 1) of the

residualPFC environment and utilizes 16 parallel workers for the
24 training sessions (-n 16).

After the training has finished, all stored agents can be listed using
tfg list_trained_agents -e residualPFC

D. EVALUATION
It is essential to define relevant evaluation metrics to evaluate the
performance of trained agents. In the train_fmu_gym framework,
this definition is accomplished in the evaluation_metrics.py file
generated during the setup process. Similar to the implementation
of the reward functions and truncation conditions (described in
Section VII-B), the evaluation_metrics.py file is a standard Python
file that can leverage various Python packages for evaluation metric
calculations. The docstring of the calculate_metrics function within
this file provides a list of available values that can be utilized to
implement evaluation metric calculations.

In the context of the residual PFC example, our primary focus
is on assessing both path tracking and velocity tracking perfor-
mances. In addition, we aim to calculate a metric that evaluates the
smoothness of the actions taken by the agent. Often, trained DRL
policies may exhibit overly jagged behavior, which is undesirable.
Therefore, incorporating a metric to assess action smoothness is
crucial.

For the residual PFC example, we implemented the calculation
of the maximum and mean of the lateral displacement error, i.e.
max (|elat|) and mean (|elat|), as well as the maximum and mean
of the velocity tracking error, i.e. max (|evel|) and mean (|evel|),
respectively. To evaluate the smoothness of the agent’s actions,
we implemented the following helper function

Using this helper function, we calculate the smoothness values
Jsteer and Jtorque of the steering and the torque actions, respectively.

In order to investigate the performance of the trained agents on
a path, that was not used during training, we added the following
scenario:

Then, all unevaluated agent ids can be shown using
tfg get_unevaluated_ids -e residualPFC,

which can directly be used in the evaluation command:
tfg evaluate -ids [1, 2, 3, 4, 5, 6, 7, 8, 9,
10] -n 10 -e residualPFC

The command above starts the evaluation simulations for train-
ing ids 1-10 in 10 parallel processes (-n 10). After the evaluation
simulations have finished, the obtained metrics can be listed via
tfg list_evaluations -e residualPFC -m
default.max_displacementError
The -m flag is used to sort the agents by the max_displacement

Error metric obtained on the default scenario (default.max_
displacementError). Optionally, the metrics table can be
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TABLE 4. Evaluation metrics for the residual path following problem on different scenarios.

TABLE 5. DRL hyperparameters for the training of agent with ID 24.

exported as a csv-file and further investigated outside the
train_fmu_gym framework.

Another important aspect of the evaluation is the visual assess-
ment of plotted signals over time. To simulate the agent with ID 24,
saved after 600.000 timesteps on the default scenario, the command,
tfg simulate_trained_agent -e residualPFC -id
24 -ts 600000 -s default

can be used. After the simulation is finished, the FMU inputs and
outputs, as well as the reward is plotted and can be investigated.

E. ITERATION
If the desired agent performance can not be achieved with the
initially provided reward function, truncation conditions, and obser-
vation vector, a new environment version can be created to reiterate
the training loop. The creation of a new environment version is
supported by the following command:
tfg add_env_version -e residualPFC -s "
[’lateralDisplacement_error’,...]" -n 1

where the signals in the observation vector must be specified
using the -s flag. Here, the -n flag specifies the previously mentioned
‘‘number_of_last_obs_to_append’’parameter. This command cre-
ates a new residualPFC_env_v2.py file with a new environment
class template. A new reward function and new truncation condi-
tions must be implemented, as described in Section VII-B. All the
subsequent steps can be executed using the commands of the first
environment version.

F. RESULTS OF THE RESIDUAL VEHICLE PATH FOLLOWING
EXAMPLE
Utilizing the described train_fmu_gym training process and the
train_fmu_gym implementation, we started 24 DRL training runs
for the residual PFC problem with different DRL hyperparameters
but on the same reward function. The evaluation of all agents stored
after 600,000 timesteps shows that 21 out of the 24 agents improved
lateral tracking and velocity tracking on the Techlab2Wessling path,
which was used during training. The metrics of all 24 analyzed
agents on the Techlab2Wessling path are depicted in Figure 9.

FIGURE 9. Normalized evaluation metrics of agents stored after 600,000
timesteps of all 24 training runs evaluated on the Techlab2Wessling path,
which was used during training. Values <1 indicate a superior
performance compared to the baseline controller. The selected agent for
further assessment is shown in green.

To assess the performance in relation to the baseline controller,
we normalized the metrics to the performance of the baseline con-
troller, such that metrics <1 indicate superior performance of the
DRL agent.

The evaluation metrics of all agents from all 24 training runs
on the Sachsenring path are shown in Figure 10. Note that the
Sachsenring path was not used during training, but only used for
evaluation. Figure 10 shows, that most agents were able to improve
the lateral tracking metrics as well as the longitudinal tracking
metrics. Additionally, it can be seen, that the selected agent with
ID 24 ranges among the best performing agents on the Sachsenring
path.

A quantitative assessment of the selected agent reveals that all
evaluation metrics can be improved by at least 10%, as summa-
rized in Table 4. It improves the maximal lateral displacement
error on the unseen path named ‘‘Sachsenring’’ by 88.7% and the
maximum velocity tracking error by 25.3%. Overall, the residual
DRL approach reduced themaximum andmean lateral displacement
errors bymore than 88.7% on all paths. In addition, velocity tracking
was improved. Table 4 shows, that the maximum velocity tracking
error is reduced by 10.0%-41.3%. Furthermore, the mean velocity
tracking error was improved by 34.7%-65.4%.

Overall, the results show, that the proposed train_fmu_gymwork-
flow and toolchain supported the training of a DRL-based residual
PFC agent, which significantly improved the lateral tracking error
as well as the velocity tracking error on paths used during training
as well as a path only used during evaluation.

G. EXAMPLE SUMMARY
The vehicle path following example shows the benefit of for-
malizing the concepts of scenarios, (including uncertain variants),
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FIGURE 10. Normalized evaluation metrics of agents stored after 600,000
timesteps of all 24 training runs evaluated on the Sachsenring path,
which was not used during training. Values <1 indicate a superior
performance compared to the baseline controller. The selected agent for
further assessment is shown in green.

built-in evaluation metrics, and a sophisticated command-line inter-
face (CLI). Although the same results could be reproduced with any
FMI-compliant framework that integrates the gymnasium Python
package, the frameworks described in Section I-B lack automated
FMU interfacing, native scenario support, a CLI, and integrated
evaluation metrics. Consequently, replicating our results using these
frameworks would entail considerable additional effort.

VIII. SUMMARY AND OUTLOOK
This paper presents a comprehensive workflow for structured and
scalable training of DRL agents for multi-physical systems. The
proposed workflow leverages the FMI standard to facilitate the
utilization of pre-existing models for DRL training, thereby reduc-
ing the complexity and effort required for model integration. Our
train_fmu_gym implementation automates the DRL environment
setup process, enabling efficient and scalable training and eval-
uation of DRL agents. To minimize manual integration efforts,
train_fmu_gym features a sophisticated CLI that streamlines the
workflow.

The effectiveness of the workflow and toolchain is demon-
strated through a vehicle path following control problem, which
is formulated as a residual learning problem. In this example, the
trained DRL agent achieves significant improvements in perfor-
mance, reducing the maximum lateral displacement error on the
unseen ‘‘Sachsenring’’ path by 88.7% and the maximum velocity
tracking error by 25.3%. These results highlight the potential of the
proposed workflow to enhance the control of complex systems.

Future research directions will focus on expanding the support
for additional DRL packages beyond Stable-Baselines3, enabling a
broader range of algorithmic options for users. In addition, we plan
to support ME-FMUs in the future.

APPENDIX A
TRAINING DETAILS
We used the DRL algorithm implementations of the Stable-
Baselines3 library [18] (version 2.6.0) in combination with rl-zoo3
[21] (version 2.6.0) and FMPy [31] (version 0.3.20).

The hyperparameters used to train the selected agent (ID 24)
with Stable-Baselines3 are summarized in Table 5. All remaining
algorithm settings follow the implementation defaults; for example,
the SAC actor–critic networks use default ReLU activations together

with the three 128-unit hidden layers specified via policy_kwargs in
Table 5.

The training with 1 · 106 timesteps took approximately 5.9 hours
on an Intel®Core™i9-13950HX CPU with no GPU utilization.

The agent was saved every 100,000 timesteps, resulting in
10 agents per training run. During the training the environment
was reinitialized 260 times, resulting in 260 episodes. Despite
implementing different truncation conditions, which are specified
in equation (9), these conditions never became true during training.
In every episode the agent reached the end of the path without
exceeding the truncation limits. During training, episodes required
on average 5,255 time steps to complete the Kesselberg path and
2,437 time steps to complete the Techlab2Wessling path. With a
simulation time step of 0.05s, these correspond to 262.8s and 121.9s
of simulated time, respectively.

No FMU, numerical integration, or other runtime errors were
observed during training.
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