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Abstract—Prior work motivates the use of WebAssembly
(Wasm) as executable format for application in avionics. However,
being a virtual Instruction Set Architecture (ISA), no hardware
can directly run Wasm. Instead, an interpreter software is
required to execute it, by converting Wasm instructions into a
given processor’s native machine code. While there are dozens of
Wasm interpreters available, none of them was designed for safety
critical avionics applications. As such, they defy various design
principles and assumptions found in applicable standards for
airborne software such as ED-12C/DO-178C or ED-217/DO-332.
This paper explores the design space for an interpreter tailored to
avionics systems, providing the rationale behind design decisions
and requirements deemed paramount for eventual certification.

Index Terms—Avionics, Wasm, ED-12C/DO-178C, ED-
217/DO-332

I. INTRODUCTION

Avionics are the culmination of electrical systems and
software geared to provide aircraft functions. In them, the
presence of software only ever grows.

Software errors are omnipresent and not limited to one’s
own source code. All components of a toolchain, i.e. com-
piler, linker and linker-script can contain errors, which might
propagate to the software they process. Further on, additional
code like libraries or runtime checksﬂ might be added by the
toolchain too. To even stand a chance against errors introduced
by them, verification must consider the final output of the
aforementioned toolchain — only then all errors might be
unmasked?

For this, DO-178C coins the term of Executable Object
Code (EOC): “A form of code that is directly usable by the
processing unit of the target computer and is, therefore, a
compiled, assembled, and linked binary image that is loaded
into the target computing hardware” [[1]. In other words, EOC
refers to the final binary (or: machine code) that a given
Central Processing Unit (CPU) can directly execute. Various
of the objectives laid out in DO-178C consider the EOC (as
opposed to only the source code) during verification.

However, who defines the EOC’s format? As EOC is
directly executable on a CPU, it must conform to the CPU’s
Instruction Set Architecture (ISA). The ISA in term describes

'Ada’s integer sub-typing comes to mind

2The unmasking of all errors is no guaranteed outcome, but an error intro-
duced by the compiler can not be caught by verification of an application’s
source code

the semantics of the available instructions. As there are multi-
ple ISA families, like x86, Arm’s Aarch and RISC-V, most of
which with multiple revisions and optional extensions, many
(partially) incompatible EOCs can be compiled from one and
the same source code. ISA families often come with a limited
amount of backwards compatibility, but there are drawbacks
to using it. After all, most changes to an ISA are meant to
be an improvement, e.g. to lift a performance limitation or to
remove a security vulnerability.

In short, changing the processor sooner or later implicates
a change of the ISA, implicating a change of the EOC,
necessitating the rework of those objectives from DO-178C
which relate to EOC. Further on, source code might contain
hidden assumptions about the ISA it is compiled to, caus-
ing breakage and errors upon change to a different IS
Thus, switching a software application to a new ISA poses
a significant economical and a small safety risk, however
without changing the ISA every now and then technological
advancements in CPU design can not be utilized. In extreme
cases, an ISA vanishes from the market, until there are
(almost) no compatible processors available.

Virtual ISAs provide an alternative which eliminates the
coupling between EOC and a specific processor architecture.
A virtual ISA is not executed directly on hardware (e.g. a
CPU), but by a software which translates the instructions into
the native machine code of the CPU. This conversion can occur
in three different flavors:

o Ahead-of-Time (AOT): the instructions of the virtual
ISA are compiled into native machine code before the
execution starts.

¢ Ad hoc: the instructions of the virtual ISA are interpreted
just when they are needed during the execution.

o Just-in-Time (JIT), a mixture of both: initially ad hoc
interpretation, but hot code paths (basic blocks which are
often executed) are compiled into native machine code
during execution.

Prominent examples of virtual ISAs include Smalltalk [2],
Erlang’s BEAM [3]], the Java Virtual Machine (JVM) [4] and
recently WebAssembly [5]. In 2023, we motivated the use
of WebAssembly (Wasm) in avionics [[6], outlining numerous

3A prominent example is the lax use of integer types for pointers, which
delayed the port of many programs initially written for a 32 bit ISA to a 64
bit ISA
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advantages of Wasm. Wasm is an open industry standard [7]
that has surpassed one of its original aims of complementing
JavaScript on the Web [8} 19} [10]]. It has been widely adopted in
general IT and is well-defined (to the level of a formal proof
of soundness of the Wasm specification itself [11]]). Many
independent Wasm virtual machine implementations also exist
outside of web technology: for smart-contracts [12} [13]], edge-
computing [14]], containerization [[15]], Internet of Things [16],
embedded applications [[17, |18]] and research [[19]. Foremost,
Wasm (as other virtual ISAs) enables hardware independent
EOC, which we argue to enable software reuse while sub-
sequently lowering the need for new certification evidence.
Finally [6] outlines that, and under which terms a Wasm based
software architecture can be certified.

The most significant drawbacks laid out in [6] are sum-
marized as a significantly slower execution speed (when inter-
preted ad hoc), and a lack of a clear Foreign Function Interface
(FFI) for composite data type We conclude that Wasm has
desirable properties both from the implementation as well as
from the certification side, recommending the pursuit of Wasm
as format for EOC in safety critical avionics systems.

Now to continue our work, this paper concerns with tailor-
ing a Wasm interpreter to the needs of safety critical airborne
software. In particular, it reflects on the rationale for a new
interpreter, outlining what features render existing interpreters
unfit or unfeasible. Further design decisions which lead to an
increased usefulness of the new interpreter are discussed too.

This manifests in the following paper structure: An
overview over interpretation and Wasm in particular is pro-
vided in [section I} Then [section III| defines top-level re-
quirements and identifies key compliance issues related to
them, focusing in particular on certifiability. An evaluation
of the landscape of existing Wasm interpreters follows, based
on the aforementioned requirements and respective compli-
ance issues. With we then identify what features
make an useful Wasm interpreter. Specific software design
considerations for aforementioned features are explained in
The most pressing challenges of Wasm interpreter
design (predicting and limiting heap memory usage of the
interpreter) and certification (is Wasm EOC?) for safety critical

airborne systems are then highlighted in Finally,
our findings are briefly summarized in

II. BACKGROUND

A. Terminology

When interpreting, equivalent aspects are implemented on
multiple layers, i.e. function calls may occur both in the
interpreter and in the interpreted program. To avoid confusion,
we establish two main terms to distinguish between them.
The term host refers to the interpreter; subsequently host
environment is the environment that an interpreter is executed
in, host language the programming language that an interpreter
is written in. The term guest refers to the interpreted program;
subsequently guest environment is the virtual environment

4like structures, arrays or unions

provided by an interpreter for a guest program, and guest
language refers to the programming language that the guest
program is written in.

B. Why to Interpret?

Three main reasons motivate the use of interpreters in
general. This section provides a brief overview over them,
while putting them into context with aviation.

First, portability: the famous ’95 slogan “Write once,
run anywhere” from Sun Microsystems advertised the Java
technology’s portability. This portability was only unlocked
by using an interpreter, the JVM, as a platform abstracting
over hardware and Operating System (OS) details. Instead
of porting each application, now only the interpreter requires
porting. It is this portability of interpreted bytecode, which
also enables the re-use of certification evidence tied to the
EOC [6l]. To some degree, emulators (like QEMU) and/or
OS adaptation layers (like WINE and Microsoft’s WSL 1)
provide application portability too. However, compared to an
interpreter designed from the ground up to deliver portability,
these are more complex; they bear fidelity caveatf] due to
adding portability as an afterthought.

Second, interpretation allows for isolation, often also called
sandboxing. An interpreter can be made so that each opera-
tion affecting the host environment is filtered and vetted in
software. The capability to isolate is not unique to interpre-
tation, and various OS features such as Linux’ cgroups and
namespaces (the primitives behind Linux containers) offer
similar levels of isolation too [20]. However, the isolation
provided by an interpreter can be independent of an OS, e.g.
remains portable. In [6], we theorize that Wasm’s sandboxing
can be used to provide isolation akin DO-178C/ED-12C’s
partitioning.

Third, interpreters enable observability, without requir-
ing (source-) code instrumentation. By the virtue of having
the machine which executes interpreted code all defined in
software, arbitrary details of the execution can be observed
and logged. This enables rich debugging and profiling of
applications, or in the case of safety critical airborne software
in particular, the collection of certification evidence such as
structural and decision coverage. Similar possibilities exist
for native code executed in hardware, those however require
expensive, complex and highly specialized tracing devices.

In short, the use of interpreters increases portability, iso-
lation and observability. While none of these properties is
exclusive to the application of interpreters, interpreters still
excel when striving for the combination of all three.

C. WebAssembly

Until here, Wasm was introduced as a virtual ISA, to
be executed on a virtual machine/interpreter. This subsection
further characterizes Wasm.

Si.e in QEMU emulated devices may be usable without prior initialization

while the same code fails on real hardware



1) Compiling to WASM Bytecode: From a toolchain per-
spective, Wasm is just another compilation target. Many
programming languages compile to Wasm, including C and
C++ via LLVM’f] clang, Rust via the rustc compiler and
Ada via AdaCore’s GNAT LLVM backend [21]. Similar to the
relation between assembly and object code, there also exists
a textual representation for Wasm bytecode, which is based
on S-expressions: Wat [5]. Wasm bytecode and Wat can be
converted to one another. [Listing T|illustrates this with a simple

C program, which compiles to the Wat found in
respectively the Wasm bytecode found in

Listing 1. Increment by one in C
int add_1(int a){ return a+1; }

Listing 2. Increment by one in Wat
(module
(type (;0;) (func (param i32) (result i32)))
(func $add_1 (type 0) (param i32) (result
local.get 0
i32.const 1

))

i32)

Listing 3. Increment by one in Wasm
0061 736d 0100 0000 0106 0160 O17f O17f
0302 0100 0a09 0107 0020 0041 01 0b

2) The Wasm Virtual Machine: Wasm is a stack based
virtual machine, i.e. instructions may only push and pop values
to/from the said stack. This stack cannot be indexed; there
is no mechanism to access values arbitrarily deep below the
top. Functions however declare a number of local variables
— locals — which can be randomly accessed from within
their declaring function’s call-frame. Locals are also used to
pass function arguments, allowing random access to function
arguments too. Wasm follows the Harvard architecture, in
that strict separation between data and instructions is main-
tained. This, combined with the absence of arbitrary stack
and instruction pointer access, denies attacks like return-
oriented programming [22]. The so called linear memory
is a continuous, grow-able block of byte values which can
be arbitrarily indexed, acting as heap memory for Wasm
applications. Pointers in C/C++ and references in Rust/C++
thus become indices to the linear memory. All access to the
linear memory is bounds checked, accessing an index beyond
the current size of the linear memory is guaranteed to trap
the execution. Function pointers and virtual method tables are
implemented using Wasm tables, which map from an index to
a function reference. Function calls via tables are dynamically
type-checked, it is therefore impossible to corrupt the stack
due to a call of a wrongly typed function pointer.

3) Structured Control: Another aspect of the Wasm in-
struction set that differs from many ISAs is the enforcement
of structured control flow. This is realized by typed blocks
which are properly nested within each other. Each structure
construct block is opened by a block / loop / if and

Shttps://clang.llvm.org/

demarcated by an end instruction (Ob in Wasm, e.g. last byte
of [Listing 3). Additionally, jumping instruction (br / br_if
/ br_table) immediates can only refer to a block they are
nested within, instead of a jump offset expressed as integer
difference related to the instruction pointer. This restriction
comes with two advantages: first, goto like statements are
implicitly prohibited at the bytecode level, second, the type
signature of the blocks enable type checking independent
of control flow, i.e. both bodies of an if ...else
consume the same types from the stack during execution and
leave the same types on top of it after finishing.

4) Wasm Execution Lifecycle: Wasm bytecode can not be
executed right away. Instead, first a Wasm module is validated
to establish invariants which the later execution relies on. The
Soundness section of [3] states that this abstract interpretation
of all stack-manipulating instructions assures type preservation
with regard to the stack and ensures execution progress — the
interpreter may halt or trap only in ways that are specified.
We had mentioned both that Wasm bytecode retains structured
control flow, and that structure constructs (e.g. 1f ...else
...) are typed as well. Based upon these, the instructions
within a structure construct are verified to satisfy the constructs
declared input- and output-type. This allows each structure
construct itself to be type checked just like a simple stack
manipulating instruction. Combined, this eliminates the need
of type-checking at runtimeﬂ

After the validation succeeds, one or multiple Wasm mod-
ules are instantiated and linked. The instantiation initializes
tables, segments of the linear memory, global variables etc.
As a Wasm module can both import and export its contents
(like functions or the linear memory), linking resolves the
im-/exports between multiple modules. The specification [5]]
sections Module Instantiation and External Typing implicitly
prohibit cyclic dependencies, hence a simple iterative linking
algorithm suffices. Linking can also be used to expose func-
tions from the host environment to the guest environment, used
for example to expose OS functionality like file IO to a guest
program.

Finally, the execution of a module can begin. Any function
of the guest program can now be invoked from the host envi-
ronment. As the linear memory retains state between function
invocations, multiple successive guest function invocations
from the host environment can agglomerate complex internal
data state.

5) Fuel: While not part of the official Wasm specifi-
cation [5l], Fuel (or Gas) is a mechanism found in many
interpreters. For it, each instruction is associated with a fixed
amount of (Fuel) cost. Before starting the execution, an
interpreter instance is filled with a certain amount of Fuel. Now
as the interpreter executes, each instruction consumes Fuel,
until either none is left, or the execution finishes voluntarily.
Use-cases for this mechanism revolve around fairly metering
and limiting the algorithmic cost of a given Wasm execution
independent of hardware speed (which might be subject to

Texcept for indirect function calls via rables and funcrefs
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all kinds of effects such as multi-core interference, causing
unfairness). In practice Fuel also addresses the halting problem
without using a wall-time clock.

D. Common Interpreter Techniques

Certain techniques are often found in interpreter design.
The following subsections provide the fundamentals of those
techniques referred to later in this document.

1) Stack-less Interpretation: Nested function calls allocate
their local variables in a call-frame on the stack. Before calling
a function its arguments are pushed to the stack. And after a
function call returns the return value is popped from the stack.
Therefore, when interpreting a guest program that uses a stack,
the interpreter has to provide one in the guest environment. A
simple implementation is to use the stack already present in
the host environment; each time a function call in the guest
environment occurs, a corresponding function call in the host
environment occurs as well. This is simple, because it allows
to implicitly reuse all the provisions for a call-stack from the
host environment. However, this implicates state of the guest
program to be stored on the host environment’s call-stack. If
the host environment returns, unwinding part of its call stack,
this removes the guest environment’s state stored in host call-
frames. Later continuation of the guest program is impossible,
except if all guest state is stored somewhere else before any
unwinding on the host environment’s call-stack. Further on,
a sufficient call-stack height in the guest environment can in
turn trigger a stack overflow of the host environment.

For these reasons, many interpreters opt for a stack-less
approach. Meaning, that while there is a call-stack in the guest
environment, this stack is implemented as a heap-allocated
data structure in the host environment. Therefore, an arbitrary
call-stack height within the guest environment can be achieved
with a tightly limited call-stack height in the host environment.

2) Rewriting to IR: With regard to Wasm interpreters, one
common pattern is the use of an IR. Instead of interpreting
Wasm bytecode directly, first the bytecode is rewritten to a
custom Intermediate Representation (IR). This IR is then what
the interpreter actually executes.

The reason for this is as following: as introduced in
branch targets in Wasm bytecode are indirect. An
example would be the br instruction, which takes an argument
1 denoting how many levels of structure constructs to jump out
of. Thus, a naive direct interpretation of Wasm would require
a linear search through the Wasm bytecode whenever a br,
br_if,bf_ table or else instruction is found. This would
lead to a tremendous performance penalty. An IR enables
this linear search to be avoided, by replacing the indirect
branch target (“jump to the end of the third innermost structure
construction”) by a direct numerical offset on the instruction
pointer (“add 23 to the instruction pointer”). Further perfor-
mance optimizations become possible, for example rewriting
of the stack-machine that Wasm is into a register machine,
which maps closer to modern CPU architectures. [23]]

However, the direct instruction pointer offset for each
branch can be statically known during validation (otherwise

one could not rewrite to an IR with direct branches). Therefore,
a novel approach is the creation of a sidetable instead of an IR,
first described by Ben L. Titzelﬂ in A fast in-place interpreter
Jfor WebAssembly [23]]. The sidetable retains information on the
instruction pointer offsets and necessary mutation of the stack
for each branch. Thus, the linear search can be avoided, but
still the Wasm bytecode itself is interpreted (complemented by
the auxiliary sidetable). As hinted before, the sidetable can be
efficiently emitted as a side-effect of validation. The impact of
the sidetable creation on runtime is described to be marginal,
outperforming the cost of rewriting the entire Wasm bytecode
into an IR [23]]. Memory wise, the sidetable overhead again
is measurable, but small compared to the overhead of an IR:
the IR is found to be one to four times the size of the original
Wasm bytecode, while the sidetable adds only about 30% [23]].
3) Recursion: Many Wasm interpreter implementations
subject to formal verification use recursion as primary means
to implement loops. This is true for the algorithms described
in the Wasm specifications and the reference implementation
too [5, 24]]. The motivation for the choice in recursion is two-
fold: first, inductive specifications [5, 24] naturally translate to
pure recursive functions. Some mechanized proofs even allow
automatic synthesis of formally correct albeit heavily recursive
interpreters [[11}25]. Second, proving loop invariants within an
imperative program with side effects is often a challenge as
the rest of the program state is coupled to the proof.
Nevertheless, DO-178C/ED-12C prohibits unbounded re-
cursive algorithms [1, 6.3.3.d]. Without formal verification,
assuring a (mutual) recursion to be bounded is difficult, hence
DO-178C names the exclusion of all recursion as an example
for a design constraint in the software design standards [1}
11.7.e]. In the end, for any implementation which does not
base its verification purely on formal methods, it is advisable
to translate the recursive algorithms laid out in the Wasm
specification [5]] into algorithms based on loops instead.

III. MINIMUM REQUIREMENTS & STATE OF THE ART

From the introduction, an interest in using Wasm as exe-
cutable format for applications in avionics is motivated. To
execute Wasm, an interpreter is needed, and various such
interpreters already exist — most of which however target use-
cases distant from stringent safety regulations. It is therefore
of interest to identify a suitable interpreter. But what does it
mean for a Wasm interpreter to be suitable in this context?

To provide an objective answer, we first define a set of
high-level requirements. Then a selection of existing Wasm
interpreters is evaluated alongside these, with the goal of
finding an interpreter well suited for use in safety critical
avionics systems.

REQ-1: Certification of the Wasm interpreter shall be feasible
REQ-1.1: Resource usage at runtime shall be deterministic
REQ-1.2: The total code-closure of the interpreter shall be
less than 100 kLOC
REQ-2: Certification Evidence

reuse for interpreted

8author of the Wizard Research Engine and also co-founder of Wasm itself



applications shall be maximized

REQ-2.1: Wasm bytecode shall directly be interpreted as
EOC

REQ-3: The Wasm interpreter shall be
independent of additional core software

implemented

[REQ-T] and [REQ-1.1] do not require further justification,
however does. In theory, any amount of code can
be certified, e.g. theoretically speaking there is no prohibitive
amount of software. Practically speaking however, the effort in
certification grows at least linearly, most often super-linearly
with the amount of code. Hence, we set a limit to the total
amount of source code (including transitive dependencies) in
the requirement.

[REQ-2] and [REQ-2.T| both are motivated in using the poten-
tial for certification evidence re-use we previously identified in
[6]]; in particular the argument that Wasm bytecode resembles
EOC. is justified by the strive to avoid vendor lock-
in while maximizing portability. While REQ-1] is the only
necessity for Wasm in avionics, the remaining requirements
ensure that there is also benefit to the use of Wasm.

Now, a number of issues can put compliance with these
requirements in jeopardy. Each of these issues is linked to at
least one of the requirements:

o Huge code-base: a huge code-base is more costly to
verify and certify.

¢ Require AOT compilation: reuse of certification evi-
dence on the EOC is lost.

o Require JIT compilation: certification becomes infea-
sible, as EOC is generated at runtime on the target
computer. Characterization of real-time behavior becomes
very hard. [REQ-2.T} REQ-T.1]

o Interpretation of custom representation/IR: reuse of
certification evidence on the EOC is lost.

« Implementation in esoteric languages: hard to certify
due to lack of experience and tooling for the language,
high risk through low bus factor on the language. [REQ
1]

« Implementation in a garbage-collected language: real-
time behavior and resource usage are hard to predict,
limiting applicability to few use-cases. [REQ-1.1]

« Reliance on syscallﬂ limits portability to/between safety
enabled OS. [REQ-J]

o Use of recursion: DO-178C discourages recursion, hin-
dering certification [1]].

A selectior "] of interpreters we considered for use in avion-
ics is summarized in There is large variance in code-
base sizes, from wasmtime, spanning over 310 kLOC in the
full blown configuration, to wasm3 comprising just about 10
KLOC. A third of the interpreters do not make the cut for REQ-|
[[.2] even without the code closure of their dependencies. In
the remaining subset, all of the interpreters except wizard [19],

%i.e. memmap, often used to get executable pages for AOT/JIT compilation

10interpreters embedded within language frameworks and/or applications

such as browsers are left out due to

WebAssembly Micro Runtime (WAMR) [17] and the reference
interpreter [26] translate Wasm to native code/custom IR via
JIT/AOT, violating The reference interpreter and
wizard, despite interpreting Wasm directly, are implemented
in garbage-collected languages that jeopardize determinism in
memory management. The reference interpreter additionally
incorporates a great magnitude of recursive definitions, mostly
to match the semi-formal specification as much as possible.
Another direct interpreter, WAMR, exploits recursive tail-calls
for performance [29]].

Ultimately, there is not a single choice compliant with all of
the aforementioned requirements. We therefore conclude, that
there is a need for yet another Wasm interpreter, designed in
particular to conform to the requirements laid out above.

IV. BEYOND THE BARE MINIMUM: FEATURES USEFUL
FOR AVIONICS

In [section III} we identify requirements and frequent com-
pliance issues with them. An ideal choice of interpreter com-
plies with all the aforementioned requirements, consequently
avoiding all of the identified issues. However, while avoiding
aforementioned issues is necessary, there is more that can be
done to ensure the usefulness of an interpreter. Therefore, this
section discusses features and further requirements which lead
to a beneficial interpreter design. After all, it is not sufficient
for a Wasm interpreter to be certifiable, it must also prove
useful to justify the effort.

Fig. 5 of [6] illustrates two different approaches towards
the integration of a Wasm interpreter. Either, the interpreter
is only used to achieve hardware independence of EOC. Or,
the sandbox inherent to Wasm is additionally relied upon
to provide spatial and temporal isolation independent of any
OS. To support also the second approach, we introduce two
ancillary requirements:

REQ-3.1: The Wasm interpreter shall enable scheduling of
multiple applications

REQ-3.2: The Wasm interpreter shall implement temporal
isolation between multiple uncooperative applications

One important requirement remains. Vast amount of effort
in airborne software lays in the creation of assurance evidence.
Most often this requires the recording or observation of
detailed runtime behavior of the software to be assured. To
assist this, we add a final requirement:

REQ-4: The Wasm interpreter shall provide instrumentation
capability down to the instruction

With these high-level requirements considered, we outline
the most important features and the chain of arguments linking
them together.

A. Bare-metal

To maximize compatibility, the interpreter should be de-
signed to run without reliance on an Operating System. This
enables the effortless integration of the interpreter on any
existing OS, or on bare-metal hardware without an OS. [REQ-|
3l



TABLE I
POTENTIAL ISSUES FOR USE OF WASM INTERPRETERS IN SAFETY CRITICAL AVIONICS.
!INDICATES THE ISSUE IS PRESENT; v INDICATES NO ISSUE IS PRESENT.
AN OPTIMAL CHOICE HAS FEW LINES OF CODE (LOC), AND AS MANY v'AS POSSIBLE

6 Ty fy oo
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c%' 2, /0, “© ¢ © ¢ % % % L
“ 9(//{' %/* 9”00 (?Oo & Go(/ OO&

o, S, ¥, S S T, Uy
Wasm Interpreter Huge Code-base D> R % % Y% B N
wasmtime (v31.0.0) [12] 310 kLoC ! ! ! v /! v !
wasmtime (v31.0.0 - minimal build) 47 kLoC ! v v v v v/ !
wasmi (v.0.44.0) [18] 45kLoC v v/ ! v v v v
wizard (commit #3cced75 - JVM) [19] 26kLoC v vV VvV ! ! v 7/ !
wizard (commit #3cced75 - x86_64-linux) 34kloC v Vv V ! ! ! v v
Reference Interpreter (commit #05949f5) [26] 11kLoC v Vv V V ! v ! v
wasmer (v5.0.4) [15] 193 kLoC ! ! v v v ! !
WAMR (v2.2.0 - classic interpreter mode) [17] N2 klLoC v Vv VvV V /¥ e/
wasm3 (v0.5.0) [27] 10 kLoC v v ! A L
WasmEdge (v0.14.1) [14] 36 kLoC ! ! v /v /! v !
WAVM (nightly/2022-05-14) [28] 32 kLoC ! ! v v v ! v !

* a custom platform API has to be implemented for bare-metal use.

e

takes advantage of recursive tail-calls for performance [29].

*** generator script of the table can be found in |https:/github.com/DLR-FT/wasm-interpreter-review- table-dasc-2025,

B. Resumable

For various reasons, such as a hardware interrupt or a time-
window based static scheduling, preemption of an interpreter’s
execution might be needed. Taking into consideration the
request for bare-metal execution (see and
[REQ-3]), this can not rely on a process/thread model’s
context switching stemming from an OS scheduler. Instead,
the interpreter has to be designed to retain all relevant state of
the virtual machine in such a way, that unwinding the host call-
stack does not discard of it. It follows, that at a later time the
execution must be able to resume seamless from where it was

interrupted. details how this can be achieved

by means of the stack-less execution technique introduced in

[subsubsection II-D1} [REQ-3.1

C. Bounded Execution Time

When starting the execution of a Wasm program, it may
not be known whether it will terminat Further, temporal
isolation implicates that it cannot be assumed that the guest
environment will voluntarily yield after some time. Therefore,
the interpreter has to provide an invocation mechanism with
bounded execution. Two boundary kinds can be used, either
passed wall-clock time, or the Fuel concept introduced in
[subsubsection II-C5| The former suits well in light of temporal
isolation with Worst Case Execution Time (WCET) bounds,
while the latter lends itself due to not relying on the existence
of a hardware backed timer or clock.

Together with the resumability feature described in
this enables the sequential execution of multiple,
uncooperative Wasm applications on a single CPU. Uncoop-
erative in this context means, that a rogue Wasm application
which never finishes execution does not prevent other Wasm

the undecidability of termination for an arbitrary algorithm is described
as the “halting problem”

applications from being scheduled. Henceforth temporal iso-
lation can be achieved, a building block for partitioning as
described in DO-178C [, 2.4.1.b.]. In the case of Wasm Fuel
bounded execution, scheduling can be implemented entirely in
software, without any need for hardware devices at all. Note-
worthy, both forms of bounded execution enable extremely
efficient context switches between the Wasm applications, as
no OS context switcheﬁ are required.

D. Migratable

Assuming the interpreter state is de-/serializable into a
hardware independent, canonical format. Then this format may
be transferred between computers, even those of differing ISA.
Thus, a Wasm application can be started on computer a with
bounded execution. As the bound is reached, the application
is paused. Now, the interpreter state joint with the Wasm
bytecode are transmitted to another computer b, which then
continues the execution of the Wasm application just from
where it was paused on computer a. Another possibility is the
use of interpreter state snapshots for check-pointing. While all
of the aforementioned is possible without using an interpreter,
using an interpreter makes it achievable without any support
from the application itself.

E. Hooks

The interpreter should allow user-specified hooks to be in-
serted, enabling observability as motivated in
For example, a useIE] supplied callback-function registered
as instruction hook which is executed upon each instruction
enables structural coverage. This is useful both during develop-
ment, V&V and at runtime. For the former two, probes can be
inserted i.e. at branching instruction to debug control flow and

2typically these involve syscalls, adjustment of the Memory Management
Unit (MMU)’s pagetables etc.
3as in developer using the Wasm interpreter
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measure structural coverage. During runtime, data flow as well
as execution time and performance metrics can be tapped into
to provide comprehensive health-monitoring. This monitoring
may both detect functional issues (such as implausible data),
as well as non-functional issues (such as unexpectedly slow
or fast execution). However, the addition of hooks impacts
runtime performance. If for example a monitoring call-back
is called upon every instruction being processed by the inter-
preter, then a significant slow-down of execution is eminent.
Care must be taken to provide efficient instruction-selective
hooks, which only trigger upon certain instructions (e.g. all
branch-instructions enumerated in [subsubsection II-C3)), to
avoid unnecessary slow-down. [REQ-4]|

By providing observability of a application internals during
execution, most if not all need for instrumentation of an
applications itself is removed. Therefore, this requirement
plays well with the mandate on verifiability of source code laid
out in DO-178C/ED-12C: “code does not have to be altered
to test it” 1}, 6.3.4.c.].

V. DESIGN

This section concerns with how the aforementioned features
and requirements can be achieved and satisfied. As there is
no novelty in the creation of an interpreter itself, the focus
revolves around the less common goal of enabling software
based scheduling without OS or interrupts.

A. Resumable Execution

subsection IV-B| motivates preemption of guest execution
as a useful feature for an interpreter, along with the en-
abling requirement of stack-less interpretation. In practice,
resumable execution can be modeled by an invocation state
which is returned as the result of a Wasm function invocation.
Depending on how execution was halted, this invocation
state can then be one of two variants: it can either be the
function’s return value if execution finished normally or it
can be a resumable structure if execution was preempted
by some external event or when execution ran out of fuel.
The resumable structure contains all relevant execution state,
allowing later continuation. In stack-less Wasm interpreters,
as introduced in [subsubsection II-DI} its creation is rather
straightforward. All execution state of a Wasm guest, such as
the guest stack, linear memory and tables, already resides on
the heap, removing the need for inefficient copying of this data.
Ownership of these data allocations is simply transferred into
the resumable structure. shows a sequence diagram
for an exemplary function invocation, followed by preemption
of the guest execution through some external event. There
execution is then resumed by passing the resumable structure
back to the interpreter, resulting in the Wasm code execution
finishing with a final return value.

Migratability, as described in is another
useful feature enabled by this design. It is implemented by
serializing the previously obtained resumable structure and
sending it along with its associated Wasm bytecode to another
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Fig. 1. A sequence diagram showing the flow of execution between a user, the
interpreter and the interpreter loop contained inside the interpreter. A function
is invoked by the user and its execution is later preempted by some event (see
Isubsection IV-C} [subsection V-C). The user then receives a resumable structure
and uses it to continue execution, eventually obtaining the final return value.
Lifelines highlighted in blue mark the lifetime of the execution state associated
with this function invocation.

target system. On the target system, execution can then be
resumed.

B. Bounded Execution with Fuel

[subsection TV-C] motivates the use of the Wasm fuel con-
cept introduced in [subsubsection II-C5| to enable scheduling
without interrupts or an OS. The simplest implementation of
this concept would be to trap the execution if the difference
between the remaining fuel and the next instruction’s fuel
cost becomes negative. However, this imposes some integer
arithmetic and a conditional branch for every instruction
executed, resulting in a severe performance penalty.

To reduce this performance penalty, the overhead of fuel
accounting can be batched on a basic block granularity. First,
the Wasm bytecode is segmented into basic blocks, delimited
by branching instructions (br, br_if, br_table, else,




call and call_indirect). As branches delimit basic
blocks, execution flow is guaranteed to linearly pass through
a given basic block (except for traps, which halt the execution
anyhow). Thus the maximum fuel cost can be determined per
basic block. Now, at each branch, a condition is insert to check
whether the remaining fuel is larger or equal to the fuel cost
of that next basic block.

C. Bounded Execution by Handbrake

While the fuel concept considers computational progress
measured in instructions, real-time applications concern about
wall-clock time. Hence to implement a real-time capable
scheduling, another mechanism is required. We propose a
hardware-interrupt like behavior with an in-software, polling
based mechanism woven into the Wasm interpreter.

When invoking a Wasm function in an interpreter, a pointer
to a machine word and a mask value of machine word type
is passed as well. Similar to the mechanism introduced in
subsection V-B| at each branch the pointer is dereferenced.
If the bitwise AND between the dereferenced machine word
and the mask value is not zero, then the interpreter pauses
its execution, yielding a resumable object as described in

To implement a real-time capable scheduling, a timer has
to be initialized, which triggers an overflow status bit upon
reaching its maximum counter value. By passing a pointer
to that timer’s status register and providing a bitmask that
masks all but the overflow status bit when invoking a Wasm
function, a timely return can be guaranteed. This principle is
compatible with many memory mapped 10 device which
usually communicate data availability via a status bit in a
control register.

A caveat of this mechanism however is the delay between
the occurrence of the timer overflow condition and the actual
interruption of the interpretation. If the overflow condition
occurs at the beginning of a very long basic block, still the
entire basic block is executed to completion before pausing
interpretation. This caveat can be mitigated by either static
analysis of the Wasm bytecode for long basic-block or by
checking the status register not per basic-block, but per
every instruction. The latter however is subject to the same
performance penalty as the naive fuel accounting described in

Staying close to the automobile metaphor of

fuel, we call this handbrake.

VI. CHALLENGES

While the previous sections detailed many aspects, insights
and ideas revolving around the implementation of a Wasm
interpreter tailored for use in airborne software, challenges
remain. This section summarizes the most pressing ones,
providing hints towards resolution where available.

14for example Arm’s PL031 timer, PI011 UART and PL0O80 DMA controller

A. Certification

When certifying an interpreter for use in avionics, a certifi-
cation base has to be defined. The certification base includes
a list of the standards to be applied in order to assure the
resulting product, which is handed in as part of the Plan for
Software Aspects of Certification (PSAC) to the assessor. DO-
178/ED-12 is the most relevant such standard for software
certification, first published in 1981. Over the past 40+ years,
various technological advancements motivated two updated
revisions, DO-178B/ED-12B and DO-178C/ED-12C, as well
as four supplements. These supplements, DO-33[0-3]/ED-
21[5-8], outline, detail and refine the objectives from DO-
178C/ED-12C in light of specific aspects, such as formal
methods in the case of DO-333/ED-216 [30, 31} 132} 133]].

1) The Duality of DO-332: In particular, DO-332/ED-217
describes the vulnerabilities and consequently recommended
additions and changes to DO-178C/ED-12C’s objectives when
using an interpreter. As such, including DO-332/ED-217 into
the certification base of any project which includes a Wasm
interpreter seems sensible. However, the main topic of DO-
332/ED-217, “Object-Oriented Technology and Related Tech-
niques”, is orthogonal to the use of interpreters. We assume,
that due to Java, a widespread, strictly object oriented pro-
gramming language which relies on the JVM to interpret Java
bytecode, considerations for virtual machines and interpreters
where included in DO-332/ED-217. However, Wasm neither
prescribes a specific programming language, nor a specific
programming paradigm such as object orientation. Therefore,
an applicant for certification needs to elaborate within the
PSAC, that while DO-332/ED-217 is used, only parts of it
are applicable.

Specifically, the following statements from DO-332/ED-217
are of relevance:

1) Interpreters are characterized as a form of virtualiza-

tion [32, 00.1.6.2.7].

2) Programming instructions processed as part of a virtu-
alization technique are not to be considered data [32,
00.D.1.7.1], but executable codeE] 132, O0.D.1.7.3].

3) Any such planned use of virtualization has to be docu-
mented in the PSAC [32, 00.4.2.m.].

4) “[To] demonstrate correctness of an interpreter, a clear
specification of its semantics is needed” [32, FAQ #27].

Of these, points 1. and 2. establish an understanding, which
needs to manifest in the PSAC as described in point 3. With
regard to point 4., the Wasm specification [5, 24] serves as an
excellent basis. However, it is advisable for requirements to be
derived from the Wasm specification, to satisfy the objectives
on requirements based testing found in DO-178C.

2) Is Wasm Bytecode EOC?: A central point of concern
remains. [6] proclaims that Wasm is to be treated like EOC
for matters of certification. The argument goes as following:

DO-332/ED-217 clearly establishes that (byte-)code in-
terpreted by a virtual machine is code, not data [32,
00.D.1.7].

BSwhich is subject to all the objectives on executable code



1) “EOC consists of a form of code that is directly usable
by the processing unit of the target computer” [1} 11.12].

2) “The term target computer can be interpreted to mean
target environment. The target environment is either
a target computer or a combination of virtualization
software and a target computer” [32, 00.4.0].

Assuming that the virtualization software which is part of
the target environment (argument item 2)) becomes also part of
the target environments’s processing unit, then per argument
Wasm bytecode indeed is EOC. However, pedanti-
cally reading this view can be refused, with the consequence
that for interpreted code there exists no corresponding EOC.
Ultimately this question can only be settled by a common
understanding with a certification authority.

B. Worst Case Heap Usage in the Host Environment

When using the sandbox provided by a Wasm interpreter
to provide partitioning, additional considerations emerge, re-
volving around heap and stack memory usage of the host
environment. Wasm does prevent access to foreign memory
and enables deterministic bounds on guest heap memory
(which is implemented via linear memory). Any attempt to
grow the linear memory past the declared limit will trap the
execution.

However, the host environment’s heap usage depends on
various dynamic data structures needed to implement an inter-
preter, and is thus complex to predict — threatening
These concern in particular call- and value-stack, of which the
former contains each function call-frame’s locals. Being stored
in heap allocated data structures within the host environment,
they provide possibility for a Wasm module to cause arbitrary
heap allocations of the host environment leading to resource
exhaustion.

Further on, while the host heap usage can be reduced
through the use of a non-rewriting interpreter, as described in
1I-D2} ancillary data must be stored on the host environment’s
heap to achieve efficiency. These include index structures to
avoid linear searches, e.g a map to resolve imported functions
but also the sidetable described by Ben L. Titzer in [23]].

This problem can be addressed by a combination of doc-
umentation and testing. First, the documentation of each
function must name the precise heap allocation behavior of it,
if necessary in dependence to the supplied function arguments.
Second, an instrumented allocator should be used during test-
ing to observe the number of allocations and total allocation
size. With that in place, allocation driven tests, which only
pass when precisely the expected allocation pattern occurs,
are then used to verify the claims from the documentation.
The resulting documentation is used to predict the potential
resource usage of operations like validation and linking, allow-
ing to handle resource exhaustion gracefully before it actually
occurs.

Note that some data does not need to be stored on the heap,
because it is already present in the Wasm bytecode. Those
unjustified allocations can be identified and replaced with on-
demand parsing of the Wasm bytecode itself.

C. Worst Case Guest Stack Usage

While stack-less interpreters (see [subsubsection II-DI)) en-
able the storage of the guest stack on the heap, what would
be a stack overflow in the guest now becomes an unbounded
heap allocation in the host environment. The implementation
of a limit for the guest stack usage, acting as a safeguard,
is non-trivial for interpreters. Existing interpreters rely on
mechanisms like guard-pages [23]] or fine-grained accounting,
imposing either a dependence on an OS or a significant
performance penalty respectively. We suspect both a low-
overhead, coarse-grained runtime accounting as well as solu-
tions leveraging static analyses to be viable, with the latter
restricted to those Wasm programs evading recursion and
indirect calls.

VII. CONCLUSION

This paper continues the path towards using a Wasm inter-
preter in avionics we started with [6]. For that, it provides a
detailed characterization of interpretation in general and Wasm
in particular. To identify what makes an interpreter suitable
for use in safety critical avionics, it introduces and justifies
relevant requirements. A selection of Wasm interpreters is
evaluated based upon these, arriving at the conclusion that
none of them ticks of all the boxes, with WAMR com-
ing closest. Further considerations to increase the utility of
an interpreter, by reducing both its reliance on other core-
software and on hardware based partitioning mechanism are
then presented. This culminates in the description of an inter-
preter comprising hardware and OS independent scheduling
of uncooperative Wasm applications. Remaining challenges
are finally enumerated; certification wise these comprise a
twist on the applicability of DO-332 and the open question
to certification authorities whether Wasm bytecode is EOC —
or not. Further, complications of Wasm based spatial isolation
are explained, in particular due to the multitude of mechanism
via which a Wasm guest application can cause the host
environment’s Wasm interpreter to allocate memory. We then
suggest approaches to tackle those aforementioned challenges,
motivating future research. In summary, we conclude that
it is advisable to implement yet another Wasm interpreter,
complying to the requirements we defined in By
virtue of the additional requirements, features and design
laid out, we expect this new interpreter to prove useful, by
increased certification evidence reuse and simpler evidence
gathering. It remains to be seen whether the possibility of
implementing spatial and temporal isolation in software, as
opposed to an OS, proves beneficial to certification too.
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