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ARTICLE INFO ABSTRACT
Communicated by Y. Lei Continuous monitoring of the rail condition plays an important role in railway maintenance

and the planning of noise- and vibration-reducing measures. Rail monitoring can be carried out

I]:ZTV: ar;is: efficiently using vibro-acoustic measurements with onboard sensors. However, this approach
Noise and vibration generates large amounts of acoustic and vibration data, which makes real-time transmission,
Condition monitoring processing and storage a challenge. This paper presents a sparse coding framework applied in
Sparse coding the time—frequency domain that aims to overcome these challenges by significantly reducing the
Sparse dictionary learning amount of data while preserving important information for rail defect detection and diagnosis.
Compressed sensing The Short-Time Fourier Transform is used as a preprocessing step to transform raw signals into a

time-frequency representation, capturing the non-stationary characteristics of the signals. The
spectrum at each time window is then represented by a sparse linear combination of basis
spectra, which form a dictionary. Online sparse dictionary learning is used to create a data-
driven, adaptive representation tailored to the frequency characteristics of vibro-acoustic signals
related to rail defects. Experimental data acquired with a microphone and an accelerometer
mounted on the wheelset of a tram are used to evaluate the framework. The experimental
results show that the framework is able to achieve high compression rates and reduce noise. A
reduction in data size of 98% was obtained without loss of relevant information. The proposed
approach offers significant advantages for modern railway condition monitoring systems. It is
scalable for large amounts of data, energy efficient and suitable for real-time implementation. By
reducing data bottlenecks, it enables efficient track monitoring with on-board sensors. This work
thus contributes to the development of intelligent and cost-effective solutions for infrastructure
management.

1. Introduction

Railways play a vital role for public transport. Infrastructure maintenance is important to ensure the safety and reliability
of railway operations and also to mitigate rolling noise and vibration caused by the dynamic rail-wheel interaction. Traditional
maintenance strategies are based on visual inspections and the use of specialized measurement vehicles. Both are costly, time-
consuming and require the track to be closed, which inevitably leads to an interruption in train operations. Therefore, these
inspections can only be used relatively rarely to monitor the track. An alternative approach is the use of sensor systems on board
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in-service trains [1-7]. Especially, vibro-acoustic measurement methods using accelerometers and microphones are promising as
they provide valuable insights into track integrity and detect issues such as rail wear, and surface defects that lead to increased
rolling noise. These sensors are also more resistant to dust, dirt and the generally harsh conditions in the railway environment
than optical sensors [1]. In order to monitor rail surface defects that relate to rolling noise and vibration it is important to have
a short transmission path from the rail to the sensor by e.g. placing the sensors on the axle of the train. For instance, axle-box
accelerations have been used to detect rail surface defects such as squats [8] and corrugation [5,9] and to monitor rail roughness [6]
and longitudinal level [7]. However, these systems require high data sampling rates with up to tens of thousands of sampling points
per second and therefore generate a large amount of acoustic and vibration data. While the use of raw data offers the highest
flexibility in terms of algorithms and methods subsequently used for data analysis and visualization, the considerable amount of
raw data poses significant challenges for real-time processing, transmission, and storage. Addressing this bottleneck is essential for
scalable and cost-effective monitoring solutions.

Data compression can be achieved by eliminating statistical redundancy, where no information is lost, or by lossy compression,
where unnecessary or less important information is removed. With lossy compression, some signal information is therefore lost,
i.e. the signal reconstructed from the encoded representation is similar but not identical to the original signal. The advantage
of lossy methods is that in some cases they can produce a much smaller compressed file than a lossless method and still fulfil
the requirements of the application. Sparse coding as a lossy compression methodology has emerged as a promising technique to
greatly reduce the amount of data in condition monitoring [10-12]. By exploiting the inherent sparsity or compressibility of signals
in a suitable domain, sparse coding allows data to be represented with significantly fewer samples than required in the original
domain without sacrificing reconstruction accuracy. Applying this approach during data collection on the onboard unit minimizes
the amount of data that needs to be transferred to the back-office facilities. In order to take possible resource limitations of the
onboard units into account, the computational complexity of the algorithms used should be kept as low as possible.

Sparse coding can be performed using predefined basis elements, such as wavelet or Fourier bases or as a data-driven approach
that seeks a sparsifying basis tailored to the data under consideration. The latter, also known as sparse dictionary learning, is
leveraging the specific structure of the data and has been shown to achieve superior results in terms of sparsity and signal
reconstruction [13,14].

Onboard vibro-acoustic data are composed of stochastic signals with low temporal redundancy. This poses a challenge for data
compression based on this redundancy. In contrast, the frequency characteristics of rail irregularities are well-defined [15] and
can be exploited for data compression. Therefore, we advocate the application of sparse dictionary learning to sensor data in the
time-frequency domain. In this domain, shift- and phase-invariant dictionaries can be learned using scalable online optimization
algorithms. Our main contributions are as follows:

» We motivate the use of sparse dictionary learning on magnitude spectra, highlighting the necessity of shift-invariant dictionary
learning for noise and vibration monitoring, and the limitations of applying these methods in the time domain.

» We propose the use of established, efficient techniques for online learning based on coordinate descent optimization.

» Experimental validation is provided using onboard vibration and acoustic data acquired on a tram during normal operation.
This demonstrates the effectiveness of the proposed approach in reducing data volume while preserving essential information
for condition monitoring. Compared to a baseline PCA method, the proposed approach exhibits superior convergence behaviour
and reconstruction fidelity.

By addressing the challenge of high-volume data in railway track condition monitoring, this work contributes to the advancement
of scalable, energy-efficient, and intelligent maintenance systems for modern railway infrastructure.

The remainder of the paper is organized as follows: Section 2 reviews the principals of sparse dictionary learning and its
shift-invariant variants, and describes the proposed approach in the time-frequency domain. Section 3 outlines the experimental
setup, including data acquisition, and presents the validation of the proposed algorithm with a focus on the trade-off between data
compression and loss of information. Section 4 discusses the practical implications of the proposed approach and outlines directions
for future research. Finally, Section 5 concludes the paper.

2. Sparse coding

Sparse coding is a representation learning method, which aims to find a sparse representation of the input data. Specifically,
vectors of input data are modelled as a sparse linear combination of basis elements, so-called atoms, which form a dictionary.
Considering the matrix X =[xy, ...,xy] € RM*N as a finite training set of signals, then the goal is to factorize it into two matrices,
i.e. the dictionary D = [d,,...,dg] € RM*K and the code C = [c,, ..., cy] € REXN which fulfil some task specific constraints. The
code vector ¢, € RX is the encoded representation of nth sample x,, containing a weight for each of the K atoms d,, ...,dg € RM.
The resulting factor model is thus:

X=DC. (€Y

The number of basis elements K can be smaller or larger than the number of elements M in the input signals. If K < M, the
dictionary is considered undercomplete and if K > M, it is considered overcomplete. Besides performing dimensionality reduction
undercomplete dictionaries have been used to address specific tasks, such as non-negative matrix factorization [16], end-member
analyses [17] or feature extraction [4]. Overcomplete dictionaries are mainly applied in compressed sensing as a lossy compression
method. The idea is based on the assumption that there is a domain in which data can be represented by only a few non-zero
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coefficients. This is achieved by imposing sparsity on the code, e.g. by #!-regularization also known as Lasso [18]. Hence, the
dictionary can be used to sparsely encode the data by solving:

PR 1
¢z arggnmznx-ncnim+a||C||1,1, )

where each row of the result C is the solution of a Lasso problem.
2.1. Sparse dictionary learning

Sparse dictionary learning is a data-driven approach to learn the basis elements of the dictionary based on training data instead of
using a predefined dictionary consisting of elements such as wavelets. This allows the basis elements to be adapted to the data, which
significantly improves the signal reconstruction [13,14]. Sparse dictionary learning can be expressed as the following regularized
optimization problem:

2
Fro

argcglin%HX -DC|l;,, +allCll;; ,subjectto |ld;]l,=1,Vke{l,....K}, 3)
where the first term is the Frobenius norm of the reconstruction error and the second term is the #!-penalty, which imposes sparsity
on the code. The trade-off between model reconstruction and sparsity of the code is controlled by the regularization parameter a.
The normalization term ||d,|l, = 1 avoids scaling ambiguity and ensures that the power of the signal is solely determined by the
magnitude of the code.

The underdetermined linear system in Eq. (3) is convex with respect to each of the two variables C and D but not jointly convex.
It can be solved by alternately updating C, as a solution to multiple Lasso problems, considering D fixed, and then updating D to
best fit C [14].

2.2. Shift-invariant sparse dictionary learning

Audio and vibration signals are often generated by a limited amount of distinct excitation events. Speech for instance is generated
by characteristic vibrations of the vocal cords [19]. In the example of railway rolling noise and vibration, these events can be
attributed to a specific type of singularity in the rail surface, indicating a recurring structural feature that consistently influences
the dynamic response. The redundancy observed in time series of such signal does not stem from the temporal occurrence of the
transient events, which can be considered stochastic in nature. Instead, the redundancy arises from the characteristic geometrical
properties of similar structural features. Ordinary sparse coding is this example would required to learn one basis element for each
possible time-shift of the event, which is infeasible. To encode such signals effectively, it is therefore necessary to employ a shift-
invariant method that assigns the same code to identical signals, regardless of their temporal occurrence. Treating the dictionary as
a bank of linear, shift-invariant filters transforms Eq. (3) into a convolutional dictionary learning problem [20]:

K K
argcfinin%nx - kzi d el + akzi lleell, , subject to [|d|l, =1, Vk € {1, ..., K}. 4
This approach enables the encoding of recurring patterns in a time-invariant manner. Various sparse dictionary learning algorithms
have been adopted for this kind of problem [21]. Several methods [21-23] based on the Alternating Direction Method of Multipliers
(ADMM) [24] leverage the fast Fourier transform to accelerate the compute of the convolution. However, whether implemented in
the time or frequency domain, the convolution operations required in each iteration of the update process introduce significant
computational overhead in terms of both memory and processing time. This makes such methods less suitable for online learning
applications. Additionally, special attention must be paid to mitigate boundary effects introduced by the convolution operator, which
can distort the learned representations near the signal edges [20,25].

2.3. Proposed approach

The objective of our approach is to derive a sparse representation of vibro-acoustic data that significantly reduces data volume
while preserving the information necessary for rail and track condition monitoring. To achieve this, we propose applying sparse
dictionary learning in the time—frequency domain. This choice is motivated by two key considerations.

First, railway noise and vibration signals exhibit both transient and stationary components, which are most effectively captured
in the time—frequency domain [26]. Second, in this domain, the dictionary learns time-invariant basis elements without requiring
explicit modelling of temporal shifts in the objective function. This results in a computationally more efficient alternative to
convolutional dictionary learning, while still providing shift-invariant representations. In essence, sparse dictionary learning in the
time-frequency domain offers the benefits of shift invariance at the computational cost of conventional sparse dictionary learning.

Time-frequency signal decomposition is well-established, particularly in the context of blind source separation in audio and music
analysis, where non-negative matrix factorization (NMF) has been widely used [27,28]. However, our problem differs fundamentally.
While NMF typically aims to identify a small number of interpretable basis elements, such as isolated musical notes, our goal is to
efficiently compress noisy, stochastic signals. The novelty of our approach lies in the application of sparse overcomplete dictionary
learning for data compression on magnitude spectra of sensor signals.
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In our approach, the data is transformed into the time—frequency domain using the short-time Fourier transform (STFT), a linear
representation commonly employed for analysing non-stationary signals. In the discrete time case, the STFT is obtained by moving a
window w with a certain number of samples by / increments over an input signal y[sn] with the sampling interval 4r and sequentially
calculating the fast Fourier transform:

N-1
STFT{y[n]}[m, p]l = Y[m,p] = Z ynlwln — mhle™ 2N pmpeZ . (5)
n=0

The STFT yields a complex-valued function Y [m, p], whose absolute value |Y [m, p]| represents the magnitude of the signal at time
t = mhAt and frequency f = p/(N Ar). If we pack the set of magnitude spectra of the STFT as the columns into the non-negative
matrix X, where N is the number of time steps and M the number of frequency bins, the sparse dictionary learning on the magnitude
spectra can be expressed as:

arg min%HX -DC|2, +alCll; ,subjectto C.D >0, [[d,ll, =1, Vk € {1,....K}, (6)
CcD

Here, each dictionary atom d, represents a basis spectrum with M frequency bins. The non-negativity constraints in Eq. (6)
enforce that C and D are positive, which requires that X is positive, too. Since we operate on magnitude spectrograms, this non-
negativity is inherent to the data under consideration. It also ensures that the basis elements of the dictionary, the atoms, can be
interpreted as basis magnitude spectra, which facilitates the interpretation of the code as well as the dictionary. By omitting the
phase information, the representation becomes phase-invariant, which further improves the compressibility of the encoded signal.
This is particularly advantageous in the context of rail condition monitoring, where the phase of vibro-acoustic signals excited by
rail irregularities can vary depending on factors such as the vehicle’s direction of travel and the lateralposition of the wheel on
the rail. As a result, phase is not a reliable or consistent feature of rail surface defects, and using phase-invariant basis elements is
beneficial for robust signal encoding.

The optimization problem in Eq. (6) can be efficiently solved in an online fashion [14]. The dictionary and code are updated by
performing a single iteration per mini-batch. The batch size, determined by the number of time steps in the spectrogram, can be
adjusted to match the computational constraints of onboard edge devices.

Once the dictionary is learned, new data can be sparsely encoded by solving the Lasso problem defined in Eq. (2). The cyclical
coordinate descent method [29] implemented in the Python toolbox scikit-learn [30] is used in this study to compute the Lasso
solution. The sparsely encoded signal can be decoded by simple matrix multiplication according to Eq. (1).

3. Experiments

The experiments presented in this study focus on the performance of the proposed sparse coding approach in terms of data
compression compared to a possible loss of information. A detailed interpretation of the signals with regards to specific failure
modes is out of scope of this study and will be dealt with at a later stage.

3.1. Data acquisition

The data were acquired within the project OnboardEU [31,32] with the aim to develop artificial intelligence methodologies for
automated rail defect detection. Up to ten vehicles in various European cities (including Hanover, Graz, Vienna and Basel) have
been equipped with onboard measurement systems with edge computing capability. A single measuring system consists of two
microphones and two three-component acceleration sensors, with one of each installed on the left-hand and right-hand sides of the
same vehicle axle (Fig. 1), in order to be able to assess the condition of the left and right rail separately.

Mounting the accelerometers under the suspensions avoids any mechanical filter on the vibration path from the rail to the
accelerometers and thus enables the recording of high-frequency vibration signals, such as those excited by the roughness of the
rail. In this study, only the vertical component of the acceleration sensors is considered, as it is the most significant for irregularities
of the rail surface [9]. The system further comprises a positioning system consisting of a Global Navigation Satellite System (GNSS)
and an inertial measurement unit (IMU). The GNSS antenna was mounted on the roof of the tram while the IMU was mounted in
the base unit inside the tram. A sensor fusion approach incorporating map data was used to assign a position on the track in the
rail network to each measurement point [33]. The accelerometers and microphones acquired data with a sampling rate of 4,000 Hz
and 44,100 Hz, respectively. To reduce data volume, data was only recorded when the tram was travelling, i.e. data recording was
paused during longer stops. The triggering of the recording was based on a threshold of the GNSS speed. To avoid data loss, a
10-second pre- and post-trigger was used. As a result, 5 to 10 GB of data were collected per vehicle per day. The onboard data
acquisition was complemented by a visual track inspection, which revealed localized rail irregularities [34].

3.2. Processing parameters

In our experiment, we used vertical acceleration and sound pressure data measured with the left accelerometer and left
microphone, respectively. Both datasets were converted to the time—frequency domain by calculating the STFT for each journey.
A window length of 1,024 samples with an overlap of 50 % was chosen for the STFT. For each frame the single sided magnitude
spectrum was calculated consisting of 512 frequency bins covering the entire bandwidth up to the Nyquist frequency of 2,000 Hz and
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Fig. 1. Installation of the sensor system, ACC: accelerometer, MIC: microphone.

22,050 Hz for the acceleration and sound pressure data, respectively. This means that the frequency resolution of the spectrogram
of the acoustic data is about ten times lower and the temporal resolution about ten times higher than that of the vibration data. The
dictionary learning was performed for the acceleration and microphone data separately. For the dictionary learning 100 randomly
selected journeys were used. We treated each spectrogram derived from a single tram journey as a mini-batch. The dictionary was
chosen to contain 1,024 atoms, i.e. twice the amount of frequency bins of the STFT resulting in an over complete dictionary. Hence,
the atoms of the dictionary are not required to be orthogonal and carry redundant information. Ten different dictionaries were
trained for both data sets using different alpha values logarithmically spaced between 0.1 and 100. The results of the dictionary
learning were validated with separated data from another journey, which are shown in Figs. 4 and 5. For each of the learned
dictionaries the code was calculated for the validation data using Eq. (2). Then, for each code the sparsity was determined by
dividing the number of zero elements by the total number of elements. The elbow method [35] as simple heuristic was then used to
select the best alpha parameter. The idea is that the best compromise between sparsity of the code and reconstruction capability is
indicated by the knees of the curves shown in Fig. 2, i.e. the points at which an increase of alpha only slightly increases the sparsity.
Based on that, we chose conservative alpha values of 0.5 and 0.2 for further analysis of the acceleration and sound pressure data,
respectively.

All computations in this study were carried out on a notebook with 16 GB RAM and an Intel Core i7-10850H CPU with 2.7 GHz.

3.3. Feature extraction

To evaluate how the data compression using sparse coding affects the information contained in the data with regard to condition
monitoring, various characteristic features were extracted from the original and reconstructed data and compared. These features
represent only a small selection of features that are commonly used in condition monitoring.

RMS Rail and track conditions can be roughly evaluated by analysing the root-mean-square (RMS) amplitude of the vehicle
acceleration with time [3,36]. Following Parseval’s theorem for the discrete Fourier transform

N-1 1 N-1
2 P == Y Yl @
n=0 p=0
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Fig. 2. Sparsity of the code of (a) the acceleration data and (b) the acoustic data for different values of the sparsity controlling parameter alpha.

the RMS of the time window m can be calculated from the STFT:

N-1

1
— 2, 1¥m,pll? (8)
2

Spectral Kurtosis The spectral kurtosis (SK) is a statistical tool to detect and characterize non-stationary signals, making it
particularly useful for vibration-based condition monitoring [37]. The SK can be estimated based on the STFT [38]:
_ Y Im, pll*)

KO = Yoy ®

Frequency response The frequency response .S (f) here refers to the Fourier transform of the system (impulse) response s(¢). It
describes the transfer function of the dynamic vehicle track-system. It can be analysed to detect any changes in the vehicle
dynamics i.e. the spring—damper system. The time—frequency representation Y [m, p], namely the STFT of the discrete signal
y(n) can be used to estimate the frequency response by homomorphic deconvolution using log-spectral averaging [4]:

M-1
1S @)l zexp(ﬁ D log|Y[m,pJ|>. (10)
m=0

where (-),, is the time average operator.
3.4. Results

After dictionary training, a code sparseness of over 99 % was achieved for the validation data. Accordingly, the storage of the
code as a sparse matrix requires only 98 % of the space of the raw data, which corresponds to a compression ratio of 63 and 60 for
the vibration and acoustic data, respectively. Fig. 3 shows the corresponding dictionaries of (a) the acceleration data and (b) the
acoustic data.

Each column is a spectrum representing one of the 1,024 basis elements, which are used to sparsely encode the data. A high
redundancy of the atoms of the overcomplete dictionary can be recognized above all in the frequency range of the harmonics in
the frequency response of the acceleration data, e.g. at approximately 950 Hz. The highest variability between the atoms is found
in the frequency range between 50 and 500 Hz. This corresponds to the frequency range that is expected to be mostly affected by
rail surface irregularities.

Code and dictionary were used to reconstruct the data according to Eq. (1). Comparing the original spectrogram of the
acceleration data (Fig. 4b) with the reconstructed spectrogram (Fig. 4c), it can be seen that the signals are well preserved by
the encoding. During a supplementary visual inspection, surface irregularities in the form of rail corrugations, as indicated by the
red arrows at 23 s, 170 s and 290 s in Fig. 4, were identified. Notably, these regions exhibit high fidelity in the reconstruction of
spectral energy, retaining the strong correspondence between physical rail defects and their spectral representation. Furthermore,
it is shown that the code rejects data at the three intermediate stops and does not model the tonal noise appearing during these
intervals e.g. at 200 s. The spectrogram of the absolute reconstruction error (Fig. 4d) mainly contains speckle noise. However, some
signal energy is also visible, e.g. at 290 s.
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Fig. 3. Dictionaries of (a) the acceleration data and (b) the acoustic data. Each column holds an atom d representing one of the 1,024 basis
spectra. Zero values are left blank.

Similar results are shown for the microphone data in Fig. 5. A high signal reconstruction capability is demonstrated (compare
Fig. 5¢ with Fig. 5b). In comparison to the acceleration data, the sound pressure data contain more energy at the beginning of the
intermediate stops. Hence, more irrelevant data is retained in this area, as the reconstructed data in Fig. 5¢c show. This also explains
the slightly lower data compression ratio of the acoustic data.

To further investigate whether signal leakage due to the lossy compression could have a negative impact on subsequent data
analysis, we extracted and compared the features detailed in Section 3.3. The results are shown in Figs. 6 and 7 for the vibration
data and for the acoustic data, respectively.

The RMS values of the reconstructed and original signal of both the vibration data and acoustic data are very similar. Again, the
amplitude at the suspected rail irregularities at 23 s, 170 s and 290 s is well preserved. However, the reconstructed RMS values are
slightly below the original values. This appears to be a small, almost constant offset, which is most likely related to the removed
random noise and therefore has a positive rather than a negative effect on the interpretability of the data.

The spectral kurtosis values of the original (Fig. 6d) and reconstructed acceleration data (Fig. 6e) show three distinct peaks below
300 Hz. Due to the ten-times lower frequency resolution of the spectrogram of the acoustic data, only two peaks are visible in this
frequency range in Fig. 7d-e. The peaks in the spectral kurtosis indicate the frequency ranges with the highest tendency to outliers
and can therefore be interpreted as the ranges that are most sensitive to rail irregularities. Especially in this frequency range, the
difference between the spectral kurtosis of the original data and reconstructed data is very small, which in turn indicates that both
original and reconstructed data show similar qualitative and quantitative interpretability.

The frequency spectra of the reconstructed data (Fig. 6h and Fig. 7h) are similar to the original frequency spectra (Fig. 6g and
Fig. 7g) but flatter, in particular the peaks in the spectra are less pronounced. This can be explained by the sparsifying characteristics
of the sparse coding, which tends to neglect stationary signals, such as the time-invariant system response, in favour of transient
events. This in turn leads to a spectral whitening effect of sparse coding.

Finally, we evaluate the performance of the proposed sparse dictionary learning method in comparison to a mini-batch variant
of principal component analysis (PCA) [39], focusing on convergence behaviour and scalability. For incremental PCA, truncated
singular value composition (SVD) was used to learn the 16 components approximately matching the sparsity level achieved through
sparse coding with the learned dictionary. The online dictionary learning converges in fewer iterations than the incremental PCA
(Fig. 8a, b). Moreover, the final reconstruction error on the validation data using the sparse code and learned dictionary is 3.3 times
smaller than that of PCA. For both methods, computation time scales linearly with the number of mini-batches and the number of
components. However, since the incremental PCA employs truncated SVD with only 16 components and, while dictionary learning
was performed with 1,024 atoms, the per-iteration cost of PCA is lower. Despite this, the superior reconstruction accuracy and faster
convergence of dictionary learning make it a more effective choice for compressing vibro-acoustic data in this context.

In summary, the results suggest that a high compression ratio can be achieved without loosing information relevant for data
analysis in terms of condition monitoring and highlights the high capability of the sparse dictionary learning to reconstruct transient
signals.
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Fig. 4. (a) Onboard acceleration data in the time domain, the black arrows indicate time intervals in which the tram made short stops. (b)
Spectrogram of acceleration data, (c) Reconstructed spectrogram calculated by multiplying the dictionary D with the sparse code C, zero values
are left blank. (d) Absolute difference between the original and reconstructed spectrogram, red arrows indicate rail surface irregularities found
by visual rail inspections.
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4. Discussion

In this study the vibration and acoustic signals were processed and analysed in the time-frequency domain. This domain is
very popular for analysing vibration and acoustic data, as it can represent their non-stationary characteristics. Many different
representations exist with their specific advantages and disadvantages. We decided in favour of the STFT, mainly because of its
simplicity and computational efficiency. Nevertheless, the question remains as to why we did not compress the data directly in the
time domain. Again, the main reason is efficiency. Simple factorization of the signal in the time domain is inefficient since noise
and vibration signals are highly transient. To ensure a sufficiently accurate representation of the data, the dictionary would need to
contain significantly more atoms than there are data points in the entire dataset. In contrast, the frequency responses of the transient
events in the time series are well-defined and depend on the type of rail irregularity. The application of the factorization in the time-
frequency domain is similar to applying a filter bank to the windowed time series. The counterparts to our sparse dictionary learning
in the frequency domain are therefore sparse convolutional dictionary learning or the use of a sparse convolutional autoencoder in
the time domain. Both methods provide the same shift invariance but are computationally more complex.
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Fig. 5. (a) Onboard microphone data in the time domain, the black arrows indicate time intervals in which the tram made short stops. (b)
Spectrogram of microphone data, (c) Reconstructed spectrogram calculated by multiplying the dictionary D with the sparse code C, zero values
are left blank. (d) Absolute difference between the original and reconstructed spectrogram.

In this study we only considered the magnitude spectra and excluded the phase information. This has the advantage that we do
not have to work with complex numbers and can use positivity constraints in the factorization, which make it easier to analyse the
code and the dictionary. Though the loss of phase information makes it impossible to transform the data back into the time domain
using the inverse STFT. However, an approximate magnitude spectrogram inversion, e.g. the Griffin-Lim algorithm [40], can be
used to recover the time series. The temporal and consequently spatial resolution of the STFT employed in this study is sufficiently
high to localize rail irregularities with an accuracy better than five meters at typical tram operating speeds. This level of spatial
resolution is generally adequate for practical applications in railway maintenance, where defect localization within a few meters is
often sufficient for targeted inspection and intervention.

The compression ratio achieved through sparse coding corresponds to the extraction of only 16 features per time window. This
level of dimensionality reduction would typically result in substantial information loss, regardless of whether the features are learned
or manually defined. For instance, the calculation of the third octave bands up to 2,000 Hz alone produces 22 features. Furthermore,
the ability to reconstruct the raw data makes it possible to extract arbitrary frequency domain features afterwards. This allows full
flexibility in terms of feature engineering and selection for subsequent analyses. For fault diagnosis, it may also be necessary to
convert the time—frequency representation into a space-wavenumber representation using the vehicle speed before the features are
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Fig. 6. Characteristic features of the original and reconstructed acceleration data using Egs. (8)—-(10): (a) RMS amplitudes of the original data,
(b) RMS amplitudes of the reconstructed data, (c) difference between the RMS values of the original and reconstructed data, (d) spectral kurtosis
of the original data, (e) spectral kurtosis of the reconstructed data, (f) difference between the kurtosis values of the original and reconstructed
data, (g) frequency spectra of the original data, (h) frequency spectra of the reconstructed data, (i) difference between the frequency spectra of
the original and reconstructed data.

extracted [4], which is possible with our approach. Finally, deep learning algorithms can be applied to the reconstructed data or,
even more efficiently, directly to the sparse code instead of using predefined features.

We have made sure that established high-performance algorithms and solvers such as FFT and cyclical coordinate descent
methods can be used to transform the data and solve the optimization tasks in order to enable near-real-time data processing on
the onboard unit. Even the dictionary learning can be performed onboard using established online learning methods. This enables
automated retraining of the dictionary, which may be necessary if the current dictionary is no longer valid, e.g. due to system
changes. However, the performance of the algorithms depends on the choice of hyper parameters, such as STFT window size,
dictionary size and regularization strength. We found that appropriate choices could be made by simple heuristics. Using the same
STFT parameters for the vibration and acoustic data, which have significantly different sampling rates, we were able to achieve
similar results, indicating a low sensitivity to these parameters. Nevertheless, dynamic parameter optimization using adaptive
methods for parameter tuning based on real-time signal characteristics should be considered. Future work should also address
multi-sensor fusion by extending the framework to combine different sensor modalities, such as multi-component accelerometers
and microphones, and utilizing the redundancy in these data.

5. Conclusion

In this study, a novel framework for compression of vibro-acoustic data for onboard rail condition monitoring was introduced.
The approach is based on sparse coding in the time-frequency domain by combining the STFT and sparse dictionary learning.
Applying sparse coding in the frequency domain shares the same properties as sparse convolutional coding but is computationally
less complex.

The proposed approach relies on scalable, efficient algorithms, which are real-time implementable and can be performed
by an onboard unit. It effectively addresses challenges related to the high volume of data generated by onboard sensors,
offering significant advancements in data reduction. Experimental evaluations demonstrated that by selecting a suitable sparseness
controlling regularization parameter, a compression ratio of 63 could be achieved without loss of relevant information. Furthermore,
the ability to reconstruct the original data from the sparse representation offers full flexibility in subsequent data analysis, making
it a valuable tool for various modern railway maintenance systems. In addition, the methodology demonstrated in this study can
also be readily transferred to other domains of noise and vibration monitoring, such as condition monitoring of bridges, roads, wind
turbines and other rotating machinery.
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Fig. 7. Characteristic features of the original and reconstructed sound pressure data using Egs. (8)-(10): (a) RMS amplitudes of the original data,
(b) RMS amplitudes of the reconstructed data, (c) difference between the RMS values of the original and reconstructed data, (d) spectral kurtosis
of the original data, (e) spectral kurtosis of the reconstructed data, (f) difference between the kurtosis values of the original and reconstructed
data, (g) frequency spectra of the original data, (h) frequency spectra of the reconstructed data, (i) difference between the frequency spectra of
the original and reconstructed data.
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