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Kurzdarstellung

Die Transformation des Energiesektors hin zu einer klimaneutralen Energiebereitstel-
lung bedingt erhebliche technische und wirtschaftliche Herausforderungen. Solarther-
mische Turmkraftwerke (ST) gelten als vielversprechende Technologieoption, da sie
nicht nur Strom erzeugen, sondern auch industrielle Prozesswärme bereitstellen kön-
nen. Im Gegensatz zu Photovoltaik oder Windkraft verfügen sie über die Möglichkeit,
thermische Speicher zu integrieren, wodurch eine bedarfsgerechte Strombereitstellung
ermöglicht wird. Eine zentrale technische Hürde stellt jedoch die präzise Nachführung
der Heliostate dar, da selbst geringe Abweichungen zu signifikanten Energieverlusten
und Kostennachteilen führen können.
Die vorliegende Arbeit befasst sich mit der Entwicklung eines neuartigen Verfahrens
zur Kalibrierung von Heliostaten, das auf der Analyse von Flussbildern basiert. Ziel
ist es, strukturelle Merkmale in den gemessenen Flussverteilungen zu identifizieren
und zur Optimierung der Spiegelstellung zu nutzen. Dabei wird insbesondere die
obere Kontur des Lichtflecks als stabiler Referenzwert herangezogen, da sie im Ver-
gleich zum gesamten Flussprofil weniger durch Verschattung (durch Blockierung) be-
nachbarter Heliostate beeinflusst werden kann.
Im Zentrum der Arbeit steht die Konzeption eines differenzierbaren Optimierungsver-
fahrens, das auf Bildmerkmalen basiert. Die Methode wird auf synthetisch erzeugten
Datensätzen getestet, die gezielt Block- und Verschattungseffekte benachbarter He-
liostate simulieren. Diese kontrollierten Bedingungen ermöglichen eine objektive Bew-
ertung der Kalibrierungsgenauigkeit unter realitätsnahen Bedingungen. Die entwick-
elte Loss-Funktion kombiniert verschiedene Ansätze der Bildauswertung und wird
mithilfe einer Bayesian Optimierung auf den gegebenen Anwendungsfall optimiert.
Die Ergebnisse zeigen, dass das vorgeschlagene Verfahren auch unter extremer Ver-
schattung eine robuste und präzise Kalibrierung ermöglicht. Im Vergleich zu klassis-
chen Verfahren, die auf dem Schwerpunkt (Centroid) des Lichtflecks basieren, erzielt
die bildbasierte Methode in allen getesteten Szenarien eine höhere Genauigkeit. Insge-
samt liefert diese Arbeit einen Beitrag zur Entwicklung zukünftiger Kalibrierungssys-
teme, die die automatisierte Erkennung höherwertiger, strukturell signifikanter Fluss-
merkmale integrieren — und damit den Weg für robuste und skalierbare Lösungen in
industriellen ST-Anwendungen ebnen.
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Abstract

The transformation toward a climate-neutral energy system presents significant tech-
nical challenges. Solar tower (ST) power plants represent a promising solution, of-
fering not only electricity generation but also industrial process heat. Unlike wind
or photovoltaic systems, they can be equipped with thermal energy storage, enabling
dispatchable power delivery. However, one of the key technological limitations is the
accurate tracking of heliostats, since even small misalignments can lead to consider-
able optical energy losses.
This thesis investigates a novel approach to heliostat calibration based on computer-
automated analysis of flux measurements. The central idea is to extract structural
features from measured flux images and use them to guide alignment optimization.
In particular, the upper contour of the focal spot is identified as a robust alignment
feature, as it is less affected by shading and blocking by neighboring heliostats than
the typically used flux centroid.
The core contribution of this work is the design of a differentiable optimization frame-
work that operates directly on image-based features. The method is tested using
synthetic datasets that include controlled scenarios of partial flux obstruction, al-
lowing for systematic validation under realistic distortions. A custom loss function
is developed, integrating multiple alignment objectives and tuned through Bayesian
optimization.
Results demonstrate that the image-based method yields reliable and accurate cali-
bration performance – even in the presence of severe occlusions. Compared to conven-
tional centroid-based strategies, the proposed approach consistently achieves higher
alignment precision. Overall, this thesis lays a conceptual foundation for future cal-
ibration systems that incorporate the automated detection of higher-order, struc-
turally meaningful flux features—paving the way for robust and scalable solutions in
industrial ST-applications.
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1 Introduction

In the year 2024 global energy demand increased by 2:2:%, with emerging economies
accounting for over 80% of the observed growth. In the same period, 1:100 TWh
were added to global electricity production, constituting an even higher growth rate
of 4:3%. [1] Simultaneously, many nations have confirmed their commitments to am-
bitious emissions reduction targets under frameworks such as the Paris Agreement [2].
Germany, the world’s fourth-largest economy, is still committed to reaching climate
neutrality by 2045 as outlined in its national climate strategy [3]. In view of human-
ity’s hunger for reliable, cost-efficient and low-carbon energy, considerable additions
to energy production capacity are needed. Sustainable Solar Tower (ST) technology
is an essential part in global efforts for realizing global emission reduction targets [4].
One of the major challenges in modern energy systems is the integration of variable
renewable sources such as wind and photovoltaics, which depend heavily on weather
conditions and underlie seasonal fluctuations in their power output. In this context,
Concentrating Solar Power (CSP) plants are increasingly investigated for their poten-
tial to provide dispatchable electricity. Unlike intermittent sources, CSP systems can
be equipped with thermal storage, allowing for flexible electricity generation even in
the absence of direct sunlight [4]. Additionally, CSP technology offers a viable option
for carbon-neutral fuel production [5].

1.1 Motivation

Despite its advantages, considerable improvements in ST technology are still needed
for it to become a market-competitive source of both electricity and industrial heat.
The “Roadmap to Advance Heliostat Technologies for Concentrating Solar-Thermal
Power“ [6], published by the U.S. National Renewable Energy Laboratory (NREL),
identifies inaccurate heliostat tracking as one of the primary contributors to optical
losses in central receiver systems. Spillage losses caused by imperfect alignment of
heliostat beams with the receiver can account for as much as 10�20% of the total
reflected solar energy. If such losses were reduced through more accurate tracking,
this could translate into a proportional improvement in system efficiency and a corre-
sponding reduction in the Levelized Cost of Electricity (LCOE). Under these consid-
eration, heliostat calibration emerges as a critical technological lever, enabling more
precise control over individual mirror alignment and thereby contributing directly to
economic viability of CSP plants [7].
The past few years showed a steady improvement of the accuracy of data-driven tech-
nologies applied to the task of heliostat calibration [8, 9, 10]. These methods employ
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automated learning methods to infer kinematic correction parameters from �ux mea-
surements which are typically obtained through the camera-target method [9]. These
advanced calibration methods however, su�er from inaccurate training data, when
the centroid position does not coincide with the heliostat's re�ection axis. Such dis-
crepancies arise from geometric deviations of the mirror surface from its ideal shape
or from blocking and shading e�ects, which result in partial �ux loss and distorted
image features [7]. The concern for the reliability of camera-target methods appears
justi�ed in light of a recent publication by Pargmann et al. (2023), wherein the
researches raised legitimate doubts about the reported accuracies of previously pub-
lished tracking algorithms [11].

1.2 Objective

Facilitated by the scalable implementation of di�erentiable ray tracing in simulation
environments operable on high-performance computing infrastructure, it becomes fea-
sible to explore optimization strategies based on spatial and structural features of
heliostat focal spots. To the best of the author's knowledge, the experiments pre-
sented in this work represent the �rst systematic attempt to develop an image-based
approach to heliostat calibration.
The overarching objective of this thesis is therefore formulated as follows: To develop
and evaluate an algorithm that derives a di�erentiable loss function from image-based
�ux features, suitable for guiding the alignment of heliostats. Feature selection shall
prioritize robustness and reliability, even under conditions of partial �ux loss caused
by blocking or shading. The extracted features must yield a meaningful loss landscape
that enables gradient-based optimization to converge toward e�ective alignment with
minimal manual intervention.
To validate this framework, synthetic datasets shall be generated that permit full
control over the geometric con�guration and include con�gurable levels of �ux degra-
dation due to arti�cial blocking and shading. This allows the de�nition of reliable
ground-truth references � such as the re�ection axis � and facilitates the systematic
testing of image-based alignment under varying optical conditions. In support of this,
the thesis also introduces methods for simulating partial visibility and �ux attenua-
tion in a controlled and reproducible manner.

Finally, the performance of the proposed image-based calibration method will be
evaluated across multiple degradation scenarios and benchmarked against conven-
tional centroid-based calibration strategies. This comparative analysis will determine
whether structural image features o�er a viable alternative to standard �ux centroid
alignment, particularly in the presence of occlusion and measurement noise.
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2 Theoretical Foundation and
State-of-the-Art

This thesis explores an interdisciplinary research area situated at the intersection of
heliostat control in ST power plants and modern Machine Learning (ML) techniques.
To establish a common foundation, this chapter begins by introducing the funda-
mental principles, terminology, and technical challenges associated with each of these
domains.

2.1 Solar Tower Power Plants

ST power plants use the principles of concentrating sun light by optical devices such
as lenses or mirrors. The concentrated radiant energy is absorbed as thermal en-
ergy at the receiver and subsequently used to generate steam, which �nally drives a
turbine/generator-system. Alternatively, the thermal energy can directly be used as
a heat source - for example in chemical or metallurgic processes. [12]

The type of collector system which is relevant for this thesis is the heliostat �eld. A
heliostat refers to an apparatus of movable mirrors that relies on dual-axis tracking
to re�ect the incoming sun rays toward a �xed target area, located on the central
receiver tower. [13]

2.2 Heliostat Fields

An example photo of the operational heliostat �eld at the Solar Tower Jülich (STJ)
research and demonstrator plant can be found in �gure 2.1.

A heliostat �eld contains a few hundred to several thousand heliostats setup around
the central receiver tower. The optimal layout of these installations is an issue of on-
going scienti�c research. A single heliostat consists of individual mirror facets which
are orientated in relation to each other along a strategy known as canting. The re�ec-
tive surface is mounted on a common backing structure. In operation the re�ection
direction of this optical appliance is controlled to achieve sun tracking by two motors
- each responsible for rotation around one of two axes. [15]

Both in design and operation the heliostat �eld is required to address con�icting
objectives: While land use and the associated costs for installation and maintenance
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Figure 2.1: Photo of the heliostat mirrors with four facets at the Solar Tower Jülich. [14]

should be minimized, the �eld must reliably deliver the required solar �ux to the
receiver with high e�ciency and minimal spillage. [15]
Accurate sun tracking through proper heliostat control is one central requirement for
ful�lling these performance targets.

2.2.1 Surface and Optical Properties

Re�ectivity and optical quality of mirror surfaces directly determine the proportion
of solar radiation that can be e�ectively redirected towards the central receiver. Typ-
ically, heliostat mirrors achieve re�ectivity values of approximately 90-95%, but real-
world optical e�ciency can be lower due to surface imperfections such as micro-scale
roughness, coating degradation, or dust accumulation [12]. Surface defects, which
include macroscopic shape deviations and microscopic roughness, substantially in�u-
ence the spatial distribution of re�ected �ux. These imperfections lead to angular
dispersion, beam widening, and reductions in peak �ux intensity on the receiver [15].
In practical operations, mirror errors such as facet misalignment, bending at facet
edges, and surface waviness critically a�ect the �ux distribution and thus, the e�-
ciency of energy conversion in ST plants [16].

Deviations of the surface normals from their ideal orientation pro�le are quanti�ed
in terms slope errors. As a critical optical metric, the slope error determines the
angular deviation of re�ected rays and leads to the broadening and distortion of the
concentrated �ux [16].

2.2.2 Coordinate System

For purposes of geometric computations this thesis relies on the local East-North-Up
Coordinate System (ENU), a right-handed Cartesian frame commonly used in solar
tower modeling ([17, 18, 7, 9]). The ENU system aligns thex-axis with East, the
y-axis with North, and the z-axis with the vertical Up direction. All coordinates
are referenced relative to the base of the central solar tower, which serves as the
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global origin. The fourth dimension allows rigid-body transformations (cf. 2.4.2,
wherein a rotation matrix R and a translation vector ~t are applied simultaneously. A
transformation T 2 SE(3) is thus de�ned as:

T =
�

R ~t
0> 1

�
with R 2 SO(3); ~t 2 R3 (2.1)

2.2.3 Heliostat Tracking

The sun's apparent position in the sky, de�ned by its azimuth � S and elevation� S, is a
time-dependent function. The incident ray direction ~S for a given sun position can be
computed with equation 2.2 [19]. As is de�ned in ARTIST ray tracing computations,
the incident's north coordinate is connoted with a negative sign.

~s =

2

4
cos� S(t) � sin � S(t)

� cos� S(t) � cos� S(t)
sin � S(t)

3

5 (2.2)

Of interest is the desired concentrator normal ~nC which is a simple function of the
aim point vector ~a and the present sun vector [9]:

~nC =
1
2

�
�

~s
k~sk

+
~a

k~ak

�
(2.3)

The mechanical behavior of the heliostat tracking mechanism is modeled under the
assumption of rigid-body kinematics. The framework is suitable for the geometric
analysis of interconnected bodies and their relative motions under the assumption
that these bodies are perfectly rigid, meaning that time- and force-dependent defor-
mations are neglected. This approach models the positions and orientations of objects
by computation of geometric transformations, wherein each joint serves as origin of a
new coordinate system. [20]

Figure 2.2: Coordinate systems in the rigid-body kinematic model. Adopted from [9].
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Figure 2.2 visualizes the chained coordinate transformations that are involved in a
dual-axis heliostat tracking system. O1 and O2 originate at the �rst and second
actuator joints, respectively. Coordinate systemOC originates in the third joint
linking the second actuator's strut with the concentrator.

2.2.4 Evaluation of the Tracking Error

In order to evaluate the alignment quality of a calibrated heliostat, this study relies on
the tracking error as the metric that compares the predicted and reference re�ection
vector. Central to this comparison is the notion of a �ux centroid, which de�nes the
center-point of a �ux distribution and serves as one of the two endpoints required to
compute the measurements re�ection vector. However, depending on the method of
determining this �ux centroid, di�erent versions of the re�ection vector arise.

The tracking error is de�ned as the angular deviation between the predicted vector
~rP and the measurement's ground-truth (or target) ~rG . It is computed as the angle
� track between two normalized vectors using the inverse cosine of their dot product:

Tracking Error: � track = arccos
�

~rP � ~rG

k~rPk � k~rGk

�
(2.4)

Generally, the direction of re�ection for a �ux measurement can be approximated by
drawing the vector between a �ux centroid _C and the heliostat surface midpoint PC,0:

Approximated Re�ection Vector: ~r � _C � PC,0 (2.5)

However, in practical scenarios involving �eld measurements, the reference centroid
_CCOM is derived from the recorded �ux imageI (i; j ) by �rst computing its Center of
Mass (COM) pixel indices:

COM Pixel Indices: (i com; j com) =

P
i;j I (i; j ) � (i; j )

P
I (i; j )

(2.6)

In a subsequent step, the centroid's local ENU-coordinates are computed, where
[H; W] are the image dimensions, PT,0 is the target area's center coordinates, and
� eT [m] and � uT [m] its dimensions in the east and up direction:

COM Position: _CCOM = PT,0 +

2

6
4

�
j COM

H � 0:5
�

� � eT

0� i COM
W � 0:5

�
� � uT

3

7
5 (2.7)

This mapping assumes that the target surface is orthogonal to the north axis, such
that all points in the target plane P T :

Target Plane: (PT, � PT,0 ) � ~nT = 0 (2.8)

with Target Plane Normal: ~nT, = [0 ; 1; 0]T (2.9)
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This method, while straightforward, results in what is referred to here as anon-ideal
centroid . The position of the non-ideal centroid deviates from the re�ection axis due
to a variety of factors such as atmospheric scattering, mirror deformation, and partial
occlusions [7]. As a consequence, the re�ection vector built from such centroids does
not correspond to the actual geometric re�ection direction of the heliostat and should
therefore be regarded as an approximation:

COM-Vector: ~rCOM = _CCOM � Ph,0 � ~r (2.10)

When model calibration is attempted in the simulation environment of ARTIST, the
�t of kinematic parameters is evaluated on the accuracy on COM-vector which
approximates the tracking error metric:

Accuracy on COM-Vector: � COM = arccos
�

~rP � ~rG,COM

k~rPk � k~rG,COM k

�
(2.11)

In contrast, the ideal centroid _Cideal is de�ned as the intersection point of the actual
re�ection axis along ~r with the target plane:

Ideal Centroid: _Cideal = Ph,0 + t � ~r (2.12)

where t is the intersection distance which can be computed to:

Intersection Distance: t =
PT,0 � PC,0 � ~nT

~s� ~nT
(2.13)

The information of the actual re�ection axis is unknown �eld measurement data.
During raytracing-based simulation however, the model computes this vector directly
from the heliostat's surface orientation~nC and the sun's incident ray direction ~s as
follows:

Re�ection Vector: ~r = ~s� 2 � ~nC(~s� ~nC) (2.14)

2.3 Heliostat Calibration

Accurate heliostat tracking is critical for maximizing solar power plant e�ciency and
minimizing �ux spillage. Even small alignment errors can signi�cantly a�ect perfor-
mance: for instance, a tracking error of only1 mrad results in an aim-point o�set of
approximately 2 m for a heliostat located 1 km north of the receiver tower-distances
which are easily reached in large ST installations [7].

The sources for errors in heliostat tracking are manifold. Signi�cant error sources
include atmospheric refraction, gravity bending, azimuth rotational axis tilt, pivot
point o�set, mirror alignment or canting non-orthogonality relative to the heliostat
centerline and errors in mark orientation (tracking mechanism's reference) [21]. Under
these considerations it is apparent, that technical measures for reducing and counter-
ing sources of tracking errors are needed.
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2.3.1 Review of Methods

A comprehensive review of heliostat calibration and tracking control methods was
performed by Sattler et al (2020) [7]. All novel methods are competing with the so-
called camera-target method (see Figure 2.3), which is established as state-of-the-art
since its disclosure by Stone (1986) [22]. In the camera-target method a selected helio-
stat's focus is shifted from the receiver to a Lambertian target, generating a discrete
focal spot that is captured by a �xed camera system on the ground. Image processing
software is used for extracting the focal spot's centroid position. In a �nal step the
tracking system model is calibrated by comparison of the centroid position with a
reference position.

Figure 2.3: Measurement setup for the standard camera-target method. Image acquisition serves
to record the �ux distribution measurement.

Another class of heliostat calibration methods directly infers the orientation vector
from an image recording of the actual heliostat. Herein, the camera device requires
an elevated position and can either be mounted on the receiver tower or be carried by
an Unmanned Aerial Vehicle (UAV). The proposed method [23] of Röger et al. (2010)
applies automatic edge detection on a single image captured by a camera mounted
on the receiver tower to infer the heliostat's orientation. Krauth et al. (2024) in [24]
disclose an arrangement of a light-emitting diode and a camera, both mounted on
a UAV. The orientation vector is deduced from the known positions of the heliostat
and of the UAV-camera-LED arrangement.

A third class of measurement methods relies on an interconnected system of multiple
cameras or non-optical sensors. Kribus (2004) in [25] claims to have implemented a
heliostat closed control-loop based on image acquisition from four positions around
the receiver aperture. Analysis of the comparative brightness assigned to individual
heliostats enables determination of this heliostat's true orientation. An elaborate ap-
proach by Collins et al. (2016) in [26] relies on the same principle but realizes a more
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granular measurement based on a movable array of cameras.

Due to the multitude of proposals for calibration methods, this section cannot o�er a
complete report. Instead it serves to illustrate the active research in the �eld which
points at an ongoing demand for improvements for more accurate heliostat tracking.

2.3.2 Limitations of Present Calibration Methods

The camera-target method is established as state-of-the-art due to its reliability and
cost-e�ectiveness. It requires few, freely available hardware components of relatively
low-technical complexity. Its main draw-backs are its low scalability to large ST. By
design, the camera-target method is a sequential method, meaning that heliostats are
calibrated one-by-one. For a heliostat �eld of many thousand heliostats the complete
calibration process can take up to several years. [24]

At the same time the method delivers very high accuracies at around0:1 mrad re-
ported for measuring the heliostat orientation vector. [7] However, a recent study [11]
by Pargmann et al. (2025) challenges the reliability of the high tracking accuracies
reported in earlier publications on heliostat calibration. The authors argue that the
decisive factor in�uencing model accuracy is not the temporal proximity of measure-
ments, but rather their spatial distribution in terms of solar position. Their analysis
demonstrates that calibration data selected based solely on time can lead to overly
optimistic results, as test data may unintentionally fall within the interpolation re-
gion of the training set. This raises serious concerns regarding the validity of previous
�ndings, especially when test set accuracies were evaluated without accounting for the
angular distance between sun positions in the train and test sets.

All calibration algorithms that process image data of either the heliostats directly or
of their focal spots on a Lambertian target are sensible to blocking and shading [27].
Figure 2.4 gives a simpli�ed 2D-visualization of both cases of heliostat-to-heliostat
blocking and shading. The degradation in plant e�ciency due to heliostat-to-heliostat
intersection has been studied thoroughly for example in [28], but its in�uence on track-
ing accuracy through degradation of the �ux measurement signal has, to the authors'
knowledge, not yet been quantitatively assessed. Although the existing ARTIST sim-
ulation software that is used within this study is sophisticated in modeling the kine-
matic behavior and mirror surface characteristics in heliostat operation, presently it
does not consider optical interference between these mirrors. Figure 2.4 gives a sim-
pli�ed 2D-visualization of both cases of blocking and shading.

A recent publication by Abunajeeb et al. (2025) addresses the issue of measurement
uncertainty due to blocking and shading by neighboring heliostats [30]. The approach
involves installing curved, specular-re�ective bars along the horizontal and vertical
edges of each heliostat, whose re�ected sunlight spots are observed by a remote camera
to infer alignment deviations. While promising, this method remains unvalidated at

9



(a) Blocking by a front heliostat. (b) Shading from a front heliostat.

Figure 2.4: Sketch for heliostat-to-heliostat ray interference and subsequent occlusion in the cases
of blocking (a) and shading (b) according to [29, 13]. X denotes the horizontal distance between
rear heliostat and receiver, and ZR denotes the vertical height of the receiver surface center.

scale and depends on additional hardware, which may increase costs and complicate
retro�tting or deployment in existing ST facilities.

2.3.3 Fundamentals of Machine Learning

ML refers to a class of algorithms that improve their performance on a task through
exposure to data rather than through explicit programming. The general problem in
context of heliostat calibration is visualized in Figure 2.5, ML is commonly applied as
a regression task by gradient-descent, where the goal is to learn parameters relating
to the physical system (e.g. o�set parameters) from measurement data (calibration
data).

Optimization is typically carried out via gradient descent (Backward-Pass), where
the model's parameters are iteratively updated in the direction of the loss function's
negative gradient, scaled by a user-de�ned learning rate. The core training mechanism
involves minimizing a loss function that quanti�es the di�erence between the model's
predicted output and the known ground-truth data along meaningful features [31, 32].
In context of heliostat calibration, a loss function is required that penalizes deviations
between the predicted and ground-true re�ection axes. Among the possible choices
for loss functions in regression and calibration problems, the Mean Absolute Error
(MAE) and Mean Squared Error (MSE) are commonly used loss functions:

Mean Average Error: L MAE =
1
N

NX

s=1

jyP;s � yG;sj (2.15)
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Figure 2.5: Visualization of the abstract machine-learning framework applied to the taks of heliostat
calibration. Calibration Data serves as Inputs to the di�erentiable heliostat model (Forward-
Pass). Based on the model prediction and the ground-truth feature mapping is performed to
obtain predicted and target features. These are further processed to compute the loss, which is
subsequently di�erentiated (Backward-Pass). Finally, the model parameters are updated.

Mean Squared Error: L MSE =
1
N

NX

s=1

(yP;s � yG;s)2 (2.16)

Here, yP,s and yG,s represent the predicted and ground-true values for a data sample
s, respectively, andN is the number of measurement samples.

To evaluate model performance and avoid over�tting, the available dataset is di-
vided into training, validation, and test subsets, with only the training data used
for parameter updates, while validation and test data serve to assess generalization.
Throughout the training-process, performance on the validation set is monitored. Fi-
nally, the model is evaluated on an independent test set to assess its generalizability
to unseen scenarios (sun position angles).

2.3.4 Machine Learning in Calibration

In order to increase the accuracy of the standard camera-target method by learning
latent relationships in the calibration data, novel data-driven approaches are being
developed. The application of data-driven methods to heliostat calibration has seen
signi�cant evolution in recent years, moving from black-box learning toward physically
informed, hybrid approaches. Pargmann et al. (2021) explored a fully data-driven
method in which a deep Arti�cial Neural Network (ANN) was trained to predict he-
liostat misalignments from camera-target measurements without explicitly modeling
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the system kinematics [8]. Because data acquisition through the camera-target setup
is slow, approaches which in operation require large datasets are not unquali�ed for
application to the industry [5].

In response, recent research has shifted toward hybrid modeling techniques that in-
tegrate data-driven components with di�erentiable physical models. Pargmann et
al. (2023) and Leibauer et al. (2023) proposed a modular calibration framework
that combines a rigid-body kinematic model with an ANN-based disturbance model
[5, 9]. This architecture bene�ts from physics-informed modeling while allowing the
learned disturbance-model to capture latent relationships (e.g. wind loading, thermal
expansion). These hybrid approaches are more suitable to practical deployment, as
they allow for calibration from sparse or noisy data and generalize more reliably [5].
A recently published approach by Sievers et al. (2025) builds upon these advances,
where a self-normalizing neural network (SNN) is trained to predict �ne-tuning correc-
tions ("disturbance parameters") to the rigid-body kinematic model of the heliostat
[10]. Even though the progress of such models is considerable, present approaches are
sensitive to false training stimuli due to degraded �ux measurements.

2.4 Heliostat Simulation

This thesis relies on simulations rendered by the ARTIST environment which is main-
tained by researchers at German Center for Aerospace (DLR) and Karlsruhe Institute
of Technology (KIT). ARTIST is programmed in PyTorch, facilitating di�erentiable
computations in both the kinematic model and ray tracing simulations.

2.4.1 Key Parameters

Table 2.1 lists key parameters that are used within the simulation environment. By
default, all matrix-like computations within this study's simulations are performed
through Tensors. In PyTorch, a Tensor is a multi-dimensional array that serves as
the fundamental data structure for storing and manipulating numerical data, with
optional support for Graphics Processor Unit (GPU) acceleration. Tensors can also
carry metadata for automatic di�erentiation to facilitate gradient computation.

ˆ As each heliostat tracking system relies on two actuators its discrete step motor
positions have the format int[2].

ˆ The sun position is given in Euler coordinates (elevation, altitude) in Float-
format (cf. Section 2.2.3).

ˆ The �ux measurements are processed as Tensor-bitmaps, single-channel grey-
scale in the resolution of256x256.
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Table 2.1: Key parameters and their data types.

Name Data Type
Motor Positions Int[2]
Sun Position Float[2]
Flux Image Tensor[256, 256]
Surface Orientation Tensor[4, 4]
Surface Normals Tensor[ nPoints , 4]
Surface Points Tensor[ nPoints , 4]
Kinematic Parameters Tensor[27]

ˆ The surface orientation Tensor speci�es the concentrator's coordinate transfor-
mation matrix containing its surface normal and surface origin.

ˆ Concentrator surfaces are modeled in terms of surface points and the corre-
sponding surface normals across four facets each being represented bynPoints -
number of points.

ˆ Kinematic Parameters: Geometric parameters and deviation parameters. The
model considers27 fundamental parameters which are updated in calibration
(cf. Table 1).

2.4.2 Foundations of the Kinematic Model

The kinematic model framework that is presently used by the ARTIST-simulation
environment was proposed by Leibauer (2023) [9]. Figure 2.6 displays the kinematic
model which is used for heliostat tracking. The variable name to the parameters to
each actuator i 2 f 1; 2g are indicated next to the dimension which they are referenc-
ing to.

The variable stroke lengthx i can be represented as a linear function over the actuator
motor position si [9]:

x i(si ) = � i � si + bi (2.17)

Where � i denotes the actuator gear ratio andbi refers to the initial stroke length. Of
interest is the angular radius shift ei around the actuator joint for the adjusted stroke
length [9]:

ei (si ) = arccos
c2

i + d2
i � x i (si )2

2ci di
+ ai (2.18)

Where ci is the distance o�set of the joint point from the actuator origin, di is the
actuator radius, and ai is o�set in the radius shift.
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Figure 2.6: Visualization of the kinematic model for heliostat tracking and its parameters.
Used at permission of Max Pargmann (DLR).

In the dual-axis model of this study, the �rst and second actuators are respectively
enabling tracking along east- and up-direction. Based on the e�ective angular radius
of joints 1 and 2, the corresponding rotational matrices are computed with equations
2.19 and 2.20 [17]:

Re(e1) =

2

6
6
4

1 0 0 0
0 cos(e1) � sin(e1) 0
0 sin(e1) cos(e1) 0
0 0 0 1

3

7
7
5 (2.19)

Ru(e2) =

2

6
6
4

cos(e2) � sin(e1) 0 0
sin(e1) cos(e2) 0 0

0 0 1 0
0 0 0 1

3

7
7
5 (2.20)

The heliostat surface normal is determined through the three successive coordinate
transformations (equations 2.22, 2.23, 2.24 and 2.25) which assume the initial matrix
T0 (equation 2.21) encoding both the rotationR0 and position P0. The �rst T 0,1 ac-
counts for the translations and rotations of the joint 1. T 1,2 is the full transformation
matrix associated with joint 2. T 2,c denotes the �nal transformation for reaching the
concentrator's origin and orientation. [9]

T 0 = T enu(� e0; � n0; � u0) �
�

R0 P0

0> 1

�
(2.21)

T 0;1 = Rn(� "n,1) � Ru(� "u,1) � T enu(� e1; � n1; � u1) � Re(e1) (2.22)

14



T 1;2 = Re(� "e,2) � Rn(� "n,2) � T ENU (� e2; � n2; � u2) � Ru(e2) (2.23)

T 2,c = Re(� "e,C) � Rn(� "n,C ) � Ru(� "u,C ) � T enu(� eC; � nC; � uC)� (2.24)

Above geometric transformations already consider a set of geometric error parameters
which were �rst proposed by a publication of Leibauer (2023) [9]. For each mechanical
component this parameter set contains tilts� " x and translation errors � x i with x 2
f e; n; ug. The comprehensive register of all geometric parameters used within the
present kinematic is given in table 1.

T C = T 0 � T 0,1 � T 1,2 � T 2,C (2.25)

Finally, equations 2.26 and 2.27 provide the mappings from the concentrator matrix
to the concentrator's point of origin PC,0 and its surface normal vector ~NC.

T C �

2

6
6
4

0
0
0
1

3

7
7
5 =

�
PC,0

1

�
(2.26)

T C �

2

6
6
4

0
0
1
0

3

7
7
5 =

�
~nC

0

�
(2.27)

2.4.3 Di�erentiable Kinematics Theory

The aforementioned kinematic model is implemented in PyTorch, which enables auto-
matic di�erentiation by dynamically constructing computation graphs during forward
passes. Within this framework, users can explicitly de�ne which model parameters
are treated as optimization variables and which remain �xed, allowing for �exible con-
�guration of the computational graph. PyTorch automatically records all operations
performed on the optimization variables and computes exact gradients via reverse-
mode auto-di�erentiation during backpropagation.

Figure 2.7 displays the integration of the di�erentiable kinematic model into an al-
gorithm which enables determining the actuator Motor Positions (MP) to a given
calibration �ux measurement. The algorithm was described in a similar implementa-
tion by Leibauer (2023) in [9]. Initially, the two actuator's MP are guessed aligning
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Figure 2.7: The di�erentiable kinematic model is used for �nding actuator motor positions (MP)
for a given �ux centroid. The target re�ection vector is spanned from the �ux centroid (cf.
equation 2.10) center-of-mass (COM), from which the target normal is derived (cf. equation 2.27).
Subsequently, the loss is computed from the error between the kinematic's predicted surface
normal and the target normal. As long as the misalignment � is greater than a prede�ned
tolerance � tol , MP is optimized by gradient-descent. Inspired by [9].
* The re�ection vector is approximated as COM-vector.

Figure 2.8: The di�erentiable kinematic model is used for heliostat calibration by optimizing the
kinematic parameters (KP) for on sampled calibration data. The re�ection vector is computed
as the �ux center-of-mass (COM), from which the target (desired) heliostat normal is derived
(cf. equation 2.27). Subsequently, the loss is computed from the error between the kinematic's
predicted and the target re�ection vectors. As long as the COM-accuracy � COM (cf. equation
2.11) is greater than a prede�ned tolerance � tol , MP is optimized by gradient-descent.
* The re�ection vector is approximated as COM-vector.
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the heliostat's kinematic to a random orientation. Via COM method the measure-
ment's centroid position is computed which is used as the desired Aim Point (AP)
for spanning the target re�ection vector. The desired (target) normal is computed
under application of the re�ection law (cf. equation 2.14). The loss is derived from
the o�set between target and kinematic-predicted re�ection vectors. Subsequently,
the MP are updated along gradient-optimization. The optimization loops until the
alignment error � is below the threshold at � tol . This algorithm is useful when the
actuator motor positions are not known � or assumed to be incorrect.

Figure 2.8 displays the application of the di�erentiable kinematic model to the task of
heliostat calibration by simulation without ray tracing. Samples of calibration data
containing the MP information are used for kinematic alignment. Via re�ection law
the prediction's re�ection vector is determined. Deviations of the predicted output
from the target re�ection vector (COM-based) are penalized. In this ML-task the
kinematic's geometric parameters are optimized to accomplish calibration. This algo-
rithm enables heliostat calibration, but it does not yet consider the heliostat's surface
geometry and the simulated focal spot. This feature is unlocked by adding ray tracing
into the optimization loop.

2.4.4 Di�erentiable Ray Tracing

Ray tracing is a physically-based simulation technique used to predict the irradi-
ance distribution resulting from light re�ection and scattering on optical surfaces.
ARTIST's ray tracing simulation � like the kinematic model � is implemented in
PyTorch, enabling automatic di�erentiation. In the context of concentrating ST
technology, ray tracing combines specular re�ection on the heliostat surfaces with
di�use re�ection on a target to simulate the �ux distribution on the target's surface.
This process requires accurate knowledge of the heliostat's surface deviations from
the mirror's ideal geometry, as each ray's re�ection is determined by the local surface
normal and position of incidence [27].

Mirror surface deviations can in principle be derived from fringe pattern de�ectometry
measurements [33, 34, 35]. Despite its high accuracy, de�ectometry remains challeng-
ing to deploy in heliostat �elds due to its sensitivity to environmental conditions and
surface contamination (e.g., dew or dust). Additionally, its applicability is limited by
procedural constraints, particularly its incompatibility with in-situ and daytime op-
eration [5]. The surface model which is used within this study is constructed based on
such de�ectometry measurements which are available open-source for the STJ under
[36].

Figure 2.9 displays the calibration approach introduced in �gure 2.8 which is extended
with an simulation module for di�erentiable ray tracing. With this step the heliostat
model generates a prediction for the �ux distribution. Based on the �ux output,
kinematic alignment can be evaluated on its predicted centroid position derived by
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COM-method. In this automated calibration pipeline the loss is computed from the
error between the target and predicted COM-vectors. This data-driven calibration
framework is the present state-of-the-art facilitated by the ARTIST simulation envi-
ronment.

Figure 2.9: Di�erentiable kinematics and di�erentiable ray tracing are combined realizing fully
di�erentiable heliostat simulation to facilitate data-driven calibration. The ground-true (target)
re�ection vector is computed as the �ux center-of-mass (COM), from which the target (desired)
heliostat normal is derived (cf. equation 2.27). Subsequently, the loss is computed from the
o�set in predicted and target re�ection vectors. Optimization of the kinematic parameters by
gradient-descent loops while the accuracy � COM is greater than a prede�ned tolerance � tol .
* The re�ection vector is approximated as COM-vector.

Recent success of gradient-based optimization procedures in di�erentiable ray trac-
ing simulation environments enables heliostat surface reconstruction using �ux image
data only [5, 27, 16]. While these developments mark signi�cant progress toward
software-only surface prediction, challenges remain due to the ill-posed nature of the
inverse problem, particularly for heliostats with limited �ux recordings or those situ-
ated in proximity to the receiver tower. Lewen et al. (2024) introduce inverse Deep
Learning Ray Tracing (iDLR), a supervised learning pipeline that leverages synthetic
training data generated via forward ray tracing to learn a mapping from �ux intensity
distributions to corresponding surface geometries [16]. This class of methods could
o�er a cost-e�ective, scalable and hardware-independent alternative to de�ectometry
in the near future.
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2.4.5 Image-Based Learning

Relevant to this thesis are image-based loss functions which allow the evaluation of two
input images along higher-order features. In the context of heliostat calibration the
extraction of spatially and structurally meaning features from a �ux measurement
are of particular relevance. Fundamental to the task of feature extraction is the
convolutional operation (� ), which involves sliding a small matrix (the kernel) across
a given image and computing a weighted sum at each location. Mathematically, the
convolution of an imageI with a kernel K is expressed as [37]:

Convolution: S(i; j ) = ( I � K )( i; j ) =
X

m

X

n

I (i + m; j + n) � K (m; n) (2.28)

where (i; j ) is the output (feature) map, (i; j ) are the pixel coordinates, and(m; n)
index the kernel entries.

Of particular relevance for this study is the Sobel kernel, which is widely recognized
in the scienti�c literature for its e�ectiveness in detecting boundary features. In [38] a
Sobel kernel is used for automated sunspot detection. The speci�c Sobel kernel used
for upper edge detection is speci�ed as:

Vertical Sobel: K Sobel;y (m; n) =

2

4
� 1 � 2 � 1
0 0 0
1 2 1

3

5 (2.29)

2.4.6 Summary and Research Question

Due to the time requirement of the camera-target method, any calibration algo-
rithm building on such measurement setup must prioritize sample e�ciency � that
is, achieving accurate calibration performance with minimal data. The results from
both [39, 11] suggest performing a strati�ed dataset split using the proposed distance
metric in the sun-position space. Importantly, measurements samples at low sun el-
evation angles, can be linked to an increased frequency and severity of blocking and
shading e�ects [28].
The present research aims to develop a novel image-based calibration algorithm that
maintains high accuracies even in the presence of blocked and shaded measurements.
As a feature for such alignment the upper contour of the recorded focal spots is cho-
sen, because it is less a�ected by blocking and shading ([28, 30]). Importantly, this
algorithm is applicable to readily available �ux image data as obtained in camera-
target measurement setups. Such systems are already in place at most commercial
and research solar tower facilities, and their data acquisition processes are well estab-
lished [7]. Thus, if it can be demonstrated that features extracted from �ux images
enable robustness against partial occlusions from blocking and shading, this work may
contribute to a conceptual shift in heliostat calibration: from traditional vector-based
alignment methods to image-based learning approaches.
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3 Calibration Data

The calibration data processed within this study's simulations was sourced directly
from camera-target measurement campaigns conducted at the research power plant
STJ, which is operational since2009. The STJ is a large-scale research facility oper-
ated by the DLR and associated partners, consisting of over2000heliostats that con-
centrate solar radiation onto a60-meter-high tower equipped with a high-temperature
volumetric air receiver. The tower serves as a platform for investigating solar ther-
mal power generation and supports research activities focused on improving system
e�ciency and control strategies.

Measurement campaigns at this facility are carried out by moving each heliostat's
aim point to one of three Lambertian calibration targets. Two of these targets are
mounted under the primary receiver on the "Solar Tower Jülich" and one additional
target is mounted on the "Multifoucs Tower", see Figure 3.1.

Figure 3.1: The two tower installations at STJ which are used for calibration measurements. [14]

A selection of calibration data gathered at STJ is available online on the PAINT
database which is run by the ARTIST Association and maintained by the DLR and
KIT [36]. For the use of this study, three of the repository's data formats are pro-
cessed. These data types are described in Table 3.1.
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Table 3.1: Overview of three data formats available in the PAINT repository, which are relevant
for this study.

Data Type Description Data Format
Calibration Grey-scale photos of the focal spots of heliostats

on dedicated calibration target areas.
PNG

De�ectometry Data on the assessment of the heliostats' re�ec-
tive surface deformations. The data was gath-
ered in strip-pattern de�ectometry experiments.

HDF5

Kinematic Data on the mechanical arrangement of he-
liostats and sun position at the time of photo
recording the focused focal spots.

JSON

Grey-scale images of the relative �ux intensities are available in256x256pixel resolu-
tion. These images are the result of processing raw image data within a UNet-based
image-to-image neural network model which is trained to remove background radia-
tion [40, 41]. For the subsequent experiments on image-based heliostat calibration,
recent measurement samples from the year2022to 2024were processed.

De�ectometry measurements are available for roughly a quarter of the heliostats at
STJ (cf.Section 3.2). This measurement source provides the basis for reconstruction
the concentrator surfaces within the simulation environment.

The kinematic data formats contain measurements for the mechanical properties of
the heliostats, and the sun position measurements.

3.1 Motivation for Simulated Datasets

The ARTIST simulation environment is used to generate a number of simulated
datasets, which �nally serve to train and evaluate image-based heliostat calibration.
This means that the �ux "measurements" on which calibration is performed, are gen-
erated by ray tracing simulation. Three major reasons motivate the use of simulated
datasets:

1. Stable development of image-based loss and testing under idealized conditions.

2. Reliable evaluation: Ground-true re�ection axis is known for simulated data.

3. Though image augmentation the e�ects of blocking and shading can be mim-
icked. Thereby, the calibration performance can be evaluated at di�erent levels
of �ux occlusion.

Generally, training on simulated data provides idealized conditions for validating the
functionality of the developed image-based loss function, which is sensitive to irregu-
larities in the input images. By removing uncertainties introduced by camera optics,
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environmental �uctuations, or annotation artifacts, the learning algorithm can focus
on the core task of matching the predicted �ux distribution to the measured reference.
This proof-of-concept step is essential before extending the model to real-world data
domains, where additional �ltering and regularization measures may be necessary to
account for imperfections in the input.

As section 2.2.4 elaborates, a major advantage of working with simulated data lies
in the availability of exact ground truth information. In the case of heliostat cali-
bration, this includes the known orientation of the mirror surface and the resulting
re�ection axis, from which the coordinate positions of the ideal �ux centroid can
be determined by projecting the re�ection axis onto the target area. In evaluating
heliostat alignment, the information of the ideal centroid allows for computation of
the actual tracking error, while in real-world scenarios only the approximated error
against COM-vector (cf. equation 2.11) is known.

Thirdly, this thesis proposes an image-augmentation method to mimic the degenera-
tive e�ects on �ux measurements, which arises due to heliostat-to-heliostat blocking
and shading (cf. Section 4.1.1). Multiple datasets are generated each characterized
by di�erent frequencies and severities of �ux loss due to blocking / shading. The
comparative performance of both conventional and image-based calibration methods
can be evaluated along this framework.

3.2 Heliostat Selection

In ML it is a common approach to verify a model's prediction capabilities on a minimal
subset of the available data, so as to reduce runtime and expenditure of computa-
tional resources. This approach however, requires that the chosen subset holds a
similar distribution of features as its original source. In order to validate the new
calibration method, it is applied on selection of20 heliostats which are required to be
a representative subset of STJ's heliostat �eld.

k-means clustering is used to divide the heliostat �eld intok = 20 clusters. The al-
gorithm is initiated by randomly assigning all heliostat elementsh within the feature
space to one of thek groups. Thereafter, the algorithm follows an iterative process,
wherein it reassigns one element after another to that clusters with the closest centroid
C, which is derived from the mean of a cluster's feature distribution. The algorithm
reaches convergence, when the Euclidian distancesd of members within one cluster
to their common centroid is minimal. [42]

k-means clustering is applied on the 2D-feature space of heliostat's east-north coor-
dinates, so the Euclidian distance simpli�es to:

Euclidian Distance: deucl(eh ; nh) =
p

(eh � eC)2 + ( nh � nC)2 (3.1)
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Figure 3.2: Selection of 20 heliostats after data �ltering and k-Means.

Not all heliostats satis�ed the data requirements which are imposed on them and
therefore are �ltered out of the original pool containing all heliostats within the �eld.
The large number of 2014 heliostats for which measurement data can be found on
PAINT's database is reduced by �ltering for two conditions:

First, only those heliostats are considered to comply to this study's purposes, which
have known surface properties, so as to facilitate forward raytracing. Thus, the �rst
�lter is applied by removing all heliostats from the �eld's population, to which no
de�ectometry data is presently available (grey colored samples). This results in a
reduced population size of500 heliostats.

The second �lter (light-blue) is based on the condition that the model is trained,
validated and tested on sample sizes of30 calibration measurement instances each,
which means that only those heliostats can be considered, which have at least90
measurement points associated to them1. The �nal size of heliostat population on
which k-means clustering is applied equals372(dark-blue and black colored samples).

1 It should be noted, that this is not a strict requirement and calibration can generally be performed
on heliostats with viewer data samples.
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Figure 3.2 shows the spatial distribution of heliostat populations at each stage of
applying these �lter conditions.

3.3 Sun Position Splits

k-Nearest Neighbors (k-NN) as a conservative approach for data splitting in heliostat
calibration has been explored by Pargmann et al in [11, 39]. The researchers intro-
duced a distance metric for splitting the total set of calibration data by the sun's
positional features (azimuth, elevation) at the time of measurement. The presently
used variant of k-NN algorithm begins by ordering the set of measurementsD by
each samples'x mean Euclidian distance to itsk-nearest neighbors:

k-NN Distance: �di (x; D ) =
1
k

 
kX

i =1

kx � di k

!

; di 2 D (3.2)

Figure 3.3: k-NN split along Euler sun angles for a heliostat's calibration measurement points.

Based on this hierarchy, the samples with the highest distances are then succes-
sively assigned to validation and testing datasets, ensuring that these sets represent
the most challenging extrapolative scenarios for the model. The remaining samples,
which reside closer to others in the sun position domain, form the training dataset.
Throughout this study, the third-nearest neighbor is considered, ie.k = 3 .
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An example visualization of sun positions for a calibration dataset which is split by
k-NN and contains 30 samples per training, validation and testing set is presented in
Figure 3.3. As expected, the measurement points in the validation dataset are most
remote, which means that they are located at less frequently represented sun positions.
In comparison, the samples used for model testing and training exhibit sun positions
with a growing frequency of representations in the total dataset. Finally, the excluded
samples display a densely-populated distribution of Euler's angular features.

3.4 Image Preparation

The �ux image data processed in these experiments is stored in grey-scale format with
a �xed resolution of 256Ö256 pixels. To ensure consistent processing throughout the
model pipeline, the ray tracing environment uses the same resolution for its simulated
�ux predictions.

Both measured and predicted �ux bitmaps undergo a normalization step to scale pixel
intensities I (i; j ) to the range [0; 1] by:

Normalized Image: I norm (i; j ) =
I (i; j ) � I min

I max � I min + "
(3.3)

where I min and I max are the minimum and maximum pixel intensities, respectively
and " = 10 � 8 is added to the denominator to avoid the division by zero.

This normalization yields the relative �ux intensities. Scaling intensities to a �xed
range ensures consistent scale across samples and has been reported to stabilize the be-
havior of loss-based gradient signals [43]. Also, the techniques for contour-extraction
discussed in section 4.7 require a common intensity scale throughout all �ux data.

Further preparation aims at removing noise from �ux images using a combination
of interpolation and Gaussian �ltering [44]. Speci�cally, interpolation is applied via
multiple up-sampling and down-sampling steps to increase spatial continuity in the
�ux distribution. In e�ect, the interpolation thus averages intensities across neigh-
boring pixels. The Gaussian �lter is then used to suppress high-frequency noise and
enhance the detectability of structural features.
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4 Methodology

4.1 Blocking and Shading

Central to the calibration experiments undertaken within this study are the herein
proposed methods to include blocking and shading in the simulated datasets.

4.1.1 Implementation through Image Augmentation

To emulate the physical e�ect of heliostat-to-heliostat blocking and shading (cf. Sec-
tion 2.3.2 within the simulated datasets, an image augmentation method is imple-
mented. An abstract representation of the proposed method, which mimics partial
�ux loss due to blocking and shading is shown in Figure 4.1.

Figure 4.1: Abstract visualization of the image-augmentation function used for arti�cial blocking
and shading with � = 0 :3. The function progresses along the pixel row index i . I denotes the
pixel intensity distribution, t this is the minimum threshold value and � px is the di�usion width
in pixels.

In e�ect, the functions aims to approximate the partial obstruction of the re�ected
�ux that may occur when another heliostat is positioned between the source heliostat
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and the receiver tower. Such partial occlusion leads to a characteristic attenuation
of the �ux intensity, predominantly in the lower portion of the focal spot image [30].
Within in this thesis, a function is implemented which modi�es a given normalized
�ux image I 2 RH � W through vertical attenuation of pixel intensities. Further input
parameters which are used by the function are described in Table 4.1.

Table 4.1: Input parameters to the image augmentation function which mimics the e�ects of
heliostat-to-heliostat blocking and shading.

Parameter Documentation

�ux image
I 2 RH � W

2D tensor of shape[H; W ], representing the bitmap of the
�ux intensity distribution over image height H and width
W . Intensity values should be normalized to range[0; 1].

blocking
/shading-
factor �

A �oat 2 [0; 1] de�ning the fraction of the focal spot height
that will be a�ected by the blocking / shading. A value of 0:5
implies that approximately the lower half of the �ux image
will be attenuated.

pixel
threshold t

A scalar used to detect the presence and vertical extent of
the focal spot. It is applied to the normalized �ux image to
identify non-zero �ux regions.

di�usion
width �

A parameter controlling the softness of the transition be-
tween unblocked and blocked regions. Larger values lead to
a smoother decay in intensity.

In reality the scattering of rays at the intersecting edge � shown in Figure 4.2 � leads
to a soft shading edge rather than an hard edge with pixel intensities smoothly fading
toward the bottom. The proposed function is adapted to consider ray scattering.

Figure 4.2: Contributors to the e�ective angular spread at the blocking edge of a front heliostat.

The proposed implementation �rst computes the vertical boundsi low , i up of the focal
spot by thresholding based on the minimum pixel intensityt. From the detected height
(i low � i up), and the blocking/shading-factor � the pixel row i block is determined, above
which the image remains unaltered:

Start Attenuation Row Index: i attenuate = i low � � � (i low � i up) (4.1)

Below this line, an exponential attenuation mask is applied, increasing in strength
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with distance from i attenuate . Above this line, i.e., for i < i attenuate , the attenuation
factor is kept at 1 leaving the area unaltered. The soft attenuation is governed by an
exponential decay function using the� px as di�usion width in pixels:

Attenuation Function: a(i ) =

8
<

:

1; if i < i attenuate

exp
�

�
i � i attenuate

� px

�
; otherwise

(4.2)

In order to realistically emulate the scattering of rays occurring at the edge of the
intersecting object the decay parameter� is scaled linearly based on the distanceDH-T

[m] between the heliostat's center position and the aimed calibration target's center
to. The linear scaling is performed in order to approximate the increasing di�usion
of rays for higher heliostat distances to the tower. To obtain� px , the di�usion width
in meters � m is transformed to:

Di�usion Width [px]: � px =
� m

hR=H
=

DH-T � � e�

hR=H
�

DH-T �
q

� 2
sun + � 2

mirror

hR=H
(4.3)

Where � e� is the e�ective angular spread of the re�ected ray bundle at the blocking
/ shading edge, and� sun, � mirror respectively are the standard deviation of the solar
intensity and the mirror slope error (cf. Figure 4.2). Other optical sources of ray
di�usion are neglected within the approximation of the total angular spread [18].
From the literature the two contributors to the di�usion of re�ected are assumed to
be constant at � sun � 4:65 mrad [45] and � mirror � 1:0 mrad [15]. Thus, the e�ective
angular spread can be computed to:

E�ective Spread: � e� �
p

(4:65 mrad)2 + (1 :0 mrad)2 = 4 :7563mrad (4.4)

The �nal image is obtained by element-wise multiplication of the original �ux image
I with the attenuation mask A 2 RH � W , where each pixel row is constructed using
the scalar function a(i ):

Blocked Flux: I blocked(i; j ) = a(i ) � I (i; j ) for all (i; j ) 2 [1; H ] � [1; W]

Figure 4.3 displays example images obtained as this function's output at three dif-
ferent levels of � . The heliostats AA39 and BG50 are those concentrating mirrors
within the selection of 20 which are positioned closest and farthest from the receiver
tower.
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Figure 4.3: Example outputs from the image augmentation function which mimics partial occlusion
of �ux images at the lower �ux partition. The outputs for two heliostats and three levels of �
are shown. To each heliostat the euclidean distance from the heliostat's center to the calibration
target center t is given, from which � px is computed along equation 4.3.

While this augmentation technique does not physically replicate the true geometric
interactions that cause heliostat-to-heliostat interception, it provides a plausible ap-
proximation of the related image artifacts. Despite its simplicity, the method enables
qualitative exploration of how partially blocked �ux images in�uence the performance
of the calibration algorithm.

4.1.2 Geometric Model for Realistic Evaluation

A geometric model is implemented, which allows estimates of the interactions between
heliostats at speci�c positions in the �eld and in relation to the sun position at time of
measurement. This model relies on a simple 2D-approximation of the relative surface
factor that is exposed to partial ray interception by a front heliostat, similar to the
computations in [28]. This model used for approximating the factor� of blocked and
shaded surface area is described in the following.

Figures 4.4a and 4.4b present the 2-dimensional analysis for the cases of blocking and
shading which serve as the mathematical foundation for the developed model.
The analysis of the trigonometric relations portrayed in the �gures, the e�ective sur-
face ratio that is exposed to blocking and shading can be derived. Both �gures display
a simpli�ed case, where the surface tilt� H is assumed to be equal for both front and
rear heliostat. The other important assumption is, that all heliostats are mounted on
the same height relative to the ground. Table 4.2 lists the geometric parameters and
their meaning.

The computation of the basic local parameters is performed with the following three
equations (4.5, 4.6, 4.7). The target re�ection vector for a given heliostat can be cal-
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(a) Analysis of heliostat-to-heliostat blocking. (b) Analysis of heliostat-to-heliostat shading.

Figure 4.4: Visualization of the geometric 2-dimensional model used to evaluate blocking (a) and
shading (b), inspired by [28].

culated from the heliostat's vertical distanceX to the receiver tower and the receiver
center's height zR to:

� HT = arctan
zR

X
(4.5)

The vertical surface normal tilt which is required for aiming along � HT depends on
the current sun's elevation angle� S:

� H =
� S + � HT

2
(4.6)

Subsequently the vertical tilt of the heliostat surface is given as:

� H =
�
2

� � H (4.7)

For the geometric analysis of theblocked scenario , �rst a relationship for the
support-variable zb is found, which is then solved forzb:

zb

� X 1,b
= tan � H ,

zb

� X 2,b
= tan � H-T (4.8)

, zb = � X 1,b � tan � H = � X 2,b � tan � H-T (4.9)

Generally, the sum of� X 1 and � X 2 is equal to the heliostat spacing distance� X :

� X = � X 1 + � X 2 (4.10)

, � X 2 = � X � � X 1 (4.11)

After inserting equation 4.11 into equation 4.9 we solve for� X 1,b to:

� X 1,b � (tan � H + tan � H-T ) = � X � tan � H-T (4.12)

, � X 1,b =
� X � tan � H-T

tan � H + tan � H-T
(4.13)
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Table 4.2: Geometric parameters in heliostat-to-heliostat blocking and shading.

Parameter Documentation
� H Vertical tilt angle of heliostat mirror [rad]

(local variable).
� HT Vertical elevation angle of the heliostat

to target-center vector or re�ection vector
[rad] (local variable).

� H Vertical elevation angle of the heliostat
normal vector [rad] (local variable).

� S Vertical elevation angle of the sun's inci-
dent ray vector [rad] (global variable).

h0 = 3 :22 m Height of heliostat surface [m] (global vari-
able).

hb / hs Height of blocked / shaded heliostat sur-
face [m] (local variables).

zR = 55:22 m Vertical coordinate of receiver center in
local ENU-coordinate system [m] (global
variable).

� X Horizontal spacing between heliostats [m]
(local variable).

� X 1b, � X 2b, zb Support variables in the analysis of block-
ing [m] (local variables).

� X 1s, � X 2s, zs Support variables in the analysis of shad-
ing [m] (local variables).

Using the geometric relationship between� X 1,b and the unblocked mirror height
(h0 � hb) we solve forhb and then insert equation 4.13:

� X 1,b

h0 � hb
= cos � H , hb = h0 �

� X 1,b

cos� H
(4.14)

, hb = h0 �
� X

cos� H
�

tan � H-T

tan � H + tan � H-T
(4.15)

Finally, the relative factor for the blocked heliostat is obtained by relating hb to h0:

Block Factor: f b =
hb

h0
= 1 �

� X
h0 � cos� H

�
tan � H-T

tan � H + tan � H-T
(4.16)

For the shaded scenario , a similar analysis of the geometric relations is made be-
ginning with the support-variable zs:

zs

� X 1,s
= tan � H ,

zs

� X 2,s
= tan � S (4.17)

, zs = � X 1,s � tan � H � = � X 2,s � tan � S (4.18)
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By substituting 4.11 we obtain the following relationship, the we solve for� X 1,s:

� X 1,s � (tan � H + tan � S) = � X � tan � S (4.19)

, � X 1,s =
� X � tan � S

tan � H + tan � e
(4.20)

We now formulate the cosine of� H to obtain the formula for hs:

� X 1,s

h0 � hs
= cos � H , hs = h0 �

� X 1,s

cos� H
(4.21)

, hs = h0 �
� X

cos� H
�

tan � S

tan � H + tan � S
(4.22)

The factor for the relative surface height that is exposed to shading is solved to:

Shading Factor: f s =
hs

h0
= 1 �

� X
h0 � cos� H

�
tan � S

tan � H + tan � S
(4.23)

Finally, the individual factors of f b (4.16) and f s (4.23) must be combined to a
single-scalarf bs which resembles the total strength of these contributors. As both
e�ects of occlusion by de�nition occur at the lower section of the mirror surface, these
individual terms should not be added. In order to avoid that a surface area which
is already shaded contributes to blocking (and vise-versa), the totalf bs is found by
applying a max-and subsequentmin-operation:

Blocking & Shading Factor: f bs = min(max( f b; f s; 0); 1) (4.24)

The combination of the min-max-operations has the purpose of ensuring that the �nal
scalar output lies within the physical meaningful boundaries2 [0; 1].

Figure 4.5 displays the evolution off b and f s over the sun's elevation angle and for two
heliostat rows. The graphs for the 'Geometric Model' rely on the proposed method
of computation, see equations 4.16 and 4.23.

To evaluate our assumptions, we compare our analytical assessment with the simu-
lated values for f bs from HFLCAL � a software tool for layout and optimization of
heliostat �elds [46]. The factor for the sum of blocked and shaded surface ratio is
scattered for the available heliostats within the respective row over the sun's elevation
angle. The comparison of both the predictions from the proposed model and HFCAL,
which performs geometric calculations within the 3-dimensional space, allows partial
validation of the simpli�ed model.

As expected, the 2D model generally overestimates the factor of blocking and shad-
ing which is the result from the simpli�ed consideration of the geometric interactions
between the heliostat rows. HFLCAL for one and the same elevation angle produces
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(a) Row at X = 61 :8 m, � X = 4 :6 m (b) Row at X = 125 :4 m, � X = 6 :5 m

Figure 4.5: Predictions from the geometric model which evaluates blocking and shading factors
for two example heliostat rows. The blocked / shaded surface factors are plotted over the sun
elevation angles and compared to the data obtained from the software tool HFLCAL [46]. X is
the row's horizontal distance from the receiver tower, � X is the spacing between heliostat rows.

a wide range off bs-values which are the results for di�erent east-north positions for
the considered heliostat row and varying sun azimuth angles. The proposed approach
views the front row of heliostats as a continuous surface with an upper intersecting
edge (no gaps), although the heliostats within a row are spaced apart along the east-
north direction leaving gaps which reduce the actualf bs. A more complex approach
� as is implemented in HFLCAL � considers each heliostat as an individual polygon
which is aligned by dual-axis tracking.

Figure 4.5b suggests that the simpli�ed model overestimates the potential contribu-
tion of the blocking factor for the here considered row atX = 125:4 m. Due to the
above mentioned points of criticism on the proposed model for evaluating the occlu-
sion e�ects of blocking and shading, the actual implementation of the programmatic
algorithm uses the f bs obtained from equation 4.24 as the upper limit of a uniform
distribution:

� � U (0; f bs) (4.25)

The e�ective value � for the relative strength of occlusion which is used as an input
to the image augmentation function (c.f Section 4.1.1) is randomly sampled from the
above distribution.

4.2 Machine Learning Framework

This section presents the framework on the image-based calibration algorithm and in-
troduces the underlying loss functions. The calibration model o�ers the functionality
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to be trained both on a geometric alignment-loss and on the image-based contour-loss.
For derivation of the contour-loss a function is proposed for detection of the upper
edges of focal spots which is further processed in order to extract spatial and struc-
tural features of the �ux distribution. The contour-loss is computed by comparing
the prediction's image features against those found in the ground-truth's �ux.

4.2.1 Model Structure

Figure 4.6 provides an overview to the proposed calibration algorithm which is using
�ux-image data to derive a contour-loss for optimization of the kinematic model.

Figure 4.6: Overview of the proposed approach for image-based heliostat calibration using a
contour-derived loss.

4.2.2 The Alignment-Loss

In accordance with the discussion in subSection 2.2.4, it is important to distinguish
between the re�ection axis and the COM-vector (approximated re�ection axis), which
relies on the measured �ux centroid. Throughout this study, the latter is used for loss
calculation and model optimization. This approach ensures that the model cannot
exploit information which is unavailable in measured datasets. For this reason, the
metric based on the ideal re�ection axis is only computed as a �nal evaluation metric
outside of PyTorch's computational graph 1.

The alignment loss is based on the cosine similarity between a sample'ss re�ection
vectors rP;s and rG;s:

Cosine Similarity: cos� s =
~rP;s � ~rG,COM ;s

k~rP;sk � k~rG,COM ;sk
(4.26)

Where � s is the angular misalignment. In this context, the cosine similarity directly
measures alignment, with a value ofcos� s = 1 indicating perfect alignment. The

1Only for benchmarking purposes a single model variant was trained on the alignment-loss as
derivation of the misalignment between the predicted and ground-true re�ection axes (cf. Section
6.3).

34



MSE-loss (cf. Section 2.3.3) is then computed per heliostat of indexh by applying
equation 2.16 withyi = cos � i and ŷi = 1 over the heliostat'sN measurement samples:

Alignment-Loss: L (h)
Alignment =

1
N

NX

s=1

�
~rP;s � ~rG,COM ;s

k~rP;sk � k~rG,COM ;sk
� 1

� 2

(4.27)

For the conventional calibration strategies which rely purely on vectorial alignment,
the single-scalar loss term is computed by averaging each heliostat's contribution to
obtain a �nal loss across the heliostat �eld of H heliostats:

Alignment-Loss (Field): L Alignment =
1
H

HX

h=1

L (h)
Alignment (4.28)

4.2.3 Contour Extraction

Within this study, image-based calibration is realized by implementing a pipeline for
processing �ux image data, which attempts to derive a loss term that provides gradi-
ents for model alignment along the upper contours of the focal spots. In this context,
a contour is de�ned as the boundary of the �ux distribution within a given image.
Performing the calibration speci�cally along the contour's upper section is motivated
by the observation that heliostat-to-heliostat occlusion most often a�ects the lower
portion of the focal spot, whereas the upper region typically is conserved. As such,
the upper contour provides a reliable and robust feature for image-based calibration.

Before a contour-loss can be formulated, it is essential to establish a robust and dif-
ferentiable method for extracting the upper contour from a given �ux image. This
is accomplished by applying a convolutional operation to the input bitmap using a
vertical Sobel kernel (cf. Section 2.4.5).

The complete pipeline as shown in Figure 4.7 for contour extraction involves further
steps for smoothing and de-noising the original �ux image which were introduced in
Section 3.4. Within the preparation stage, the image values are normalized before
undergoingq number of interpolations, wherein the spatial continuity pf the input is
improved by consecutive up-sampling and down-sampling the pixel values. This step
is followed by the application of a Gaussian �lter for reducing high-frequency noise
and further enhancing the detectability of continuous edges.

To make the contour detection process di�erentiable and �exible by including tunable
parameters (threshold � and sharpness� ), a step for soft thresholding is applied
wrapped in a sigmoid-function � :

35



Figure 4.7: Program �owchart for extracting the upper contour of an input �ux image.

Soft Thresholding: B (i; j ) = sigmoid
�
� � (I 0

norm (i; j ) � � )
�

(4.29)

with sigmoid(x) =
1

1 + exp( � x)
(4.30)

) B (i; j ) =
1

1 + exp ( � � � (I 0
norm (i; j ) � � ))

(4.31)

In addition, soft erosion is performed by local averaging over a3x3-neighborhood to
suppress isolated noise by mean convolution:

Soft Erosion: E(i; j ) =
1
9

1X

m= � 1

1X

n= � 1

B (i + m; j + n) (4.32)

The combination of the soft thresholding and erosion operations should result in
a smooth, continuous contour representation suitable for gradient-based optimiza-
tion [47]. Finally, the convolution operation with the vertical Sobel-kernel computes
the image bitmap for the upper contour. It achieves this by essentially emphasizing
positive gradients along the vertical image axis � representing transitions form dark
to bright:

Soft Contour: C(i; j ) = ( B � K Sobel;y )( i; j ) (4.33)

A series of example images obtained by applying the function for contour extraction
is found in Figure 4.8.
As intended the choice for the threshold value in�uences the elongation of the contour
that is extracted from the �ux image. With a threshold closer to 1:0 the contour is
generated on pixels of higher intensities which are found closer in the �ux's center
region. The sharpness factor is e�ective in tuning the width of the contour: With a
higher sharpness value the contour becomes sparser.

To optimally tune the contour extraction parameters, a Bayesian-optimization scheme
is suitable. For example, Jabour (2025) applied Bayesian optimization to determine
optimal input parameters for a related application of contour extraction [48].
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Figure 4.8: Example outputs from the contour extraction function which applies uses a Sobel-kernel
for detection of the �ux upper edge (contour). The contours for four heliostats and three settings
for the threshold � and sharpness� are shown.

In Figure 4.8 the �rst row next to the original �ux images presents example contours
which are generated with thus parameters settings found by Bayesian optimization
(� = 0 :58; � = 70:0). This con�guration is also applied for contour detection and
subsequent loss computation within the image-based calibration attempts. It should
be noted that although the chosen parameters perform well on the datasets used in
this study, their applicability to other datasets may required recon�guration.

4.2.4 The Contour-Loss

The proposed calibration approach processes the detected contours in order to derive
an image-based loss. With the goal of providing meaningful and stable gradients for
contour-based alignment, this section proposes three distinct loss terms which will be
referred to as: Coarse, Fine, and Gravity loss. The inclusion of these complementary
loss terms is motivated by the goal of providing a multifaceted penalty landscape.

Coarse Loss
The conceptual design of the Coarse alignment loss term is motivated by the goal of
providing gradients for heliostat calibration in situations where there is not overlap
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between the predicted and ground-truth contours. For this term, the Soft Distance
Field (SDF) loss is applied. The SDF loss is based on the principle of penalizing
predicted contour pixels according to their Euclidean distance to the nearest ground-
truth contour reference pixel to the end of providing meaningful gradients even in the
absence of direct overlap [49].

First a distance transformation is applied on the ground truth contour to compute the
reference distance map. The algorithm for this transformation is shown in �gure 4.9.

Figure 4.9: Program �owchart for computing the distance map.

The pre-processing step of applying a minimum pixel threshold� and binarization
follow the goal of producing a binarized mask with values of one indicating a positive
contour pixel, while values of0 mask the background pixels:

Cbin (i; j ) =

(
1; if C(i; j ) > �

0; otherwise
(4.34)

The distance transformation then computes a map of Euclidian distances from each
pixel to its nearest contour pixel at (i 0; j 0):

D (Cbin ) = min
(i 0;j 0):Cbin =0

p
(i � i 0)2 + ( j � j 0)2 (4.35)

Based on the ground truth's distance map, the SDF-loss is calculated as the element-
wise product of the prediction's contour and the ground truth's distance map:

Coarse Loss:L (h)
Coarse =

1
N

NX

s=1

SDF(CP;s; CG;s) =
1
N

NX

s=1

X

i;j

CP;s(i; j ) � DG;s(i; j )

(4.36)

By multiplying the reference map's distances with the predicted contour's local pixel
values, the SDF speci�cally evaluates how far each pixel in the predicted distribution
lies from its nearest neighbor in the ground-true distribution. It therefore penalizes
spatially misaligned contour predictions, while allowing gradients to propagate even
when the contours don't yet overlap.

Fine Loss
The Fine alignment loss encourages the predicted �ux contour to closely match the
reference contour at a pixel-wise level. For this purpose, the DICE-coe�cient is
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employed for measurement of the overlap between the two contours. The DICE-
based loss is especially well-suited for situations where the regions of interest (i.e.,
the contours) are sparse or thin [50], as it is sensitive to both false positives and false
negatives, and is less a�ected by class imbalance than traditional metrics like the
mean squared error. The DICE coe�cient for two point sets A and B is de�ned as:

DICE(A; B ) =
2 � jA \ B j
jAj + jB j

(4.37)

For the soft contours CP;s (prediction) and CG;s (ground-truth) over N samples, the
DICE-based loss can be computed as [50]:

Fine Loss: L (h)
Fine =

1
N

NX

s=1

(1 � DICE(CP;s; CG;s)) (4.38)

=
1
N

NX

s=1

(1 �
2

P
CP;s � CG;s + "

P
CP;s +

P
CG;s + "

) (4.39)

Where " = 10 � 6 is a small constant to avoid division by zero. The DICE-loss is
e�ective for driving the model toward precise, �ne-grained alignment of the extracted
contours but requires an initial overlap of contours for providing meaningful gradients.

Gravity Loss
The third loss term is devised to support the Coarse alignment by facilitating contour
matching along their COM-coordinates. Fine and Coarse loss alone do not achieve
stable convergence. For that reason a third Gravity loss is deployed. Its simplistic
design facilitates global alignment by providing a smooth loss landscape without local
minima. Previous studies comment on the bene�ts in stronger convergence within
point cloud registration problems by incorporation of geometric constraints such as
gravity-based loss terms. The COM-coordinates for a contour is computed along the
procedure discussed in Section 2.2.4. The Gravity loss is then de�ned as the Euclidian
distance between the predicted and ground truth contours' COM:

Gravity Loss: L (h)
Gravity =

1
N

NX

s=1

deucl;(CP;sCG;s) =
1
N

NX

s=1

kCOMCP ;s � COMCG ;sk2

(4.40)

As COM-points herein are given in the local ENU-coordinate system, this function
in practical terms computes the distance from the predicted contour's COM to the
ground-true contour's COM in meters. The Gravity loss e�ectively penalizes model
�ux predictions whose upper contour is spatially remote from their ground-truth
counterpart.
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4.2.5 Combination of Loss Terms

In order to provide a single loss function that can be used by PyTorch's optimizer
instance for updating the kinematic parameters after each iteration, the varies loss
terms described in Sections 4.2.2 and 4.2.4 have to be reduced to one single scalar.
First, the three image-based contour loss terms are combined as a weighted sum:

Weighted Loss: L Weighted = (1 � � � 
 ) � L Fine + � � L Coarse + 
 � L Gravity (4.41)

Where (�; 
; � + 
 ) 2 [0; 1] in this function are weighing coe�cients, which can be
tuned as hyper-parameters for controlling how much each loss term is contributing to
the single-scalar weighted loss.

In the implementation of image-based calibration, it is essential to account for cases
in which the forward ray tracing simulation fails to project �ux onto the target sur-
face - i.e., when no rays intersect the calibration target, resulting in an empty �ux
bitmap. Such a scenario occurs when a heliostat's orientation is misaligned beyond
the intended target plane's spatial limits. In order for the calibration model to handle
these cases e�ectively, it requires meaningful gradients that provide training stimuli,
so that the re�ected �ux eventually aligns within the boundaries of the target surface.

A commonly adopted strategy in related machine computer vision tasks is to begin
training with a smooth or coarse loss objective and transition to a more detailed, dis-
continuous loss later in training. For example, Tian et al. (2023) propose a two-stage
coarse-to-�ne prior-guided segmentation framework in the �eld of dental-medical im-
agery. This approach of stage-scheduling the optimization objective can improve
convergence, provided that the pre-training stage su�ciently constrains the model's
output space before the shift to more detailed image-based training. [51]

For the heliostat calibration model, this strategy is realized by initially optimizing
only the standard geometric Alignment-loss for the �rst N1-number of training epochs.
Following this, training is gradually shifted toward reliance on the image-based con-
tour loss. At each epochep a weighing factor � is computed, starting from � = 0 at
ep= N1 and increasing linearly until � = 1 at ep= N2. This phase for soft loss tran-
sition is followed by a �nal training phase, in which alignment is guided exclusively
by gradients derived from the image-based contour loss.

This strategy of phased learning can be formulated in mathematical terms which
allows computation of the "alpha" loss for the transition in between ep2 (N1; N2):

Alpha Loss: L alpha (ep) = (1 � � (ep)) � L Alignment + � (ep) � L Weighted (4.42)

with � (ep) =
ep� N1

N2 � N1
; for N1 � ep � N2: (4.43)
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Finally, the combined loss for the implementation of staged learning by shifting train-
ing objectives, is computed for any epochep to:

Combined Loss:L Combined (ep) =

8
><

>:

L Alignment ; if ep < N 1

L Transition (ep); if N1 � ep � N2

L Weighted ; otherwise;

(4.44)

Guardrail Mechanism

A �nal processing step in Equation 4.45 is a applied within loss computation to
enhance the robustness of the image-base calibration against non-convergence. To
this end, a guardrail mechanism is implemented that restricts the use of the contour-
based loss in cases of signi�cant heliostat misalignment: If the mean COM-accuracy
(cf. Equation 2.11) in model validation for a given heliostat �̂ (h)

test exceeds a prede�ned
threshold � guardrail , calibration for that heliostat relies on the geometric Alignment-
loss only. If the guardrail mechanism for any heliostat becomes active, its contribution
to the �nal loss is overridden being replaced by the geometric alignment loss.

Guardrail-Loss: L (h)
Guardrail (ep) =

(
L (h)

Alignment ; if �̂ (h)
test > � guardrail

L (h)
Combined (ep); otherwise

(4.45)

This selective mechanism ensures that during post-training, when parameter updates
are guided by the image-based contour loss, diverging heliostats can recover. Diver-
gence in post-training was observed in cases, where the combination of high learning
rates and unstable gradient behavior led to large, de-stabilizing parameter updates
from which a heliostat could not recover once its �ux prediction was null. Using the
cosine loss as fallback loss, enables recovery of trailing heliostats. After the helio-
stat's mean alignment error again falls below the prede�ned threshold, the guardrail
mechanism deactivates and heliostat calibration resumes using image-based contour
supervision. Provided that the learning rate decreases over training cycles, conver-
gence can then succeed.

The �nal scalar loss used for backpropagation is then computed as the mean over all
heliostats H in the �eld:

Final Contour-Loss: L Contour =
1
H

HX

h=1

L (h)
Guardrail (4.46)
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5 Experimental Setup

The setup for the experiments for arti�cial dataset generation, and for comparative
evaluation of both conventional and image-based calibration attempts are presented
in this chapter.

5.1 Pipeline for Generating Simulated Data with Blocking

De�nition of Scenarios

To systematically evaluate the comparative performance of the proposed and the
conventional calibration algorithm under partial �ux occlusion, a set of simulated
datasets was generated using controlled blocking scenarios. Each scenario is de�ned
by a shared con�guration of modeled heliostats and a uniform distribution of cali-
bration samples across sun positions, which ensures comparability across cases. The
scenarios di�er solely in the two blocking-related parameters: the relative blocking /
shading ratio, denoted by� (cf. Section 4.1.1), and the frequencyf bs. This variable
frequency de�nes the proportion of calibration samples within a scenario that undergo
arti�cial blocking and shading.

For each scenario, �rst a value for � is chosen which is a �xed constant for all af-
fected samples. Secondly,f bs is set to an integer ratio (e.g. 1=3: �1 in 3 samples�)
as a global parameter for each simulated scenario. This parameterization enables a
comparative evaluation of the calibration model's performance under varying degrees
of degradation in the �ux image data.

Table 5.1: Overview of Simulated Scenarios with Arti�cial Blocking

No. Scenario ID Occlusion Factor � [%] Frequency f bs

1 Base 0 0
2 Realistic Equation 4.25 1=1
3 20_on_4th 20 1=4
4 20_on_3rd 20 1=3
5 40_on_4th 40 1=4
6 40_on_3rd 40 1=3
7 60_on_4th 60 1=4
8 60_on_3rd 60 1=3
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An overview of the seven scenarios de�ned for the data-driven calibration is presented
in Table 5.1.

The �Base� scenario simulates the ideal situation where no data samples are a�ected by
heliostat-to-heliostat interception at any level or frequency. The �Realistic� scenario
dynamically calculates the factor of occluded mirror surface for every sample along
the algorithm detailed in Section 4.1.2. At levels of� at 20%, 40% and 60% two
scenarios each are de�ned exhibiting a frequency of blocked samples at a frequency
of 1=4 and 1=3. This collection of scenarios enables the qualitative evaluation of how
the occurrence of blocked training �ux samples a�ects the conventional calibration
method's performance. The image-based calibration model can �nally be tested on
its ability for improving the accuracy in prediction.

Pipeline and Framework for Simulation

The general pipeline for generating the simulated datasets with arti�cial blocking /
shading is presented in Figure 5.1. On initialization of the simulation environment,
the kinematic model and the heliostat surface model is loaded based on the available
parameters. In contrast to the calibration pipeline, the kinematic parameters are used
as static inputs and not updated during simulation.

Figure 5.1: Process �owchart for creating simulated datasets.

At the start of each scenario simulation, the values for� and f bs are set. The de-
tailed framework for data simulation is presented in Figure 5.2. From the outer-loop
pipeline, the framework receives a measurement sample from the original PAINT
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dataset. Within the simulation framework, the program follows a cyclic structure of
processing the data sample and generating the corresponding (augmented) �ux image
and further speci�cation data.

At �rst, the heliostat's kinematic model is Aligned with AP using the original �ux'
centroid COM as aim point. The ARTIST environment enables heliostat alignment
along a given aim point by solving for the corresponding heliostat re�ection axis
as explained in Section 2.4.3. From the re�ection axis the heliostat orientation can
be computed by application of re�ection law, which then allows for computation
of the appropriate motor positions. This step is necessary, because the kinematic
model is not yet calibrated, meaning that the motor positions stored in the measured
calibration data cannot be used for valid alignment.

Figure 5.2: Detailed framework for generating simulated data samples with partial occlusion.
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The aligned kinematic model outputs the heliostat orientation matrix (cf. Sec-
tion 2.2.3) that is used for alignment of the surface points and surface normals. Based
on the oriented surface model, theForward Raytracing simulation is performed to
output the prediction's �ux image. Using the initial setup of parameters, arti�cial
blocking and shading is applied in order to model partial occlusion (cf. Section 4.1.1).
Special attention should be drawn to the fact, that this step is only performed on a
subset of data samples, depending on the frequency of occlusion. The �nal image for
the (augmented) �ux, together with the image's non-ideal centroid COM, is saved to
the dataset.

On the successiveIntersect Re�ection Axis with Target Area step, the ideal
centroid is computed along the mathematical algorithm documented in Section 2.2.4
by re�ecting the sun position's ray vector along the heliostat's orientation axis and
�nding the point of intersection with the target area plane. Also, the motor positions
from the aligned heliostat kinematics are added to the dataset for later usage.

The loop for the simulation stops if the algorithm has �nished the data generation
for the last sample and the simulated dataset is complete.

5.2 Pipeline for Training and Calibration

De�nition of Calibration Scenarios

Within this study, the image-based calibration strategy is tested against the conven-
tional, angular-loss-based approach. To this end, each dataset scenario with simulated
blocking runs through three calibration attempts, each optimizing on a distinct loss
function. Table 5.2 de�nes these strategies for heliostat calibration, their respective
loss function and inputs as ground-true and predicted features.

Table 5.2: Comparison of calibration strategies and their optimization targets

Calibration
Strategy

Loss function Ground-True
Feature

Predicted Feature

Benchmark Alignment-Loss
(Equation 4.28)

Re�ection Axis ~rP

(Equation 2.14)
Re�ection Axis ~rG

(Equation 2.14)
Conventional 1 Alignment-Loss COM-Vector ~rP,COM

(Equation 2.10)
Re�ection Axis ~rP

(Equation 2.10)
Conventional 2 Alignment-Loss COM-Vector ~rP,COM COM-Vector ~rP,COM

Image-Based Contour-Loss
(Equation 4.46)

Soft Contour CP

(Equation 4.33)
Soft Contour CG

(Equation 4.33)

The �Benchmark� strategy is performed only once on the �Base� dataset scenario to
establish a benchmark performance. This strategy relies on the Alignment-loss (cf.
Section 4.2.2) for gradient-based optimization and minimizes the alignment error be-
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tween both predicted and ground-true re�ection axes. Within this study the results
from this approach are viewed as the benchmark for the other strategies, because the
exact ground-true re�ection axis is not be know for real-world data and can only be
approximated through the COM-vector.

The Conventional 1 calibration strategy also relies on alignment-based optimization.
The loss function herein uses the �ux centroid derived through COM as endpoint for
approximating the ground-true re�ection axis (i.e. COM-vector). For the predicted
feature the actual prediction's re�ection axis is used.

The Conventional 2 strategy uses the COM-derived centroids as endpoints for ap-
proximating both the prediction's and ground-true re�ection axis.

This thesis proposes an Image-Based strategy, which extracts spatial and structural
features from the �ux image data. These image features rely on the algorithm dis-
closed in Section 4.2.3 for detection of the focal spots' upper contours. The loss com-
putation then occurs along the mathematical foundation discussed in Section 4.2.4,
wherein three sub-terms of losses are combined into a single scalar loss. Furthermore,
the algorithm for derivation of the contour-loss uses the �guardrail�-mechanism (cf.
Equation 4.45) for stabilized convergence.

Calibration Pipeline with Error Injection

Figure 5.2 presents the algorithmic pipeline used for the data-driven calibration pro-
cess, where the calibration model is trained on simulated datasets using three distinct
strategies (cf. Table 5.2).

The pipeline begins with loading the heliostat surface model including the re�ection
surface points and normals. Also, the model reads the set of initial kinematic pa-
rameters that de�ne the nominal con�guration of the kinematic assembly. In the
subsequent step,O�set Kinematic Parameters , these nominal parameters are
altered by adding small randomized o�sets. This is a critical procedure to mimic
misalignment or deviation between the digital model and the real system. Without
such o�sets, the calibration process would be trivial �- as the simulated dataset was
generated from the same initial parameters, reusing these in training would result in
zero tracking error from the �rst epoch onward.

To formally express this modi�cation, let pinit
i be the initial value of the i -th kinematic

parameter. The parameter is updated by adding a sampled o�set� pi , resulting in:

Modi�ed Parameter: pi = pinit
i + � pi (5.1)

The o�set term � pi is sampled from a uniform distribution whose bounds are speci�ed
per parameter group:
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O�set Sampling: � pi � U (� " i ; " i ) (5.2)

Where " i is the maximum deviation allowed for parameterpi . Table 5.3 displays the
maximum deviations that are used per parameter. For example, heliostat translation
components in ENU directions have" i = 0 :1 m, while joint tilts are o�set within
� 0:005 rad. This o�set-injection procedure ensures that the calibration model is
exposed to initial misalignment and learns to adjust its predictions by minimizing the
respective loss function over the course of training.

Figure 5.3: Calibration pipeline for model �tting on a simulated dataset with k-NN splitting.

Based on the o�set kinematic parameters the di�erentiable kinematic model is instan-
tiated, wherein the kinematic parameters are stored as PyTorch-Parameters. When
creating objects of the Parameter-class, PyTorch automatically enables gradient com-
putation for data Tensor that is passed to it. After the modeling environment is fully
initialized, the pipeline enters the training phase.

During training, all data samples that were assigned to the training dataset byk-NN
splitting (cf. Section 3.3) are used for loss accumulation which is performed within the
Calibration Framework . Respectively, the samples from the validation dataset are
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used to evaluate model performance at the end of each training epoch by computing
the evaluation metric. This evaluation metric is the mean over all samples' COM-
accuracies (cf. Section 2.2.4). This cycle of training and validation is repeated until
either the epoch has reached the predetermined maximum number of epochs (\ End\ ),
or the mean accuracy in model prediction on the validation dataset (�� val

COM ) is lower
than the predetermined error tolerance (� tol = 0 :1 mrad).

Table 5.3: Maximum deviation bounds for kinematic parameter o�sets.
For overview of kinematic parameters refer to Table 1.

Parameter Group Parameters Unit Deviation Range "

Heliostat Position Translations [3] m � 0.1

First Joint Translations [3] m � 0.05

Tilts [2] rad � 0.005

Second Joint Translations [3] m � 0.05

Tilts [2] rad � 0.005

Concentrator Translations [3] m � 0.05

Tilts [2] rad � 0.005

Actuators i 2 f 1; 2g O�set Radius Shift [2] rad � 0.005

Initial Stroke Length [2] m � 0.0

Joint's Distance O�set [2] m � 0.005

Actuator Radius [2] m � 0.0

If one of the two conditions are met, �nal model evaluation on the prediction's mean
tracking error across all samples in the testing dataset is performed. This evaluation
metric is represented as the mean tracking error�� test for the testset .

Calibration Framework

Figure 5.4 presents the detailed framework for image-based calibration relying on the
upper contours. It should be noted, that the framework for geometric calibration by
minimizing the cosine loss follows the same structure, except that no extraction of
upper contours and subsequent processing to a contour-based loss term take place.

The pipeline for data splitting and sampling (cf. Section 5.3) determines which data
point from the simulated dataset is processed within the calibration framework. Ini-
tially, the Draw Sample represents the process for loading the given samples' cali-
bration data. In contrast to the framework for data simulation, the kinematic model
is aligned along the indicated motor positions which were previously �recorded� in the
simulated environment for that data sample. Afterwards, the model's image output
is computed in Forward Raytracing wherein the information on the current sun
position is processed to generate the predicted �ux image.
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Figure 5.4: Detailed framework for the image-based calibration approach.

Both the prediction and ground-truth image data are subsequently processed inCom-
pute Centroids and Find Upper Contours (cf. Section 4.2.3). It should be noted,
that for the �Conventional 1� calibration strategies, the prediction's COM-centroid is
not computed. Instead in this training mode, the model uses the heliostat's orienta-
tion for deriving the predicted re�ection axis by re�ection law. For both conventional
strategies and the benchmark, the �ux contours are not extracted as the model op-
erates on alignment-based optimization only. The respective process chart for these
modes of operation thus resembles the model displayed in Figure 2.8.

Within Evaluate & Optimize the model computes the loss depending on the loss
function design which is either the geometric Alignment-Loss and / or the Contour-
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Loss as presented in Section 6.5. Model training is monitored based on the COM-
accuracy and the actual tracking error is computed as the more reliable performance
metric for �nal evaluation. This whole framework is applied to every heliostat in
the �eld and every data sample in the training dataset, while every sample equally
contributes to the �nal loss (single-scalar). Once the calibration model has been
evaluated on each sample in the training set the �nal loss is passed to the PyTorch
optimizer for gradient computation. Based on the obtained gradients, the kinematic
parameters are updated.
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6 Results and Discussion

6.1 Evaluation of the Simulated Scenario-Datasets

Figure 6.1a displays the range of angular o�sets which are inherent to the scenario-
datasets due to surface imperfections as well as blocking and shading. For each
scenario the o�set distribution over its data samples is shown, wherein the y-axis
indicates the absolute angular o�set between the COM-vector and the true re�ection
axis. As Section 2.2.4 outlays, a �ux recording's corresponding re�ection axis is typi-
cally approximated by spanning a vector from the heliostat surface center to the �ux
centroid. The coordinates of the �ux centroid is found by determining the focal spot's
center-of-mass on the target area.

Any recording of real-world physical data contains some level of noise which dis-
turbs the true measurement. In the context of heliostat calibration with image data
this noise is introduced due to inaccurate �ux recording, but also due to inaccurate
approximation of the corresponding re�ection axis. This second e�ect caused by in-
complete knowledge about the physical system and its mapping is commonly known
in the ML science as epistemic uncertainty. In the present ML problem uncertainty is
introduced in the mapping from the COM-centroid to the true re�ection axis, which
is the underlying system feature that is being used as ground-truth in training and
validation of the di�erentiable kinematic model.

The �Base�-Scenario without blocking and shading displays the uncertainty in the re-
�ection vector which arises due to surface deviations in the geometric shape from the
ideal shape. The mean angular o�set between the COM-vector and the re�ection axis
is 0:39 mrad with a maximal o�set of 2:38 mrad. There is a noticeable accumulation
of data points close to the upper limit, which can be attributed to surface properties
of one outlier heliostat.

Figure 6.1b gives the detailed visualization of the angular o�sets across heliostats and
sun elevation angles. The heliostat mirror with ID AA26 shows relatively large o�sets
which are likely caused by a combination of two factors: This heliostat mirror's surface
is characterized by high deviations from the ideal planar surface while its relative
position in the �eld (cf. Figure 3.2) ampli�es the distortions in the �ux shape on the
target areas. The front positioning of this heliostat close to the receiver towers means
that the absolute distance of the �ux COM from the re�ection axis' intersection point
with the target surface translates to a high o�set in terms of angular measurement.

51



What is more, the relative heliostat position with a signi�cant coordinate component
in west direction induces a steep angle of the re�ected light rays at their intersection
with the target area further distorting the resulting �ux shape.

(a) Evaluation of the seven datasets at di�erent levels of blocking and shading.

(b) 'Base'-scenario dataset (no blocking/shading). (c) 'Realistic'-scenario dataset with blocking/shading.

Figure 6.1: Comparison of angular o�sets between COM-vector and true re�ection axis across
scenarios and sun elevations. (COM: center-of-mass)

Figure 6.2 compares the angular o�set for a planar mirror surface (6.2a), and for
the de�ectometry-based surface, wherein 6.2b corresponds to the original heliostat
position, 6.2c corresponds to a west-translated position, and 6.2d corresponds to an
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