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Abstract

This thesis studies the design, implementation, and evaluation of a new universal adver-
sarial attack targeting automatic speech recognition systems in a black-box setting. A
genetic algorithm optimizes universal perturbations consisting of short noise bursts that
cause mistranscriptions by balancing text similarity (character error rate) and perceptual
audio similarity (Mel energy distance) to keep the noise minimally intrusive. Experiments
are conducted on the models Wav2Vec 2.0 and OpenAl’s Whisper using the standard En-
glish Librispeech dataset and a synthetic maritime radio communication dataset that
contains more homogeneous data to investigate the attack’s performance under varying
parameters such as noise volumes and the number of audio les in the training set. We
expose vulnerabilities in state-of-the-art ASR systems and the risks of attacks on safety-
critical applications, such as maritime radio communication. We demonstrate that our
attack is highly successful, and even an attack trained on a single input works universally.
Whisper proves to be more robust against these attacks. We nd that universal pertur-
bations generalize better when trained on data more similar to the test set. A semantic
defense is developed that presents a novel way to detect the attack. To our knowledge,
our work represents the rst universal black-box attack against ASR models.
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Chapter 1

Introduction

Reliable maritime radio communication is crucial to the safety of operations at sea. To
ensure clarity, precision, and fast reaction times, the International Maritime Organization
(IMO) developed the Standard Maritime Communication Phrases (SMCP) in 2001 [45].
These phrases standardize Very High Frequency (VHF) radio communication between
ships, coastal stations, and on board, in particular during emergency situations. The
SMCP recognizes English as the primary language of maritime communication and is a
simpli ed version of nautical English. Thereby, it reduces ambiguity and improves un-
derstanding across language barriers in an international environment [13], [68]. Maritime
radio communication commonly relies on VHF bands, which range from 30 to 300 MHz,
due to their reliable coverage. Since VHF signals propagate along line-of-sight, the com-
munication range increases with the elevation of the transmitting antenna [46].

In recent years, automatic speech recognition (ASR) systems have been shown to be useful
for transcribing SMCP radio transmissions in real time to enhance maritime safety [45],
[65], [69]. These transcriptions can then be analyzed by Large Language Models (LLMs)
to extract structured information from the standardized format with the goal of sup-
porting decision-making and allowing automated emergency assessments. The distinctly
structured nature of SMCP radio communication makes this application area well-suited
for information extraction with the help of LLMSs, such as transcriptions of spoken reports
to standardized tabular formats [45].

However, this pipeline from speech to structured output critically relies on the accuracy of
the transcriptions by the ASR system and the LLM interpreting them correctly. Human-
made noise (for example, varying languages or overlapping speech) and environmental
noise (for example, background noise or static radio noise) can negatively a ect the ac-
curacy [45]. Additionally, intentional manipulations of the audio inputs can degrade the
performance of ASR systems, and all of these factors would also cause downstream sys-
tems to fail because of incorrect transcriptions. For many commercial ASR systems, the
model parameters and architecture are not publicly known, which can mitigate white-box
attacks, but still makes the model vulnerable to attacks in a black-box setting. Recent
research has shown that audio perturbations crafted from adversarial black-box attacks
can cause ASR systems to mistranscribe audio inputs without needing any knowledge of
the model’s internal workings [49].

Previous black-box attacks have focused mainly on generating input-speci ¢ individual
perturbations that are customized to deceive the ASR system on one speci ¢ target au-
dio [8]]. Such attacks have been proven to be e ective in controlled environments to demon-
strate feasibility [49]. In operational settings, adversaries typically lack prior knowledge of
the transmitted messages, and individual black-box attacks are infeasible in real time due



to the high number of queries required to generate adversarial perturbations [88], [91]. A
more powerful and realistic threat model is the universal adversarial perturbation, which
consists of a single noise vector that, when added to any new audio input, consistently
induces mistranscriptions. Designing such a perturbation without access to gradients or
training data remains a signi cant challenge.

This thesis addresses this gap by introducing a novel universal black-box adversarial attack
on audio data. The attack uses a genetic algorithm to evolve a xed noise pattern that can
be added to any new audio sample, including examples of maritime radio communication
phrases. The universal perturbation then increases the errors in the audio transcription.
The genetic algorithm iteratively optimizes this universal perturbation over generations
based on queried model outputs, without requiring access to model architecture, gradi-
ents, or parameters. The noise vector is generated to be phoneme-aware by exploiting the
known weaknesses of ASR systems in recognizing obstruent phonemes|[72]. This helps
to keep the noise less noticeable while increasing the attack success rate. To keep the
noise below a threshold where it interferes with a human's ability to correctly understand
what is said, the perturbation's energy compared to the original audio is measured, and
a penalty is added if the threshold is passed.

To mitigate this threat, the thesis also proposes a text-based detection method that com-
pares semantic patterns in adversarial transcriptions to correct transcriptions.

This thesis explores the answer to the following question: How can a universal black-
box adversarial perturbation be designed to reliably decrease ASR transcription accuracy
in real-time without access to model internals? Additionally, the thesis also investigates
these questions: How can the universal black-box attack be detected? Are the risks of the
universal black-box attack higher for maritime radio communication compared to stan-
dard English communication? Does attack success depend on the robustness of the ASR
model, and can it be inuenced by transferring attack perturbations between models?
The main contributions are:

~

Vulnerability assessment of the audio transcription process by analyzing transcrip-
tion performance under random noise conditions, with a focus on character and
word error rates.

Replication of an existing individual black-box attack with a customized genetic al-
gorithm that uses phoneme-aware noise generation to target known ASR weaknesses
when transcribing obstruent sounds.

Design of a novel universal black-box attack using the same phoneme-aware ge-
netic algorithm, but to create a single input-agnostic universal noise vector that
signi cantly increases character and word error rates.

Design of a text-based detection method for the attack that applies knowledge
of semantic di erences between manipulated and non-manipulated transcripts to
create a lightweight classi er.

This work is structured as follows. Chapter[2 provides the background by de ning
relevant concepts and discussing previous research. Chapter 3 describes the threat model
adopted in this thesis as well as the attack algorithm, datasets, ASR models, and exper-
imental setup. The results are presented in Chaptef 4 and discussed in Chapté¢f 5. The
conclusion is presented in Chaptef . AppendiX A provides further information on the
data, code, and ethical considerations.



Chapter 2

Background

In the following chapter, relevant concepts are de ned and previous research is sum-
marized, making it possible to identify gaps. The chapter explains automatic speech
recognition and the role that di erent types of phonemes play in it. It introduces the
di erence between individual, universal, black-box, and white-box adversarial attacks in
the audio domain and relevant examples for each, con rming that a universal black-box
attack has not been done before. It also de nes a common genetic algorithm that can be
adapted for audio data. Finally, existing defense strategies for adversarial audio attacks
are highlighted.

2.1 Automatic Speech Recognition

Automatic Speech Recognition (ASR) systems have been actively researched for decades,
but have not been considered relevant for human-machine communication for a long time
because they are far less e cient and accurate than other means of communicating with
machines, for example, keyboard and mouse [105]. However, over the last decade, speech
technologies were able to improve signi cantly as voice and speech recognition systems in-
creased in accuracy and e ciency, although their training still requires very large datasets
and the resources needed for computation and storage are signi cant [50].

The emergence of Arti cial Intelligence in technologies has helped to improve ASR sys-
tems, but also required it: human consumers of state-of-the-art chatbots and digital
assistants expect the means of communication to be convenient to them and not to the
machine, and speech is the primary method of communication for humans [50]. Pro cient
ASR systems need to be able to make sense of human speech both in the syntactic sense
of acoustically understanding the words being said, but also in the semantic context of
the spoken phrases [50].

To achieve high performances on unknown audio inputs, these systems require extremely
large training datasets to generalize well, especially for commercial use, which can be
extremely challenging since training and test data do not necessarily come from the same
source, and most publicly available training data is noise-free and spoken by native speak-
ers [72]. ASR systems follow the same overall structure: A speech utterance is captured
and given as input to a decoder model that can also use an acoustic language model or
a lexicon to hypothesize about phonemes [50]. Phonemes are the smallest unit of speech
that can be distinguished based on their meaning. They can be di erentiated into vowels
and consonants. Vowels are often the point of emphasis in speech, and consonants are
often shorter [9], [72]. Alternatively, they can be di erentiated into sonorants and obstru-
ents [72]. Obstruents are sounds that are formed by obstructing air ow, while sonorants



are formed via continuous air ow and therefore resonate. Sonorants are all phoneme
sounds that have to be voiced (unless the speaker is whispering), whereas obstruents can
be voiced or unvoiced [72]. It is often a challenge for ASR systems to properly recognize
the sounds of obstruent consonants, like /p,t,k/, especially if they are unvoiced [72]. Ob-
struent phonemes are characterized by noise bursts and air ow constriction, which means
that these sounds tend to be short and sharp [83], and therefore challenging for ASR
systems in the presence of background noise. Using these speci ¢ properties of phonemes
in speech recognition, it has been shown that ASR models are particularly sensitive to ad-
versarial phonemes, that is, adversarial perturbations that mimic the sound of individual
phonemes [98], [109].

2.2 Audio domain and representation

In digital signal processing, the time domain and the frequency domain are two ways to
represent and analyze signals such as audio data. The time domain describes how a signal
changes over time. The audio is represented as a sequence of amplitude values sampled in
regular intervals that are temporally located one after the other [25]. This is the natural
representation of most recorded signals, since it is the same as how a human experiences
the signal. In contrast to that, the frequency domain describes the sinusoidal frequency
components that a signal contains [25]. Instead of tracking the amplitude at each time
step, it describes each frequency present over either the entire signal or a localized time
window. This representation can be useful by revealing periodic frequency patterns and
energy distributions over a signal. The transformation from time domain to frequency
domain is performed with the Fourier transform, which decomposes a signal in the time
domain into a sum of sinusoids of di erent frequencies, amplitudes, and phases [25].

The Fast Fourier Transform (FFT) is an algorithm for computing the Discrete Fourier
Transform (DFT) of a signal. It converts the entire signal from the time domain into

the frequency domain as a whole. For non-stationary signals, this method can therefore
only give an overview of what frequencies occur overall, but the information on temporal
frequency changes is lost [7].

An alternative is the Short-Time Fourier Transform (STFT), which can work on both
discrete and continuous time, depending on whether the signal is a continuous function or

a sequence of samples, such as audio data here, and shows the frequency over time [25],
[64]. STFT allows for localized frequency analysis that is more suitable than FFT for
signals like speech, for which the frequency characteristics change over time. The signal is
divided into short overlapping windows and FFT is performed on each of these windows
separately, allowing the algorithm to capture time-varying frequency characteristics [64].

A waveform is the direct representation of an audio signal in the time domain. It is
a function that maps time to amplitude [25]. In digital audio, waveforms are stored as
discrete sequences of amplitude values sampled in xed intervals, here 16000 samples per
second (16 kHz).

A spectrogram is a representation of the spectrum of frequencies of a signal over time [44].
It is generated by applying STFT on a waveform, thus mapping time to frequency and
energy of the frequency. This can reveal patterns that are not noticeable in raw time-
domain data.

The Mel spectrogram is a variant of the standard spectrogram that takes human percep-
tion into account. It applies a Mel-scale Iter on the frequency axis of the spectrogram
to mimic how humans perceive sound [31]. This results in a non-linear transformation of



the frequencies by which more resolution is located to lower frequencies and less to higher
frequencies, because humans are more sensitive to lower frequencies.

2.3 Adversarial Attacks

While adversarial attacks are best known for being used on image data, it is possible
to apply them to data in other formats, such as audio data that is used as input to be
transcribed by Automatic Speech Recognition systems.

Despite di erences in how the data is encoded, the attacks also demonstrate similarities
between image and audio attacks. In both domains, adversarial attacks can be di eren-
tiated into poisoning and evasion attacks, which manipulate the data at training or test
time, respectively, with the goal of manipulating the model to exhibit malicious behav-
ior [11], [20], [59], [87].

Backdoor poisoning attacks are applied at training time on the data that a model is
trained on by inserting a backdoor trigger so the model learns to associate malicious be-
havior with the presence of the trigger, but performs correctly when the trigger is not
present [37], [87]. For image data, those triggers can be literal objects inserted into train-
ing images [20], [37], [81], [99], but can also consist of imperceptible changes to very few
pixels of an image that are invisible to the human eye [71]. The model that is being
trained based on those images learns to associate the trigger object with speci ¢ behavior
and then exhibits the same malicious behavior at test time.

Evasion attacks, on the other hand, are applied only at test time by adding perturbations
to the input data that the model has never explicitly learned to associate with any behav-
ior. Instead, they exploit other properties that the model has inadvertently learned [27].
The space of data belonging to a class and the space of data that a model has encoded
to belong to that same class have overlap, but are never exactly the same. For images,
this means that some are classi ed as a class that they actually do not belong to (false
negatives), while other images are classi ed as a class despite not being part of that class
(false positives). Evasion attacks exploit the properties that cause these false positives
and false negatives by adding speci ¢ perturbations [11], [43].

In the same way, poisoning and evasion attacks can be applied on audio data for auto-
matic speech recognition. Like for image data, a backdoor attack on audio data is applied
on training data, and the model learns to wrongly transcribe the audio given a triggering
perturbation. An evasion attack on audio data is applied on test data; here, the model
exploits the fact that the ASR system can misinterpret perturbations or background noise
for actual words, causing mistranscriptions.

2.4 Adversarial Attacks on ASR systems

Adversarial attacks on ASR systems can be classi ed based on adversarial knowledge and
speci city, the scope of the perturbation, and the attack characteristics [8].

Adversarial knowledge describes how much an attacker knows about the internal workings
of the model. While white-box adversarial attacks require the attacker to have knowledge
of the parameters and functions of the model, black-box adversarial attacks operate with-
out assumptions of how the model works. They only consider inputs and corresponding
outputs, but not the inner workings of the model in between [49], [106]. This makes
black-box attacks more dangerous to real-world systems because they can be applied on
any system without prior knowledge requirements [49]. However, black-box attacks are
also more di cult to implement [111], and often rely on a large number of queries for each
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perturbed input. A gray-box attack implies that the attacker has some knowledge of parts
of the model but cannot fully access it and instead has to estimate some parameters [8].
An attack can also be distinguished by its speci city. For a targeted attack, the attacker's
goal is to cause the ASR system to mistranscribe an input audio to a speci c target tran-
scription [8]. Untargeted attacks, on the other hand, aim to make the model mistranscribe
an input audio to any incorrect output [8].

The perturbation scope de nes on which inputs an attack is e ectively applied. An indi-
vidual perturbation is crafted for one speci ¢ input audio and causes only that input to
be mistranscribed, while a universal perturbation is created to result in mistranscriptions
of any input in a dataset. Because of this, once a universal perturbation is generated,
it can be applied to any input in real-time since it can be reused for any new input [8],
[106].

Finally, the attack characteristics describe which features of an audio input are attacked.
Audio data is usually represented in waveform format, which describes it in terms of
amplitudes over time, and is often used to apply adversarial attacks on. Another format
is spectrogram, which is a high-dimensional heatmap that visualizes audio data by using
stronger colors to indicate increasing volume and shows frequencies over time [8]. The
Mel-frequency cepstrum coe cients (MFCC) show audio on the Mel scale that represents
sound as humans perceive it, and is another format that can be used for attacks [8], [94].

The majority of existing adversarial audio attacks [15], [86], [101], [103] are white-box,
individual, and targeted [8], [88]. Because of this, many of these attacks cannot be ap-
plied in the real world: they cannot be generated in real time, and the assumption of a
white-box model is not realistic for most commercial ASR systems [101]. These attacks
strongly depend on the model that they are applied on, especially in the case of white-
box attacks [73], or the language of the audio input [77]. In settings where a stream of
previously unknown audio input is directly fed into an ASR system, which has the task
of transcribing the audio in real-time, these attacks cannot be e ectively applied.

2.4.1 Individual Adversarial Attacks

As individual adversarial attacks are crafted for one speci ¢ input audio, they can only
work correctly for the input that they were optimized for, while they either have an un-
expected or no e ect on di erent input samples [89].

Previous works demonstrate successful white-box attacks on ASR systems: [15] is an
iterative optimization-based attack that modi es audio wave signals inaudibly to make
them transcribe to any chosen message. [86] uses psychoacoustic principles to manipu-
late audio below the threshold of human perception to embed malicious voice commands.
Similarly, [78] uses auditory masking to create imperceptible adversarial examples. Psy-
choacoustic properties are also used for the over-the-air attack by [90]. [24] transfers an
adversarial attack based on gradient descent from the image domain to the audio domain.
Many white-box attacks focus on loss-based optimization methods to generate adversarial
examples [18], [29], [30], [51K[53], [61], [66], [103], [108]. Similar optimization approaches
are also applied when using generative adversarial models (GANS) to generate adversarial
examples [17], [80], [96], [97].

One of the earliest black-box adversarial attacks on ASR systems was [94], demonstrating
that a speech recognition system can interpret sounds as commands that do not sound like



commands to humans. [14] and [107] introduce attacks with the goal of making changes
inaudible. Focusing on the audio processing before the input is fed into the model, which
is similar across typical ASR systems, [2] applies Fourier transformations on audio to
exploit typical feature vectors used in ASRs, and [3] reconstructs the audio by leaving
out key parts that the ASR system needs to understand it. [101] uses frequency masking
to create an untargeted attack. Another option for an attack [85] is to use brute-force
methods to nd accidental triggers for smart speakers misunderstanding common phrases
as commands through trial-and-error search while measuring the Levenshtein distance
between phrases. There also exist multiple black-box attacks that transfer white-box
methods: [21] proposes a method called Devil's Whisper that applies audio downsampling
followed by upsampling on a model that estimates a non-target speci ¢ white-box model.
[38] transfers an ensemble-based adversarial attack, while [111] transfers the optimization
of individual sub-problems.

Evolutionary strategies have also been used to generate individual adversarial attacks
before. In [49], Khare et al. apply multi-objective evolutionary optimization to suc-
cessfully generate targeted and untargeted black-box individual adversarial examples on
audio data with a genetic algorithm. They de ne the tness score based on two con icting
objectives: minimizing text similarity and maximizing audio similarity. The transcrip-
tion by the model is supposed to change either to a speci ¢ output (targeted approach)
or to any other dissimilar output (untargeted approach), while the manipulated audio
should sound as much like the original audio as possible to inaudibly hide the attack.
Their approach is as follows: they generate a population of audio perturbations, evaluate
the tness scores of each to select the mating pool, recombine the mating pairs using
single-point crossover, and then mutate parameters by adding Gaussian noise. The best
individuals of the population are then determined through a ranking and continue to the
next generation. This process is then repeated until a good adversarial example is found.
As a black-box attack, [49] has the advantage that it requires no knowledge of any model
components at all, that being able to use it does not depend on the model, and it does
not require transferring knowledge from a di erent attack. For this reason, the attack can
generally be applied to any ASR model as long as that model can be queried repeatedly.
That is the main disadvantage of the attack, which is a common disadvantage of black-box
attacks: nding an adversarial perturbation requires a lot of queries, making it extremely
ine cient for real-time scenarios [88].

Similarly, [92] also applies black-box evolutionary strategies to improve upon the targeted
adversarial examples. First, the attack iterates over a population of perturbations to nd
one that has the desired e ect, while in the second part of the attack, gradient estimation
is used to ne-tune the targeted attack.

[28] applies particle swarm optimization in a white-box and black-box algorithm, a strat-
egy also used on linguistic features in [23] and on temporary particles in [67]. [111] uses
cooperative coevolution that divides populations into smaller matrices.

2.4.2 Universal Adversarial Attacks

In [70], Neekharaet al. introduce universal audio perturbations by applying a single per-
turbation to multiple audio inputs and achieving mistranscriptions for all of them. In the
presented white-box attack, the character error rate is optimized to be as high as possible
over a dataset of input examples, resulting in the generation of a single perturbation vec-
tor to cause errors in transcriptions of the majority of audio input samples to which it is



added. Other research replicates this e ect under di erent circumstances. [56] uses ultra-
sound to deliver an inaudible attack. [88] transfers white-box methods to make a black-box
universal attack. As for individual adversarial attacks, there exist multiple universal at-
tacks that generate adversarial examples using loss-based optimization methods: [1] uses
the loss function to nd targeted universal perturbations. [60] creates a targeted attack
that can be applied while streaming audio data by adding only one inconspicuous audio
signal for less than a second before the audio that causes the mistranscription. Similar
loss-based methods are also applied in [10], [40], [62], [79], [98], [102], [110], [112]. In an
alternative approach, [102] uses generative models to craft universal adversarial examples.
Universal black-box adversarial attacks are much less common [8], [88]. The ones that
exist are mainly based on transferable feature extraction from white-box models, such
as [33], [39], and [88].

These examples show that a universal black-box method has great potential to be e ec-
tive in real-time by removing the disadvantage of individual black-box attacks requiring
too many queries and, because of that, too much time to be generated, which makes it
ine cient to apply them in real-world cases. While the number of queries is unlikely to
be reduced through this method, the resulting perturbation can afterward be applied to
as many audio inputs as necessary, without needing to be recomputed and while showing
the desired e ect of causing mistranscriptions.

2.5 Evolutionary Algorithms

Evolutionary algorithms (EAs) are a class of optimization techniques inspired by natural
selection and genetic evolution in biology, and the principle of \survival of the ttest" [36],
[100]. These algorithms are suited for black-box optimization problems, when a model can
only be accessed via query inputs and outputs without knowledge of its inner workings.
Instead of relying on gradient-based optimization, EAs evaluate candidate solutions by
assessing queried model outputs based on a tness function [36].

The rst genetic algorithms (GAs) were introduced by John Holland in the 1960s to
1980s [41], [100]. GAs represent potential solutions that are optimized as chromosomes,
which encode the problem in a structured format, like binary strings or real-valued vectors.
A common setup evolves this population of chromosomes over subsequent generations
through selection, crossover, and mutation, inspired by biological reproduction [48], [100],
as shown in Figure 2.1.

A tness function assigns a value of how good each chromosome is as a solution to the
optimization problem, which is the basis for evaluation of which chromosomes to keep and
which to discard over evolutionary generations [48]. A chromosome dominates another
chromosome if it has a strictly higher tness value [49]. Based on the tness, a subset
of the best-performing individual chromosomes from the population is selected to form
the elite and passed into the next generation unchanged. This practice of elitism ensures
that the current best solutions are not lost during reproduction [48]. New chromosomes
for the next generation are created by recombining elite chromosomes using crossover:
Two elite parents reproduce by splitting their genes, the encoding of their solution to
the optimization problem, and using part of each parent's genes to form a new mixed
solution that contains genetic information from both parents, which is useful to explore
new regions in the solution space. Additionally, mutations are applied to a fraction of
the new chromosomes to increase the diversity of solutions and escape local minima by
randomly altering part of the genotype of some chromosomes [48].
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Over generations, the optimization problem can then evolve towards better solutions as
poorly performing solutions are systematically replaced by stronger variations that carry
on traits that have been proven to be successful. The algorithm cannot guarantee nding
a global optimum, because it is only heuristic, and solutions can vary widely between
runs [26].

Figure 2.1. During each generation, the tness of all chromosomes in the population is
evaluated. The best candidates are selected, the others are discarded. Crossover is used
to create new chromosomes by recombining the best solutions. Mutations are used to
randomly change some chromosomes to explore more options.

2.6 Defenses against adversarial audio attacks

Given the wide variety of possible adversarial audio attacks, it is necessary to be able
to defend against these attacks. Known defenses can be di erentiated into prevention or
detection defenses, depending on their goal. For attacks on image data, many successful
defenses have been devised [32], [58], [63]. And despite the di erences between the two
domains, some defense mechanisms that were originally derived for adversarial image at-
tacks can still be e ective against audio attacks [91]. Compared to images, audio data
faces several challenges. The digital representation of sampled audio signals has a wider
dynamic range in amplitudes compared to the xed pixel value range of image data; this
makes small perturbations of the audio signal harder to detect [19]. Audio data also
exhibits larger temporal complexity and variability than images, because of their strong
inherent time-series dependencies, which can make the localization of adversarial noise
hard [19]. Additionally, audio transcription models tend to be more sensitive to small
perturbations than image classi cation models. As a result, adversarial audio attacks can
more easily achieve success, even for black-box attacks that cannot rely on knowledge of
the model, while at the same time, transformations of the audio to defend against attacks
can only be applied very carefully [19].

Adversarial training, which was rst proposed by Goodfellow [34], is an example of such
a strategy that can be transferred from image data to protect audio data as well [91].
With adversarial training, adversarial perturbations are generated based on the loss in
the model and applied during the training process to increase robustness [12]. Although it
has been proven e ective in defending against an attack it was trained on, a disadvantage
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of adversarial training is that if a new and stronger attack is applied on the model that
was adversarially trained on a weaker attack, the model is unable to defend against the
new attack [91]. Hybrid adversarial training can counteract this by proposing a stronger
defense mechanism [75], but new attacks still pose a challenge for adversarially trained
models [91].

Other preventive methods can be based on input refactoring by either denoising or adding
noise. Filtering or smoothing methods that remove noise are mostly applied to data in
the frequency domain and can improve robustness signi cantly. Yanget al. [104] apply an
autoencoder to mitigate adversarial noise in audio inputs by exploiting temporal depen-
dencies, a method which has been shown to be ine ective against adaptive attacks [93].
With a high-frequency smoothing method, Olivier et al. [74] aim to target the same fre-
guencies that are most likely to be a ected by an adversarial attack and apply a Gaussian
Iter. Another study by Kwon et al. [54] modi es audio data that is suspected to have
been manipulated and compares the modi ed version to the previous version to see if an
adversarial manipulation can be detected. In an opposite approach, adding more noise
instead of reducing it can interfere with adversarial noise and render it ine ective [16], [91].

Another possible defense goal can be attack detection, which focuses on determining
whether an attack has been applied on a given audio sample, not on how to mitigate an
attack. Rajaratnam et al. [82] propose a variety of pre-processing techniques to apply on
audio signals to detect an attack. Liet al. [57] employ a binary classi er that is trained

to di erentiate between benign and adversarial audio clips. Villalba et al. [95] apply
probabilistic linear discriminant analysis to leverage representation learning techniques
to classify attacks. Waveguard, a method proposed by Hussairet al. [42], has proven
to be extremely successful in detecting attacks using audio transformation methods and
comparing transcripts before and after refactoring the input. Similarly, Joshi et al. [47]
use denoising to estimate the amount of adversarial noise. Finally, Cheet al. [22] com-
pare the energy di erences between frequency domain representations, and base their
classi er on the signal-to-noise ratio of manipulated and unmanipulated audio inputs.
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Chapter 3

Methodology

In the following chapter, the methodology to develop and implement the universal black-
box attack is explained. The chapter rst de nes the threat model that is used throughout
the thesis and introduces context in the form of a maritime radio communication analysis
process that is used to interpret radio signals e ciently with a machine, and is attacked
in this scenario. It de nes the tness function of the applied genetic algorithm that
weighs text dissimilarity and audio similarity to nd suitable adversarial perturbations.
Two datasets are described; one contains standard English audio les and their correct
transcripts, and the other consists of maritime radio communication examples. The ASR
models are introduced. The semantic defense method used to detect the presence of the
universal black-box attack is described. Finally, the experimental details and evaluation
metrics are de ned.

3.1 Maritime radio communication analysis process

Figure 3.1: Process showing how the proposed system processes audio input.

Given the critical and time-sensitive nature of urgency analysis in maritime radio commu-
nication, a system is proposed that interprets emergency radio tra ¢ and standardized
responses, so that they can be further analyzed by a computer, based on the work of
\Re ning maritime Automatic Speech Recognition by leveraging synthetic speech” [65].
The proposed system works as shown in Figure 3.1.

The audio input is given to an ASR system that transcribes it to text. The transcript

is then given to a large language model for analysis, which interprets the text to Il in

a data frame with important information such as the type of emergency and the name

13



and position of the ship. Additionally, the LLM can provide information to a human user
to assist in emergency situations. The data frame can also incorporate information from
other systems or lead to further outputs.

Since the communication follows the standardized pattern of SMCP, it is highly suitable
for being interpreted by a machine.

3.2 Threat model

The goal of the proposed universal black-box attack is to evolve one untargeted adversarial
perturbation that e ectively causes mistranscriptions across a dataset. The attack has
several advantages compared to previous attacks. Since the attack is black-box, it does
not require any knowledge of the model, and can furthermore be applied on any model.
A disadvantage of black-box attacks is that they are often reliant on a large number
of queries. While this attack does need many queries to nd the perturbation, it is
a universal attack and therefore needs only one query at test time when applying the
attack on previously unseen data.

Figure 3.2: Threat model: The goal is to nd a single universal perturbation that, when
added to any audio signal, is likely to cause a transcription error.

The attack is done using black-box evolutionary strategies, requiring no prior knowledge
of the parameters or functions of the model and making no assumptions about the model's
architecture. The model is queried with input samples, and the model's output transcrip-
tions are evaluated while balancing between two objectives: minimizing the text similarity
between the original text and the transcribed text, and maximizing the acoustic similarity
between the original audio and the manipulated audio with the added perturbation. Text
dissimilarity is measured by the character error rate (CER). Audio similarity is measured
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as a loss between Mel spectrograms to mimic the audible di erence between audio sam-
ples to encourage adversarial noise to be less perceptible by humans.

During each iteration, the candidate perturbation is evaluated on a set of speech samples
X = fxq;::;Xn0, layered over the original audio signals with an additive function, and
optimized to maximize the transcription error while minimizing the audible distortion,

to nd the optimal perturbation . The two opposing optimization goals are weighted
against each other in the tness function

X
= arg max 1CER t(xi + );t(xi) 2lmask Xi + ;Xi ; (3.1)
i=0
where ; O represents the weight of the text dissimilarity score, which is set to 1, and
2 0 represents the weight of the audio similarity penalty score, which is set to 10. The
values were selected through preliminary experiments.

3.2.1 Text dissimilarity

Text dissimilarity is measured by the character error rate (CER) between the manipulated
hypothesis transcript t(x;j + ) and the correct reference transcriptt(x;). The CER is
the character-level Levenshtein distance and alignment between the two transcripts, also
known as the edit distance. This process tracks total hits, substitutions, deletions, and
insertions, while also tracking the total number of characters in both the manipulated
transcript and the hypothesis, as well as their alignment. The error is then calculated
as the edit distance between reference and hypothesis, normalized by the length of the
reference:

EditDistance(x;y)
length(x)

CER = (3.2)
In addition, when testing how good the attack is, the word error rate (WER) is also
tested. The WER is the word-level Levenshtein distance between the correct reference
and the hypothesized transcript; unlike the CER, which looks at individual characters,
the WER regards each word as a character in the same equation.

3.2.2 Audio similarity

Audio similarity is measured by comparing the perturbation and the original audio x;,
and constraining the noise to stay below a scaled threshold of the original audio's energy
in the Mel domain by introducing a penalty to the tness function.

This is measured with a perceptual loss using Mel spectrogram-based masking principles,
inspired by psychoacoustic masking techniques. The loss compares the perturbation
to the original audio x;, and penalizes the noise perturbation only when it, on average,
introduces signi cant energy. The noise is constrained to stay below a scaled threshold of
the original audio's energy in the Mel domain.

Psychoacoustic masking refers to the phenomenon in which existing sound is used to mask
guieter sounds at similar frequencies, which makes the added noise less audible. The per-
ceived similarity between the original and manipulated audio is preserved, as adversarial
noise hides behind the audible speech, which are regions of high energy in the original
audio. Although traditional psychoacoustic masking can only work on individual audio
samples and not for a universal attack, because a universal perturbation has to work
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across many audio inputs instead of being tailored to be masked by a speci c one, the
idea of comparing how much energy the noise has compared to the original audio on a
global scale can help de ning a threshold of how much change is allowed.

This measurement is therefore used as a regularizer that encourages the optimizer to pre-
vent the noise from becoming too loud while not penalizing solutions with noise below
the threshold. By implementing a soft constraint instead of hard clipping on the mean
Mel spectrograms, the noise perturbation can still be generalized while rewarding more
subtle changes to the original audio.

Formally, the Mel masking loss is calculated as follows: The Mel spectrogram representa-
tions of both audio samples (original audio and noise of the same length) are calculated
asMel(x) and Mel( ) using a short-time Fourier transform followed by a Mel Iter. The
masking threshold is set to the acceptable maximum noise relative to the original audio,
and a violation occurs if meanMel( )) > mean(Mel (x)). The loss is then calculated
as:

Lmask = max 0;mean(Mel( )) mean(Mel (x)) ; (3.3)

where > 0 is the factor of how much energy the noise is allowed to have on average
compared to the original audio. For example, = 0:5 means that the noise is penalized
if it has more energy than 50% of the original audio's energy.

3.2.3 Length agnostic attack

Once a suitable perturbation over a set of training audio samples has been found, it can
be layered over any new audio for testing.

One challenge of universal attacks on audio data is to account for audio length. Ideally,
a universal attack is length-agnostic and can therefore be applied to audio signals of any
length. To achieve this, the proposed attack uses a perturbation of a pre-de ned short
length, for example, 5-second blocks, and repeats and crops this block until the length
matches the original audio's length.

Figure 3.3: Visualization of method to repeat and crop noise vector to match the length
of the original audio.
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3.3 Problem formulation and algorithm

Although the adversarial attack balances two con icting tasks { minimizing text simi-
larity while minimizing audio dissimilarity { the tradeo is incorporated into a custom
scalar tness function instead of a multi-objective optimization genetic algorithm with
Pareto fronts. Firstly, this is done because multi-objective algorithms introduce con-
siderable complexity in terms of convergence behavior and interpretation of solutions.
Pareto-based approaches need to maintain larger populations and consistently perform
dominance checks between individuals, which can create a large computational overhead.
A scalar tness function, on the other hand, produces a clear ranking of solutions, which
helps to improve computational e ciency and interpretability. Additionally, the thresh-

old for the audio distortion in the scalar tness function already satis es the overall goal

of limiting the audio dissimilarity; the distortion is only penalized when it crosses the
threshold, because distortions below that threshold are deemed acceptable. Pareto-based
methods necessarily need to treat all trade-0 s between objectives equally, which does
not accurately re ect the goal of the attack.

The implemented genetic algorithm aims to generate a universal adversarial perturba-
tion in the form of a single noise vector that, when added to an arbitrary audio sample,
reduces the transcription performance of an ASR system while maintaining similarity to
the original audio.

3.3.1 Initial random noise population

The genetic algorithm starts by initializing a population of random noise vectors at a
sample rate of 16000 Hz. The noise is initialized as a compressed and sparse vector,
which can later be expanded by repeating each value according to the compression factor
to match the full length of the perturbation. This approach reduces the dimensionality

of the noise and reduces the number of genes required by the genetic algorithm, thereby
accelerating its convergence. To mimic obstruent phonemes rather than a continuous
background signal, dropout is applied to produce noise in bursts. The amplitude of the
noise is sampled from a uniform distribution.

Figure 3.4: Visualization of the compression method.

First, the noise is generated as a vector of the compressed length. Then, a mask is created
that decides which samples of the noise vector are active, i.e., non-zero. This dropout
method controls sparsity and ensures that all initial populations generate noise in bursts
that mimic obstruent phonemes instead of a constant stream of background noise. Fi-
nally, for all active entries, the noise amplitude is sampled uniformly between an upper
and a lower bound. The initial amplitude keeps the noise below the allowed threshold
of audio dissimilarity, which allows the algorithm to grow the amplitude if that helps in
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maximizing text dissimilarity.

To create the modi ed audio that mixes the noise with the original audio, the two wave-
forms are layered on top of each other and added together. The noise vector is rst
uncompressed by repeating each sample in the vector as many times as given by the
compression factor, and then repeated and truncated until it matches the length of the
original audio. Lastly, the mixed audio is normalized to prevent clipping, as all values are
expected to be within the oating-point range [ 1:0; 1:0].

3.3.2 Genetic optimization algorithm

In the next step, the population evolves over generations by comparing the summed t-
ness scores of each noise vector on a training set of audio inputs, as de ned in Eq. (3.1).
A higher tness score denotes a larger transcription error, while noise that exceeds a
prede ned amplitude threshold adds a penalty that lowers the tness. Once all tness
values for the noise population are collected, the algorithm uses elitism to preserve the
top-performing individuals with the highest tness scores. The elite noise vectors are
carried over into the next generation unchanged and are also used to generate o spring.
To repopulate after sorting out all noise individuals that are not in the elite fraction,
crossover is used, which creates new individuals by combining segments of noise from
two randomly selected elite parents. The crossover function chooses a random split point
and then takes the rst part up until the split point from the rst parent, and the sec-
ond part after the split point from the second parent. This crossover method simulates
genetic recombination and encourages diverse solutions by inheriting mixed traits from
good solutions. In addition, newly created o spring are mutated with some probability:
small bursts of noise can be added to the perturbation vector, with varying length and
amplitude. These mutations are helpful for exploring new areas of the solution space and
avoiding local optima. The population gained from keeping elites and using crossover and
mutation to generate diverse o spring forms the new population for the next generation,
during which the process is repeated again. After a de ned number of generations, which
makes it likely that the algorithm will reach convergence, the best noise vector is returned
to be further tested on previously unseen audio samples to evaluate the universality of
the attack.

3.4 Speech Dataset
3.4.1 Librispeech data

The Librispeech dataset is a large corpus of audio samples and their reference transcripts,
containing 1000 hours of English speech from audiobooks [76]. It is divided into several
subsets; here, the \test-clean" subset will be used, which is approximately 5 hours long
and contains 2620 individual audio samples of varying lengths at a sample rate of 16 kHz.
Since the goal is to create an attack using a pre-trained model, this is su cient for the
task at hand. The attack will be trained based on only a few samples from the dataset,
while all other samples are used to test the attack success rate.
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Figure 3.5: Histogram showing how many samples of which audio length (in seconds) are
in the Librispeech test set.

From the right-tailed skew in the distribution showing the number of samples per audio
duration (Fig. 3.5), it can be seen that the majority of audio samples in the given dataset
are shorter than 10 seconds, and the audio duration with the most samples present is 3
seconds. However, there are also a few much longer audio samples with durations of up
to 35 seconds.

Figure 3.6: Histogram showing how many samples of which word count (in number of
words) are in the Librispeech test set.

Although there is a similar right-tailed skew in the distribution showing the number of
samples per word count (Fig. 3.6), it is less pronounced than in the previous histogram.
Most of the audio samples have reference transcripts with fewer than 100 words, with the
most samples having just below 10 words, but a few contain up to almost 100 words in
the reference transcript.

The reference transcripts are normalized with a standard English text normalizer by
Whisper (OpenAl) [6], which is used for all natural language text in this thesis. It
converts everything into lower case, removes phrases between matching brackets and
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parentheses, non-lexical utterances (like hmm, uh, and similar), and whitespace characters
before an apostrophe, reverts contracted forms into the longer standard form, removes
commas between digits and periods not followed by numbers, removes any symbols that
are not characters of the alphabet or periods, percent or currency symbols, replaces all
numbers written as words with the actual number, converts British into American spelling,
removes all remaining symbols that are not part of a numeric expression, and replaces
any successive whitespace characters with a space.

3.4.2 Synthetic standard maritime communication phrase (SMCP) data

The Librispeech dataset has the advantage of containing a large amount of clean data
of varying lengths without much background noise. However, for the application of this
research, it is also interesting to demonstrate the attack on data that is derived from the
speci c SMCP format, which contains many standardized phrases and expressions. Since
there is no suitable SMCP dataset publicly available, a small dataset is instead synthe-
sized by generating 30 examples of maritime radio communication phrases in emergency
scenarios and creating audio les from them with Luvvoice's text-to-speech technology.
Although this small dataset can only be seen as an approximation of real maritime radio
communication, it incorporates the speci cally structured nature of SMCP phrases for
emergencies and showcases that the typical sentences communicated via maritime radio
are more similar to each other than standard English sentences, which can have an e ect
on the attack.

(@) (b)

Figure 3.7: a) Part-of-speech tagging similarity comparing Librispeech and the synthetic
maritime dataset. b) Mel spectrogram L2 similarity comparing Librispeech and the syn-
thetic maritime dataset. It can be seen that the synthetic SMCP data is signi cantly more
homogeneous in both aspects compared to the standard English Librispeech data.

This increased similarity can be shown both in terms of part-of-speech (POS) tagging
and Mel spectrogram similarity between audio signals, as can be seen in Figure 3.7. A
Mann-Whitney U test con rms that the syntactic structure of sentences in the synthetic
maritime dataset is signi cantly more homogeneous than in the Librispeech dataset |y =
133 4853005, p = 2:31 10 1%). Similarly, a Mann-Whitney U test also con rms that
the audio signals in Mel spectrogram form are signi cantly more similar to each other in
the SMCP dataset than in the Librispeech dataset U = 2;637:412,p = 1:69 10 2%?).
Thus, the similarity scores for both measures of similarity are signi cantly higher for the
synthetic SMCP dataset, making the audio signals and spoken sentences in the SMCP
dataset much more similar to each other than in the standard English Librispeech dataset.
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Even though the dataset is small compared to Librispeech, experiments can show if there
is a di erence in universal attack performance, if the data is more homogeneous.

3.5 Adversarial Perturbations

Initial perturbations are generated in the form of a population of uniformly distributed
random noise samples with a mask that blocks out noise to create audible bursts, as
described in Section 3.3. These bursts mimic obstruent unvoiced phonemes, since those
are known to be particularly challenging for ASR systems and sensitive to adversarial
attacks, but at the same time easy for a computer to mimic with random noise bursts,
because they do not use voice, as explained in Section 2.1.

3.6 ASR models
3.6.1 Wav2Vec 2.0

Wav2Vec 2.0 is an ASR model from 2020 that uses unsupervised pre-training, because
labeled audio data is scarce, so training on a large corpus of unlabeled audio data gives an
advantage over other ASR models [4]. Wav2Vec is a multi-layered convolutional feature
encoder that optimizes based on the computational vector representation of raw audio
inputs to return a sequence of characters as output [4].

For this thesis, Wav2Vec is used as the main ASR model for experiments and to evaluate
the performance of the attacks. This model was chosen because of its high accuracy in
combination with its high speed, which allows for a wide variety of possible experiments.

3.6.2 Whisper

Whisper is an automatic speech recognition model developed by OpenAl in 2022 and the
state-of-the-art in audio-to-text transcription [35]. It is trained on an extremely large
corpus of multilingual audio data, and is said to be extremely accurate and robust across
accents, languages, and background noise. However, Whisper is known for hallucinating
speech in the presence of non-speech audio [5]. Whisper uses sampling and decoding
heuristics that make it non-deterministic in its outputs; giving the same input to Whis-

per multiple times does not always produce the same output [35]. Whisper also has a
vocabulary consisting of subword tokens, which guides the transcription process [35].

3.7 Semantic defense

The proposed universal black-box attack produces adversarial outputs that not only
present a noticeable pattern within the waveform and Mel spectrogram, but also show
linguistic patterns that deviate from clean transcripts, since it is an untargeted attack
and therefore accepts any wrong output as an attack success.

While defense strategies aiming at detection of an attack presence that focus on waveforms
or Mel spectrograms can be highly successful, they are also computationally expensive
and can be di cult to interpret depending on the level of noise.

A defense strategy with the goal of instead detecting linguistic deviations from unma-
nipulated transcripts has the inherent advantage that it can work on a dataset that is
built purely from manipulated versus unmanipulated strings of written text, which is
computationally less expensive and highly interpretable. This data can be classi ed by a
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machine learning model that is trained on word and character patterns only. The defense
promises to be computationally less expensive than measures that work with the audio
data directly, while still being highly successful, in particular, for this speci c attack and
its outputs.

Transcripts are generated from successful runs of the genetic algorithm using varying noise
lengths, compression rates, and noise thresholds. The data is then split into training and
test sets. After generating the transcript data with and without noise, the data is given
a binary label that indicates whether the data is clean (0) or adversarially perturbed (1).
A batch size of 16 is used. For the classi cation task, a convolutional neural network
(CNN) classi er with 3 convolutional layers, batchnorms, a RelLU activation function,

a max pooling layer, dropout, and two linear layers at the end is used. The classier
takes embedded text as input and extracts contextual representations of the entire input
sequence. The model is trained with a binary cross-entropy loss with logits and an Adam
optimizer with a learning rate of 0:001 for 5 epochs and nally evaluated on the previously
unseen test data.

3.8 Experimental details

To nd a good balance between noise perturbations that successfully cause universal mis-
transcriptions but are still understood correctly by humans, experiments are conducted
to nd adversarial examples that are both reliably causing disruptions, not impeding a
human's ability to understand the original audio underneath the noise, and reasonably
e cient to generate.

During a series of experiments, relevant variables in the algorithm are modi ed to deter-
mine what solutions can be found and the in uence of the variables on doing so. These
factors control both the initial noise population and the algorithm parameters: the com-
pression factor, the length of the noise, and the initial population size, the threshold
of acceptable noise strength, the number of training samples, the ASR model, and the
dataset.

3.9 Evaluation metrics

Each variable con guration in the experiments is repeated 10 times to account for non-
determinism in the algorithm.

The outputs are evaluated based on the character error rate (CER), the word error rate
(WER), the convergence, the variability in the results in terms of minimum and maxi-
mum CER and WER, the variance between the 10 repetitions of each experiment, and the
ability of a human listener to still transcribe the original audio correctly. From the CER
and WER, two attack success rate measures are derived that de ne a successful attack
as instances in which the CER or WER is above 20% and measure the percentage of test
samples for which this assumption holds, respectively. This threshold re ects how much
error is needed for the di erence between the manipulated transcript and the hypothesis
to become noticeable.

Additionally, the waveform, spectrogram, and Mel spectrogram of the original and at-
tacked audio signals are visually compared.
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3.10 Experimental setup

The attack was implemented and the experiments were conducted on an NVIDIA RTX
A5000 GPU using Python 39, Pytorch 2:3:1, and Cuda 122.
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Chapter 4

Results

In the following chapter, the results of the research conducted for this thesis are presented.
The chapter starts by de ning a baseline on clean data and on randomly perturbed
data to demonstrate how the noise generated by the genetic algorithm is intentional in
disrupting transcriptions. Next, an individual black-box attack from previous research is
replicated with the modi ed genetic algorithm, which is also used for the universal black-
box attack afterwards. Experiments on the universal black-box attack investigate the
e ects of the compression factor, the length of the noise, the noise threshold, the number
of training samples, and the population size. Furthermore, two ASR models are tested
and the transferability between the models is examined. A subjective listening survey
demonstrates that adversarial perturbations, while not inaudible, do not strongly disrupt
the human listener's ability to correctly understand and transcribe audio signals. The
attack is then replicated on a maritime radio communication dataset, on which it is more
successful than on a standard English dataset. Finally, a semantic defense is implemented
to di erentiate between original and manipulated transcripts.

4.1 Baseline evaluation on clean data

First, the transcription performance of the Wav2Vec model is examined on clean audio
data from the Librispeech dataset.

As shown in Fig. 4.1, most of the samples are transcribed with little error. The shorter the
length of the audio, the more likely the model is to have some error in the transcription.
The average character error rate (CER) on clean data is @27; the average word error
rate (WER) is 0:071. There are some outliers in the dataset, but the variances are still
very small, being Q004 for the CER and Q013 for the WER.

This is also visible in the boxplot in Fig. 4.2. Taking into account that an attack is
considered successful if the CER or WER is above 20%, the baseline attack success rate
on clean data is 0015 when considering CERs above 20%, and the baseline attack success
rate is 0:098 when considering WERs above 20%. From this, it can be concluded that
the ASR system is generally robust under benign conditions with only a few errors, and

it is possible to establish that an attack can be deemed successful if its attack success
rates are signi cantly higher than these baselines. A substantial increase in the average
CER, WER, and attack success rates can then be con dently attributed to the presence
of adversarial perturbations, indicating that an attack is successful.

In Fig. 4.6a, an example waveform of an audio sample without overlaid noise is presented.
Figures 4.7a and 4.8a show the corresponding spectrogram and Mel spectrogram.
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Figure 4.1: a) Scatter plot showing the distribution of CER values for clean audio samples
of di erent lengths. Shorter samples are more likely to have errors in the transcription. b)
Scatter plot showing the distribution of WER values for clean audio samples of di erent
lengths. Shorter samples tend to have more errors.

(a) (b)

Figure 4.2: a) Boxplot showing the variance in CER values of clean audio samples. Most
samples contain very few errors, with some outliers. b) Boxplot showing the variance in
WER values of clean audio samples. For most samples, the error rate is very low apart
from few outliers.

As can be seen in Fig. 4.3, the distribution of letters over all clean audio transcriptions
approximates the known letter frequencies in English [55].

4.2 Baseline evaluation on random noise

To demonstrate the e ectiveness of the genetic algorithm in learning to optimize adver-
sarial noise that increases the attack success rate, a baseline comparison is conducted
that uses random noise. This random noise is drawn from the same distribution as the
initial population of noise in the genetic algorithm to ensure a fair comparison. By ap-
plying this unoptimized noise to the dataset and measuring its impact on the accuracy
of transcriptions, it can be shown how much of the attack success can be attributed
to the optimization process. Therefore, this step functions as a control experiment to
demonstrate that the improvements achieved by the genetic algorithm are not the result
of arbitrary noise but of learned perturbations that actively exploit weaknesses in the
transcription process.
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Figure 4.3: Standard letter frequency in English text [55] compared to transcriptions of
clean audio signals.

First, the e ect of adding random noise without compression is tested using 10 ran-
domly sampled perturbations. Like before, attack success rates are measured in terms of
the fraction of samples with a CER or WER greater than 20%, respectively. The average
attack success rate using CER is @15, which is exactly the same as the clean baseline.
The variance approximates 0. Using WER, the average attack success rate is0®5, which

is slightly lower than the result of the clean baseline, but not signi cantly. Again, the
variance approximates 0. The scatter plot in Fig. 4.4 shows the same slight correlation of
shorter audio samples tending to have a higher error rate, but transcription errors are still
outliers like in the clean baseline, which can be seen in the boxplots in Figure 4.5, showing
that for all random noise vectors that were tested, the majority of samples were correctly
transcribed with only a few outliers containing errors. Figures 4.6b, 4.7b, and 4.8b show
the waveform, the spectrogram, and the Mel spectrogram of an example audio le with
overlaying random noise. Compared to the clean waveform and spectrograms in Fig-
ures 4.6a and 4.8a, almost no di erences are visible. In some parts of the waveform plot
where no original audio is played, a small increase in amplitudes can be observed that
corresponds to the noise bursts that characterize the random noise. The Mel spectrogram
also shows minimal di erences, but does not display any noticeable patterns that can be
distinctly associated with the added random noise. The spectrogram in Fig. 4.7a looks
di erent from the clean spectrogram, but it is not possible to see immediate patterns that
look distinctly unusual.
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Figure 4.4: Scatter plots showing the distribution of CER and WER values for randomly
perturbed audio samples of di erent lengths. The di erent colors indicate di erent ran-
domly initiated perturbations, highlighting that there is no signi cant di erence between
the random initializations. a) Scatter plot showing the distribution of CER compared to
audio length. The higher the CER, the more errors are in the transcription. b) Scatter
showing the distribution of WER compared to audio length.

(a) (b)

Figure 4.6: a) Example waveform plot of a clean audio sample. Reference: \The dull light
fell more faintly upon the page whereon another equation began to unfold itself slowly and
to spread abroad its widening tail." b) Example waveform plot of an audio sample with
randomly generated noise. Di erences are minimal compared to the clean waveform.

@) (b)

Figure 4.7: a) Example spectrogram of a clean audio sample, corresponding to the wave-
form in Fig. 4.6a. b) Example spectrogram of an audio sample with randomly generated
noise, corresponding to the waveform in Fig. 4.6b. The spectrograms look di erent from
each other, but no patterns at certain frequencies can be observed.
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Figure 4.5: a) Boxplots showing the CER value distribution for 10 random perturbations.
There are no signi cant di erences between the perturbations. It can be seen that most
samples have a very low error rate with some outliers. b) Boxplots showing the WER value
distribution for 10 random perturbations. Like for a), there are no signi cant di erences
between the perturbations, and most samples have a very low error rate apart from some
outliers.

(@) (b)

Figure 4.8: a) Example Mel spectrogram of a clean audio sample, corresponding to the
waveform in Fig. 4.6a. b) Example Mel spectrogram of an audio sample with randomly
generated noise, corresponding to the waveform in Fig. 4.6b. Small di erences can be
observed, indicating that the two audio samples sound slightly di erent to humans.

The same results can be observed if a compression factor of 10 is applied to the initial
noise. The attack success rate measured as the CER being above 20% is agaidl®, with

a variance that approximates 0, and the attack success rate measured as the WER being
above 20% is @095, again with a variance that approximates 0, which is again slightly
lower than the baseline. The plots show similarly that there are no signi cant di erences
when comparing the results between randomly generated perturbations. Most of the sam-
ples across all perturbations can be transcribed with close to no errors, with only a few
outliers, which are more likely in shorter audio les. Likewise, very small noise bursts
can be seen in the waveform that are close to imperceptible, and no unusual patterns can
be observed in the spectrogram or Mel spectrogram. For randomly generated noise, no
signi cant di erences can be observed between compressed and uncompressed noise.

From these two rounds of adding random noise with and without compression, it can
be concluded that the random initial amount of noise does not a ect the transcription
process, e ectively demonstrating that the attack must optimize the random starting
population to achieve attack success.
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4.3 Replication of individual black-box attack

The research by Khareet al. [49] has already shown that it is possible to create an in-
dividual adversarial audio attack using a genetic algorithm and cause an audio input to
be mistranscribed by adding a noise vector that is speci cally optimized for that specic
individual audio signal. Their algorithm uses multi-objective optimization, balancing be-
tween text dissimilarity and audio similarity.

Since implementing an attack that keeps track of a large number of pareto-optimal so-
lutions is computationally expensive, a psychoacoustically inspired noise threshold was
selected instead as introduced in Section 3.2.2 to limit the energy of the allowed noise
without a strict cut-o point. As long as the noise remains below the allowed threshold,
no penalty is added to the tness function, and the optimization is primarily based on the
character error rate (CER). The further the threshold is exceeded, the higher the penalty
that is added as a subtraction to the function function. Additionally, another modi ca-
tion is introduced in the initialization of the noise population, which uses a mask that is
applied on the original uniform noise to mimic obstruent sounds in speech, as described
in Section 2.1.

The goal is now to demonstrate that this modi ed genetic algorithm is still able to nd in-
dividual perturbations similar to those of Khare et al. [49] before using it to nd universal
perturbations.

Figure 4.9: Development of the tness function over 20 generations, demonstrating that
it almost always reaches convergence and that it optimizes well.

The genetic algorithm was used to nd noise vectors to target 100 individual audio sam-
ples. Fig. 4.9 shows that the algorithm is able to converge well within 20 generations in
almost all examples. For the majority of attack inputs, the tness optimizes to a very
high value.

In Fig. 4.10, it can be seen that the character error rates and word error rates per individ-
ual attack are, on average, very high, and their variance is low, with only a few outliers on
which the attack did not work as well. However, Fig. 4.12 clearly shows that the attack
brings a signi cant increase in CER across all attack samples, even those where the CER
remains below average.

Additionally, Fig. 4.11 demonstrates that the noise limit works well, because for the ma-
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Figure 4.10: a) Boxplot showing the variance in CER values of individually attacked audio
samples. Most samples show a high error rate, indicating that the attack is very successful.
b) Boxplot showing the variance in WER values of individually attacked audio samples.
For most samples, the error rate is very high, showing that the attack succeeds on most
audio inputs.

Figure 4.11: Scatter plot showing that the Mel energy ratio of each noise vector compared to
its audio signal stays below or approximates the threshold 6f5 in most cases. The average
Mel energy ratio is 0:392 which is signi cantly below the threshold, and the variance of
0:021is very low.

jority of samples, the Mel energy ratio compared to the input audio signal either remains
below the threshold or approximates the threshold, with none of the attack samples going
signi cantly above the threshold. The average Mel energy ratio for all experiments is
0:384, which is signi cantly below the threshold of 0.5, and the variance is 0028, which
is low and therefore means that the majority of samples must be below the threshold.
Although character error rates are lower for some individually attacked audio signals than
for others, Fig. 4.12 shows that for almost all tested audio signals, error rates increase
compared to clean data. Therefore, the individual attack is successful even if parts of
the transcript remain correct. For 95% of tested audio samples, the character error rate
reaches a value above 20%. Even if the clean audio is already transcribed incorrectly, the
added individual attack further increases the error rate.
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Figure 4.12: Character error rates before the attack (transcripts of clean data) vs. after
the attack (transcripts of individually attacked audio).

4.4 Universal black-box attack

Applying the same genetic algorithm, a universal attack is created that takes multiple
audio signals as input and optimizes an adversarial perturbation on all of them at the
same time. The attack needs to balance the two opposing objectives for all input audios:
maximize text dissimilarity across all of the audio signals, to ensure that not just one
but ideally all audio transcriptions, independent of the input audio, are mistranscribed,
with the goal that this method generalizes well to audio signals that the attack was not
trained on; and minimize audio similarity by introducing a noise threshold above which
a penalty is applied on the tness value.

A series of experiments is conducted to verify that the attack works and to understand
the inuence of dierent parameters on the attack success rate. Each experiment is
repeated 10 times over di erent audio inputs to account for non-determinism. The attack
is considered successful if the CER or WER is greater than 20%, respectively. This attack
success threshold is chosen because di erences between the reference transcript and the
mistranscribed hypothesis become noticeable above this value.

4.4.1 Experiments on the compression factor

Firstly, the genetic algorithm is run for di erent compression factors of the noise vec-
tor. The compression factor is used to reduce the number of genes that make up each
chromosome in the population space because the sample rate of 16000 Hz (samples per
second) results in an extremely large number of individual genes, which makes it di cult

to optimize in a reasonable amount of time and is computationally expensive. Therefore,
compression decreases the number of samples by a factor. To still get the required sam-
ple rate in the end, decompression expands each noise vector by repeating each sample
as many times as the compression factor. Although the overall accuracy of the noise is
reduced, the faster convergence because of the compression is still very bene cial. The
experiments detailed in Table 4.1 are applied to verify this.

The attack success rates, de ned as the CER or WER being above 20%, respectively, are
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’ Experiments on the compression factor ‘
| CF avg CER var CER avg WER var WER CER ASR WER ASR |

1 0:198 Q018 Q336 0034 Q791 Q907
2 0:192 Q015 0329 Q029 Q757 Q885
5 0:176 Q005 Q0306 Q009 Q685 0846
10 (0353 Q010 Q492 Q011 Q704 0842
15 0142 Q004 0252 Q008 Q380 0611

Table 4.1: Experiments on the in uence of the compression factor (CF) on attack success
rates. Unchanged parameters: noise length =5 16; 000, initial noise epsilon = 0:02,
noise threshold = 0:5, mutation rate = 0:2, elite fraction = 0:2, population size = 100,
generations = 30, number of samples in training = 10, dropout probability to create noise
bursts = 0:95. CER attack success rate (ASR) and WER attack success rate (ASR)
indicate the highest CER and WER attack success rate achieved over all experiments,
respectively.

@) (b)

Figure 4.13: a) Comparison of CER values between experimental rounds per compression
factor. b) Comparison of WER values between experimental rounds per compression fac-
tor. The most consistently high averaged CER and WER values over the full dataset are
achieved with a compression factor of 10.

compared for compression factors 1; 2; 5; 10; 15g.

In Fig. 4.13, it can be seen that the average CER and WER values are consistently
higher for most experimental rounds with a compression factor of 10. Furthermore, since
every round of experiments uses a di erent combination of 10 audio inputs, it can be seen
that some input combinations generalize better and consistently produce a higher average
CER and WER throughout the entire dataset, which is, for example, visible in the spike

in the eighth experiment across all compression factors. Therefore, choosing a suitable
input combination that properly represents the dataset is highly relevant to producing a
successful universal attack.

Fig. 4.14 shows that a similar trend can be observed when comparing attack success rates
between experiments on the compression factor. On average, a compression factor of 10
is most consistent in achieving high attack success rates in terms of both CER and WER
over the entire dataset, which is demonstrated by the low variance. The average attack
success rate values are signi cantly higher than for any of the other compression factors.
However, the highest overall attack success rate was achieved by one of the experiments
carried out with compression factor 1, as shown in Fig. 4.15, which plots the best attack
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Figure 4.14: a) CER-based attack success rates for di erent compression factors. b) WER-
based attack success rates for di erent compression factors. While the highest achieved
ASR is higher for lower compression factors, the compression factor 10 is able to achieve
by far the highest consistent results over multiple experiments with the least variance.

Figure 4.15: Comparison of best CER and WER-based attack success rates for di erent
compression factors. A lower compression factor produces slightly higher attack success
rates, but the di erences are small for compression factors between 1 and 10.

success rate per compression factor. It makes sense that the uncompressed version is
able to achieve the highest attack success rate, since the algorithm can be applied most
accurately if every single sample can be in uenced individually, which is not possible if
compression is used. However, this also means that the genetic algorithm needs to take
into account 10 times more genes, which causes a vast increase in the solution space and
makes convergence more complicated, so in turn it makes sense again that the high attack
success rate cannot be consistently found.

For the experiment that achieves the highest attack success rate average, which has a
compression factor of 1, the letter frequency compared to the standard letter frequency
of the English language [55], as can be seen in Fig. 4.16, shows a strong increase in the
occurrences for the lettert , and to a lesser degree for the lettera and 0. At the same time,

the frequency of the letter s decreases drastically in the noise transcripts compared to
standard English, and a smaller decrease can be observed for the letter These deviations
from standard letter frequencies help to understand how the perturbations interact with

the speech recognition model. The noise added in bursts is meant to mimic obstruent
phonemes such as /p,t,k/ [72], because it is known to aid in the success of adversarial
perturbations if they mimic these phonemes [98], [109]. Obstruent sounds that are sharp,
short, and unvoiced are therefore strongly a ected by adversarial background noise. The
increase in the frequency of the letter /t/ is likely caused by the model misinterpreting the
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adversarial noise bursts as instances of the lettet, as no better phonetic match can be
found. In contrast, the sounds of the letterss and ¢ seem to blend with the background
noise instead of being recognized as parts of a word, causing their frequency to drop
drastically. The increase in lettersa and o, which are vowels, could be attributed to the
ASR system compensating for acoustically ambiguous input by defaulting to common
vowel patterns, since vowels are known to appear with high frequency and are therefore
plausible llers when the model is uncertain.

Figure 4.16: Standard letter frequency in English text [55] compared to transcriptions with
adversarial noise added.

4.4.2 Experiments on the length of the noise

Investigating the in uence of the length of adversarial noise on the attack success rates
shows that noise that is too short results in the genetic algorithm not being able to
optimize at all, while longer noise leads to a decrease in accuracy, as the noise contains too
many genes that need to be optimized, even in the compressed format. With the chosen
compression factor of 10, every second of audio adds 1600 more genes to each chromosome
of the genetic algorithm, making the optimization much more complex. Because of the
results of the experiments in Section 4.4.1, the compression factor is kept at a factor of
10. The experiments in Table 4.5 are applied to inspect varying noise lengths. The attack
success rates, de ned, like before, as the CER or WER being above 20%, respectively, are
compared between noise lengths df3; 4;5; 6; 7g seconds.

In Fig. 4.17, it can be seen that experiments with a noise length of 3 seconds are unable
to optimize, because the noise is too short. The noise length of 7 seconds, on the other
hand, is too long to optimize with the given set of parameters and performs worse than
the others. In terms of CER and WER between experimental rounds, the noise lengths
of 4, 5, and 6 seconds do not show signi cant di erences.

Those can only be observed by inspecting the attack success rates in Fig. 4.18. The noise
length of 4 seconds yields the highest results with both the highest overall attack success
rates, as can be seen in Fig. 4.19, and the highest average attack success rates in terms
of CER and WER with the smallest variances, respectively. Since this is the shortest
noise length excluding the noise length of 3 seconds, which could not be optimized, it
is clear that the genetic algorithm is able to achieve higher attack success rates if the
optimization is less complex, because a smaller number of genes in the chromosomes
reduces the solution space.
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’ Experiments on the noise length ‘
|len avg CER var CER avg WER var WER CER ASR WER ASR |

3 0017 Q001 Q038 Q001 Q004 0036
4 0:365 Q009 Q505 Q010 Q735 Q860
5 0176 Q005 Q306 Q009 Q704 0842
6 0:325 Q011 Q461 Q014 Q700 Q836
7 0:308 Q008 Q443 Q010 Q665 0811

Table 4.2: Experiments on the in uence of the noise length (len) in seconds at a sample
rate of 16,000 Unchanged parameters: compression factor =10, initial noise epsilon =
0:02, noise threshold = 0:5, mutation rate = 0:2, elite fraction = 0:2, population size =
100 generations = 30, number of samples in training = 10, dropout probability to create
noise bursts =0:95. CER attack success rate (ASR) and WER attack success rate (ASR)
indicate the highest CER and WER attack success rate achieved over all experiments,
respectively.

@) (b)

Figure 4.17: a) Comparison of CER values between experimental rounds per noise length.
b) Comparison of WER values between experimental rounds per noise length. If the noise
is too short or too long, the attack performance decreases.

(@) (b)

Figure 4.18: a) Variance of all CER values for di erent noise lengths. b) Variance of
all WER values for di erent noise lengths. If the noise length is too short, the attack is
unable to optimize. For noise lengths that can be optimized, the algorithm shows higher
success when optimizing shorter noise vectors.
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Figure 4.19: Comparison of best CER and WER-based attack success rates for di erent
noise lengths. A shorter noise vector produces slightly higher attack success rates, but the
di erences are small for noise lengths betweerd and 7 seconds.

4.4.3 Experiments on the noise threshold

The noise threshold has been implemented to solve the problem of having a multi-objective
optimization that needs to balance the measures of text dissimilarity and audio similarity.
Instead of doing computationally expensive operations to nd a series of Pareto-optimal
solutions, the noise threshold adds a penalty to the tness value of a noise vector in
the population if the Mel energy ratio of the perturbation exceeds the de ned threshold
compared to the original audio. Since this method uses the Mel energy ratio, it takes
into account the human perception of the noise compared to the audio signal. With
the goal to create a universal noise vector that, when layered over any audio, creates
mistranscriptions but allows humans to still understand the original audio correctly, this
measure of human perception of the noise is the most important. Although the focus
is more on the e ect of the noise threshold on the attack success rate here, Section 4.5
will inspect how a human's ability to still understand the underlying audio correctly is

in uenced by the noise threshold. The attack success rates, de ned, like before, as the
CER or WER being above 20%, respectively, are compared between noise thresholds of
f0:2;0:3;0:4; 0:5; 0:6; 0:8; 1g. A noise threshold of Q5 means that the noise is allowed to
have 50% of the Mel energy of the original audio. This also means that the noise threshold
can only be calculated compared to an audio signal instead of on its own. For the universal
attack, this means that, while the threshold is likely to keep the noise low, there can be
some input audio signals for which the noise vector is far below the threshold, while the
same noise vector exceeds the threshold for a di erent input audio signal. The threshold
is therefore not a strict barrier; instead, it o ers a way to measure the noise for all audio
inputs separately and keep it as low as possible for most of them. Its goal is to nd a
balance that works well for a variety of audio samples to create a universal attack.

It can be clearly observed in Figures 4.20, 4.21, and 4.22, as well as Table 4.3, that a
higher noise threshold results in a more successful attack. This is logical because a higher
threshold allows the noise to become louder and more bursts to be inserted, since more
noise is permitted in comparison to the original audio. For a noise threshold of (8, which
allows the noise to have 30% of the original audio signal's energy, the attack is successful
in terms of WER in more than 70% of test cases. For a noise threshold of:8, the success
is over 85%. A higher noise threshold will also result in crossing the threshold where a
human listener cannot properly understand the underlying audio anymore, if the noise
overwhelms the audio. Finding this balance will be explored further in Section 4.5.
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’ Experiments on the noise threshold ‘
| NT avg CER var CER avg WER var WER CER ASR WER ASR |

0:2 0:054 Q001 Q116 Q001 Q170 Q405
0:3 0:197 Q009 Q312 Q013 0564 Q735
0:4 0:244 Q010 0369 Q016 0562 Q741
0:5 0:365 Q009 Q505 Q010 Q735 Q860
0:6 0:398 Q009 0538 Q009 Q704 0833
0:8 0:467 Q009 0608 Q008 Q769 Q879

1 0:532 Q012 0667 Q010 0851 0926

Table 4.3: Experiments on the in uence of the noise threshold (NT). Unchanged param-
eters: compression factor = 10, initial noise epsilon = 0:02, noise length = 4 16;000
mutation rate = 0:2, elite fraction = 0:2, population size = 100, generations = 30, number
of samples in training = 10, dropout probability to create noise bursts =0:95. CER attack
success rate (ASR) and WER attack success rate (ASR) indicate the highest CER and
WER attack success rate achieved over all experiments, respectively.

(a) (b)

Figure 4.20: a) Comparison of CER values between experimental rounds per noise thresh-
old. b) Comparison of WER values between experimental rounds per noise threshold. The
higher the noise threshold, the louder the noise, and the more successful the attack.

@) (b)

Figure 4.21: a) CER values for di erent noise thresholds. b) WER values for di erent
noise thresholds. If the noise threshold is low, it cannot a ect the audio enough. If the
noise threshold is high, the attack becomes more successful while the noise becomes louder
compared to the audio.
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Figure 4.22: Comparison of best CER and WER-based attack success rates for di erent
noise thresholds.

Since the attack success rates increase with the noise threshold, it can be concluded
that the implemented threshold works as intended. The more noise is allowed, the more
disturbance can be added to the audio signals by the genetic algorithm, which makes
the attack more successful, because it increases the volume of the noise compared to the
original audio.

4.4.4 Experiments on the number of training samples

The goal of the universal attack is to nd a single noise vector that causes mistranscrip-
tions for any audio signal. This generalizability of perturbations makes the universal
black-box attack much stronger than an individual attack. Although both require many
queries during the training, the universal noise vector can afterwards be applied to any
new input audio signal, while the individual noise vector only perturbs the known audio
signal that it was trained on. While an individual perturbation can use this to create a
more subtle noise vector that is better hidden behind the speci c original audio, it has no
real-time applications because its generation is too time-consuming in a black-box setting.
The universal attack, on the other hand, can easily be layered over previously unknown
audio signals without having to know the signal beforehand.

To check how well a noise vector is able to generalize after training on a small subset
of the data, the number of training samples is varied to see its e ect on the attack suc-
cess rates. The attack success rates are de ned, as before, as the CER or WER being
above 20%, respectively, and compared for the number of training samples ranging be-
tween f 1;2;5;10; 20; 50, 100g. Training on just 1 training sample is the individual attack
from Section 4.3, but each individual perturbation vector is tested on all other test audio
samples instead of just its training sample.

The results immediately show that generalizability of the noise vector to hew audio sig-
nals is already possible for the individual perturbations of the individual attack that were
trained on only one input audio signal if the chosen training audio is suitable. This means
that perturbations generated for a single audio sample are already surprisingly transfer-
able and generalize well across all samples. The best CER attack success rate of the
individual attack is 0:836, and its respective best WER attack success rate is:927. So,

a noise vector generated for a single training sample can perturb more than 20% of the
words in over 90% of previously unknown audio samples. Therefore, the individual attack
is already a highly successful universal attack when applied on the given dataset and
model. This suggests that adversarial weaknesses are shared between inputs in Wav2Vec,
resulting in the transferability of individual perturbations to new audio signals, even
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’ Experiments on the number of training samples ‘
|NR avg CER var CER avg WER var WER CER ASR WER ASR |

1 0:272 0024 Q395 Q032 0836 Q927
2 0:284 Q012 Q416 Q018 Q657 Q820
5 0:347 Q005 Q489 Q005 a721 0852
10 0365 Q009 Q505 Q010 Q735 Q860
20 0250 0026 Q365 Q038 0661 Q809
50 0293 Q043 Q404 Q051 0856 0926
100 Q420 Q041 Q450 Q050 0888 0944

Table 4.4: Experiments on the inuence of the number of training samples (NR). Un-
changed parameters: compression factor =10, initial noise epsilon = 0:02, noise length
= 4 16,000, noise threshold = 0:5, mutation rate = 0:2, elite fraction = 0:2, population
size = 100 generations = 30, dropout probability to create noise bursts =0:95. CER
attack success rate (ASR) and WER attack success rate (ASR) indicate the highest CER
and WER attack success rate achieved over all experiments, respectively.

though no generalization is enforced by training on multiple audio inputs. Previous work
using similar black-box genetic algorithms [49] focuses exclusively on the feasibility of
an individual attack without evaluating the transferability of those perturbations across
audio samples.

In fact, the noise generated by the individual attack performs better than the noise per-
turbations optimized on a small number of training samples, as can be seen in Figures 4.24
and 4.25. The experiments trained on 2 to 20 samples cannot produce CER and WER
values as high as some individual attack vectors. However, the variances of attack success
rates are signi cantly lower for 2, 5, and 10 training samples compared to the individual
attack. This means that the success of the individual attack depends more strongly on
the chosen input audio sample, while this dependence is much lower for a small subset
of training samples. For those subsets, any tested combination is relatively successful,
although none is as successful as the most successful noise vector of the individual per-
turbations. From this, it can be concluded that the choice of the training dataset is
extremely important to the success of the attack. With the correct audio input, the in-
dividual attack is extremely successful when transferred to be used as a universal attack.
However, if an unsuitable audio is trained, the attack does not generalize at all. On the
other hand, a small subset of 2 to 10 audio signals works well on average on all of the
test data. Their best attack success rates are not as high, but the average attack success
rates are higher, and they show less variance, meaning that they are more consistently
high. Starting from 50 training samples, the best attack success rates are higher than for
the individual attack. This implies that while the individual attack is already a universal
attack that produces perturbations which generalize very well, a large set of training data
is, in fact, able to produce even better results as it captures more variety in the data,
which generalizes better onto new data in the test phase. The training dataset of 100
samples achieves the best attack success rate in terms of WER of :94%.
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Figure 4.23: a) CER values for di erent numbers of training samples. b) WER values for

di erent numbers of training samples. Generalizability depends strongly on the number of
samples used. Noise trained on just one sample already generalizes well. Still, generaliz-
ability otherwise increases with the number of training samples used, but the variance in
the CER and WER values also increases.

(a) (b)

Figure 4.24: a) CER-based attack success rates for di erent numbers of training samples.
b) WER-based attack success rates for di erent numbers of training samples. All attacks
show high success rates independent of the number of training samples used. Already
training on one training sample produces a high attack success rate (ASR). More training
samples tends to increase the variance in the ASR but also increases the ASR further.

Figure 4.25: Comparison of best CER and WER-based attack success rates for di erent
numbers of training samples.
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4.45 Experiments on the population size

The size of the population of the genetic algorithm controls the number of chromosomes,
i.e., the potential solutions, that are tested during each generation. Consequently, it also

controls the size of the solution space that can be explored during each generation and the
diversity of the solutions. The attack success rates, de ned as the CER or WER being

above 20%, respectively, are compared for population sizes ranging betwe£s0; 100, 200g.

’ Experiments on the noise length ‘
| P avgCER var CER avg WER var WER CER ASR WER ASR |

50 0365 Q012 Q506 Q013 Q778 Q887
100 Q365 Q009 Q505 Q010 Q735 0860
200 0361 Q011 Q498 Q011 Q711 Q846

Table 4.5: Experiments on the in uence of the population size (P). Unchanged parameters:
compression factor = 10, initial noise epsilon = 0:02, noise length = 4 16;000 noise
threshold = 0:5, mutation rate = 0:2, elite fraction = 0:2, generations = 30, number of
samples in training = 10, dropout probability to create noise bursts =0:95. CER attack
success rate (ASR) and WER attack success rate (ASR) indicate the highest CER and
WER attack success rate achieved over all experiments, respectively.

(@) (b)

Figure 4.26: a) CER-based attack success rates for di erent population sizes. b) WER-
based attack success rates for di erent population sizes. The size of the population does
not have much in uence on the success of the attack.

Figure 4.27: Comparison of best CER and WER-based attack success rates for di erent
population sizes.
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The results in Figures 4.26 and 4.27 show that there are no signi cant changes in the error
rates and attack success rates for di erent population sizes. For all tested population sizes,
the genetic algorithm is able to explore a su ciently large and diverse solution space to
nd noise perturbations that have similarly successful performances.

A signi cantly larger population size is computationally and in terms of memory capacity
too expensive, and the attack has previously been shown to be very successful for the
given population sizes. Therefore, it can be concluded that the attack success rate is
independent of the population size.

4.4.6 Performance across ASR models

To show that the success of the universal black-box attack is not just dependent on the
Wav2Vec 2.0 model, it is also tested on the newer state-of-the-art speech recognition
model Whisper, which is known to be very robust against noise in the audio and is
computationally more expensive to train [35]. This adds a new challenge to the attack,
which relies on the model reacting adversarially to random noise and improving based on
that feedback. Whisper is tested with three adversarial training sets: a training set size of
1 and a compression factor of 10, a training set size of 10 and a compression factor of 10,
and a training set size of 10 and no compression, to demonstrate both an individual and
a universal attack on the model and to see if the generalizability of the individual attack
on Wav2Vec can be replicated with an individual attack on a di erent model. Whisper's
clean baseline performs slightly better than the clean baseline of Wav2Vec in Section 4.1.

’ Experiments on Whisper ‘
’NR CF avg CER var CER avg WER var WER CER ASR WER ASR ‘

clean 0:020 Qo001 Q052 Qo001 Q010 Q060
1 10 Q051 Q001 Q103 Q001 Q107 0260
10 10 0072 Qo001 Q136 Q001 Q137 Q320
10 1 0066 Q001 0131 Q003 Q159 0354

Table 4.6: Experiments on the Whisper model, varying the in uence of the number of
training samples (NR) and the compression factor (CF). Unchanged parameters: initial
noise epsilon =0:02, noise length =5 16; 000, noise threshold = 0:5, mutation rate = 0:2,
elite fraction = 0:2, population size = 100, generations = 30, dropout probability to create
noise bursts =0:95. CER attack success rate (ASR) and WER attack success rate (ASR)
indicate the highest CER and WER attack success rate achieved over all experiments,
respectively.

Whisper is much more resistant to adversarial noise compared to Wav2Vec, which can be
seen because its CER and WER values and its attack success rates are not as high as for
the attack on Wav2Vec, when comparing with the same parameters. The e ect of the
noise on Whisper is much lower compared to the adversarial noise applied on Wav2Vec,
but it is still possible to see an e ect compared to clean transcriptions with Whisper.
Therefore, even though the attack is not as successful, it still shows some success, which
can be seen in Figures 4.28 and 4.29.

Furthermore, Figures 4.30a and 4.30b show that the tness functions of the attack applied
on Whisper can decrease between generations, meaning that the same noise vector is not
always successful when tested multiple times.
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Figure 4.28: a) Variance of all CER values for the attack on Whisper, varying the number
of samples (Nr) and the compression factor (CF). b) Variance of all WER values for the
attack on Whisper, varying the number of samples (Nr) and the compression factor (CF).
The attack is less successful than the same attack on Wav2Vec (NR=10, CF=10), but it
still shows success compared to the clean performance.

Figure 4.29: Comparison of best CER and WER-based attack success rates for the attack
on Whisper, varying the number of samples (NR) and including one uncompressed exper-
iment to compare against the standard compression factof0.

(a) (b)

Figure 4.30: a) All tnesses from the experiment on Whisper (NR = 10, CF = 10; blue
lines) plotted against all tnesses from the experiments on Wav2Vec (same parameters;
green lines). b) Average tness curve from the experiments on Whisper (NR = 10, CF =
10; blue line) plotted against the average tness curve from the experiments on Wav2Vec
(same parameters; green line). The tness values from Whisper are consistently lower
than the tness values from training on Wav2Vec. The tness curve of Wav2Vec grows
on average much faster and then converges logistically, while the Whisper tness curves
grow linearly until they converge only after more generations.

For Whisper, the attack does not receive as much meaningful information from the tness
values as it does from Wav2Vec. This becomes obvious when comparing the tness func-
tions of the attack on Whisper against Wav2Vec: the tness curves of Wav2Vec increase
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very fast in the beginning and converge early, while the tness curves of Whisper show a
slower linear increase and converge only after many generations, which can be seen in the
plots in Figure 4.30. Additionally, the tness curves of Whisper can increase and later
decrease, because Whisper is a non-deterministic model, and giving it the same input
multiple times does not always result in the same output.

4.4.7 Transferability between ASR models

The presented universal attack works very well when trained to attack the Wav2Vec 2.0
model and also disrupts transcriptions when attacking the Whisper model, although with

a signi cantly lower attack success rate. Training the attack on Whisper is more com-
putationally expensive than training on Wav2Vec, and Wav2Vec is more susceptible to
adversarial reactions to noise. In this section, adversarial noise that was generated to fool
Wav2Vec will be applied on Whisper, while adversarial noise generated to cause mistran-
scriptions in Whisper will be applied on Wav2Vec, to see how adversarial perturbations
transfer between models.

Between the two tested ASR models, Whisper is known to be more robust to background
noise than Wav2Vec. Section 4.4.6 has shown that the attack is less successful on Whis-
per, which is the more robust model, compared to its high success on the less robust
Wav2Vec. When transferring the noise generated to attack Whisper to Wav2Vec, the
attack success rate decreases by a lot compared to the noise trained to attack Wav2Vec
itself, as can be seen in Figure 4.31. However, the opposite, transferring the noise gener-
ated to attack Wav2Vec to Whisper, actually increases the average attack success rate on
Whisper compared to its own noise. The maximum attack success rate is still achieved
by Whisper-trained noise, but on average, Wav2Vec-trained noise outperforms its coun-
terpart on Whisper, as shown in Figures 4.32.

This means that a transfer of noise between models is not only possible, but can be very
successful if the noise is transferred from a weaker but deterministic model to a more
robust and non-deterministic model. The weaker model shows very meaningful reactions
to even small changes in the level of noise and is therefore very informative in its tness
function, while the robust model does not give as much meaningful feedback to the tness
function because the model does not react much to noise.

(@) (b)

Figure 4.31: a) CER performance of Wav2Vec model on noise that was trained to attack
Wav2Vec or Whisper. b) WER performance of Wav2Vec model on noise that was trained
to attack Wav2Vec or Whisper. The noise trained to attack Wav2Vec causes more errors
for Wav2Vec transcriptions than the one trained on Whisper.
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Figure 4.32: a) CER attack success rate of Whisper model on noise that was trained to
attack Wav2Vec or Whisper. b) WER attack success rate of Whisper model on noise that
was trained to attack Wav2Vec or Whisper. The noise trained to attack Wav2Vec is more
consistent in causing errors for Whisper transcriptions than the one trained on Whisper
(as the average is higher), but the highest error rates are achieved for noise trained on
Whisper (as the maximum is higher).

4.5 Human vs. ASR transcription on adversarial examples

While the previous quantitative measure of attack success empirically shows that it works
well, it is necessary to prove that, since the attack produces audible noise, it does not
disrupt a human's ability to understand what the original audio says. Therefore, a sub-
jective listening test was performed with 19 participants. The details of the collected
data, the ethical considerations, and the instructions for participants are further outlined

in Section A.2.

The participants are presented with 8 audio samples, each of which is signi cantly mis-
transcribed by Wav2Vec, and asked questions about comprehensibility of the audio and
listening e ort, which they can answer based on a Likert scale with four options. Addi-
tionally, they are asked to transcribe the audio as well, which gives a human character and
word error rate for comparison. It is expected that there are some errors in the human
transcripts caused by spelling or typing errors, but since all given audio les have a very
high character and word error rate for the machine transcription, there should still be a
signi cant di erence if the humans can understand the audio with little e ort. The audio
samples were chosen to not be too long so the human listeners don't have to spend too
much time and, by extension, e ort on transcribing them, because the human short-term
memory only has a limited capacity, to not contain any names which can have ambiguous
spellings, and to have a word error rate far above the attack success threshold of 20% to
show the di erence of human and machine transcriptions in the cases where the machine
transcription struggles.

For each of the 8 audio samples, the participants are rst asked to rate two statements on
a Likert scale and then to transcribe the audio themselves. To do so, they can hear the
audio at least 3 times (once for each question), and potentially more often if they need
it, to write down what is said in the audio. This way, the correctness of the transcription
does not depend on the short-term memory of the listener. The rst statement is: \I
can understand what is being said in the audio." The second statement is: \It takes no
e ort to understand what is being said in the audio." The Likert scale o ers four points

of reference: \Agree", \somewhat agree", \somewhat disagree", and \disagree". Two of
the audio samples use noise from experiments with the noise threshold set atd) three
use a noise threshold of &, and three use a threshold of (8.
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Figure 4.33: a) Character error rate of human transcripts per audio example. b) Character
error rate of human transcripts per audio example. Error rates increase for noise threshold
0:8.

First, the character and word error rates of all participants are compared for each audio
sample. Figure 4.33 shows that the human character and word error rates are overall very
low, with the average character error rate always staying below @5 and the average word
error rate always staying below 01. A slight increase in character and word error rates
can be seen for the examples with the noise threshold set at® which have louder noise
compared to the other examples. Compared to machine transcripts, the human listener
makes signi cantly fewer errors when transcribing the audio, as can be seen in Figure 4.34,
and was proven by a Mann-Whitney U test (U = 1334853005;p = 2:31 10 19%). While
machine transcriptions have very high error rates and subsequently also high attack suc-
cess rates, human errors are far fewer, indicating that the human listener is still able
to hear the speech in the audio even though the machine is not able to do so anymore.
This signi cant di erence in error rates can also be observed when separating between
noise thresholds, shown in Fig. 4.35, as for each one, the human-transcribed counterpart
performs better. When transcribing the noisier audio, the human mistakes increase com-
pared to less noisy audio.

The two statements about understanding and listening e ort were ranked on a four-
point Likert scale, ranging between \agree", \somewhat agree", \somewhat disagree",
and \disagree". Figure 4.36 shows the ratio of each response over all audio samples. For
the statement \I can understand what is being said in the audio”, the answer \agree" is
selected most often. Together with the answer \somewhat agree", this makes up more
than three-quarters of all responses. The statement \It takes no e ort to understand what
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Figure 4.34: a) Character error rate of human transcripts versus ASR transcripts. b)
Word error rate of human transcripts versus ASR transcripts. ASR transcripts have a
signi cantly higher error rate.

(@) (b) (©)

Figure 4.35: a) Character error rate of human transcripts for noise of noise threshold
0:3. b) Character error rate of human transcripts for noise of noise threshold0:5. c)
Character error rate of human transcripts for noise of noise threshold0:8.

is being said in the audio" has an even split between the answers \agree" and \somewhat
agree", which make up two-thirds of all responses together. From this, it can be concluded
that the majority of human listeners agree with the statements for all audio samples.
Similar results can be seen with respect to the ratio of responses per noise threshold cate-
gory, shown in Figure 4.37. The lower the noise threshold is, the easier it is to understand
what is said in an audio sample, and the less e ort is required for that. For the noise
threshold at 0:3, over 80% of responses agree that it is easy to understand what is being
said, and more than half answered agreeably that no e ort is required. When also taking
into account the answers that \somewhat agree", the agreeable answer ratio makes up
the vast majority of all responses for both statements. For the noise threshold of 6,
about three-quarters of all responses are still agreeing completely with the understand-
ability statement, and counting the responses for \agree" and \somewhat agree", 75%
also report little to no e ort in understanding. Finally, for the noise threshold set at 0 :8,
about half of the responses still selected \agree" for the understandability statement, but
about one-third report that they \somewhat disagree" or \disagree". Likewise, over half
of the responses indicate agreement, either in full or somewhat, to the statement that
no e ort is required. However, the other half reports that signi cant e ort is required

to understand what is being said at this noise level. Although the e ort and di culty

of understanding rises with the noise threshold, it is evident that the majority of human
listeners report in all cases that the noisy audio is understandable and that only little
to no e ort is required. If the noise threshold is kept at 0:5 or below, then the human
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Figure 4.36: a) Pie chart showing ratio of agreement to the statement \I can understand

what is being said in the audio." b) Pie chart showing ratio of agreement to the statement
\It takes no e ort to understand what is being said in the audio." Most responses agree

with the statements.

listeners can understand correctly with little to no e ort and also transcribe the audio
correctly. This indicates that, while the generated noise is audible, it is not disruptive to a
human's ability to understand the speech, even though it strongly disrupts the machine's
ability to do so.

(@) (b) ()
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Figure 4.37: Statement A: \l can understand what is being said in the audio”. Statement
B: \It takes no e ort to understand what is being said in the audio”. a) Pie chart showing
agreement to statement A with noise at threshol®:3. b) Pie chart showing agreement to
statement A with noise at threshold0:5. c¢) Pie chart showing agreement to statement A
with noise at threshold 0:8. d) Pie chart showing agreement to statement B with noise
at threshold 0:3. e) Pie chart showing agreement to statement B with noise at threshold
0:5. f) Pie chart showing agreement to statement B with noise at threshol®:8. A lower
noise threshold correlates with a higher agreeability with either statement. The higher the
noise threshold, the more di cult it becomes to understand the speech and the more e ort
it takes to do so.
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