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1 THE PAPER
This section provides an overview of our information flow fuzzing approach, FLOWFUZZ, and
highlights the key results. For further details, please refer to our paper "Finding Information Leaks
with Information Flow Fuzzing," which has been accepted as a registered report at ACM TOSEM.
The full paper version is currently under review.

1.1 FLOWFUZZ Fuzzer
Information leaks are the unintentional release of information to an untrusted environment, and
they can be considered one of the most dangerous software vulnerabilities. For example, the
Heartbleed vulnerability allowed attackers to obtain data from an SSL server. Existing methods like
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fuzzers, taint analysis, or symbolic verification struggle to detect such information leaks, especially
when third-party communication, persistent storage, or OS interaction are involved.

In this paper, we pursue an alternate route to enable fuzzers to precisely detect information leaks,
termed information flow fuzzing. Rather than analyzing or tracking data flows in the code, we
assess whether mutations to secret data impact the program’s execution, specifically, if they alter
the program state, traces, or output. To achieve this, we introduce a leak oracle. For each input,
the fuzzer first runs the program as usual. It then mutates secret data, such as a certificate or a
password, and re-runs the program with the original input. If the output changes, the fuzzer has
identified an information leak.

Additionally, the fuzzer employs information flow as guidance. It maximizes coverage and tracks
changes in coverage and changes in data between the two runs. This approach increases the likelihood
that a mutation will propagate to the output, thereby revealing information leaks more effectively.

1.2 Summary of Results
For the evaluation of our approach, we have formulated the following two research questions:

RQ1 Can information flow oracles detect common information leaks during fuzzing? In RQ1, we
examine how frequently information leaks are identified in our ten subjects by FLOWFUZZ and the
address sanitizer ASan. Our experiments reveal that FLOWFUZZ successfully detects all information
leaks. In contrast, ASan identifies only one out of ten leaks.

RQ2 How useful is the guidance provided by information flow? In RQ2, we conduct an ablation
study to investigate the impact of our guidance on the number of invocations, execution time,
and coverage. The guidance strategy, which uses standard edge coverage + coverage differences,
performs best in most subjects.

2 ARTIFACTS
The artifacts are freely available on GitLab and are archived on Zenodo. They are published under
the BSD-3-Clause-Attribution license and encompass the following components:

Table 1. Overview Artifacts

Name Description Link

FLOWFUZZ Tool All scripts that are part of FLOWFUZZ
https://gitlab.com/dlr-dw/automated-threat-modeling/flowfuzz
https://doi.org/10.5281/zenodo.13737895

Subjects For all subjects in the paper: a Singularity definition file, Git patch files,
build scripts, and all additional artifacts necessary to execute FLOWFUZZ on the subject

Evaluation IPython Notebook to evaluate and visualize the results

3 PREREQUISITES AND REQUIREMENTS
3.1 Hardware Requirements
We conducted our experiments on three different hardware configurations. The first configuration
is a workstation equipped with 16 CPU cores, 64 GB of RAM, and 200 GB of storage (required for
the experiments). The second configuration is an HPC system, where the experiment container
was allocated 8 GB of RAM and 4 CPU cores. The third configuration is a test VM with 6 CPU cores
and 6 GB of RAM.

3.2 Software Requirements
The workstation and the VM run Ubuntu 22.04 and Ubuntu 24.04, respectively, while the HPC
system runs CentOS Linux 7. We use Singularity containers to encapsulate the experiments and
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ensure reproducibility. For each experiment, we provide a Singularity definition file that fully
automates the setup, managing both the environment and dependencies. We are using Singularity
versions singularity-ce 4.0.0-jammy, singularity-ce 4.1.1, and apptainer 1.3.2-1.el7.
As the base for our experiment image, we use a Docker image1 in which AFL++ is already installed
and configured. Additionally, we tested Git in versions 1.8.3.1, 2.43.0, and 2.34.1.

For our evaluation, we use an IPython notebook that we tested with Python 3.8. The required
Python packages are specified in the requirements.txt in our replication package.
The dependencies for FLOWFUZZ are located in the same folder as the core script. In the ten

experiments conducted, FLOWFUZZ and its dependencies are automatically installed during the
image build process.

For more information, please refer to the Requirements file in our replication package.

4 SETUP
In our replication package, the Install and Readme files detail all the steps with the necessary com-
mands for installing and preparing the experiments, as well as for adding new subjects. Therefore,
we will only provide an overview here.

4.1 Subjects from the Paper
(1) Download the FLOWFUZZ repository from GitLab.
(2) Configure the subject. Each project has its own folder containing its Singularity definition file,

scripts, and artifacts. Within the definition file, you can choose between different experiment
options. The most important one is the GUIDANCE, which determines the type of guidance to
use. Possible values are all (full guidance), disdatadif (coverage differences + standard guidance),
standard (standard guidance), and asan (address sanitizer).

(3) Build the Singularity image. All dependencies are installed during this process, the subject is downloaded
and prepared for FLOWFUZZ, and the FLOWFUZZ wrapper is generated.

(4) A Jupyter notebook is used for the evaluation. Install Python 3.8, set up a Python environment, and
install the Python packages specified in the requirements.txt file in the replication package.

Start the container to initiate the fuzzing process using FLOWFUZZ in combination with AFL++.
As output, the fuzzing process will first initialize and then begin fuzzing. You can recognize this by
the fuzzing updates that are displayed, indicating that everything has been correctly installed and
set up. If something doesn’t work, refer to the troubleshooting section in the Install file.

4.2 New Subjects
The generation of the FLOWFUZZ wrapper is fully automated to simplify the use of FLOWFUZZ with
new subjects. For edge cases that FLOWFUZZ does not handle, modifications can be made in the
Singularity definition file. The template project serves as a starting point and includes the three
most important files: a Singularity definition file with the basic elements, a configuration file that
specifies which directories in a repository should be renamed, and a script to configure FLOWFUZZ
to generate the wrapper correctly.

When preparing a new subject, you can refer to the existing ten subjects as a guide. The harness
for the subject must be provided, which includes a fuzzing_entry method that serves as the
entry point into the subject and a mutate_secret method that mutates the secret information.
Additionally, the build process must be adjusted to ensure that the FLOWFUZZ wrapper is built
together with the subject.

1https://hub.docker.com/r/aflplusplus/aflplusplus
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5 STEPS TO REPRODUCE
The paper addresses two research questions:

(1) Can information flow oracles detect common information leaks during fuzzing?
(2) How useful is the guidance provided by information flow?

It is possible to answer both research questions with a single experiment setup. The Readme file
of our replication package describes this process step by step, with the corresponding commands.
Below, we briefly outline the individual steps.
Build images For each subject, four images must be created using FLOWFUZZ with the different

guidance strategies or with the address sanitizer ASan. The guidance strategies are briefly
explained in Section 4.1 and in more detail in our paper. The guidance strategy can be set in
the Singularity definition file using the parameter GUIDANCE. This results in a total of 40 images
for all subjects.

Run experiments In the next step, these images are executed and run for a maximum of 24 hours. Depending
on the system, this can easily be automated with a script. The containers automatically terminate once
they detect an information leak to minimize resources usage.

Evaluate results Once the experiments are completed, they can be evaluated. It is necessary to determine the
coverage, as AFL++ does not automatically do this. For this, we use the tool afl-cov2. The procedure is
explained step by step in the Readme file of our replication package. Afterward, the Jupyter notebook
can be used for evaluation. It extracts and aggregates all results from the subject folder and combines
them. It then presents these results as LaTeX tables (as seen in the paper) and as graphs. This allows for
comparison with the results in the paper.
It should be noted that there may be slight variations, as fuzzing with AFL++ is a non-deterministic
process. However, the validity of the conclusions in the paper is not affected.

2https://github.com/mrash/afl-cov
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