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ABSTRACT The expansion of renewable energies, the growing number of consumers, e. g., in e-mobility,
and their connection to low voltage grids pose new challenges for grid operation, particularly regarding
voltage control and energy losses. In this context, comprehensive knowledge about the surrounding grid
facilitates the intelligent control of photovoltaic (PV)-battery systems, creating a need to observe grid
participants. In that regard, a previously developed load recognition method is successfully applied in a use
case torecognize two electric vehicles and a heat pump in a simulative grid environment, yielding an accuracy
of around 96%. Considering to couple that method with a subsequent control algorithm, an approach is
developed to estimate a virtual voltage signal, which represents the grid voltage without the impact of control
actions. It is validated that this enables the effective application of load recognition in control conditions.
Finally, it is demonstrated how to integrate the load recognition method into a control setup using the virtual
voltage concept. The corresponding control algorithm manages the power flow between a PV-battery system
and the grid in conjunction with a static Q(U) algorithm. It leverages the information about active loads with
the objectives of maintaining a stable and balanced grid voltage and optimizing energy consumption in
the example use case. Thereby, the voltage deviation is reduced by around 26% and the grid unbalance by
approximately 38%, compared to only using the Q(U) algorithm without a battery. It can be concluded that
the load recognition method can successfully gather information from the surroundings of a grid node even
in control applications.

INDEX TERMS Convolutional neural networks, grid operation, load recognition, power management,
reinforcement learning, smart grids.

I. INTRODUCTION AND MOTIVATION
The ongoing process of energy transition poses a variety
of new challenges in the context of electrical power grid
operation. Conventionally, the energy was unidirectionally
transferred from large-scale power plants at higher voltage
levels to the low-voltage level. However, today’s electricity
generation is being expanded to the medium and low
voltage level through the decentralized installation of photo-
voltaic (PV) and wind energy plants, often paired with battery
storage systems, resulting in bidirectional power flows.

A significant issue emerging from this new bidirectional
power flow is the considerable amount of energy lost
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due to transmission through grid lines, especially during
inter-sectional energy transfers. Specifically, these energy
losses in German low voltage grids are estimated to be
approximately 1.5%, which is about 8.2 TWh [1]. To mitigate
these losses, it is preferable to provide power as close to the
location of demand as possible.

In addition to changes in power generation, the number of
consumers and the energy consumption are increasing, for
example, due to electrification of the mobility and heating
sectors. Moreover, devices have become more flexible in
various regards. For instance, they can be operated by
home energy management systems or follow intelligent
control algorithms. Especially electric vehicles (EVs) are
even flexible in terms of where they are connected to the
power grid.
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Since every single grid participant influences the grid
voltage and the total number of participants is rising, the
voltage control becomes more complicated.

Controlling the grid voltage is a task that heavily depends
on local factors such as grid topology or line types,
and the rapidly changing grid situations at different grid
connection points.

Current approaches to control the voltage using converters,
however, are standardized and less adaptive to changes in the
surrounding grid, e. g., fixed power factor cos ¢ or the Q(U)
method [2], resulting in potential for optimization.

In general, the field of voltage control includes keeping
the voltage in the tolerance band of +10 % of the nominal
voltage [3], [4], but also maintaining the voltage quality,
which encompasses reducing the voltage unbalance for
example. The latter also depends on the increasing number
of loads, which may be connected on selected phases, and
is a possible factor for additional losses on the neutral wire
as well as for line heating or lifetime reduction of electrical
components [5].

As the government plans to further increase the share of
renewable energies in the German power grid and to further
expand e-mobility and the use of electrical heat pumps,
voltage control in particular is a highly relevant field [6].

Taken together, the described developments lead to
increasingly complex grid situations that pose greater chal-
lenges for the stable operation of power grids.

A. RELATED WORK

In order to address the challenges pointed out in the previous
section, many research studies have already been conducted,
focusing on both the generation and the demand side.

The generation has been studied in many different
aspects, especially the field of converter control and related
approaches for voltage control [7]. Additionally, many
studies were carried out to investigate voltage unbalance
effects and corresponding countermeasures [5], [8], [9].

Numerous publications have explored the application of
reinforcement learning (RL) methods to converter control due
to their inherent suitability for control applications [10].

Examples are PV control approaches using multiple
agents, e.g., [11], [12], [13], [14], or considering different
time scales, aiming for voltage stabilization [15]. Beyond
its application to standalone PV converters, RL has also
been employed into systems, which consist of PV and
battery storages, targeting objectives such as grid stabi-
lization support and optimization of energy management
systems [16], [17], [18], [19].

In general, RL algorithms are designed to learn from trial
and error while balancing between exploration and exploita-
tion. Thus, RL agents execute actions that may be unexpected
and possibly detrimental for the environment, which has been
addressed, e. g., in [20], [21]. Nevertheless, RL algorithms
are particularly interesting for the development of adaptive
control solutions due to their capability of learning local
properties and dynamics of a certain grid node.
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In this context, given the localized nature of voltage con-
trol, developing RL-based reactive power control approaches
that are tailored to specific location-dependent requirements
is an intriguing area of research, e. g., [22], [23].

In addition to the research focused on power feed-in, the
demand has also been analyzed in order to increase efficiency
or to adjust the consumption in a grid-friendly manner.
One research field with the main objective to use energy
more efficiently in households is called non-intrusive load
monitoring (NILM), which was founded by Hart [24]. Here,
approaches deal with the disaggregation of household load
profiles, which are usually acquired at the grid connection
point of a building to be processed in energy management
systems. Examples of such NILM methods can be found
in [25], [26], [27], [28], and [29].

The approaches from the field of NILM, such as existing
load recognition methods, are mainly designed to analyze
patterns on the consumption side. For that, these methods
typically use the power flow between the grid and a
single grid node. From a perspective of grid control,
however, it is particularly interesting to change the NILM’s
observing direction into the surroundings of a converter’s grid
connection point.

To observe such a local grid using NILM methods would
require information about current and voltage at different
grid nodes, which are not available without additional
communication or metering infrastructure. This is directly
related to the concern of grid operators to face a low-voltage
grid with a lack of observability (see e. g., [30], [31]).

This issue is addressed by the previously developed
approach of voltage-based load recognition, which is
designed to be fully decentralized, relying solely on voltage
data from a single node [32]. It provides insights into the local
grid with external grid participants instead of being limited to
devices directly connected to the measurement point.

Such additional information can be processed in any
subsequent control algorithm to achieve various objectives,
e. g., stabilizing the grid or increasing efficiency of energy
usage. Specifically, this input allows the increasing adaption
of a control strategy to the presence, behavior, and properties
of special grid participants, which is not conceived in
current methods.

In previous work of the authors, a proof-of-concept
for this load recognition method and investigations in
software environment were presented in [32] and [33], while
further steps were conducted in a laboratory environment in
DLR_NESTEC (see [34]), published in [35].

B. CONTRIBUTION AND PAPER ORGANIZATION
Building on the research studies in [32] and [33], a pending
task is the integration of the load recognition method into an
application use case.

That recognition method processes the voltage signal
measured at a certain grid connection point with a con-
volutional neural network to detect pre-trained patterns of
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loads participating in the surrounding grid. The resulting
information can then be exploited for intelligent adjustments
of power feed-in to achieve pre-defined goals.

Thus, this paper deals with the methodology how to
combine load recognition with a power management system
focusing on voltage stabilization and unbalance reduction.
The contributions of this study are summarized as follows:

o The load recognition method is successfully applied
as a standalone approach in a grid scenario with
three target loads, where the expected challenge of
overlapping active periods is confirmed. This introduces
more complexity to the recognition task than faced in
previous studies.

« A virtual voltage computation method is developed to
provide estimations of the grid voltage level that would
exist without any controller impact. This is an essential
step to recognize patterns in the voltage signal, even
when it is influenced by control actions. Thus, it is
required to connect load recognition with subsequent
control algorithms.

« A proof-of-concept for integrating load recognition into
a control application is presented in a use case of
three target loads. In detail, the method is successfully
incorporated in an RL-based algorithm, which manages
the active power flow of a PV-battery system.

Therein, as an example, information from the load
recognition method is leveraged as a signal to supply
power or to switch to asymmetric power provision in
response to recognized targets, aiming for a stable and
balanced voltage.

To show the potential benefit of that integration, a com-
parison is made between voltage deviation and voltage
unbalance from two control settings, one only using
a state-of-the-art voltage control algorithm and one
adding an load recognition-informed approach. Overall,
this demonstrates how the load recognition method can
enable dynamic control strategy adjustments, increasing
the local adaption compared to current approaches.

This paper is structured as follows: After the introduction
and motivation in the current section, the load recognition
method is tested considering three target loads in Section II.
In Section III, a method to compute a virtual voltage signal
is developed and evaluated. This represents the interfacing
approach for the following Section IV, which presents the
integration of the load recognition method into a control
algorithm within a specific use case. Then, the results of this
work are discussed in Section V, before Section VI finally
concludes the paper and gives an outlook.

Il. LOAD RECOGNITION METHODOLOGY

In this section, the general concept to recognize target loads in
the grid voltage signal is briefly explained before a use case
for validation is presented. As mentioned in Section I, this
method is based on previous work published in [32] and [35].
For a detailed discussion of advantages and disadvantages of
this concept, it is referred to these publications.
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A. GENERAL CONCEPT

To provide information about the surroundings of a certain
grid connection point, the load recognition method is
conceptualized to recognize patterns in the grid voltage
measured at a single point, and to assign these patterns to
pre-trained load classes. Thereby, it is focused on load classes
that have a significant impact on the grid voltage.

The idea is based on three key considerations: Firstly,
it is assumed that any (target) device, which is connected
to the grid and in operation, will affect the grid voltage.
Furthermore, some devices, such as electric vehicles (EVs),
can be active at different grid nodes or at varying times of the
day, exhibiting flexible usage patterns. However, the second
assumption is that they occur repeatedly in the local grid of
the measurement point. Thirdly, it is assumed that the impact
of each device follows a characteristic load profile, resulting
in a specific pattern in the grid voltage curve.

The general approach of the load recognition method is
illustrated in Fig. 1.

L -Medium voltage

C]

2 .Z;__—’

—e

Load
recognition D
Low voltage o
fistribution grid

FIGURE 1. Idea of load recognition. The grid voltage voltage is measured
at a certain grid connection point and analyzed to recognize patterns of
target loads, which are active in the surrounding grid.

The overall objective of the load recognition method is
to provide information about the local grid environment and
the current grid state to support an efficient and stable grid
operation. For this purpose, the approach is designed to rely
exclusively on voltage data, rather than incorporating power
data as well. This extends the observable area beyond a single
household, which is typically the focus of NILM approaches,
to the surrounding grid.

In particular, this approach requires only the existing
capability of converters to measure the grid voltage and no
additional communication.

This extension addresses the challenge faced by grid
operators in dealing with low observability and metering in
distribution grids. Such extra knowledge about the local grid
state can be leveraged in a control algorithm that dynamically
adapts its strategy. By this, a more flexible performance
compared to current methods in converters can be achieved.

Since the load recognition method is conceived as an
additional input feature for a control algorithm that can
pursue an arbitrary control objective, its potential application
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areas are very diverse. Any control task that could benefit
from recognizing patterns in the grid voltage or leveraging
knowledge about specific targets represents a possible use
case. In addition to voltage control, it can also be applied
to optimize the battery management in PV-battery systems,
potentially taking into account economic considerations and
flexibility provision. Due to the challenge of opaque grids,
it is focused on the distribution grid level, but the concept
could also be interesting for higher voltage levels or DC grids.

Regarding the target loads, there are no specific require-
ments. Any load with a characteristic profile and a relevant
impact on the grid voltage could be defined as a target.

To apply the proposed method, a three-phase voltage signal
in per unit (pu) specification with a time resolution of 1s is
required. A sliding window approach is used to preprocess
the voltage data for a convolutional neural network (CNN)
classifier. The raw output from the CNN can be rounded to
obtain a binary output vector y € B", where n € N is the
number of pre-trained classes, and an entry y; = 1 indicates
that a corresponding load is active.

As additional input features, the dV /dt, representing the
discrete derivative of the voltage signal (pu) at each time step,
as well as trend parameters are taken into account, each per
phase. The trend parameters are defined to capture the voltage
change across each half of the time series window. For that,
the initial (v_z11), the median (v_r/2), and the latest (vo)
value of the current voltage window of length L € N are used
to compute the differences v_y 1 —v_z /2 andv_y ;2 —vo. The
input data are min-max-scaled as presented in [32] and [35].

B. DATA BASIS AND TRAINING
To train a CNN within a supervised learning setting to
recognize target loads, basic power profiles for each target
are selected. Then, curves are computed, which can be
considered as the corresponding voltage patterns. These
patterns are scaled to cover the acceptable range of +10%
of the nominal voltage. To augment the data, Gaussian
noise is added to the entire set of curves. Finally, these
curves are combined to generate new profiles that represent
overlapping active periods of multiple targets. For a more
detailed description of how to create a training data set for
the associated multi-label classification task, it is referred
to [32] and [35].

After a proof-of-concept and further validation were
presented in previous work, as mentioned in Section I, a use
case with three targets is part of this paper, listed in Table 1.

TABLE 1. Target description.

Name Type Description
EV1 Electric vehicle ~ Real AC-charging profile
HP Heat pump Pulse extracted from real load profile

EV2 Electric vehicle  Real DC-charging profile

The first target is an EV, which is AC-charging; the second
one stemmed from a heat pump, and the third one represents
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FIGURE 2. Three-phase power profiles of electric vehicle 1 (EV1,
asymmetric) and 2 (EV2, symmetric), and heat pump (HP) utilized as
targets in the load recognition setup.

another EV, which is DC-charging. In the remainder of this
paper, these targets are referred to as EV1, HP, and EV2.

The basic patterns that were defined as characteristic
profiles of these targets are shown in Fig. 2.

While EV1’s charging profile has a rectangular shape, the
phase loading is asymmetric, with only the first two phases
being actively used. In contrast to EV 1, the profiles of HP and
EV2 are rather symmetrical, but operate at a higher power
level. Specifically, EV1 requires approximately 2.8 kW for
each utilized phase, whereas HP operates at around 11 kW
per phase, and EV2 is charged with a peak power per phase
of ca. 8kW.

The data for EV1 were acquired at a real charging
station located at the DLR Institute of Networked Energy
Systems during the AC-charging process of an e-Golf from
Volkswagen, as described in [35]. For the HP profile, a real
annual profile of a heat pump installed in Germany from
2023 was provided by the company Viessmann Holding
International GmbH [36]. This annual profile was analyzed
and the most representative section was selected as the basic
profile. The third basic profile of EV2 was again measured
at the DLR Institute during a DC-charging process of the
same EV.

With these data sets, different CNN architectures were
trained to recognize the target loads following the procedure
from [35]. In total, the training data comprised approximately
1024000 samples. These were generated from approxi-
mately 30 variants of EV1’s charging profile, approximately
170 variants of HP’s basic profile, and approximately
110 variants of EV2’s profile.

After training, the CNN was applied in Section II-C to
validate and test the performance.

C. VALIDATION AND TESTING
For validation, the raw basic load profiles of both EVs

and a representative day from the annual HP profile were
simulated in a Matlab/Simulink model using the MONA 8
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FIGURE 3. Low voltage grid MONA 8 from [37] with 10 grid nodes.

At nodes 8, 9, and 10, the considered targets for load recognition were
active (EV1, EV2: electric vehicles; HP: heat pump). The voltage
measurement was located at node 10.

TABLE 2. Chosen configuration of the load recognition setup.

Window length 50
Number of features 12
Number of layers 3
Dropout rate 0.021
Filters [96,96,96]
Kernels [11,7,5]
Batch size 32
Learning rate 0.0011
Optimizer Adam [39]
Epochs 10

low-voltage grid topology determined in the project Merit-
Order-Netzausbau (MONA) 2030 [37], shown in Fig. 3.
Without any interference, the targets were separately turned
on at nodes 8, 9, and 10, and an overlapping scenario was
simulated, which included three active targets at node 8.

The resulting voltage curves were measured at node 10
and combined into a single validation time series. This
was processed by different configurations of the load
recognition algorithm, chosen by the Optuna hyperparameter
optimization framework [38]. The configuration listed in
Table 2 yielded accuracy values of above 96%, as depicted
in Fig. 4.

It shows how each target’s state was recognized by
comparing the raw output from the CNN and the true state
curve. The EV2 was incorrectly predicted to be active in
many time periods with an active HP, but the recognition
was correct in EV2-related active periods. Without any
overlapping, the targets EV1 and HP were almost perfectly
detected.

The model prepared in this section serves as the basis for
the development in Section III and the application example in
Section I'V.
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FIGURE 4. Load recognition performance on the validation time series.
The predicted output of the algorithm (Pred.) for the electric

vehicle 1 (EV1) accurately meets the ground truth curve (True). Similarly,
the recognition output corresponding to the heat pump (HP) is close to
the true states. Even if the electric vehicle 2 (EV2) is recognized during its
active period, the performance is less accurate during inactive periods,
especially in active times of the HP.

Ill. ESTIMATION OF A VIRTUAL VOLTAGE SIGNAL
Building on the results from Section II, integrating the load
recognition method into a control application is a natural next
step, but this raises an important consideration.

If a converter is controlled to react to a certain grid situation
observed by the load recognition algorithm, its control actions
will affect the grid voltage so that the detected patterns may
be interfered. This could reduce the recognition performance
and thus the effectiveness of the controller.

In the previous sections, the load recognition was used to
observe the grid without any subsequent actions affecting
the grid. That setting is changed if it is assumed that the
load recognition method is connected to a power management
algorithm, which is implemented at a grid-coupled converter
of a PV plant. By the active influence of this converter
through power feed-in, the voltage signal is directly affected,
so that the input of the load recognition is strongly
interfered.

Thus, there is a need to filter the voltage signal. In this
regard, the voltage change caused by converter actions can
be determined by measurements at the converter’s grid
node. With knowledge about the actual feed-in defined
by the controller, only the grid impedance is required
to calculate the voltage drop. This quantity dynamically
depends on grid conditions, such as active participants,
but complex measurement techniques can be applied to
measure it.

However, the following section presents a method to
determine the signal without the influences of the converter
actions, which is, to the best of the authors’ knowledge,
a novel approach to enable load recognition under control
conditions.
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A. METHOD

To facilitate a clear understanding of the terminology related
to the developed method, the following definitions of three
signals, which are used throughout the development and
validation process, are introduced.

1) DEFINITION

a: ACTUAL VOLTAGE

The real three-phase voltage signal, which can be measured
at the converter’s grid connection point, is called the actual
voltage. It includes all influences of grid participants,
especially those stemming from feed-in through the converter
and control actions corresponding to voltage control. This
signal in per unit specification is denoted as v, € R3.

b: VIRTUAL VOLTAGE

The objective of the developed method is to compute a signal
representing the hypothetical voltage without influences
through converter actions. This is defined as the virtual
voltage vyir; € R3.

c: TARGET VOLTAGE

To validate the method, the accuracy of the virtual voltage
computation must be evaluated. This requires the actual
profile v, and a profile that serves as a reference representing
the true voltage curve from the identical load scenario in the
absence of any converter actions. The latter signal is called the
target voltage viarg € RR3 as it represents the optimal output of
the virtual voltage estimation method.

Initially, the three-phase virtual voltage signal is con-
sidered as vyixt = Vact — Av. In a simplified case, the
variable Av theoretically depends on the grid impedance,
which is assumed to be unknown, and the current. This
implies that there exists a relation between Av and the power
flow at the selected node, which leads to the following
estimation approach:

Wyirt = Vact — Av=C -5 (H

with the three-phase voltages vyir, Vact € R3 and the
combined power vector s := (p1, p2, p3, )7 € R* containing
active power values p1, p2, p3 and a single reactive power
entry ¢, assuming symmetrically distributed reactive power
provided by the converter’s volt-var control.

In the following, the matrix C = (cjj)i<3 j<4 € R3x4
is referred to as the correction factor matrix, which can
be considered as an estimator strongly related to the grid
impedance.

Basically, the idea is to determine the correction factors c;j
fori=1,2,3,j=1,...,4 by the following steps:

1) feed in pre-defined test signals to the grid in a no-load
condition,

2) measure the resulting voltage,

3) calculate correction factors to minimize the deviation
between vyi; and the nominal voltage of 230V, and
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4) compute a linear interpolation mapping based on the
data set of power vectors as inputs and correction factor
matrices as outputs.

In detail, the grid reaction corresponding to feed-in or
demand of power at a specific grid node was simulated in
the grid model from Section 3.

The three-phase active power was represented by combi-
nations of py, p2, and p3, each below a maximum absolute
value p,,.. Meanwhile, the reactive power per phase (g) was
iterated up to the maximum possible reactive power given
by the Q(U) algorithm [2]. For each combination, the cor-
responding voltage was measured and the absolute distance
between the virtual voltage vyi;y and 230 V nominal voltage
was minimized based on a gradient descent approach. This
process continued until a threshold of le-5 was reached for
all phases, or 1e6 iterations were performed. Mathematically
expressed, the optimization task was defined as

min 1230 - e3 — yirtll With vyjrt := vaet—=C - 5 ()
{CG]R3><4}
for s € R* and vyer, wine € R3, €3 := (1,1, D7 e R3.

The optimization was separately conducted for each
grid phase (i = 1,2,3) with dynamically adapted step-
size T and C, s, Vact, Vvire as introduced above. Thus, in an
optimization step n 4 1, each row C; of the correction factor
matrix was updated as follows:

Ci,nJrl = Ci,n + T 81‘7:,1, (3)

where §; , was defined as 8; , := —2 - (230 - ¢; — Wirt,in) - S-

For each s contained in the data set, the resulting matrix C
was stored together with the corresponding vector s.

In the following step, these tuples (s, C) were used to
calculate a mapping ¢ between power vectors and correction
factor matrices with the LinearNDInterpolator provided by
the Python library SciPy [40], which basically means that
a convex hull was calculated based on all data points from
the training data set. The mapping ¢ was stored for later
application in an online setting, in which the currently
measured power values were used to determine suitable
correction factors for virtual voltage computation in the actual
grid conditions.

Additionally, in the online setting, a median filter with a
window size of 3 was applied to the voltage signal before
the computation of vyij. This was implemented to reduce
dynamic effects in the voltage profile in the case of large
power changes.

B. VALIDATION IN STABLE GRID CONDITION

In order to test the performance of this method to estimate
the virtual voltage, the target profile v, was simulated in
the MONA 8 grid, shown in Fig. 3 [37].

The resulting voltage profile represented the target curve
of voltage values without influences from additional power
feed-in (viarg), displayed in the graph of Fig. 5. It included
periods, in which the respective target loads were separately
active, as well as some overlapping periods.
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FIGURE 5. Target voltage profile vi,,; measured in per unit specification
at node 10 of the MONA 8 grid [37], corresponding to a scenario in which
only electric vehicle 1 (EV1), heat pump (HP), and electric vehicle 2 (EV2)
are active. The background color illustrates the state per target (green:
EV1 is active, blue: HP is active, orange: EV2 is active).
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PV profiles as described before. The corresponding voltage
profiles, which were considered as the actual profiles vy
including control actions, were simulated and their deviations
to the target profiles (vtarg) Were evaluated by the root-mean-
squared-error (RMSE) metric.

After that, the virtual voltage estimation method was
applied to the actual voltage profiles (v,e¢) and the RMSE
curve was calculated again. Thereby, the correction factor
mapping ¢ was obtained as previously described, with a
maximum active power of p;,o =10kW and steps of 0.2kW
to define different power combinations.

The Fig. 7 presents the estimation performance for the
scaling scenarios with varied peak power per phase of the PV
curve, assuming symmetrical feed-in.

0 5000 10000

Time [s]

15000 20000

FIGURE 6. Representative curve of total PV power between 10am
and 4 pm provided by the DLR’s Eye2Sky system [41].

As a next step, voltage curves including certain actions
of power feed-in were required. In the context of a control
application scenario, this feed-in could be considered as the
known control action affecting the grid voltage, as introduced
above, and the resulting profile is referred to as the actual
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FIGURE 7. Mean root-mean-squared-error (RMSE) of three phases
between actual (v.) and target voltage signal v, (blue) as well as
between target and virtual voltage curves v,; (orange) for test cases with
varied PV peak power per phase up to 5kW. In the case of the virtual
voltage, the averaged RMSE was significantly reduced compared to
corresponding test cases without virtual voltage in both trained and
untrained regions. An increasing peak power leads to larger errors for

both curves.

voltage profile vy.

For that, a representative PV power curve between 10 am
and 4 pm was utilized, visualized in Fig. 6.

These data were obtained building on irradiance data
provided by the Eye2Sky system [41], and the formula

Ppy =TIt - A-npy - nc

“

with Irr as the irradiance (W/m?), A as the area of the PV
system, and the efficiency factors npy and nc¢ for the PV cell
itself and the conversion between DC and AC power in the

converter [42].

The mean RMSE of three grid phases was computed
to measure the deviation between the vg and actual
voltage curves (v,e) for different grid scenarios, which
were described above. The same metric was calculated
between viurg and the virtual voltage curves (Vyirt).

It can be noticed that increasing the PV power led to
larger deviations between v, and vyirr, Which was expected.
However, using the virtual voltage method significantly
reduced the difference. This holds for the trained region of the
correction factor mapping as well as for the untrained area,
even if the boundary of the trained region at 3.3 kW per phase

The PV profile was normalized through division by the
peak total power of Py, = 10.34kW. By multiplying the
normalized profile with y := Py - k/10,k =0, ..., 15, this
PV curve was scaled up to obtain voltage curves representing
different action scenarios.

To investigate the accuracy of the virtual voltage signal, the
target profile vy from Fig. 5 was combined with the scaled

VOLUME 13, 2025

is visible in the RMSE data.

The optimal result of the virtual voltage computation
would be to obtain a curve, which perfectly matches the target
curve, i. e., mean RMSE value equals 0. This was not achieved
because the correction factor mapping was derived from a
discrete data set limited to p;,.x =10kW active power, and it
assumed linearity between the data points. Hence, it was not
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optimized for higher power ranges and due to the non-linear
relation between changes in power feed-in and voltage, the
linear approach led to increasing deviations.

Nevertheless, it can be concluded that the proposed
approach effectively filtered out known actions affecting the
grid voltage in a validation setting, which was characterized
by a rather balanced ratio of generation (ca. 10 kW total peak
power) and targets from ca. 7 to 20 kW.

C. VALIDATION IN BOUNDARY REGION OF THE
TOLERANCE BAND

In the previous section, the virtual voltage computation
was tested within stable grid conditions. Considering the
application of load recognition in a voltage control algorithm,
it is also worthwhile to analyze how this performance scales
up with increased power, i.e., facing a larger unbalance
between targets and the disturbing signal. In this scenario,
the ability to identify specific target loads could potentially
become even more crucial.

Another aspect that was not part of the previous test cases
is the effect of reactive power, as the amount of previously
defined power did not result in deviations close to the
boundaries or beyond the tolerance band of £210%. Therefore,
the following investigation was set to include higher power
levels. The grid model was further analyzed in terms of
tolerance band violations by increased scaling of the PV
profile from Fig. 6. As a result, a peak total power of 260 kW
(86.87 kW per phase) was obtained as the required amount of
active power to create events exceeding the voltage limits.

Then, a similar study as shown in the previous section
was conducted to examine the method’s performance in the
new setting. In this regard, a correction factor mapping was
created with power steps of 3.5 kW. This was adjusted due to
the exponentially growing complexity of the combinatorial
task, which is inherent in the method’s definition of
power steps.

The validation of this mapping was carried out with PV
profiles generated by y = 260 - k/10, k = O0,..., 15,
which were distributed to three phases in order to create
symmetric scenarios as in the previous section. This resulted
in a maximum total power scenario of 390 kW, which means a
maximum peak power per phase of 130 kW. The performance
was again evaluated by the RMSE metric and the results are
shown in Fig. 8.

This figure demonstrates that vyi; was significantly closer
t0 Viarg than the v, for every test case. More precisely,
within the trained region the RMSE curve shows a very low
gradient, but after crossing the boundary of this region the
RMSE strongly increases. Besides, compared to the Fig. 7,
this test range resulted in higher RMSE values, i.e., worse
performance. This can be explained by the discrete resolution
of the training data set of the correction factor mapping and
the assumption of the linear relation between voltage change
and power feed-in, as pointed out after Fig. 7.

As an example for this estimation in higher power ranges,
the Fig. 9 shows the virtual voltage for the test case of 78 kW
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FIGURE 8. Mean root-mean-squared-error (RMSE) of all phases between
actual (v,¢) and target voltage signal v,;; (blue) as well as between
virtual and target voltage curve v, (orange) for several test cases with
varied PV peak power per phase. In the trained region, the virtual voltage
estimation achieves close to perfect performance with RMSE close to
zero. Even in untrained region, the RMSE was reduced compared to
corresponding test cases without virtual voltage, but performance
decreases with increasing peak power.

peak power per phase next to the real and the target voltage
profiles. In other words, the closest test case to the boundary
of the trained region is visualized.
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FIGURE 9. Comparison of voltage curves resolved for the ph L1, L2,

and L3 in per unit specification. Actual (blue): Simulated voltage curve
Vyct including the targets and the PV profile from Fig. 6 scaled to peak
power per phase of 78 kW. Virtual (orange): Signal v,;,, obtained by
application of the virtual voltage computation method from Section Il to
the actual curve. Target (green): Baseline voltage curve v, purely
generated by integration of target profiles. For every phase, v, is close
to Vi, which validates that the method works as intended.

In Fig. 9, the three different voltage signals are shown
per phase. It is obvious that, for each phase, the actual
voltage signal v, lies above both other curves. This was also
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expected due to the additional power feed-in included in the
profile v, and the purpose of the virtual voltage estimation.

In the same figure, the effect of the virtual voltage
computation method is visible as vyj was close to the target
curve vearg, for each phase separately. Additionally, some
peaks in the virtual voltage curve can be noticed, which
represent a difference to veug. Those are single data points,
which can be neglected as shown in the results of the load
recognition method based on the virtual voltage signals
in Fig. 10.

Overall, the method was validated even for conditions
where the generation greatly exceeded the target load
demand, resulting in voltages at the boundary of the
tolerance band.

D. LOAD RECOGNITION BASED ON VIRTUAL

VOLTAGE SIGNALS

As previously outlined, in Section III it was intended to
develop a method which is capable of filtering out the
converter actions from the actual voltage signal. This is
essential for integrating the load recognition method into
control applications. The current section now contains the
next development step to finally run the load recognition
method based on virtual voltage data provided by the method
from Section III.

For this purpose, the same scenarios as described in
Section III-C were considered. As shown in Fig. 10, the
load recognition process was firstly conducted on the
actual voltage signals (v,4c) simulated in the corresponding
scenarios. For this, the trained classifier from Section II-C
was used. After that, the virtual voltage signals (vyir) were
computed based on these actual voltage curves, and load
recognition was performed again.

For both test runs, the raw output curves of the CNN were
compared to the binary curves representing the true states of
the targets EV1, HP, and EV2. Thereby, the deviation was
measured by the average RMSE of all targets. The results are
displayed in Fig. 10.

At the first data points of Fig. 10, it is illustrated that,
without any PV power affecting the grid, the output of the
classifier led to an average RMSE value of ca. 0.17. Here, the
voltage curve is identical to Fig. 5, i. e., Vact = Vyirt-

The curve representing test cases without using virtual
voltage shows that increasing the PV power led to a larger
deviation. After reaching a peak power of around 40 kW
per phase, this curve converges to an average RMSE of
ca. 0.46. The deeper analysis of these results has shown that
above this limit the classifier predicted the same state for
every test case. More precisely, EV1 was constantly predicted
to be active, while both remaining targets were predicted
as inactive during the whole scenario. Thus, the deviation
from the ground truth was almost constant. This result
also implies that the load recognition algorithm in general
requires a pre-processing of the input signal to improve the
performance.
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FIGURE 10. Load recognition results based on actual voltage signals v,
(blue) compared to the same based on virtual voltage v, test cases with
varied PV peak power per phase (orange). For that, mean RMSE values
were computed between true and predicted state curves for all targets.
Using virtual voltage significantly improved the performance in all test
cases, especially in the trained region.

A comparison of the results reveals that the test cases
incorporating the virtual voltage vyjx consistently yielded
lower average RMSE values across all scenarios, thereby
outperforming their counterparts, which were based only on
the actual voltage signals v,. Furthermore, examining the
entire power range, the deviation tended to increase as peak
power rises. More specifically, three data clusters emerged.

The first two data points were close to each other,
representing peak power below 10 kW. In this range, the per-
formance of the virtual voltage estimation from Section II1I-B
was very accurate. Despite the slight modification of the map-
ping ¢ in this section, a similar performance was expectable,
which also explains the close load recognition results.

The second cluster consisted of the next cases that yielded
comparable results below an RMSE value of 0.27 until
reaching a peak power of around 95kW. It is particularly
important to note that this cluster included test cases from the
region in which the correction factor mapping was not trained.
This indicates that the load recognition algorithm did not only
have a stable performance in the trained region, but was also
capable of detecting the target patterns in a wider range.

Beyond the limit of 100 kW, however, a notable decline in
the performance of the load recognition can be observed for
the third cluster. This was anticipated due to larger deviations
between the target (viarg) and the actual curve (vact), which
were not covered in the training data.

For deeper insights into the performance based on the
virtual voltage signal, the corresponding load recognition
results to Fig. 9 are shown in Fig. 11.

Here, the predicted and the true state curves from the test
case of 78 kW peak power per phase are separately compared
for each target. It can be noticed that the performance related
to EV1 was almost perfect when EV 1 was active, but included
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FIGURE 11. Raw load recognition output (orange) and true state curve
(blue) for test case of 78 kW peak power per phase. If a target is truly
active, the state value of the blue curve is 1. The corresponding curves are
separately displayed for each of the targets named EV1, HP, and EV2. For
the first target, both curves are almost perfectly identical. The HP is well
recognized in times with no overlapping, whereas the period of HP and
EV2 being active together at ca. 16000 s shows less accurate performance.

some prediction errors in inactive times. The recognition of
HP was highly accurate when it was solely active, but the
accuracy decreased during overlapping active periods with
other loads. The issue related to overlapping periods also held
to the target EV2. Furthermore, for HP and EV2, inactive
times were rather correctly classified. Additionally, it can be
stated that this overall behavior was very similar to the test
case without PV power.

IV. INTEGRATION OF THE LOAD RECOGNITION METHOD
INTO A CONTROL APPLICATION
To ensure the stable operation of future power grids, it is
advisable to adapt power feed-in through converters to the
current grid state using intelligent control algorithms.
The previous sections dealt with the load recognition as
a standalone method providing insights into the grid state,
which can be used to develop such intelligent approaches.
This section now presents the combination of the load
recognition method with a control algorithm. The primary
goals of this demonstration are to show

(a) the functioning of the load recognition method in a
control use case, and

(b) how that method can contribute to defining voltage
control strategies that are adaptive with respect to the
conditions surrounding a specific grid node.

Specifically, in this demonstration example, the issues of
power management for diverse load conditions and voltage
unbalance mitigation are addressed.

As described in Section I, there are many studies related
to RL in control applications. Given that context and due
to the fact that the load recognition method itself relies on
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machine learning, an RL-based controller was implemented
for this control use case.

The following section deals with the description of that
use case and the corresponding implementation of the RL
environment.

A. USE CASE DESCRIPTION AND CONTROL
ENVIRONMENT

In this paper, the example use case concentrated on con-
trolling the power flow of a PV-battery system, which was
connected at grid node 10 of the MONA 8 grid from Fig. 3.

In addition, the three target loads from Section II were
simulated within this grid structure, following the same load
scenario as depicted in Fig. 5.

Next to this, the PV profile from Fig. 6, scaled to a peak
power of 260 kW (total), defined the available PV power for
the control algorithm during the use case scenario.

An overview of all components involved in the proposed
use case is given by the following Fig. 12.

Co-Simulation
Framework (REST API)

Power setpoints
Webservice || Webservice
Python Simulink
Grid voltage

Python

Agent
PV Battery

Simulink

Elecmc Heat
vehlcle 1 pump
MONA 8
Grid
Electnc Agent
vehlcle 2 interface

FIGURE 12. Overview of the components being involved in the
reinforcement learning use case.

. Grid Legend
interface
TS Targets

The implementation included a PV converter of 286 kVA
apparent power, which took the peak total power of the scaled
PV profile (260kW) and a 10 % multiplication factor for
reactive power into account. As this paper primarily focuses
on integrating load recognition, rather than special properties
or high-dynamic behavior of the converter, internal processes
are not explicitly modeled; instead, the PV-battery system
was treated as a controllable current source in Simulink. The
battery storage capacity was set to 100 kWh with a maximum
(dis-)charging power of 15kW, comparable to the operating
ranges of the target loads. The capacity was selected such that
the selected SoC limits (20% to 80%) could be reached during
the test scenario.

Within the RL setting, the two main components are
the agent and the environment. In the presented use case,
the environment consisted of the simulated power grid, the
target loads, and the PV-battery system, while the agent
was represented by the controller of the latter. The agent
receives an observation of the environment’s state and
computes actions based on an internal policy to influence
the environment. The environment advances to a new state,
which is the observation for the next step of the learning cycle,
and the agent receives a feedback signal from the reward
function to evaluate its action and to update its weights. The
reward function is designed to reward or penalize the agent’s
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behavior in order to achieve a pre-defined learning goal. This
cycle is visualized in Fig. 14.

The power grid was simulated in Matlab/Simulink 2020b,
while the control algorithm and additional components
were implemented in Python. Both software environments
were linked together using the co-simulation framework,
illustrated in the middle of Fig. 12. The basic approach is
to use REST API and web services for grid simulation and
for the determination of power setpoints. For a more detailed
description of the underlying framework, it is referred to [43].

In the simulative environment, as shown in Fig. 12,
the target loads were included and the agent interface
was implemented to integrate the setpoints defined by the
controller. The PV-battery combination and the available PV
power, the agent as well as a grid interface were designed in
Python. Both interfaces were connected via the co-simulation
framework to exchange grid voltage measurements and
power setpoints.

B. CONTROLLER

In this work, the control algorithm was designed to define
setpoints for both the PV plant to regulate the active power
flow to the grid or to the battery, and for the battery to
charge or discharge. In addition, the algorithm is enabled to
asymmetrically distribute the power to the three phases. The
overall aim of the control algorithm was to manage the power
at the converter’s node, mainly focusing on an improved
voltage stability and quality.

The example control agent was implemented based
on the Proximal Policy Optimization algorithm (PPO)
from [44] using the version 2.2.1 of the stablebaselines3
library (see [45]) in Python 3.10.7.

Briefly outlined, it received the actual grid voltage, the
currently available PV power, the battery SoC, and the
load recognition information as inputs. The returned output
represented setpoints to control the power flow per phase.

The RL agent was trained using the reward function pre-
sented in the next Section IV-B1. The model’s actions were
constrained depending on the load recognition information
in order to achieve pre-defined objectives regarding voltage
control, as explained in the beginning of Section IV-B1.

The agent’s action controlling the PV-battery system
was implemented as a vector («, 8, r1, r2, r3). The variable
a € [0, 1] represents the share of currently available PV
power that should be fed to the grid (Ppy). Analogously, 8 €
[—1, 1] means the share of possible charging or discharging
power of the battery Pp,, assuming a negative sign for
charging. The rates ry, rp, 3 € [0, 1] with r{ + 1 + 13 =1
were integrated to enable asymmetric behavior of the
controller. The power that was exchanged with the grid was
distributed to the three phases:

PGria,i = ri - (PBar + Ppy) (5)

fori = 1, 2, 3. The Fig. 13 illustrates the active power flows
during the control scenario.

VOLUME 13, 2025

+ -0
D3
@3
s

Voltage

FIGURE 13. Active power flow within the control scenario. The figure is
based on a section of Fig. 3 with the targets EV1, HP, and EV2 connected
to nodes 8, 9, and 10. The controlled converter and the voltage
measurement are located at node 10.
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FIGURE 14. Reinforcement learning cycle and the detailed structure of
the step function to drive the environment from one state to the next in
the setup of this study.

The power flows associated with the targets EV1 and HP at
nodes 8 and 9 were unidirectional. In contrast, the power flow
involving EV2 and the PV-battery system was bidirectional
at node 10. Here, the converter, which is operated by the
control algorithm and couples the PV-battery system to the
grid, was considered, along with the voltage measurements
used to inform the control strategy.

The action defined above served as an input for the step
function, which drove the environment’s state. In other words,
the environment advanced to the next state according to the
design of the step function, which is shown in Fig. 14.

First, the current grid voltage (vac;) was received from the
grid model, measured in pu specification for three phases.

Then, the virtual voltage (vyirt) was calculated relying on
the method from Section III, using the exchanged power
from the preceding step. Based on this, load recognition was
performed by applying the CNN that was trained in Section II.

As a next step, the currently available PV power was
obtained from the same PV curve as considered in Section III.

The corresponding reactive power setpoints were defined
based on a modern control approach used in state-of-the-art
converters named Q(U) [2].

After a feasibility check, the new setpoints were sent to the
Simulink part of the setup, where they were executed to affect
the grid, and the battery state was accordingly updated.
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1) REWARD AND POLICY MODIFICATION
The objective of this use case was to show how load
recognition can be exploited in order to intelligently manage
the power feed-in. In this work, the following aspects were
in focus, which represented the specific control objectives in
the presented use case:

1) stabilizing the voltage level,

2) reducing the grid unbalance,

3) feeding-in when target loads demand energy,

4) keeping the battery SoC in a the range of [20%, 80%].

These aspects could be considered either in the reward
function or the agent’s policy, which are both essential parts
of the RL framework as described in the previous section.

The reward r was determined as

' 1= Fyoltage 1 "phases (6)
including
. —10. . —10-
I'voltage -= € ‘ Tphase = € ’, @)

with mean absolute error ¢ and voltage unbalance factor ¢
defined as

(max(v) — min(v))

3
1
g;:§Z|l—v,-|, and ¢ := | L, ®
i=1

mean(v)

whereas v = (vq, v2, v3)! is the three-phase voltage vector in
per unit specification.

This reward function was designed to reduce the deviation
from nominal voltage and to reduce the voltage unbalance.

Additionally, to integrate further requirements on the side
of the agent, the default actor-critic policy for the PPO was
modified.

The PV and battery control setpoints were restricted to
keep the battery in the SoC interval of [0.2,0.8]. The
selected B was post-processed, ensuring that the battery
power feed-in to the grid was avoided if PV power was
not fully utilized. Specifically, 8 was restricted to [—1, 0]
when o # 1.

Moreover, as the most important aspect with respect to
the focus of this work, the output generated by the load
recognition method was exploited, with example constraints
implemented to guide the agent’s actions.

Let s1, 52, 53 be the raw outputs from the load recognition
algorithm for the targets EV1, HP, EV2, respectively.

If 51 4+ 52 + s3 > 0.5 was fulfilled, the control setpoints
were set to

a=1, pel05,1]. ©)

In other words, if the load recognition algorithm detected a
specific target, or assumed that some unspecified target was
active, the control actions were constrained as follows: the
available PV power was fully fed to the grid, and the battery
was restricted to discharge. By such an implementation,
power could be efficiently utilized, as it was demanded in
the local neighborhood, thereby reducing transmission losses.
In addition, the load recognition output can serve as a signal
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that battery discharging, i. e., increasing flexibility inside the
battery, is possible.

Furthermore, a rather symmetric feed-in was preferred to
reduce voltage unbalance by limiting the phase rates (r;)
to [0.33, 0.35], particularly during no-load conditions.

However, it was known that EV1 exhibits an asym-
metric charging behavior. It uses only phases 1 and 2 to
charge EV1, resulting in a decrease of phase voltages on
phases 1 and 2, while the voltage on phase 3 is increased.
This was leveraged to demonstrate how load recognition can
be used to define adapted control strategies for different
load conditions, especially if some special knowledge
about a specific target load (e.g., asymmetric behavior)
is available. Specifically, the phase rates were fixed as
(r1, r2, r3) = (0.335, 0.335, 0.33) when EV1 was recognized
as active, i.e., s; > 0.5.

2) RESULTS OF THE CONTROL USE CASE

This section presents the results from the control use case,

focusing on the load recognition method and its contribution.
To investigate the contribution, the analysis of the follow-

ing two settings was concentrated on the key performance

indicators of voltage deviation to 1 pu and voltage unbalance:

(A) the RL agent in the power management system as
described in the previous sections, including the Q(U)
algorithm and a battery,

(B) and the sole Q(U) algorithm without a battery storage.

In both settings, the amount of reactive power was defined
by the Q(U) algorithm and then evenly distributed across the
three phases. Next to this, in setting (B), the entire available
PV power was fed into the grid, without utilizing any battery
storage. Setting (A) involved the RL agent, which was trained
before for 6 episodes with a learning rate of 0.0003 and
batch size of 128, where each episode represented one pass
through the described six-hour scenario from Section IV-A.
In contrast to (B), the RL agent was enabled to control both
the PV and the battery power.

Both approaches were implemented in the grid scenario
from Section IV-A, resulting in two different voltage profiles.

However, the primary focus of this work was on the load
recognition algorithm. Therefore, its performance and the
underlying virtual voltage signal were investigated before
evaluating the control results.

First, in Fig. 15, the actual (v,y) and the computed
virtual voltage (vyir;) profiles were compared to the target
voltage (Vtarg).

Notably, the proposed virtual voltage computation gener-
ated a signal that deviated significantly less from the target
profile vy, compared to the actual voltage profile v,ci. The
inherent volatility of the control power, stemming from the
original PV curve combined with the fluctuating actions
of the agent, resulted in single-point peaks in the virtual
signal vyirr. Nonetheless, it is evident that vyj closely
approximated Vi, albeit with a minor residual deviation
observable. This was expected due to the linearity assumption

VOLUME 13, 2025



H. Schlachter et al.: Voltage-Based Load Recognition and Its Integration Into an Application Use Case

IEEE Access

=

ERRE

O

T 1.0

% | | |} .|

> T T T T T

=

BRI

3

. 1.0

= 10  mame i |

> T T T T T

=} T

Sl — Actual

A Virtual

2 1.0 —— Target

= arge

> T T T T T
0 5000 10000 15000 20000

Time [s]

FIGURE 15. Comparison of voltage curves for the phases L1, L2, and L3
(per unit specification) obtained in the control use case in setting (A).
Actual (blue): Simulated voltage curve v, including the targets and
control actions from the reinforcement learning agent, while the
underlying PV profile shows a maximum total power of 260 kW. Virtual
(orange): Curve v, obtained by application of the virtual voltage
computation method from Section Il to v,. Target (green): Target voltage
curve v, obtained by pure integration of target profiles. For every phase,
Vyir; is close to vi,rg, which indicates that the method also works in these
volatile conditions of a control setup.

and the discrete training data for the correction factor
mapping ¢, discussed in Section III.

As intended, the obtained virtual voltage profile vyir
served as an input for the load recognition algorithm. The
corresponding results are shown in Fig. 16.

Here, the raw output of the load recognition algorithm is
compared to the true state curve corresponding to the control
scenario. It can be observed that the EV1 was almost perfectly
recognized. The HP was accurately detected in periods when
it was the only active load, but with the EV1 or EV2 being
active at the same time the performance declined. In total, the
results were comparable to those presented in Fig. 11, which
can be explained by the effectiveness of the virtual voltage
computation to approximate the target voltage.

The Fig. 17 depicts the agent’s actions to control the share
of available PV («) and battery power to be fed to the grid (8),
with the battery SoC visualized in the lower graph.

From Fig. 17 and the underlying target load profile (see
Fig. 5), it can be derived that the agent strictly followed the
restrictions implemented in the policy in Section IV-B1. More
precisely, during periods when the load recognition algorithm
detected an active target, the battery was only discharged.
The same holds for the periods with an active HP in the
second half of the control scenario. In addition, the battery
was enabled to charge in times of no target being detected.

After the examination of the agent’s behavior in the control
use case, Fig. 18 allows to study the voltage profiles from both
control settings.

In the upper graph of Fig. 18, the mean voltage deviation
of the three phases to the nominal voltage for both control
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FIGURE 16. Load recognition results during the control scenario in setting
(A) based on the virtual voltage signal shown in Fig. 15 (orange) and
corresponding true state curves (blue) for each target. For the target EV1,
the performance was almost perfect, while targets HP and EV2 were
accurately detected, particularly during periods when a single target was
active.
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FIGURE 17. In setting (A), the reinforcement learning agent controlled the
rates of available PV (blue) and battery (orange) power that were fed to

the grid, shown in the first graph. The resulting battery state of
charge (SoC) is displayed in the second graph.

settings is displayed in per unit specification, whereas
the lower graph presents both voltage unbalance curves
(see Eq. 8). It is visible that the voltage deviation was
generally reduced by incorporating the RL agent in (A).
More specifically, whenever the load recognition algorithm
did not detect a target, the battery was enabled to decrease
power feed-in, i.e., to charge. Thus, less voltage rise than
in (B) was expected because the setting (B) implied the
feed-in of the entire available PV power. In contrast, when
the load recognition disabled the battery charging in (A),
the voltages from both runs differed from the nominal
voltage to a comparable extent. At the same time, the
policy implementation from Section IV-B1 addressed the
distribution of feed-in power to the phases. The defined policy
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FIGURE 18. Comparison of key performance indicators voltage deviation
and voltage unbalance obtained from the scenarios (A), which
incorporates an active reinforcement learning agent to control a
PV-battery system, and the Q(U) algorithm, and (B), which includes a PV
system controlled by the Q(U) algorithm without utilizing a battery. The
upper graph shows the reduced mean voltage deviation to 230V of three
phases in setting (A). The lower graph displays the unbalance factor
defined in Equation 8, which is smaller in (A) during the active period of
the target EV1. Both graphs show the effectiveness of load
recognition-based rules in the control setting (A).

TABLE 3. Comparison of voltage deviation and unbalance in different
control settings.

Control Mean Voltage
setting voltage deviation unbalance factor
(A) ca. 0.0516 ca. 0.00471
(B) ca. 0.0701 ca. 0.00763
Comparison [1 — (A)/(B)] ca. 0.264 ca. 0.383

considered the asymmetry of EV1 and thereby resulted in a
significantly lower voltage unbalance during the active time
period of EV1, as shown in the lower graph of Fig. 18.

In Table 3, the results are summarized using the mean
voltage deviation and averaged voltage unbalance across the
full simulation period as metrics. Over the entire control
scenario defined in Section I'V-A and considering the control
settings (A) and (B) as described above, it is evident that
the voltage deviation was reduced by approximately 26 % in
case (A), and the unbalance was reduced by around 38%.
Thus, a key finding is that both the load recognition method
and virtual voltage estimation approach have been shown
to be valid techniques in control conditions. Moreover, the
information provided by the load recognition model can be
effectively used to design an adaptive control algorithm. The
obtained results are further discussed in the following section.

V. DISCUSSION

A. LOAD RECOGNITION USE CASE

In Section II, the load recognition method was presented and
applied in a use case of three targets. The corresponding
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results showed that the algorithm learned and detected three
targets at different nodes based only on voltage data from the
measurement point.

Despite the increased complexity compared to previous
publications, the use case can still be considered as a
test scenario of limited difficulty as certain interfering
influences like household profiles were omitted. Therefore,
high recognition rates, as shown in Fig. 4, were expected,
particularly for the asymmetric target EV1. The lower
accuracy observed for targets HP and EV2 can be attributed
to similarities in their profiles. During overlapping periods,
the performance dropped as well, which is also plausible due
to the naturally associated difficulty.

In contrast, unknown grid participants, which cause a
significant voltage change, are anticipated to decrease the
performance, as well as multiple targets with similar patterns.
With respect to [32], it is hypothesized that the recognition
performance increases in weaker grid sections.

Nevertheless, the performance obtained in the presented
use case and its complexity was sufficient for the purpose of
demonstrating the integration of this method into a control
setting, also taking into account that a recognition model
would not achieve perfect performance in real-world control
applications.

For this load recognition approach, simple (passive) volt-
age measurements are used. Alternative active approaches
could rely on grid impedance measurements that require a
continuous injection of test signals. Although they could
capture even more detailed information about the grid, they
would possibly lead to rather high costs, making them less
suitable for practical use in converters terms due to the
involved effort.

B. VIRTUAL VOLTAGE COMPUTATION

The virtual voltage estimation, required as an interfacing
approach to connect the load recognition method and a
control algorithm, was introduced in Section III.

It was developed to yield a voltage signal without influ-
ences of control actions, which is essential for the effective
application of the load recognition. This computation was
based on the actual voltage and power data through the
estimation of correction factors and can be trained for wide
ranges of power. To determine these factors, a correction
factor mapping is defined, which is based on a linear
interpolation of power vectors and coefficients that are
strongly related to the grid impedance.

In Fig. 10, it was presented that the load recognition
algorithm has operating limits if only the actual voltage vac
serves as an input. In the same figure, it can be noticed that
the novel virtual voltage estimation extends the applicability
of the load recognition method.

Despite the assumption of linearity and a discrete training
data set to determine the correction factors, the study on the
accuracy of the virtual voltage method proved that it provides
a signal sufficiently approximating the target voltage profile.
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Both, the virtual voltage estimation and the load recogni-
tion, operate in a fully decentralized manner, requiring only a
few data as they only need the feed-in power and the measured
voltage in a time resolution of 1 s. Since both parameters are
available at the converter’s node, the method could be applied
at a real converter. It is also an applicable approach as a real
converter could run an installation program to determine the
mapping ¢ using the approach described in Section III.

Because grid impedance dynamically changes due to
various factors, the converter could update the mapping if
certain accuracy criteria are not met anymore. This could
also be linked to a check of necessity in order to reduce the
computational effort, which would be recommendable due to
the fact that creating the correction factor mapping ¢ relies
on a combinatorial task, as mentioned in Section III.

Taken together, both methods can be jointly integrated into
control algorithms running on a converter, demonstrated in
Section IV.

C. INTEGRATION INTO A CONTROL APPLICATION
The aim of this work was not to develop a control algorithm or
to improve existing control methods, but rather to show how
load recognition can be integrated into a control algorithm
and how this can be used to achieve specified goals.

For that, the control use case of Section IV was based on
a single scenario of target loads without any influence of
unknown actors.

In this use case, the settings (A) including the designed RL
agent (with a battery and the Q(U) algorithm) and (B) using
the Q(U) algorithm (without a battery) from Section IV-B
were based on slightly different operating conditions.

Here, setting (B) with full feed-in of available PV power
served as a simple baseline. For setting (A), hyperparameters
and the reward function were not fine-tuned for the specific
learning task and the RL algorithm was only trained for
6 episodes. This means that the algorithm’s exact control
results might not be optimal, even though the implemented
policy restrictions were realized.

However, these control settings and the simplified grid
conditions were defined to demonstrate the integration
process and examples of leveraging the load recognition
information, not to present an advanced control algorithm.

A key takeaway from this comparison is that both concepts,
virtual voltage and load recognition, can be effectively
incorporated into the functioning of a control algorithm to
contribute to voltage control.

It was also shown that a control strategy for power
management can be adapted to specific target conditions by
utilizing the load recognition. It was demonstrated on the
asymmetric behavior of EV1 and the corresponding voltage
unbalance reduction. This serves as an example that prior
knowledge about a target and special target properties can be
exploited in defining a control strategy.

Additionally, when active loads were recognized, the
available PV power was fully fed to the grid, while the battery
was only allowed to discharge. Such implementation could
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be interpreted as an approach for providing power to the grid
in the case of local demand, instead of charging a battery.
This can be considered as addressing the transmission losses
mentioned in Section I.

In summary, the virtual voltage estimation method was
successfully developed to connect the load recognition with
subsequent control algorithms. Building up on that, it was
also demonstrated that load recognition can be a worthwhile
addition to (external) power management control algorithms.
This can enable the adaption to local requirements or active
grid participants in the surrounding grid to achieve various
pre-defined objectives such as voltage stabilization, reduction
of voltage unbalance, and power supply when it is locally
needed.

VI. CONCLUSION AND OUTLOOK

The study presented in this paper dealt with the initial
integration of a load recognition algorithm into a power
management setup. This load recognition approach was
developed and validated in [32] and [35], and aims to
recognize active grid participants in a local grid based on the
voltage signal of a single measurement point.

A. KEY FINDINGS

The first part of this work contains the application of the
load recognition method in a use case including two EVs
and a heat pump as targets, which encompasses an increased
complexity compared to previous work. This was conducted
as a grid-observing study without further actions affecting
the grid. As a result, it was shown that the trained CNN
can effectively recognize the target loads, while particularly
overlapping periods are challenging for the model.

To connect such a validated recognition model with a
control algorithm, the second part addresses the issue of
interfering a recognized signal by control actions.

A key outcome of this paper was the development of a
method to estimate a virtual voltage signal, which represents
a voltage curve that is unaffected by feed-in at the respective
grid node. It was shown that this approach enables the
successful application of the load recognition method in
parallel to actively influencing the power grid through control
actions.

The last part presents the integration of the load recognition
method into a control use case, using the virtual voltage
computation.

As the primary outcome of this work, the demonstration
example proved that the method functions even under control
conditions. Despite the simplicity of the use case, it can
be concluded that the load recognition method can support
control algorithms with various objectives. Specifically,
examples are provided that demonstrate how the load
recognition output can be utilized as a signal to adapt a control
strategy to specific load conditions. For instance, the load
recognition method can be used to constrain control actions
to switch between different parameters or to incorporate prior
knowledge into the control strategy.
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B. LIMITATIONS

Regarding the load recognition method, a general strength of
relying only on voltage data is that the associated CNN can be
trained to recognize targets at other nodes, whereas including
power data would result in restricting the observable area.
However, a weakness related to this concept is that the
performance depends on the grid state and the number of
grid participants, which affect the grid voltage and thus the
difficulty of the recognition task.

As this study concentrates on the principle of inte-
grating load recognition into an application, the selected
use cases were limited in terms of complexity. The load
recognition approach was previously tested in different
settings (see [32], [35]), but the performance within the use
case of this paper should be further improved, particularly
regarding overlapping periods. Similarly, the validation of the
virtual voltage concept should be extended to different grid
topologies. For both components, the generalization under
additional interfering signals, which are caused by other grid
participants or unexpected grid events, was not examined in
this work.

It was focused on the integration process and the demon-
stration how to possibly leverage the provided information,
not on the development of an advanced control algorithm.
In this context, it should also be emphasized that the load
recognition method, which operates on a time resolution
of 1s, is designed for defining external setpoints, rather than
being used in the internal control of a converter.

Furthermore, the control algorithm implemented in
Section IV is not designed for real-world applications.
Therefore, it was not investigated in terms of stability or
robustness.

Particularly in an real-world application, it must be
considered that the load recognition algorithm could return
false predictions. An appropriate strategy to deal with such
predictions has to be implemented in a subsequent control
strategy, which was not addressed in this work. Moreover,
it would be recommendable to add uncertainty quantification
into such an integrated setup, for both the load recognition
algorithm and the virtual voltage concept. Plausibility checks,
especially for critical applications, are required.

The RL algorithm was not developed to be transferable
into different grids, which are more complex to be operated.
For instance, the fixed power shares for an active EV1 were
pre-selected with respect to the specific grid. Such values
should be defined as free parameters, which are determined
through the agent’s learning, in order to create a generalizing
algorithm.

The proposed use case only serves as a simple example,
in which load recognition information can be easily inte-
grated by additional rules implemented into the RL policy.
Additionally, as the configurations for both control settings
in Section IV are different, the comparison does not indicate
that the integrated control algorithm performs better than the
conventional method in general. These settings were only
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compared to illustrate the functioning of the load recognition
method within the control conditions.

C. FUTURE WORK

This study left interesting aspects to be investigated in
future work regarding the load recognition method and its
integration in control applications.

The method itself could be further improved by the
generation of more balanced training data, in particular
related to periods with overlapping active periods of targets.
Additionally, time-related input features could be conceived.

The load recognition algorithm could also be expanded
by a forecasting approach based on the duration of detected
active time periods, using statistical or machine learning-
based approaches.

Furthermore, the method should be investigated in grid
situations of increased complexity to prove the robustness in
different operating conditions. On the one hand, this means
including interfering signals such as simulated household
profiles or expanding the number of additional targets
involved in the training and the validation scenarios. On the
other hand, tests in real hardware conditions could be con-
ceived, maybe including field tests within real power grids.

The same holds for the virtual voltage estimation method.
In particular, the trade-off between the step size of power in
the training phase of the correction factor mapping and the
method’s accuracy could be examined. This could include
using adaptive step sizes for different ranges of power.

One advantage of the implemented setup in Section IV
is that it can be transferred to different grid environments.
By replacing the web service for grid simulation in Simulink
with one for grid emulation using a real-time system (see
Fig. 12), this setup can be integrated into a Grid-in-the-Loop
setup as shown in [35] and [46]. Therefore, the proposed
combination of load recognition and control algorithms can
be further investigated within hardware-based environments.

In general, as part of future research, more sophisticated
control algorithms will be developed that utilize the load
recognition method in order to adapt to local circumstances
more closely than current standardized approaches. This
could mean modifying and improving the currently used
methods, or employing RL algorithms. For the latter, it could
be interesting to investigate how integrating the load recogni-
tion can improve the transparency of RL models’ behavior.

The performance and robustness of those integrated algo-
rithms will be benchmarked against state-of-the-art control
methods in subsequent studies to quantify the benefits from
integrating the load recognition approach.

The presented study investigated how the load recognition
method can be integrated into an application using the
virtual voltage estimation. It can be concluded that the
load recognition method is a promising approach to support
future power management strategies for voltage control
by providing insights into the local grid and its active
participants. Thus, future work will focus on advancing the
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development to higher readiness levels to enable the real-
world application.
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