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Abstract
Many physical processes of the Earth’s atmosphere like cloud processes, con-
vection or radiation, are strongly coupled vertically. The numerical solution
of these processes motivates a higher resolution in vertical z-direction than in
horizontal x- and y-direction in adaptive mesh refinement. This anisotropic
mesh refinement is represented as the Cartesian product of a horizontal
2-dimensional isotropic refinement and a vertical 1-dimensional isotropic re-
finement. The vertical refinement depends on the horizontal refinement and
hence the term 2.5-dimensional mesh refinement is introduced. It refers
to the anisotropic adaptive mesh refinement for hexahedra and prisms. A
space-filling curve is used to store the elements resulting from adaptive mesh
refinement. In this thesis, a space-filling curve for 2.5 dimensional adaptive
mesh refinement is developed. The 2.5-dimensional space-filling curve is used
to implement anisotropic 2.5-dimensional adaptive mesh refinement in the
already existing isotropic tree-based approach for adaptive mesh refinement
in the open-source library t8code.
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1 Introduction

1.1 Motivation
The ongoing change of the Earth’s climate is a widely discussed topic in the
21st century and it is an enduring scientific interest to understand its causes
and driving forces in the best possible way. Climate models are developed
as representation of the Earth’s climate. These models can be used for
numerical experiments to gain a better understanding of the climate and
it is of constant interest to improve the models. A climate model is built
upon the combination of resolved large-scale dynamics and smaller-scale
unresolved processes, like physical, biological and chemical mechanisms [13].
It can be seen as a mathematically representation of the processes involved
in the atmosphere, the oceans and the geology of the earth where partial
differential equations (PDEs) are used to describe the resolved processes
[40]. One example for a PDE in the context of earth system modeling is the
Navier-Stokes equation to model dynamical flow in the atmosphere, such as
the transport of volcanic ash after a volcanic eruption [29]. Another example
is the heat equation as a parabolic PDE to simulate the distribution of heat
in soil layers or the oceans [17]. This thesis is motivated by resolved processes
which are vertically strongly coupled.

To use the climate models for numerical experiments, a solution of the
underlying PDEs is needed. The finite element method or the discontinu-
ous Galerkin method are examples of discretization, which is a common ap-
proach to solve PDEs numerically. Discretization means that the considered
continuous region of space, and for certain PDEs also time, is approximated
by a finite set of values. These values can be interpreted as a finite set
of grid points of the underlying domain and describe the so-called coarse
mesh. Depending on the PDE and the domain itself the coarse mesh can
contain elements of different geometrical shapes [6, 8, 37]. In two dimen-
sions, quadrilaterals and triangles are the most common shapes, and in three
dimensions, hexahedra, tetrahedra, prisms and pyramids are mainly used.

In order to get a better approximation of the numerical solution of a
PDE, the coarse mesh can be either refined uniformly or adaptively. A
uniformly refined coarse mesh is refined with the same level throughout the
whole domain, whereas in adaptive refinement, specific areas of the coarse
mesh are more refined than others. The elements of areas which are refined
more are of higher refinement levels compared to the elements of less refined
areas. In the adaptive approach, the coarse mesh is only refined where the
numerical solution can be improved and and can be coarsened under certain
prerequisites. For both refinement types, uniform and adaptive, a common
method is to refine elements into equally sized smaller elements of the same
geometrical shape. This is called isotropic refinement and is illustrated for
the shapes relevant for this thesis in Figure 1.1.
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Figure 1.1: Isotropic refinement of a line, a triangle, a quadrilateral, a prism
and a hexahedron. The elements without the refinement illustrate the coarse
mesh elements which have refinement level 0 and the refined smaller elements
are of level 1.

In the case of adaptive mesh refinement (AMR) the mesh management
is more challenging because it has to be stored which elements are getting
refined or coarsened and where the coarse mesh is not adapted. The im-
plementation of the AMR framework is due to this substantial overhead in
mesh management, especially in the context of parallel high performance
computing (HPC), often outsourced to external AMR-specialized software
libraries [14]. Examples of existing AMR-libraries are t8code [14], extending
the framework of p4est [11] to all the basic geometrical shapes, AMReX [44],
libMesh [21] or SAMRAI [42]. In t8code tree-based AMR is used for the
mesh management [14]. This means that every refined coarse mesh element
can be represented as a so-called refinement tree where the coarse mesh ele-
ment itself is the root and the refined elements are the leaves. In tree-based
AMR an space-filling curve (SFC) is used to map every element in the re-
fined mesh and thus every leaf in the refinement tree to a unique index.
It results a linear structure of the refined coarse mesh which can be stored
efficiently and partitioning can be performed in linear runtime.

In numerical models describing the atmosphere, the topic of mesh refine-
ment is important. It needs to be considered based on the fact that many
physical processes of the Earth’s atmosphere, for example cloud processes,
convection or radiation, are strongly coupled vertically [35]. Therefore, it
is necessary that the vertical grid points lie close in storage and are part of
the same message passing interface (MPI) process for partitioning. Finding
the right ratio between the horizontal and the vertical meshing was already
found to be important in the late 1980s and is still a relevant research subject
[27, 30, 34, 39]. The main motivation of this thesis is to enable various ratios
of refinement in the vertical and horizontal direction when using AMR where
neighboring elements in vertical direction lie linearly in storage. K. Hartung
(personal communication, 23.05.2025) named the following requirements of
the end users on behalf of the Modular Earth Submodel System (MESSy)
[20]:

”Many physical processes in the atmosphere, like cloud micro-
physics and radiation, are strongly coupled vertically. In atmo-
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spheric models these processes are often not resolved and instead
parameterized, i.e. described based on resolved quantities. Due
to the vertical link, the calculation of these processes in models
is typically handled in sets of vertical columns (i.e. loop over
all vertical elements in one geographical location). To optimize
the memory access and minimize communication, atmospheric
models apply a separation of the vertical and horizontal scale.
The MPI parallelisation is determined based on the horizontal
grid and all grid elements over the same horizontal location are
associated with the same MPI process. Thus, all elements of one
column of grid elements are always present on the same MPI
process.”

Due to these requirements the refinement in vertical direction should be
considered independently from the one done horizontally and be realized in
a way such that all the elements over one geographical location are part of the
same MPI process. If the refinement level in horizontal direction differs from
the refinement level in vertical direction, this results in an anisotropy in the
horizontal and vertical direction. Thus, such refinement is called anisotropic
refinement. Figure 1.2 illustrates anisotropic refinement of a cube which is
considered as the Cartesian product of a quadrilateral in horizontal x- and
y-direction and a line in vertical z-direction.

1.2 Research question
The present thesis covers the anisotropic refinement of hexahedra and prisms.
A hexahedron is considered as the Cartesian product of a quadrilateral in
horizontal directions, x- and y-direction, and a line in vertical z-direction.
Similarly, a prism is the Cartesian product of a triangle and a line. The an-
isotropic refinement of a hexahedron and a prism considers the isotropic re-
finement in horizontal directions independently from the isotropic refinement
in vertical direction. In the following we will refer to anisotropic refinement
in 3 dimensions as 2.5-dimensional refinement. This leads to an adaptive an-
isotropic refinement scheme with more flexibility than the isotropic scheme
which refines based on the horizontal and vertical dimension simultaneously.
The objective of this thesis is to develop an SFC which is able to store the
elements of 2.5-dimensional meshes resulting from 2.5-dimensional refine-
ment. The approach of 2.5-dimensional refinement is implemented in the
AMR library t8code for hexahedra and prisms using the developed SFC for
2.5-dimensional meshes. This can be summarized in the following research
question:

What do space-filling curves look like for 2.5-dimensional meshes
and how can they be implemented in tree-based adaptive mesh

refinement?
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(a)

(b)

(d)

(e)(c)
(1,1)

(2,2)

(1,2) (2,1)

(1,0) (0,1)

(0,1) (1,0)

Figure 1.2: This figure shows in (a) a hexahedron represented as a cube
which is refined in (b) - (e). In order to perform anisotropic refinement
the cube is considered as the Cartesian product of a quadrilateral in x- and
y-direction and a line in z-direction. The refinements are described by the
tupels (xy, z). The xy indicates the level of isotropic refinement in horizontal
direction and z denotes the level of isotropic refinement in vertical direction.
Whenever xy = z the refinement is called isotropic as illustrated in (b) and
(d). In (c) and (e) two possibilities for anisotropic refinement are pictured.
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1.3 Structure
This thesis is structured as follows. Chapter 2 provides an overview of the ex-
isting literature in the areas of AMR, SFCs and anisotropic 2.5-dimensional
meshes. In addition, literature related to the AMR library t8code is sum-
marized.

Chapter 3 covers the fundamental concepts of isotropic refinement needed
for the development of an SFC for 2.5-dimensional meshes. In the context
of AMR, Section 3.1 describes, among others, the concept of a coarse mesh
and a refinement space. Furthermore, SFCs are explained and integrated in
the approach of tree-based AMR. Lastly, one particular SFC, the so-called
Morton space-filling curve, is described for quadrilaterals and triangles in
Section 3.4.

In Chapter 4, tree-based AMR for 1.5 and 2.5 dimensions is described.
We introduce 1.5-dimensional refinement to explain the anisotropic the-
ory. Refinement in 1.5 dimensions refers to the anisotropic refinement of
2-dimensional quadrilaterals. An anisotropic refinement space is defined
and the equivalent concepts to isotropic tree-based AMR are developed for
anisotropic refinement. In Section 4.3, the anisotropic 2.5-dimensional re-
finement of hexahedra and prisms is linked to the anisotropic tree-based
AMR. The SFC is first introduced and illustrated for 1.5-dimensional ele-
ments and then transferred and extended to the SFC for 2.5-dimensional
elements in Section 4.5. Lastly, Section 4.6 covers partitioning in 2.5 di-
mensions using an extension of the 2.5-dimensional SFC and the anisotropic
tree-based AMR concepts.

Chapter 5 deals with the implementation of 2.5-dimensional tree-based
AMR of hexahedra and prisms in t8code. In Section 5.1, a general overview
of the AMR library t8code and the already implemented isotropic tree-
based AMR is given. For the implementation done in this thesis, the high-
level algorithms New, Adapt and Partition are relevant. The subsequent
section states the objective of the implementation of 2.5-dimensional tree-
based AMR. Section 5.3 covers the adjustments of the relevant low-level
algorithms needed for 2.5-dimensional tree-based AMR. These algorithms
are related either to the maximum level of refinement, the 2.5-dimensional
SFC index or in general to anisotropic refinement resulting in a so-called
2-scheme. Section 5.4 presents how the high-level algorithms New, Adapt
and Partition have to be adjusted to fit the anisotropic tree-based approach
in 2.5 dimensions.

In Chapter 6, an example of anisotropic 2.5-dimensional AMR is ex-
plained. Here, adaptation is considered in vertical direction only. The
example is based on temperature data provided by MESSy and uses the
implementation described in Chapter 5.
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2 Related work
The basics of AMR are widely spread throughout the research field of mesh
refinement and find their origin in the work of Babuška and Rheinboldt in
the late 1970s. Their publication of 1978 ’On a System for Adaptive, Par-
allel Finite Element Computations’, building up on their article published
earlier that year ’Error Estimates for Adaptive Finite Element Computa-
tions’, describes the main ideas of AMR and its application in an experi-
mental software system [3, 4].

As already mentioned in the introduction, one objective of this thesis
is an extension of the adaptive mesh library t8code [15]. The initial con-
cepts of t8code as an element-type independent scalable tree-based AMR
library are described and implemented in the work of Holke [14]. The fun-
damental concepts for triangular and tetrahedral elements are stated in [9].
For quadrilaterals and hexahedra, t8code reuses the existing AMR software
library p4est [11]. Knapp developed the fundamental concepts for prisms
and for pyramids [22, 23]. For all these general element types, t8code is able
to create, adapt, (re-)partition and balance meshes. These and even more
functionalities of t8code can be found in the work of Holke [14] and in an
overview paper of t8code [16].

The algorithms implemented in t8code use SFCs. Back in the late 19th
century, the concept of SFCs was originally introduced as a continuous
mapping f : I → Rn of the compact set I ⊂ R such that the correspond-
ing image f(I) has a strictly positive Jordan content [5, 38]. In 1879, the
author Netto proved that these continuous curves can only be surjective,
but not injective due to the continuity [33]. The curves are mostly defined
for the unit interval [0, 1]. They get their name from the fact that due to
their surjectiveness, they visit every point of a unit square in two dimensions
or the cube of unit length in three dimensions. Therefore, they are filling
the whole space, leading to the name SFC [5]. The works of Bader [5] and
Sagan [38] present an elaborated summary of the SFCs which got developed
throughout the last century.

In this thesis, an SFC for 2.5-dimensional meshes, which have anisotrop-
ies in the refinement of differing direction, is developed. This is a typical
problem in the numerical weather and climate prediction. For many in-
volved physical processes, the horizontal extent of the area of interest is
much larger than the vertical extent [12, 25, 27, 30, 36]. To deal with this
strong anisotropy in the vertical direction, a tensor-product approach can
be chosen to solve the underlying PDE which is based on the work of Börm
and Hiptmair [7]. The tensor-product structure of the underlying grid res-
ults in a semi-structured two-dimensional horizontal grid on the surface of
the sphere and a one-dimensional vertical grid [12].
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3 Fundamental concepts
In this chapter, the theoretical foundation for the development of SFCs
for anisotropic refinement, including 2.5-dimensional refinement, are stated.
Holke developed the usage of SFCs in the context of parallel tree-based
AMR with general element types [14]. Section 3.1 gives a brief overview of
AMR. In the following, the setting of tree-based AMR is explained and the
preliminaries needed for SFC are stated and embedded in tree-based AMR.
Section 3.4 covers the Morton SFC which is part of the definition of the 2.5-
dimesional SFC. The notation and the definitions follow [14] if not otherwise
stated. Throughout this chapter, isotropic refinement is considered. For an
example, see Figure 1.1. The concepts in the case of anisotropic refinement
are developed in Chapter 4.

3.1 Adaptive mesh refinement (AMR)
It is a common approach to use AMR for finding the solution of PDEs,
where the solution depends on the domain of the PDE. The topology and
geometry of this domain has to be created a priori as an unstructured mesh
consisting of polytopes as elements. This discretization is called a coarse
mesh, as defined in Definition 3.1.

Definition 3.1 ([8, Definition 5.1]). Let Ω ⊂ Rd be bounded. Then
A = {Ai ⊂ Ω| i ∈ I, Ai being a d-polytope} is a coarse mesh of Ω with set
of indices I if

(i) Ω =
⋃

i∈I Ai,

(ii) If Ai ∩ Aj 6= ∅, then Ai ∩ Aj is an (d− k)-dimensional polytope of Ai

and Aj for some 0 < k < d.

The Ai’s are called the coarse mesh elements.

Throughout the underlying domain, the intersection of the boundary of
mesh elements is, by Definition 3.1 (ii), either a common vertex or edge, or
a common face in the case of three dimensions if it is not empty.

In the case of two dimensions, it is typical to consider triangular or
quadrilateral elements, whereas hexahedra, tetrahedra, prisms and pyramids
are used to approximate a three dimensional domain. A coarse mesh can
either consist of just one of the described element types or it can be a
combination of different polytopes of the same dimension.

The coarse mesh can be further refined during the approximation of the
solution of the PDE. To do so, every coarse mesh element is considered sep-
arately. In order to define a refinement for one of the coarse mesh elements
the definition of a refinement space is needed.
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Definition 3.2 ([14, Definition 3.3 and Proposition 3.4]). A refinement
space is a triple G = (S, ℓ,R), where

• S is a set,

• ℓ : S → N0 is the level map, where ℓ(E) denotes the level of E ∈ S
and there exists exactly one element E ∈ S with ℓ(E) = 0,

• S l = ℓ−1(l) denotes the set of elements with level l ∈ N0,

• R = {Rl : S l → P(S l+1)| l ∈ N0} is the set of refinement maps,
where P(S l+1) is the power set of S l+1, with the l-th refinement map
Rl : S l → P(S l+1), such that the image Rl(S l) is a partition of S l+1,
i.e.

Rl(E) ∩Rl(E′) = ∅ for E 6= E′ and E,E′ ∈ S l,⋃
E∈Sl

Rl(E) = S l+1. (3.1)

We call the unique element E ∈ S0 the root element.

Each of the coarse mesh elements denotes, by Definition 3.2, the element
E of the corresponding refinement space.

Remark 3.3. Building on Definition 3.1 of a coarse mesh, each coarse mesh
element Ai ∈ A with i ∈ I defines a refinement space with S ⊂ P(Ai) and
Ai is the root element.

To describe an element E ∈ S uniquely, we define where an element is
anchored.

Remark 3.4. Let S be the set of elements of a refinement space G and E ∈
S. For each element E the anchor node of E is a fixed point depending on
the geometrical shape of the coarse mesh element Ai, given by Definition 3.1.

Definition 3.6 and Definition 3.8 formally introduce the refinement spaces
of lines and quadrilaterals, respectively. They define the fixed point for lines
and quadrilaterals. For a definition of the anchor nodes of the refinement
spaces of triangles, tetraedra, hexahedra, prisms or pyramids we refer the
reader to the further literature given in Chapter 2.

Additionally to the anchor node, a maximum level L needs to be fixed.
Furthermore the level of an element needs to be known, in order to get a
unique representation of an element.

Remark 3.5. Let G = (S, ℓ,R) be a refinement space and L be the fixed
maximum refinement level such that ℓ(E) ≤ L ∀ E ∈ S. The element E can
be uniquely defined by its anchor node as well as ℓ(E).
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The definition of the refinement spaces of a line and a quadrilateral are
explicitly given as they will be used to illustrate further concepts in the
following.

Definition 3.6. Let G = (S, ℓ,R) be the refinement space of a line [0, 2L].
The anchor node A is the lower bound of the interval representing the line
and L denotes the fixed maximum level. The anchor node of an element
E ∈ S with level l = ℓ(E) ≤ L can be expressed as follows:

A(E) = A([n2L−l, (n+ 1)2L−l]) = (n2L−l) with n ∈ N0 and 0 ≤ n < 2l.
(3.2)

The refinement map of a line E ∈ S l is defined via the bisection such that

Rl(E) = Rl([n2L−l, (n+ 1)2L−l])

=
{
[2n2L−l−1, (2n+ 1)2L−l−1], [(2n+ 1)2L−l−1, 2n2L−l]

}
.

(3.3)

Example 3.7. The refinement space of a line [0, 24] and thus with maximum
level 4. An element Ej

i ∈ S is given by its anchor node i and its level j.

1 2 3 5 6 7 9 10 11 13 14 150 4 8 12 16=24

A(E2
4)

A(E3
4) A(E3

6)

S2

In Example 3.7 it can be seen that the anchor node of E2
4 and E3

4 is the
same:

A(E2
4) = 1 · 24−ℓ(E2

4) = 4 = 2 · 1 · 24−ℓ(E2
4)−1 = A(E3

4) (3.4)

where it holds that ℓ(E2
4) = 2 and ℓ(E3

4) = 3. As stated in Remark 3.5 the
level is needed in order to describe E2

4 and E3
4 uniquely. It can be seen that

the length of the intervals decreases with increasing level.

Definition 3.8. Let G = (S, ℓ,R) be the refinement space of a quadrilateral
[0, 2L]2. The anchor node A is the lower left corner of a quadrilateral and
L denotes the fixed maximum level. The anchor node of every E ∈ S with
level l = ℓ(E) ≤ L can be expressed as follows:

A(E) = (m2L−l, n2L−l) with m,n ∈ N0 and 0 ≤ m,n < 2l. (3.5)

The refinement map of a quadrilateral is defined via its anchor nodes and
all quadrilaterals E ∈ S l with side length 2L−l result in four smaller quad-
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rilaterals of side length 2L−l−1

Rl(E) = Rl((m2L−l, n2L−l)) = { (2m2L−l−1, 2n2L−l−1),
(2m2L−l−1, (2n+ 1)2L−l−1),
((2m+ 1)2L−l−1, 2n2L−l−1),
((2m+ 1)2L−l−1, (2n+ 1)2L−l−1)}.

(3.6)

The resulting elements as well as the refinement maps in Definition 3.2
depend on the polytope type of the coarse mesh element. The elements
in S have mainly the same geometric structure as the considered coarse
mesh element. Figure 1.1 illustrates the resulting refinement maps for a line
in one dimension, a triangle and a quadrilateral in two dimensions and a
prism and a hexahedron in three dimension. All these element types, are
refined isotropic in 2d smaller elements of the same element type, where d
is the dimension. The refinement of tetrahedra is diccussed in [9] and the
refinement of pyramids in [22].

One possibility of refinement is to refine each of the coarse mesh elements
uniformly to a level L, which is denoted by the set SL in Definition 3.2.
This approach leads to exponentially many elements. For a quadrilateral
as coarse mesh element, this would result in 4L elements. As each of these
elements needs to be computed and stored, a lot of computational resources
are needed and it may not even be of interest to refine everywhere up to
level L. Hence, to reduce the computational effort, the concept of AMR
is considered. Depending on certain error estimators, like described in [3],
the coarse mesh elements might be in some regions insufficient refined only.
Refining only these regions further an adaptive mesh with different levels of
refinement is constructed. It is possible, to apply AMR iteratively and thus
it can also happen that already refined elements get coarsened in further
iterations. This can be also tracked with an error estimator and therefore,
an error estimator can be seen as an adaptation criterion.

Remark 3.9. The process of AMR, where elements are refined and coarsened
regarding an error estimator, is called adaptation. The resulting elements
are called mesh elements.

It should be mentioned that AMR can be applied to an initially uniformly
refined coarse mesh. The elements resulting in AMR can be considered as
a subset from the elements of a refinement space.

Figure 3.1 shows an example where a certain refinement level is only re-
quired locally. It can be seen that adaptive refinement leads to less elements
than uniform refinement.
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Figure 3.1: The elements of a refined quadrilateral, represented as a unit
square, can be either all of the same level in the case of uniform refinement or
they can be adapted to different levels of refinement. Left: A uniform refined
quadrilateral of level 5. Right: A possible adaptive refinement, resulting in
elements of level 1-5. The adaptation starts with a uniform refinement of
level 3 and 2 iterations are performed. As error criterion a geometrical
benchmark with the euclidean distance is chosen. Every element with mid-
point less than 0.5 from the point (0.5, 1) gets refined per iteration. The
midpoints of all smaller elements from the right-hand side of (3.6) have to
lie outside a radius of 0.7 from the point (0.5, 1) in order that they get
coarsened to the corresponding larger element on the left-hand side of (3.6).
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3.2 Tree-based AMR
There exist several different strategies for AMR which can be either tree-
based or level-based. An overview of possible strategies is given in [1]. In
this thesis, we present the framework for tree-based AMR following the work
of Holke [14].

The isotropic refinement of a quadrilateral results by (3.6) in four smaller
quadrilaterals. The smaller quadrilaterals are called the children of the
larger parent quadrilateral. The parent and child relation as well as the
notation of siblings and the concept of ancestor and descendant which are
relevant in the context of tree-based AMR, are given in Definition 3.10.
Definition 3.10 ([14, Definitions 3.6 and 3.7],[28, Definition 2.1.5]). Let
G = (S, ℓ,R) be a refinement space and E,E′ ∈ S.
(i) E′ is the child of E if E′ ∈ Rℓ(E)(E). In that case E is called the

parent of E′, hence ℓ(E′) = ℓ(E) + 1.

(ii) The set C = Rℓ(E)(E) forms a family of children of E. From the point
of view of a child c ∈ C, the elements of C \ {c} are its siblings.

(iii) E′ is called a descendant of E if and only if E′ results from E via
successive refinement, thus E′ = E, or ℓ(E′) > ℓ(E) and
E′ ∈ Rℓ(E′)−1 ◦ . . . ◦ Rℓ(E)(E). Furthermore, E is an ancestor of
E′ if and only if E′ is a descendant of E.

Building on those definitions, we define a refinement as a selected part
of a refinement space.
Definition 3.11 ([14, Definition 3.8]). Let G = (S, ℓ,R) be a refinement
space. A refinement K ⊂ S is a set of mesh elements that can be constructed
from the root element E via successively replacing a parent with its children.
Thus, starting with the set S0 = {E}, a refinement is a set that can be
constructed from it by applying the following rule recursively: If K is a
refinement and E ∈ K, then K \ {E} ∪ Rℓ(E)(E) is a refinement.

By restriction of ℓ : S → N0 a refinement K ⊂ S inherits the level
function of the refinement space G = (S, ℓ,R). According to Remark 3.9, a
refinement contains all the mesh elements resulting from adaptation.

To get a better understanding of a refinement it is possible to represent
every refinement in a tree structure. The term tree refers to an undirected
graph in which any two vertices are connected by exactly one path as it
is known from graph theory. This is exemplary show in Figure 3.2 for a
refinement resulting from the refinement space of a quadrilateral given in
Definition 3.6. As indicated in (3.6) every quadrilateral is refined in 4 smaller
quadrilaterals per refinement, which results in a quadtree as refinement tree.
The structure of the tree is given by Definition 3.10 where the level denotes
the distance of the root.
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A

2L

0

2L−ℓ−1

2L−ℓ

level ℓ = 1

level ℓ + 1 = 2

level L = 3

Figure 3.2: An example for a refinement in the refinement space of a quad-
rilateral and its corresponding quadtree as refinement tree are shown. The
root element is the quadrilateral with side length 2L and the maximum level
L = 3. The uniform refinement is indicated by the dashed lines while the ad-
aptation is expressed by the solid lines. Two examplary elements are shown
in green and in red. Both can be uniquely determined with the level and the
lower left corner, the anchor node, in the underlying refinement. The green
element is of level l = 1 and has therefore a side length of 2L−l and the red
element is of level l + 1 = 2, as it is a child of the green element, leading to
a side length of 2L−(l+1). As the red element is the first child of the green
one, they share the same anchor point A at (0, 2L−l) in the refinement and
an edge in the corresponding refinement tree.

Definition 3.12 ([14, Remark 3.9 and Definition 3.10]). Let G = (S, ℓ,R)
be a refinement space and K ⊂ S a refinement. A refinement tree T of K is
defined such that

(i) it contains the root element E and

(ii) for each element it contains either none or all of its children.

The elements of K are the leaves of the refinement tree.

Thus tree-based AMR results in a hierarchy between the mesh elements.
Every refinement can be represented as a subtree of the tree given by a
refinement space, where the root E is the considered coarse mesh element.
The leaves of the refinement tree are exactly the elements of a refinement.
By Definition 3.11, either a new vertex is getting added in the refinement
tree for each of the children or no further vertex is added for a particular
element. This is done recursively such that a child could get replaced by
its own children. According to Definition 3.10 it holds that the parent of
an element C can be defined as the unique element P with which C shares
an edge and ℓ(P ) = ℓ(C) − 1 holds. Consequently, C is a child of P if
ℓ(C) = ℓ(P )+1. The term leaves in Definition 3.12 refers to all the elements
which are not refined in further children.
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3.3 Space-filling curves (SFCs) for tree-based AMR
One challenge of AMR is the storage of the resulting mesh elements. In
order to achieve a linear runtime while using AMR it is necessary to store the
elements arising during the adaptation of each of the coarse mesh elements
in a linear order. This can be facilitated by using an SFC. This SFC can be
used to efficiently access elements of a recursively constructed refinement in
the further work with an adaptive mesh.

SFCs can be defined analytically as well as numerically. The analytical
SFC described via a continuous mapping can be defined as the limit of some
iteration rule. In the numerical sense, SFCs are considered in a discrete
version as maps from a finite index set. When only finitely many iteration
steps of the iteration rule are considered, the resulting SFC is defined to be
a numerical SFC [5, 38].

Holke introduced another approach to construct (numerical) SFCs that
is self-consistent and useful for AMR [14]. The definition of this SFC is based
on refinement spaces and refinements and basically describes a mapping of
the leaves of a refinement tree.

Definition 3.13 ([14, Definition 3.13]). A space-filling curve on a given
refinement space G = (S, ℓ, R) is a map

I : S → N0 (3.7)

that fulfills the following properties for any elements E,E′, Ê ∈ S:

(i) The map I × ℓ : S → N0 × N0 is injective.

(ii) If E is an ancestor of E′, then I(E) ≤ I(E′).

(iii) If I(E) < I(Ê) and Ê is not a descendant of E, then
I(E) ≤ I(E′) ≤ I(Ê) for all descendants E′ of E.

We call I(E) the space-filling curve index of E ∈ S.

Every element of a refinement space can, by Definition 3.13 (i), be
uniquely described by an index and its level. Definiton 3.13 (i) is consistent
with Remark 3.5 which states that every element can be uniquely repres-
ented by its anchor node and its level. The anchor node stands in relation
with the SFC index as we will see in the following. By Definiton 3.13 (iii)
the refinement of an element can be considered a local operation regarding
the SFC index.

Figure 3.3 illustrates exemplary the SFC for a quadrilateral as coarse
mesh element. The computation of the exact SFC indices is described and
defined in Section 3.4.

When Netto proved that SFCs can not be bijective and continuous at the
same time it was due to the fact that in certain situations several parameters
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Figure 3.3: This figure illustrates the storage of an adapted mesh with the
help of an SFC. Left: The computed SFC indices for a refinement of a
quadrilateral as coarse mesh. Right: The corresponding refinement tree.
The red line demonstrates the SFC for the refinement and the linear storage
in the refinement tree, respectively.

are mapped to the same image point [5, 33]. In [14, Proposition 3.14.] states
that the SFC given in Definition 3.7. is injective if it is restricted to the
elements of a refinement. Therefore, for a refinement K ⊂ S with refinement
tree T it must hold for any two leaves in T that they have different SFC
indices:

E 6= E′ ∈ T ⇒ I(E) 6= I(E′). (3.8)

As a result of (3.8) the leaves can be uniquely arranged in an array according
to the order induced by the SFC index.

Definition 3.14 ([14, Corollary 3.15. and Definition 3.16.]). Let K be a
refinement with space-filling curve I of a refinement space G. Let N = |K|
be the number of leaves of the corresponding refinement tree T . The unique
bijective mapping

IK : K → {0, . . . , N − 1}, (3.9)

that is monotonous under I, thus

IK(E) < IK(E′) ⇔ I(E) < I(E′), E,E′ ∈ K ⊂ S (3.10)

is called the consecutive space-filling curve of K with regard to I.

According to Definition 3.1, a coarse mesh can consist of several coarse
mesh elements. By Remark 3.3 and Definition 3.12 each of these coarse
mesh elements leads to a refinement tree. The collection of all these trees is
defined to be a forest.
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Definition 3.15 ([14, Definition 3.17]). Let K0, . . . ,KK−1 be refinements
of respective refinement spaces G0, . . . ,GK−1 and let T0, . . . , TK−1 be the
corresponding refinement trees. The set F is defined as the set of all elements
of the individual refinements paired with their number k:

F :=

K−1⋃
k=0

{k} × Kk. (3.11)

In the language of the corresponding refinement trees, F describes a forest.
The elements of F are the leaves of the forest and thus the leaves of all the
trees T0, . . . , TK−1.

In the following there is no difference in the notation of the set F and
the forest F .

Definition 3.16 ([14, Definition 3.20]). Let F be a forest, where each re-
finement space Gk has an space-filling curve Ik with k ∈ {0, . . . ,K− 1}. We
define a map I on the leaves of F by

I : F → {0, . . . ,K − 1} × N0, (3.12)

(k,E) 7→ (k, IK(E)), (3.13)
with the order defined as

(k, Ik(E)) < (k′, Ik′(E′)) :⇔ k < k′ or (k = k′ and Ik(E) < Ik′(E′)) (3.14)

on {0, . . . ,K − 1} × N0, which extends the individual SFC orders across
the trees. By extension of notation, I is called an SFC for F .

The levels of the different refinement spaces are analogously extended to
one single level map of the forest by ℓ(k,E) := ℓ(E).

Definition 3.17. Let F be a forest, with refinement spaces Gk and space-
filling curve Ik with k ∈ {0, . . . ,K − 1}. Furthermore, let N ∈ N denote
the number of leaves of F . The bijective mapping IF : F → {0, . . . , N − 1}
that is monotonous under I, is called the consecutive space-filling curve of
F with regard to I.

The existence of such an SFC is shown in [14, Lemma 3.21.]. The mono-
tonicity of IF under I and (3.14) implies the following:

IF (k,E) < IF (k′, E′)
monotonicity⇐⇒ I(E) < I(E′)

Kk⊂Sk, Kk′⊂Sk′⇐⇒ Ik(E) < Ik′(E′)
Eq.3.14⇐⇒
k=k′

(k, Ik(E)) < (k′, Ik(E′)).
(3.15)

The consecutive SFC of F gives a unique identification of each element
in a forest. In the case of a coarse mesh with several coarse mesh elements
it provides a linearly order of all the mesh elements resulting during adapt-
ation.
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3.4 Morton SFC
One SFC, which will be of importance throughout this thesis, is the Morton
curve introduced by Morton [32] which goes back to the ideas of Lebesgue
[26] and is therefore also known as Lebesgue curve. In this thesis, the Mor-
ton SFC m : S → N0 is needed for quadrilaterals as well as for triangles.
In the following we will refer to the Morton SFC index as Morton index.
It is initially introduced for quadrilaterals and then it is briefly explained
what adjustments are needed for the triangular Morton SFC. A detailed
elaboration of the triangular and tetrahedral Morton SFC is given in [9].
The Morton SFC for hexahedra can be almost readily transferred from the
quadrilateral one and is given in [28]. The Morton SFC for prisms can be
found in [23] and for pyramids in [22].

Another quite common name of the Morton curve for quadrilaterals is
Z-curve, due to its shape like an inversely Z shown in Figure 3.4 for a once
refined quadrilateral on the left and a twice refined quadrilateral, resulting
in a nested Z-curve, on the right.

(0)4 (1)4

(2)4 (3)4

(00)4 (01)4

(02)4 (03)4

(10)4 (11)4

(12)4 (13)4

(20)4 (21)4

(22)4 (23)4

(30)4

(31)4

(32)4

(33)4

Figure 3.4: This figure illustrates the Morton SFC for a quadrilateral alias
Z-curve including the child indices of the mesh elements. Left: Simple Z-
curve, Right: Nested Z-curve in the second iteration. Own representation
based on [14, Figure 3.2.].

Figure 3.4 indicates that every of the four children from one refinement
step of a single quadrilateral gets a unique index from the set {0, 1, 2, 3}.
This assignment is done in order of an inversed Z and introduces a first
way of computing the Morton index. The root element is a quadrilateral
and its isotropic refinement results in 4 smaller quadrilaterals according
to (3.6). Every element E in a refinement K can be constructed from the
root element E if E is as often successively refined as the level of E. This
successive refinement results in a sequence of child indices (c1, c2, . . . , cℓ(E)).
Every child index is denoted with regard to its parent. Thus every ci is the
child index with regard to ci−1 with 1 ≤ i ≤ ℓ(E), where ℓ(E) denotes the
level of E and c0 equals E .

A maximum level L is needed to define an element uniquely via its child
indices. To get this unique representation, the sequence of child indices is

17



filled up with zeros up to the length L and is interpreted as a quarternary
number:

(c1c2 . . . cℓ(E)0 . . . 0)4 ∈ [0, 4L) = [0, 22L). (3.16)
This unique representation can be shown to be the Morton index of an
element E in the case of quadrilaterals:

m(E) = (c1c2 . . . cL)4 with ci ∈ {0, . . . , 22−1} and ci = 0 if i > ℓ(E). (3.17)

Alternatively, according to Remark 3.5 every element E ∈ K can be
uniquely represented via its anchor node A = (x, y) and level ℓ(E). The x-
and y-value can be each expressed via a binary representation such that:

x =

L−1∑
j=0

xj2
j = (xL−1xL−2 . . . x0)2 and

y =

L−1∑
j=0

yj2
j = (yL−1yL−2 . . . y0)2 with xj , yj ∈ {0, 1}.

(3.18)

Remark 3.18. Given a 2-dimensional quadrilateral element E in a refine-
ment K with its anchor node A = (x, y) given in binary representation
according to (3.18). The following relation between the bits of the binary
representation of the coordinates and its child indices for every level less
than the maximum level L holds:

cL−i = (yixi)2 ∀ 1 ≤ i ≤ L. (3.19)

Remark 3.18 is examplary shown in Example 3.19 with one element in
Figure 3.3.

Example 3.19. Let E be the element with SFC index 16 in Figure 3.3.
The maximum level is set to 3 as 23 = 8. The anchor node A of E is the
lower left corner as defined in Definition 3.8 such that

A(E) = (4, 0) = ((100)2, (000)2). (3.20)

Translating the bits of the binary representation to the child indices as
described in Remark 3.18 and using (3.17) yields exactly the SFC index as
indicated in Figure 3.3:

m(E) = (c1c2c3)4 = ((y2x2)2(y1x1)2(y0x0)2)4 =

= ((01)2(00)2(00)2)4 = (100)4 = 16

where c1 = c3−2, c2 = c3−1, c3 = c3−0.

(3.21)

The term (100)4 indicates that E is the first child of the first child of the
second child of E . Here, (100)4 is read from right to left and it should be
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mentioned that the first child is denoted by 0 and the second child by 1.
This relationship can be seen in the refinement tree on the left in Figure 3.3.

The following definition states formally the Morton index for quadrilat-
erals with the binary representation.

Definition 3.20. Given a fixed L, let A = (x, y) be the anchor node of the
quadrilateral refinement space from Definition 3.8 given in binary respresent-
ation according to (3.18). Then (x, y) ∈ [0, 2L)2 ∩ N2

0 and the quadrilateral
Morton index m : S → N0 can be defined by mapping the coordinates to
their bitwise interleaving:

m(Q) := (yL−1xL−1yL−2xL−2 . . . y0x0)2 ∈ [0, 22L). (3.22)

The quadrilateral Morton SFC fulfills the properties of an SFC as given
in Definition 3.13 [41]. This is an efficient way to get a linear order of the
elements of a refinement in constant time.

The objective of this thesis is to develop SFCs for hexahedra and prisms
in 2.5-dimensional meshes. As mentioned in the introduction hexahedron are
considered as the Cartesian product of a quadrilateral and a line and prisms
as the Cartesian product of a triangle and a line, respectively. Therefore,
apart from the Morton SFC for quadrilaterals, the triangualar Morton SFC
is needed for further developments. The necessary concept are briefly de-
scribed in the following and for an extensive elaboration we refer the reader
to the work of Burstedde and Holke [9].

The anchor node of triangles is represented by the lower left corner lead-
ing to the concept of a cube-id. The cube-id of a triangle T is defined to
be the 2-dimensional cube of the same level as T which has the same an-
chor node as T, according to [9, Definition 14]. It results from interleaving
the significant bits of the binary representation of the value of the x- and
y-coordinates of the anchor node of the respective quadrilateral, where the
triangle embeds into. These cube-ids exist for all elements of a triangular
refinement, except for the root element. Another necessary concept is the
type of a triangle. In general there are two different types denoted with type
0 and type 1, depending on the rotation of the triangle. An overview of the
types is given in [9, Table 1]. The definition of the triangular Morton SFC
contains the cube-id, representing the corresponding quadrilateral and the
type of the triangle, describing the rotation.

Definition 3.21 ([9, Definition 12 and 13]). Let T be a triangle with level
ℓ < L and anchor node A = (x, y) ∈ [0, 2L)2 ∩ N2

0. Let T j be the (unique)
ancestor of T of level 1 ≤ j ≤ ℓ. In particular, T ℓ = T . Let G = (S, ℓ,R) be
a triangular refinement space. Then the triangular Morton SFC m : S → N0
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can be defined as

m(T ) := (cube-id(T 1), type(T 1), . . . , cube-id(T ℓ), type(T ℓ), 0, . . . , 0)4
with cube-id(T j) = (yjxj)2 and type(T j) ∈ {0, 1}.

(3.23)
Here, type(T j) is determined by one of the two possible orientations of the
triangle T j in the cube with the corresponding cube-id.

For the triangular refinement space G = (S, ℓ,R), [9, Proposition 4.17]
states that m× ℓ is injective which is needed for an SFC by Definition 3.13.
The other necessary properties of an SFC are proven in [9, Theorem 4.18].

In Figure 3.5 it is shown what the consecutive SFC looks like for a
quadrilateral domain which contains two triangles refined to level 1 as coarse
mesh elements shown in blue. The parent triangle in the lower left has type
0 and the one in the upper right has type 1. The resulting smaller triangles
are denoted with T j

i where j denotes the type of the parent triangle and i
denotes the order induced by Bey’s refinement rule as stated in [9, Definition
1].

x

y

T 0
0 T 0

1

T 0
3

T 0
2

T 1
0

T 1
3

T 1
1 T 1

2

x

y

(0000)4 (0010)4

(0011)4
(0031)4

(0101)4
(0120)4

(0121)4 (0131)4

Figure 3.5: One refinement of the two possible types of a triangle and the
resulting triangular Morton space-filling curve

Given the triangular Morton index and its properties as described in [9,
Theorem 16], traversing the elements of a triangular refinement happens in
order of the triangular Morton index. The children of T can be associated
with a child index from the set {0, 1, 2, 3}, dependent on the type of T and
the type of the children. This is formally proven in [9, Proposition 18 ].
The order of the children follows the triangular Morton index as defined in
Definition 3.21 and is also given in [9, Table 2].

Remark 3.22. Knowing the type of a triangle T and knowing the cube-id
of a child C as well as the type of C, the child index c of C can be uniquely
computed such that c ∈ {0, 1, 2, 3}.
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4 Tree-based AMR for 1.5 and 2.5 dimensions
This chapter adjusts tree-based AMR, to fit in the setting of 1.5 dimen-
sions and 2.5 dimensions. In 1.5 dimensions, a quadrilateral is considered as
the Cartesian product of a horizontal and a vertical line. Similarly, in 2.5
dimensions, a hexahedron is considered as the Cartesian product of a quad-
rilateral in horizontal x- and y- direction and a line in vertical z-direction.
In addition, a 2.5-dimensional prism can be seen as the Cartesian product
of a triangle and a line. This approach is requested by a user of t8code, as
it aligns with the physical processes in the atmosphere to be modeled, see
the quote by K. Hartung in the introduction.

We call refinement in 1.5 dimensions as well as 2.5 dimensions anisotropic
refinement. In both cases, the vertical refinement is considered dependent
on the horizontal refinement. Thus, throughout this thesis the anisotropy is
only considered in two directions, also for 3-dimensional polytopes. Aniso-
tropic refinement can lead to smaller elements with a different shape than
their parent element, like indicated in Figure 1.2 (c) and (e). The key as-
pects of the theory for isotropic refinement can still be reused and just need
to be adapted properly.

The objective of this chapter is to build a scheme for 2.5-dimensional
tree-based AMR for hexahedra and prisms, including a corresponding SFC
that builds upon the isotropic concepts. For this, the general idea of aniso-
tropic refinement is first described and illustrated for quadrilaterals in 1.5
dimensions. In Section 4.2, the concepts required for anisotropic tree-based
AMR are developed. Building on 1.5-dimensional AMR and the general con-
cepts for anisotropic tree-based AMR, Section 4.3 addresses 2.5-dimensional
tree-based AMR. In Section 4.4, the SFC is constructed and illustrated for
a 1.5-dimensional refinement space. Based on the 1.5-dimensional SFC the
hexahedral 2.5-dimensional SFC is developed and in the further course of
Section 4.5 enhanced to a general 2.5-dimensional SFC which is valid for
hexahedra as well as prisms. The last part of this chapter is devoted to par-
allelization using the general 2.5-dimensional SFC. Due to the requirement,
stated in the quote by K. Hartung, that all elements over one horizontal
location should lie on the same MPI process, the last section is considered
under restrictions.

4.1 1.5-dimensional AMR
The concepts of 1.5-dimensional AMR are first explained theoretically. As
a conclusion of this section, Figure 4.1 illustrates 1.5-dimensional AMR. In
the case of 1.5-dimensional refinement, the underlying coarse mesh element
is a 2-dimensional quadrilateral. It is considered as the Cartesian product
of two lines, one in horizontal x- and one in vertical y-direction, and has
therefore two 1-dimensional refinement spaces. In general, the anisotropic
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refinement in two different directions can be described with one refinement
space for each direction.

Definition 4.1. Let Gh = (Sh, ℓh,Rh) and Gv = (Sv, ℓv,Rv) be the re-
finement spaces for the horizontal and vertical direction, respectively. The
resulting anisotropic refinement space Gh × Gv is a triple

Gh × Gv := (Sh × Sv, ℓh × ℓv,Rh ×Rv), (4.1)

where

• Sh × Sv := {(Eh, Ev) : Eh ∈ Sh, Ev ∈ Sv},

• ℓh×ℓv : Sh×Sv → N0×N0 such that ℓh×ℓv(Eh, Ev) = (ℓh(Eh), ℓv(Ev))
and

• Rh×Rv =
{
Rlh ×Rlv : S lh

h × Slv
v → P(S lh+1)× P(S lv+1)|lh, lv ∈ N0

}
.

The × in Definition 4.1 is given by the Cartesian product. For a 2-
dimensional quadrilateral which is looked at anisotropic we well refer to as
a 1.5-dimensional quadrilateral in the following. The term 1.5 shall indicate
that a 2-dimensional quadrilateral, expressed via two separated isotropic
refinement spaces, is considered. These two separated refinement spaces are
interdependent which will be described throughout this section.

In the case of a 1.5-dimensional quadrilateral the one refinement space
corresponds to a line which is aligned with the x-axis starting in 0 and is
called the horizontal refinement space in the following. The second refine-
ment space corresponds to a line which is aligned with the y-axis starting
in 0 and is analogously called the vertical refinement space in the following.
The isotropic refinement space of a line is given in Definition 3.6. The max-
imum level in horizontal direction is denoted by Lh and the maximum level
in vertical direction by Lv, respectively.

In 1.5-dimensional refinement the two lines are refined separately but
dependent on another. This means that without loss of generality the re-
finement starts with the refinement space along the x-axis, with the root
element [0, 2Lh ]. After [0, 2Lh ] is refined, every resulting element is separ-
ately refined along the y-axis, according to its refinement space with root
element [0, 2Lv ]. Recall that we refer to the x-direction as the horizontal
direction and y-direction as the vertical direction.

Remark 4.2. By following the approach described above, we essentially
perform isotropic refinement in horizontal direction, before performing iso-
tropic refinement for each element in vertical direction. Note that this may
yield a 2-dimensional isotropic refinement, but generally yields an aniso-
tropic refinement.
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Definition 4.3. Let Gh = (Sh, ℓh,Rh) and Gv = (Sv, ℓv,Rv) be two refine-
ment spaces in different directions. Let Gh×Gv be the anisotropic refinement
space. We call the direction of Gh horizontal and the direction of Gv vertical.
Furthermore, for every Eh ∈ Kh ⊂ Sh there is a refinement KEh

v ⊂ Sv in
vertical direction. The anisotropic refinement K is defined by

K =
⋃

Eh∈Kh

(
{Eh} × KEh

v

)
⊂ Sh × Sv. (4.2)

Without loss of generality let the refinement in vertical direction be depend-
ent on the refinement in horizontal direction.

To represent any point in the horizontal x-direction or the vertical y-
direction in the case of 1.5-dimensions the binary representation introduced
in (3.18) is used. The given horizontal and vertical maximum level can
differ due to the nature of the anisotropic refinement space according to
Definition 4.1.

Remark 4.4. Let (x, y) ∈ [0, 2Lh) × [0, 2Lv) ∩ N2
0 where Lh and Lv denote

the maximum horizontal and vertical level, respectively. It can be expressed
via the following binary representations:

x =

Lh−1∑
j=0

xj2
j = (xLh−1xLh−2 . . . x0)2 and

y =

Lv−1∑
j=0

yj2
j = (yLv−1yLv−2 . . . y0)2 with xj , yj ∈ {0, 1}.

(4.3)

The refinement in the two directions is the isotropic refinement of a
line, meaning that the line along the respective axis is bisected per refine-
ment as indicated in Example 3.7. This can happen several times and the
resulting elements, representing line segments, can be bisected again. Ele-
ments resulting from 1.5-dimensional refinement of a quadrilateral shall be
named quadrilateral 1.5-dimensional elements. Similar to Remark 3.5 they
can be uniquely expressed via one anchor node and level for each of the
two directions of refinement. The level is given via the level function of the
corresponding refinement space. To use the binary representations as given
in (4.3) a maximum level for each of the two refinement spaces is needed.

Definition 4.5. Let Gh = (Sh, ℓh,Rh) with Lh and Gv = (Sv, ℓv,Rv) with
Lv be the refinement space of two lines as given in Definition 3.6 w.r.t.
the horizontal and the vertical direction. Let Gh × Gv be the anisotropic
refinement space. Furthermore, let K be a 1.5-dimensional refinement. A
quadrilateral 1.5-dimensional element E = (Eh, Ev) ∈ K can be identified
via the following two conditions:
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(i) The coordinate x =
∑Lh−1

j=0 xj2
j = (xLh−1xLh−2...x0)2 with xj ∈ {0, 1}

represents the horizontal anchor node of the horizontal element Eh of
E.

(ii) The coordinate y =
∑Lv−1

j=0 yj2
j = (yLv−1yLv−2...y0)2 with yj ∈ {0, 1}

represents the vertical anchor node of vertical element Ev of E.

Furthermore it holds that (Eh, Ev) ∈ [0, 2Lh) × [0, 2Lv).

Different levels of maximum and general refinement regarding the hori-
zontal and vertical direction are possible. An anisotropic refinement K is
isotropic if it holds that ℓh(Eh) = ℓv(Ev) for all (Eh, Ev) ∈ K. The main
difference of an anisotropic refined 1.5-dimensional element compared to a
isotropic refined 2-dimensional element is that the polygonal shapes of the
refined elements can differ from the polygonal shape of the coarse mesh ele-
ment. These possible different polygonal shapes are illustrated in Figure 4.1.
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ℓv(Ev) = 2 ∀ Ev ∈ K3
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Figure 4.1: The anisotropic refinement K for the 1.5-dimensional refined
mesh consists of one horizontal refinement Kh and |Kh| = 4 many vertical
refinements Ki

v with 1 ≤ i ≤ |Kh|. The horizontal anchor nodes of Eh ∈
Kh are given above the x-axis. Analogously, the vertical anchor nodes are
exemplary given for all Ev ∈ K1

v right next to the y-axis. The maximum
level for both directions is 3. The 1.5-dimensional elements with anchor
node (4, Ev) with Ev ∈ K3

v have the same polygonal structure as the initial
coarse mesh element as it holds ℓh(Eh) = ℓv(Ev) = 2.
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4.2 General concepts for anisotropic tree-based AMR
The concepts introduced in this section hold for general anisotropic refine-
ment spaces and thus 1.5 dimensions as well as 2.5 dimensions. They are
illustrated with a 1.5-dimensional quadrilateral and are used as concepts
when 2.5-dimensional tree-based AMR is explained in the following sections.

The refinement tree for anisotropic refinement in 1.5 and 2.5 dimensions
can be defined as a combination of the refinement trees of the directional
refinements analogously to Definition 3.12. The main difference for aniso-
tropic refinement compared to isotropic refinement is that two directions
of refinement, the horizontal and the vertical one are considered one after
another. Therefore, the refinement tree for anisotropic refinement is called
a bitree, where the prefix bi refers to the two directions. A bitree contains
several subtrees representing the, possibly different, refinements. A subtree
in this context is defined to be a tree which is fully contained inside another
larger tree. In 1.5-dimensional refinement, there exists one horizontal direc-
tion, leading to a horizontal binary tree, while in 2.5-dimensional refinement
there exist two horizontal directions, resulting in a quadtree. The binary
tree is a result of the horizontal refinement space of a line. In contrast, the
refinement space of a quadrilateral or a triangle has an underlying quadtree
as refinement tree.

Definition 4.6. Let K be an anisotropic refinement with horizontal refine-
ment Kh and the dependent vertical refinements KEh

v for Eh ∈ Kh. A bitree
T 2 is a refinement tree for the anisotropic refinement K such that

(i) the root element is given by Eh, the root element of the refinement tree
corresponding to Kh,

(ii) it contains one vertical refinement tree T Eh
v corresponding to KEh

v for
each Eh ∈ Kh with root EEh

v ∈ KEh
v which can be identified with the

horizontal leaf Eh.

Therefore, a bitree is a refinement tree consisting of one horizontal refine-
ment tree and |Kh| many vertical refinement trees as subtrees. The hori-
zontal leaves are simultaneously the root elements of the vertical refinement
trees. The elements E = (Eh, Ev) ∈ K are the leaves of a bitree, where Eh

is a leaf of the horizontal refinement tree and Ev is a leaf of the vertical
refinement tree such that its root is identified with Eh.

The difference of the one resulting tree for an isotropic refined coarse
mesh element and the bitree consisting of several possibly different subtrees
for a 1.5-dimensional refined coarse mesh element is illustrated in Figure 4.2.
It also shows how the representation of an isotropic refined element in the
refinement tree differs from the representation of a 1.5-dimensional element
in a bitree such that the two conditions stated in Definition 4.5 are fulfilled.
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(a) Isotropic refinement
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(b) Anisotropic refinement

(c) The refinement tree for (a)

(d) The refinement bitree for (b)

Figure 4.2: This figure illustrates the different resulting refinement trees in
the case of isotropic 2-dimensional and anisotropic 1.5-dimensional refine-
ment of a quadrilateral. (a) A quadrilateral, depicted in blue which is iso-
tropic refined up to level 3. The resulting refinements are alternately shown
in black and blue. (b) A quadrilateral, where the line which is aligned with
the y-axis is refined dependent on the refinement of the line along the x-axis,
resulting in 1.5-dimensional refinement. The refinement of the horizontal
line is shown in black and the one of the vertical line in blue, respectively,
with lesser thickness with increasing level. (c) The resulting quadtree for
the refinement of (a). The elements are again quadrilaterals, where the size
decreases in each refinement by the factor 4. (d) The resulting bitree for the
quadrilateral in the case of 1.5-dimensional refinement. The bitree consists
of the one horizontal binary tree depicted in black and each of the leaves,
corresponding to the 6 horizontal elements, is the root of another refinement
tree of a line parallel to the y-axis, shown in blue. In (a) and (b) the same
element is marked such that its sides parallel to the x-axis are green and
the ones parallel to the y-axis are red. In the isotropic refinement tree in
(c) this element is the first child of the fourth child of the first child. In the
bitree in (d) the marked element is represented in the horizontal as well as
the corresponding vertical subtree according to Definition 4.5.
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In a coarse mesh with several coarse mesh elements each results in its own
bitree for anisotropic refinement. In this case, a biforest is the equivalent
of a general forest given in Definition 3.15. A biforest is defined to be a
collection of several bitrees. According to Definition 4.6 each of the bitrees
corresponds to an anisotropic refinement.

Definition 4.7. Let K0, . . . ,KK−1 be anisotropic refinements of the respect-
ive anisotopic refinement spaces Gh,0 × Gv,0, . . . ,Gh,K−1 × Gv,K−1 and let
T 2
0 , . . . , T 2

K−1 be the corresponding bitrees. The set B is defined as the set
of all elements of the individual refinements paired with their number k:

B :=
K−1⋃
k=0

{k} × Kk. (4.4)

In the language of the corresponding bitrees, B describes a biforest. The
elements of B are the leaves of the biforest and thus the leaves of all the
bitrees T 2

0 , . . . , T 2
K−1.

In the following there is no difference in the notation of the set B and
the biforest B.

It is possible to refine every coarse mesh element to a fixed uniform level
in horizontal direction as well as a fixed uniform level in vertical direction.
The resulting biforest is called a uniform biforest and is of importance for
the further adaptation as well as the implementation in t8code.

Definition 4.8. Denote by ℓh and ℓv a fixed level in horizontal and vertical
direction. A uniform bitree is a bitree such that every horizontal element
is of level ℓh and every vertical element of level ℓv. A uniform biforest is
defined to be a collection of uniform bitrees which all have the same ℓh and
ℓv.

4.3 2.5-dimensional tree-based AMR
The term 2.5-dimensional refinement expresses anisotropic refinement in the
horizontal directions (x- and y-axis) and the vertical direction (z-axis). This
thesis treats the 2.5-dimensional refinement of hexahedra and prisms. In 2.5
dimensions, hexahedra and prisms are considered as Cartesian product of
a quadrilateral and a line and a triangle and a line, respectively. Follow-
ing Definition 4.1 the refinement space for a hexahedron equals in horizontal
direction the refinement space for a quadrilateral as defined in Definition 3.8
and in vertical direction the refinement space of a line as defined in Defini-
tion 3.6. In the case of a prism, the horizontal refinement space is the one
of a triangle which is described at the end of Section 3.4 and the vertical
refinement space is again the one of a line. Thus, in order to describe 2.5-
dimensional refinement a 2-dimensional horizontal refinement space has to
be considered.
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Remark 4.9. The term 2.5-dimensional refinement describes anisotropic
refinement with a 2-dimensional refinement space Gh = (Sh, ℓh,Rh) and a
1-dimensional refinement space Gv = (Sv, ℓv,Rv).

The binary representation given in Remark 4.2 gets extended by the z-
direction. In 2.5-dimensions, the x- and y-direction will both refer to the
horizontal direction and the z-direction represents the vertical direction.

Remark 4.10. Let (x, y, z) ∈ [0, 2Lh) × [0, 2Lh) × [0, 2Lv) ∩ ∈ N3
0 where

Lh and Lv denote the maximum horizontal and vertical level, respectively.
It can be expressed via the following binary representations:

x =

Lh−1∑
j=0

xj2
j = (xLh−1xLh−2 . . . x0)2,

y =

Lh−1∑
j=0

yj2
j = (yLh−1yLh−2 . . . y0)2 and

z =

Lv−1∑
j=0

zj2
j = (zLv−1zLv−2 . . . z0)2 with xj , yj , zj ∈ {0, 1}.

(4.5)

Figure 4.3 illustrates the binary representation with the 2-dimensional
horizontal and the 1-dimensional vertical refinement space with the respect-
ive maximum level for a hexahedron and a prism.
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0

Figure 4.3: A hexahedron and a triangular prisms with different maximum
level in horizontal x- and y-direction and vertical z-direction

Analogously, to the 1.5-dimensional elements resulting from anisotropic
refinement in 1.5 dimensions, the anisotropic refinement in 2.5 dimensions
leads to 2.5-dimensional elements. The two horizontal directions are refined
separately from the one vertical direction and the vertical refinement is
dependent on the refinement in the horizontal directions as illustrated in
Figure 1.2. The dependence of the vertical refinement on the horizontal
one, follows the desired property of a column-wise structure as stated in the
requirements of the end-users, represented by K. Hartung, mentioned in the
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Motivation in Section 1.1. The storage of the elements follows the column-
wise structure such that elements over one horizontal location lie linearly in
storage, as will be seen in the consecutive sections.

To define a 2.5-dimensional element, which describes a 2.5-dimensional
hexahedron as well as a 2.5-dimensional prism, the definition of a quadrilat-
eral 1.5-dimensional element gets extended by one horizontal direction and
an additional type in horizontal direction.

Definition 4.11. Let Gh × Gv be the anisotropic refinement space. Denote
by Lh and Lv the fixed maximum level w.r.t to the directions, respectively.
Furthermore, let K be a 2.5-dimensional refinement. A 2.5-dimensional
element E = (Eh, Ev) ∈ K can be identified via the following conditions:

(i) The coordinates x = (xLh−1xLh−2 . . . x0)2 and y = (yLh−1yLh−2 . . . y0)2
with xj , yj ∈ {0, 1} represent the coordinates of the horizontal anchor
node h = (x, y) and t ∈ {0, 1} the type of the horizontal element Eh

of E.

(ii) The coordinate z = (zLv−1zLv−2 . . . z0)2 with zj ∈ {0, 1} represents the
vertical anchor node of the vertical element Ev of E.

Furthermore, it holds that Eh × Ev ∈ [0, 2Lh)2 × [0, 2Lv).

The type t ∈ {0, 1} in Definition 4.11 (i) is needed to determine the
orientation in the case of a triangle for 2.5-dimensional prisms. The orient-
ation is described in the context of the triangular Morton index at the end
of Section 3.4. The type of a hexahedral 2.5-dimensional element is set to
zero.

The bitree for 2.5-dimensional refinement is defined in Definition 4.6. It
contains a quadtree as horizontal tree, analogously to the refinement tree
for quadrilaterals or triangles. The vertical refinement trees represent the
refinement in the dependent third direction as a line and are therefore binary
trees. The bitree for an anisotropic refined hexahedron or prism is illustrated
in Figure 4.4.

Building on Definition 4.4, the quadrilateral as well as triangular child
indices, as introduced in Section 3.4, are used to give a representation of the
horizontal element which is valid for 2.5-dimensional hexahedra and prisms.

Definition 4.12. Let Gh = (Sh, ℓh,Rh) and let Eh be the horizontal element
of a 2.5-dimensional refinement K with horizontal maximum level Lh and
bitree T 2. The horizontal family history is defined as

H : Sh → N0 (4.6)

Eh 7→ (c1c2 . . . cℓh(Eh) . . . cL)4 = (c1c2 . . . cℓh(Eh)0 . . . 0)4 (4.7)
such that ci denotes the child index at level i starting with the root element
Eh of T 2.
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(a) 2.5-dimensional refined hexahedron (b) 2.5-dimensional refined prism

(c) The bitree for (a) and (b)

Figure 4.4: The anisotropic refinement with level 1 in the horizontal dir-
ections and level 3 in the vertical direction is shown for (a) a hexahedron
and (b) a prism. In (a) and (b) one 2.5-dimensional element is marked red.
In (c) the corresponding bitree is shown which is the same for (a) and (b).
The vertical refinement tree where the root can be associated with the leaf
corresponding to the horizontal element according to Definition 4.6 (ii) is
illustrated in blue. Additionaly, the vertical element of the marked 2.5-
dimensional element is highlighted in red in the blue vertical refinement
tree.

The child index is equivalent to 0, for all the levels exceeding the level
of the horizontal element according to ℓh. This follows from the fact that
for all higher levels than the level of the element itself no more refinement
happens.

The horizontal family history, stated in Definition 4.12, yields a notation
which is coherent for 2.5-dimensional hexahedra and prisms. This is needed
for the general 2.5-dimensional SFC as described and defined in Section 4.5.

Proposition 4.13. Let Gh = (Sh, ℓh,Rh) and let Eh be the horizontal
element of a 2.5-dimensional refinement K with horizontal maximum level
Lh and bitree T 2. Furthermore, let H be the horizontal family history as
defined in Definition 4.12. Then, the map

H× ℓh : Sh → N0 × N0 (4.8)
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Proof. Let Eh denote the horizontal element with anchor node h = (x, y)
such that x = (xLh−1xLh−2 . . . x0)2 and y = (yLh−1yLh−2 . . . y0)2 with xj , yj ∈
{0, 1} and Lh denoting the horizontal maximum level.

In the case of a hexahedral 2.5-dimensional refinement, let the horizontal
element Eh be a quadrilateral. By (3.18) for the child index, the following
holds:

cLh−i = (yixi)2 ∀ 1 ≤ i ≤ Lh (4.9)

Therefore, the horizontal family equals the quadrilateral Morton index:

(c1c2 . . . cℓ(Eh) . . . cLh
)4 =

(yLh−1xLh−1yL−2xLh−2 . . . yLh−ℓh(Eh)xLh−ℓh(Eh) . . . y0x0)2.
(4.10)

As the quadrilateral Morton index fulfills the properties of Definition 3.13,
by Definition 3.13 (i) it must follow that

H× ℓh : Sh → N0 × N0 (4.11)

is injective.
For a prismatic 2.5-dimensional refinement, let the horizontal element

Eh be a triangle. Let T 2 be the bitree of the 2.5-dimensional prismatic
refinement. Furthermore, if Eh is of level ℓh(Eh), let Ej

h be the unique
ancestors given the horizontal refinement tree of level j with E0

h = Eh.
Denote with type(Ej

h) ∈ {0, 1} the type of each of the Ej
h with 0 ≤ j ≤

ℓh(Eh). The cube-id of Ej
h is defined as cube-id(Ej

h) = (yixi)2. Then by
Remark 3.22 the child index ci of Ei

h can be computed uniquely for 1 ≤ i ≤
ℓ(Eh). It follows that the horizontal family history

(c1c2 . . . cℓh(Ei
h)
. . . cL)4 = (c1c2 . . . cℓ(Ei

h)
0 . . . 0)4 (4.12)

must be unique for all elements of the same level. Thus,

H× ℓh : Sh → N0 × N0 (4.13)

is injective.

The family related definitions for isotropic refinement are given in Defin-
ition 3.10. In the following, a child, a parent, a family and the siblings of
an element are defined for anisotropic refinement.

Definition 4.14. Let Gh = (Sh, ℓh,Rh) and Gv = (Sv, ℓv,Rv) be the hori-
zontal and vertical refinement space, respectively. Let Gh×Gv be the aniso-
tropic refinement space and K be an anisotropic refinement. Furthermore,
let Eh, E

′
h ∈ Kh ⊂ Sh and Ev, E

′
v ∈ KEh

v ⊂ Sv.

(i) Eh × E′
v is the vertical child of Eh × Ev if E′

v ∈ R
ℓ(Ev)
v (Ev). Eh × Ev

is then called the vertical parent of Eh × E′
v.
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(ii) Assume KE1
h

v = K
E2

h
v for all E1

h, E
2
h ∈ Kh with E1

h 6= E2
h.

Then Ch =
⋃(

{E′
h} × KE′

h
v

)
is the horizontal column child of

Ph =
⋃(

{Eh} × KEh
v

)
if E′

h ∈ R
ℓ(Eh)
h (Eh). The elements of Ph are

then called the horizontal column parent of Ch.

(iii) The set C =
⋃

E′
v∈R

ℓv(Ev)
v (Ev)

({Eh} × {E′
v}) forms a vertical family of

children of Eh × Ev. From the point of view of a child c ∈ C, the
elements of C \ {c} are its vertical siblings.

(iv) Assume KE1
h

v = K
E2

h
v for all E1

h, E
2
h ∈ Kh with E1

h 6= E2
h. The set

C =
⋃

E′
h∈R

ℓh(Eh)

h (Eh)

(
{E′

h} × KEh
v

)
forms a horizontal column family

of children of
⋃(

{Eh} × KEh
v

)
. From the point of view of a child c,

the elements of C \ {c} are its horizontal column siblings.

In Figure 4.5, a uniform 2.5-dimensional refinement for a hexahedron,
represented by a unit cube, is shown. Additionally the corresponding refine-
ment tree is pictured as a bitree. In this setup, the concepts of a horizontal
and a vertical family as given in Definition 4.14 are visualized.

In the rest of this thesis, a uniform biforest, as defined in Definition 4.8,
is considered as an initial anisotropic refinement which is taken for adapt-
ation. Due to the anisotropic refinement, which happens independently
in horizontal and vertical direction, there are different possiblities for ad-
aptation. Two possibilities are to either adapt in horizontal or in vertical
direction only. Another option is to first adapt horizontally and once this
is done additionally vertically. This works because anisotropic refinement is
defined as a biforest, consisting of bitrees, where the vertical trees depend
on the one horizontal refinement tree. Consequently, given a uniform bitree,
it is possible to first adapt the horizontal tree. This is due to the fact that
the vertical refinement trees look the same for each leaf of the horizontal
tree. Therefore, once the horizontal adaptation is finished, each of the new
resulting horizontal leafs is the root element of the same vertical refinement
trees as given in the uniform biforest. Next, the adaptation in vertical dir-
ection is performed for a given horizontal location. This means that only
the vertical anchor node gets adapted and the horizontal anchor node stays
the same throughout the vertical adaptation.

Until this point, horizontal adaptation is only allowed for a uniform
biforest. In the case of an already vertically adapted biforest, the vertical
refinement trees might look different for the horizontal elements and hence
the assumptions made in Definition 4.14 (ii) and (iv) may not be fulfilled.

An Example of a uniform 2.5-dimensional refined hexahedron which gets
first adapted in horizontal direction and then in vertical direction is given
in Figure 4.6. For the criterion of adaptation a geometrical benchmark is
chosen for both of the adaptations.
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(a) Uniform refinement (b) Horizontal adaptation

(c) The refinement tree for (a)

(d) The refinement tree for (b)

Figure 4.5: A uniform 2.5-dimensional refined unit cube and one adaptation
in horizontal direction are shown. Additionally, the concepts of a horizontal
and a vertical family are visualized. (a) The uniform 2.5-dimensional refine-
ment is of level 2 in horizontal as well as vertical direction. One possible
horizontal family with the 4 horizontal column children is pictured in red.
The two elements of a possible vertical family are depicted in green. (b)
One horizontal adaptation of (a). Here, a horizontal family gets coarsened
if the midpoint of all its horizontal elements lies inside a radius of 0.5 from
the origin. This is fulfilled for the red horizontal family which results in
the horizontal parent elements. The vertical family stays unchanged. (c)
The corresponding refinement tree as bitree for the uniform refinement of
(a). The horizontal elements and therefore the root elements are shown in a
different color than grey. The elements of the horizontal family are marked
red and the one of the vertical family are marked green. (d) The respect-
ive bitree for the adaptation in (b) where the vertical parent elements are
marked red and the vertical elements are marked green.
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(a) Uniform refinement (b) Horizontal and vertical adaptation

(c) The refinement tree for (b)

Figure 4.6: A uniform refined 2.5-dimensional unit cube gets first adapted
in horizontal directions and then in vertical direction. (a) The uniform 2.5-
dimensional refined unit cube as starting point for adaptation. All elements
are of level 2 in horizontal as well as vertical direction. (b) The unit cube
of (a) gets first adapted in horizontal and then in vertical direction. All 2.5-
dimensional elements, where the euclidean distance of the midpoint related
to the horizontal element is less than 0.5 from the origin are refined in ho-
rizontal direction. A horizontal family is coarsened to the horizontal parent
if all the midpoints of the considered horizontal elements are more distant
than

√
0.5 from the origin. The vertical criterion of adaptation is chosen

such that all elements, where the midpoint of the vertical elements lie inside
a radius of 0.3 around the point (0.375, 0, 1) are refined in vertical direction.
If midpoint of all vertical elements of a vertical family is more distant than
0.7, the corresponding vertical family is coarsened. (c) The refinement for
the 2.5-dimensional adapted unit cube in (b) as a bitree. Due to the one
vertical adaptation the vertical elements and thus also the corresponding
subtrees are either of level 1, 2 or 3.
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4.4 SFC for 1.5-dimensional elements
The SFC resulting from anisotropic refinement is first described for 1.5-
dimensional quadrilateral elements which allows for a visual representation
that is easy to grasp. In Section 4.5, the approach is then modified for the
2.5-dimensional setting.

In the case of isotropic refinement, the Morton SFC for a quadrilateral is
defined in Definition 3.20 by interleaving the bits of the binary representation
of the coordinate values according to (4.3).

The main difference for anisotropic refinement is the possible different
level of refinement in vertical and horizontal direction, respectively. This
is ensured for the SFC index via appending the binary coordinate value
of the dependent anchor node of the vertical element according to Defini-
tion 4.5 (ii) to the binary coordinate value anchor node of the horizontal
element according to Definition 4.5 (i). Definition 4.15 formally describes
the 1.5-dimensional SFC for quadrilaterals.

Definition 4.15. Let Gh = (Sh, ℓh,Rh) with Lh and Gv = (Sv, ℓv,Rv) with
Lv be the refinement space of two lines as given in Definition 3.6 w.r.t. the
horizontal and the vertical direction. Furthermore, let (x, y) be the coordin-
ates of a 1.5-dimensional element E = (Eh, Ev) ∈ Sh × Sv given in the
binary representation from (4.3). Then the quadrilateral 1.5-dimensional
space-filling curve q : Sh × Sv → N0, where the refinement in vertical dir-
ection depends on the refinement in horizontal direction, can be defined
by appending the SFC Y in vertical direction to the SFC X in horizontal
direction:
q(E) := X(Eh)Y (Ev) = (xLh−1xLh−2 . . . x0yLv−1yLv−2 . . . y0)2 ∈ [0, 2Lh+Lv).

(4.14)

By definition of the refinement space of a line, given in Definition 3.6,
and the binary representation of the coordinates as an SFC properties (i)-
(iii) of Definition 3.13 are fulfilled. Hence, X and Y from Definition 4.15
are SFCs. The appending of the SFC in vertical direction to the SFC in
horizontal direction results again in an SFC. This follows from the following
proposition.

Proposition 4.16. Let Gh = (Sh, ℓh,Rh) with maximum level Lh and Gv =
(Sv, ℓv,Rv) with maximum level Lv be the refinement space of two lines as
given in Definition 3.6 w.r.t. the horizontal and the vertical direction. For
any 1.5-dimensional quadrilateral element E = (Eh, Ev) ∈ Sh × Sv, the
quadrilateral 1.5-dimensional space-filling curve q : Sh×Sv → N0 is an SFC.

Proof. It has to be proven that Definition 3.13 (i)-(iii) are fulfilled:
X and Y are the SFCs of a line such that Definition 3.13 (i)-(iii) hold.
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(i) The maps X × ℓh : Sh → N0 × N0 as well as Y × ℓv : Sv → N0 × N0

are both injective. Thus the map

q × ℓh × ℓv : Sh × Sv → N0 × N0 × N0 with
E = (Eh, Ev) 7→ (q(E), ℓ(Eh), ℓ(Ev))

(4.15)

can be proven to be injective: For two elements E,E′ ∈ Sh × Sv with
E = (Eh, Ev) and E′ = (E′

h, E
′
v) and q(E) = q(E′) it must hold that

X(Eh) = X(E′
h) and Y (Ev) = Y (E′

v) by the uniqueness of the binary
representation. By injectiveness of X × ℓh and Y × ℓv this implies that
Eh = E′

h if ℓh(Eh) = ℓh(E
′
h), Ev = E′

v if ℓv(Ev) = ℓv(E
′
v) and consequently,

yields injectivity of q × ℓh × ℓv.
(ii) A 1.5-dimensional quadrilateral element E = (Eh, Ev) can have three

different ancestors E1 = (E′
h, Ev), E2 = (Eh, E

′
v) and E3 = (E′

h, E
′
v) where

E′
h denotes the ancestor from Eh and E′

v the ancestor from Ev. X is an SFC
and thus X(E′

h) ≤ X(Eh). Similarly, Y is an SFC and thus Y (E′
v) ≤ Y (Ev).

Hence, it follows q(Ei) ≤ q(E) with i ∈ 1, 2, 3.
(iii) Let q(E) < q(Ê) and Ê is not a descendant of E. Hence if Ê =

(Êh, Êv) and E = (Eh, Ev), then neither Êh is a descendant of Eh nor Êv is
a descendant of Ev. As X and Y are SFCs it follows that X(Eh) ≤ X(E′

h) <

X(Êh) for all descendants E′
h of Eh and Y (Ev) ≤ Y (E′

v) < Y (Êv) for all
descendants E′

v of Ev. Thus for all possible descendants E1 = (E′
h, Ev),

E2 = (Eh, E
′
v) and E3 = (E′

h, E
′
v) it holds that q(E) ≤ q(Ei) < q(Ê) with

i ∈ 1, 2, 3 .
Thus the quadrilateral 1.5-dimensional index q : Sh × Sv → N0 fulfills

the properties of an SFC.

The appending of the vertical coordinates results in a vertical zigzag-
order also denoted as ZZ-order in the following. It follows that the elements
over one horizontal location are stored in linear order in the SFC.

Figure 4.7 shows the different SFC orders. In (a) the Z-order for isotropic
refinement and in (b) the ZZ-order for anisotopic refinement is pictured.

4.5 SFC for 2.5-dimensional elements
The SFC for 2.5-dimensional elements follows the same approach as the
quadrilateral 1.5-dimensional SFC. The SFC in vertical direction gets ap-
pended to the SFC in horizontal direction. In the case of a hexahedron
Definition 4.15 can be readily extended to the definition for the hexahedral
2.5-dimensional SFC given in Definition 4.17. The only difference between
Definition 4.15 and 4.17 is that the SFC in the horizontal direction is repres-
ented via the bitwise interleaving of the binary representation of the values of
the x- and y-coordinate according to the quadrilateral Morton SFC in Defin-
ition 3.20. The bitwise representation of the z-coordinate, which equals the
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Figure 4.7: The SFC arising from the bitwise interleaving in the Morton
SFC for quadrilateral isotropic refinement is compared to the SFC resulting
from the appending of the dependent binary representation of the value of
the y-coordinate, in the case of 1.5-dimensional refinement. To compare
the curves directly, the maximum level of 3 in horizontal x- and vertical
y-direction for the 1.5-dimensional refinement is the same as the maximum
level for the isotropic refinement. (a) The uniform refinement of level 3 of a
quadrilateral with the corresponding Morton SFC in Z-order. (b) The asso-
ciated refinement tree for the isotropic refinement. (c) The 1.5-dimensional
refinement consisting of a uniform refinement in x-direction of level 3 and
a dependent uniform refinement in y-direction of level 3 resulting in its ZZ-
order. (d) The bitree for 1.5-dimensional refinement. In (b) and (d), the
corresponding SFC which passes the leaves, are shown in red.
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SFC in vertical direction, is again appended. Therefore, it is a combination
of interleaving - hence the Z-order in the horizontal directions - and ap-
pending - hence the ZZ-order in the vertical direction. Definition 4.17 uses
in horizontal direction the refinement space of a quadrilateral, as defined
in Definition 3.8, and in vertical direction the one of a line according to
Definition 3.6.

Definition 4.17. Let Gh = (Sh, ℓh,Rh) be the refinement space of a quad-
rilateral with maximum level Lh and Gv = (Sv, ℓv,Rv) be the refinement
spaces of a line with maximum level Lv. Furthermore, let (x, y, z) be the co-
ordinates of a 2.5-dimensional hexahedron H = (Hh,Hv) ∈ Sh×Sv given in
the binary representation from (4.5). Then the hexahedral 2.5-dimensional
SFC h : Sh × Sv → N0, where the vertical direction depends on the hori-
zontal directions, can be defined by appending the binary vertical SFC Z to
the binary horizontal SFC [Y,X] such that

h(H) := [Y,X](Hh)Z(Hv)

= (yLh−1xLh−1yLh−2xLh−2 . . . y0x0zLv−1zLv−2 . . . z0)2

∈ [0, 22Lh+Lv).

(4.16)

The notation [Y,X] denotes the bitwise interleaving of the binary repres-
entation of the values of the x- and y-coordinate. Analogously to the proof
of Proposition 4.16, due to the appending of the SFC in vertical z-direction
to the SFC in horizontal xy-direction, the hexahedral 2.5-dimensional SFC
fulfills the properties of a general defined SFC.

Proposition 4.18. Let Gh = (Sh, ℓh,Rh) be the refinement space of a
quadrilateral with maximum level Lh and Gv = (Sv, ℓv,Rv) be the refinement
spaces of a line with maximum level Lv. For any 2.5-dimensional hexahedral
elementH = Hh×Hv ∈ Sh×Sv, the hexahedral 2.5-dimensional space-filling
curve h : Sh × Sv → N0 fulfills the properties of an SFC.

Proof. The proof follows analogously to the proof of Proposition 4.16 if
one replaces the SFC X by the horizontal SFC Y X and the SFC Y by the
vertical SFC Z. The considered elements are the 2.5-dimensional hexahedral
elements of the form H = Hh ×Hv ∈ Sh × Sv.

The objective of this thesis is a 2.5-dimensional SFC which is defined
for hexahedra as well as for prisms. Due to the nature of triangles as hori-
zontal elements in the case of prisms, there does not exist a representation
of the horizontal SFC simply by the coordinates. In Definition 4.12 another
approach to represent the horizontal SFC with the help of the child indices
is presented. In the following, we show that the defined horizontal family
history fulfills the properties of an SFC and hence can be used as horizontal
SFC in the definition of a general 2.5-dimensional SFC.
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Proposition 4.19. The map H as defined in Definition 4.12 is an SFC.

Proof. It has to be proven, that Definition 3.13 (i)-(iii) are fulfilled for
Eh, Eh, Êh ∈ Sh:

(i) By Proposition 4.13 it holds that H× ℓh : Sh → N0 ×N0 is injective.
(ii) If Eh is an ancestor of E′

h it holds, by Definition 3.10 (iii), that
ℓh(Eh) < ℓh(E

′
h). Let cEh

i denote the child indices of Eh and c
E′

h
i the child

indices of E′
h. As Eh is an ancestor of E′

h it must hold that cEh
i = c

E′
h

i if
1 ≤ i ≤ ℓ(Eh). Furthermore it holds that ci = 0 for Eh if ℓh(Eh) < i ≤ Lh.
Therefore, it is fulfilled that H(Eh) ≤ H(E′

h).
(iii) Assume H(Eh) < H(Êh) and Êh is not a descendant of Eh. Let

H(Eh) = (cEh
1 cEh

2 . . . cEh

ℓh(Eh)
0 . . . 0)4 and c(E′

h) = (c
E′

h
1 c

E′
h

2 . . . c
E′

h

ℓh(E
′
h)
0 . . . 0)4.

Let i be the first index such that cEh
i 6= c

E′
h

i . As H(Eh) < H(Êh) it must
hold that cEh

i < c
E′

h
i . For all descendant E′

h of Eh it holds that the child
indices of E′

h equal the child indices of Eh until including the level ℓh(Eh).
Hence, H(Eh) ≤ H(E′

h) < H(Êh).
Thus the map H is an SFC.

Using the horizontal family history H of the horizontal element, which
is a quadrilateral in the case of a hexahedron and a triangle for a prism,
a general definition of a 2.5-dimensional element follows. This definition
holds for hexahedral and prismatic 2.5-dimensional elements. Because of
the different dimensions in horizontal and vertical direction, the horizontal
family history needs to be used in a binary representation such that it can
get appended to the binary SFC in vertical direction.

Definition 4.20. Let Gh = (Sh, ℓh,Rh) be the horizontal refinement space
with fixed maximum level Lh and let the horizontal family history H of
Eh ∈ Sh be defined as in Definition 4.12. The binary representation of the
horizontal family history H is defined as

HB : Sh → N0 (4.17)

Eh 7→ (c11c
0
1c

1
2c

0
2 . . . c

1
ℓh(Eh)

c0ℓh(Eh)
. . . c1Lh

c0Lh
)2

= (c11c
0
1c

1
2c

0
2 . . . c

1
ℓh(Eh)

c0ℓh(Eh)
0 . . . 0)2

such that (c1i c0i )2 = ci with 1 ≤ i ≤ Lh.

(4.18)

The binary representation of the horizontal family history is used to
define the general 2.5-dimensional SFC.
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Definition 4.21. Let Gh = (Sh, ℓh,Rh) with maximum level Lh and Gv =
(Sv, ℓv,Rv) with maximum level Lv be the refinement spaces in horizontal
and vertical direction, respectively. Furthermore, let (x, y, z) be the co-
ordinates of a 2.5-dimensional element E = Eh ×Ev ∈ Sh ×Sv given in the
binary representation from (4.5). Then the general 2.5-dimensional space-
filling curve s : Sh × Sv → N0, where the vertical direction depends on the
horizontal directions, is defined by appending the binary vertical SFC Z to
the horizontal SFC HB given as the binary representation of the horizontal
family history according to Definition 4.20:

s(E) := HB(Eh)Z(Ev) = (c11c
0
1c

1
2c

0
2 . . . c

1
Lh

c0Lh
zLv−1zLv−2 . . . z0)2

∈ [0, 22Lh+Lv).
(4.19)

The general 2.5-dimensional SFC fulfills the properties of an SFC as
defined in Definition 3.13 for an anisotropic refinement space Gh × Gv.

Proposition 4.22. Let Gh = (Sh, ℓh,Rh) and Gv = (Sv, ℓv,Rv) be the
refinement spaces regarding the horizontal and vertical direction. For any
2.5-dimensional element E = Eh×Ev ∈ Sh×Sv, the general 2.5-dimensional
space-filling curve s : Sh × Sv → N0 fulfills the properties of an SFC.

Proof. The proof follows analogously to the proof of Proposition 4.16 if one
replaces the SFC X by the horizontal SFC HB and the SFC Y by the
vertical SFC Z. The considered elements are the 2.5-dimensional elements
of the form E = Eh × Ev ∈ Sh × Sv.

The following proposition states the equivalence of the hexahedral and
the general 2.5-dimensional SFC index in the case of a hexahedron.

Proposition 4.23. Let Gh = (Sh, ℓh,Rh) be the refinement space of a
quadrilateral with maximum level Lh and Gv = (Sv, ℓv,Rv) be the refinement
spaces of a line with maximum level Lv. Let h denote the hexahedral 2.5-
dimensional SFC index and s denote the general 2.5-dimensional SFC index.
For any 2.5-dimensional hexahedral element H = Hh×Hv ∈ Sh×Sv it holds
that h(H) = s(H).

Proof.

h(H) = (yLh−1xLh−1yLh−2xLh−2 . . . yℓh(Eh)xℓh(Eh) . . . y2x2y1x1

zLv−1zLv−2 . . . z0)2

= (c11c
0
1c

1
2c

0
2 . . . c

1
Lh

c0Lh
zLv−1zLv−2 . . . z0)2

= s(H),

(4.20)

where the second last equality follows from the relation cLh−i = (yixi)2
∀ 1 ≤ i ≤ Lh which holds for the quadrilateral Hh.
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The general 2.5-dimensional SFC fulfills the following property:

Proposition 4.24. Let Gh = (Sh, ℓh,Rh) with maximum level Lh and
Gv = (Sv, ℓv,Rv) with maximum level Lv be the refinement spaces in hori-
zontal and vertical direction, respectively. Furthermore, let Eh ×E1

v , Eh ×
E2

v ∈ Sh × Sv be 2.5-dimensional elements. Furthermore, let E1
v and E2

v

be siblings regarding Rv. Then, the general 2.5-dimensional SFC index
fulfills the property, that either s(Eh × E1

v) + 2Lv−ℓv(E1
v) = s(Eh × E2

v) or
s(Eh × E2

v) + 2Lv−ℓv(E2
v) = s(Eh × E1

v).

Proof. Let Eh be the horizontal element of a 2.5-dimensional element ac-
cording to Definition 4.11 (i). Then Eh has the horizontal SFC index HB

with
(c11c

0
1c

1
2c

0
2 . . . c

1
ℓh(Eh)

c0ℓh(Eh)
. . . c1Lh

c0Lh
)2, (4.21)

where cji = 0 if ℓh(Eh) < i ≤ Lh and j ∈ {0, 1}. Let E1
v and E2

v be
the vertical elements according to Definition 4.11 ( ii). W.l.o.g E1

v has the
anchor node (zL−1zL−2 . . . zℓv(E1

v)+10zℓv(E1
v)−1 . . . z1)2 which is equivalent to

its SFC index s. As every element refines in vertical direction in 2 children, it
follows that E1

v has exactly one sibling according to Definition 3.10 (ii). The
sibling E2

v must be of the same level as E1
v such that it holds ℓv(E1

v) = ℓv(E
2
v)

and if zℓv(E1
v)

= 0, it must hold that zℓv(E1
v)

= 1. Hence, the SFC index s of
E2

v is
(zLv−1zLv−2 . . . zℓv(E1

v)+11zℓv(E1
v)−1 . . . z0)2 (4.22)

and it holds s(E1
v) + 2Lv−ℓvi (E

1
v) = s(E2

v). Due to the Definition of the
general 2.5-dimensional SFC index,

s(Eh × E1
v) + 2Lv−ℓv(E1

v) = h+ s(E1
v) + 2Lv−ℓv(E1

v) = h+ s(E2
v) = s(Eh × E2

v)
(4.23)

The other equality follows if E1
v is the second and E2

v the first child.

Proposition 4.24 guarantees that 2.5-dimensional elements with a hori-
zontal element Eh have an SFC index which differs at most by 2Lv , from the
SFC index from any other 2.5-dimensional element with Eh as horizontal
element. This results in a columnwise structure where vertical siblings are
stored linearly. As this holds for the siblings at each level, it can be followed
that elements over one horizontal position, and hence in one column, are
linearly stored.
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4.6 Partitioning in 2.5 dimensions
The parallelization for 2.5 dimensions is limited by the end-user requirement
that all elements over the same horizontal location should be associated with
the same MPI process. Hence, in order to define the partitions it needs to
be known, how many 2.5-dimensional elements have the same horizontal
element. For an arbitrary adapted forest, this number can very for every
different horizontal element. Hence, partitioning for 2.5 dimensions will be
defined under the limitation that all vertical elements are of level ℓv. This
limitation is guaranteed for a uniform biforest as well as a uniform biforest
which is only adapted in horizontal direction.

In order to define partitioning for 2.5 dimensions, the definition of the
2.5-dimensional SFC for a biforest consisting of bitrees, as defined in Defin-
ition 4.6, is needed. This so-called consecutive 2.5-dimensional SFC can
be defined in a similar manner to the Definitions for isotropic refinement
and the corresponding consecutive SFC index for a forest of trees, stated in
Section 3.3.

Definition 4.25. Let B be a biforest, where each anisotropic refinement
space Ghk

×Gvk has a 2.5-dimensional space-filling curve Ik with k ∈ {0, ...,K−
1}. We define a map I on the leaves E = (Eh, Ev) of B by

I : B → {0, . . . ,K − 1} × N0 (4.24)

(k,E) 7→ (k, IK(E)) (4.25)

with the order defined as

(k, Ik(E)) < (k′, Ik′(E′)) :⇔ k < k′ or (k = k′ and Ik(E) < Ik′(E′)) (4.26)

on {0, . . . ,K−1} × N0 which extends the individual SFC orders across the
bitrees. By extension of notation, I is called an SFC for B.

The level functions ℓh×ℓv of the different anisotropic different refinement
spaces, defined in Definition 4.1, are extended to one single level map of the
biforest by ℓh × ℓv(k,E) := ℓh × ℓv(E) = ℓh(Eh) × ℓv(Ev). Analogously to
Definition 3.17, the consecutive SFC index of a biforest B can be defined.
The existence of such an SFC is already proven by [14, Lemma 3.21] and
monotonicity of IB follows with (3.15).

Definition 4.26. Let B be a biforest with anisotropic refinement spaces
Ghk

×Gvkand SFCs Ik with k ∈ {0, . . . ,K−1}, where K denotes the number
of total bitrees. Furthermore, let N ∈ N denote the number of leaves of B.
The bijective mapping IB : B → {0, . . . , N−1} that is monotonous under I,
is then called the consecutive 2.5-dimensional space-filling curve of B with
regard to I.
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The following definition of Partition with the consecutive SFC index for
a biforest of bitrees is an extension of the partitioning as done in the work of
Holke [14]. It guarantees that all elements over the same horizontal location
are associated with the same MPI process.

Definition 4.27. Let IB be the consecutive index of a biforest B, according
to Definition 4.8, with N leaves and let ℓv be the uniform level in ver-
tical direction. The N leaves are distributed among P processes with ranks
0, 1, . . . , P −1. The process with rank p ∈ {0, 1, . . . , P −1} has the elements
B(p) with

B(p) := {(k,E) ∈ B | L ≤ IB(k,E) < U} (4.27)

with lower bound L =

⌊
pN
P

⌋
−
(⌊

pN
P

⌋
mod 2ℓv

)
and upper bound

U =

⌊
(p+1)N

P

⌋
−
(⌊

(p+1)N
P

⌋
mod 2ℓv

)
.

Due to the fact, that every vertical element of a uniform biforest has
level ℓv, the number of elements over one horizontal positions stays the
same throughout the uniform biforest. The elements over one horizontal
position can be seen as a column. As every 2.5-dimensional element has
exactly 2 children in vertical direction, the number of elements per column
is exactly 2ℓv . This follows immediately from the refinement space of a line
and the corresponding refinement maps as stated in Definition 3.6. The
subtraction of the remainder resulting from the division of the calculated
processor bounds with the number of elements per column from the calcu-
lated processor bounds guarantees that all 2.5-dimensional elements of one
column are part of the same process. The sizes of the different partitions
may differ by 2ℓv , invoking a possible imbalance of the load.

It should be mentioned that the partition problem can be considered
as a 2-dimensional partitioning problem. This follows from the fact that
the number of vertical elements is the same for every horizontal element.
Therefore it is enough, to consider the partitioning of the horizontal elements
of the biforest.
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5 Algorithm development
This chapter presents the implementation of anisotropic 2.5-dimensional
tree-based AMR, as introduced theoretically in Section 4, in the open-
source AMR library t8code [15]. Section 5.1 provides an overview of t8code
and the high-level algorithms New, Adapt and Partition which are of fur-
ther relevance for the implementation of serial and parallel 2.5-dimensional
tree-based AMR. In Section 5.2, the objective of the implementation for
2.5-dimensional tree-based AMR is stated. In Section 5.3 the implement-
ation of a 2.5-dimensional refinement space in t8code is described. Sub-
sequently, the required adjustments for the high-level algorithms, needed
for 2.5-dimensional tree-based AMR, are explained in Section 5.4.

Throughout this chapter, the terms SFC index and linear id are used in-
terchangeable. Furthermore, the following statements are restricted to lines
in 1 dimension, quadrilaterals and triangles in 2 dimensions and hexahedra
and prisms in 3 dimensions.

All folder paths, mentioned in this and the following chapter, relate to
the supplementary material.

5.1 AMR library t8code
The AMR library t8code uses a tree-based approach to manage parallel
adaptive meshes with various element types. It scales up to at least one
million MPI ranks and over one trillion mesh elements. In t8code SFCs are
used to efficiently store the elements resulting in adaptive refinement [15].
In the beginning, t8code was mostly implemented in C. Nowadays, most
of the done development is written in C++, as it is also the case for the
2.5-dimensional refinement scheme, implemented in this thesis. The source
code of t8code including the done developments for 2.5 dimensions is found
in the folder t8code/src.

The algorithms in t8code are classified in low- and high-level algorithms,
which are decoupled from another. The low-level algorithms are imple-
mented for the elements of a particular refinement space. In contrast, the
high-level algorithms are implemented for all refinement spaces and use the
low-level algorithms as a black box. The isotropic refinement of the various
element types is implemented in a so-called default refinement scheme. It
contains one refinement scheme for each of the element types and describes
the low-level functions for the refinement space of the considered element
type. An overview of the for this thesis relevant low-level functions is given
in Table A.1. The implementation of the anisotropic 2.5-dimensional refine-
ment scheme, described in Section 5.3, builds upon the default schemes of
lines, quadrilaterals and triangles.

The algorithms operating directly on a coarse mesh are the so-called
high-level algorithms. They use the previously described low-level algorithms
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as a black box. Therefore, they are considered and implemented separately.
As AMR library, t8code supports several different operations with a coarse
mesh and its resulting refinement space. A collection of the high-level al-
gorithms can be found in an overview paper of t8code [16]. For the develop-
ment of a 2.5-dimensional tree-based AMR, which can be adapted and also
partitioned under given limitations, the high-level algorithms New, Parti-
tion and Adapt are of importance. A brief description of the functionality of
these three algorithms with an explanation of the existing implementations
for isotropic refinement is given in the rest of this chapter.

5.1.1 New

The New algorithm, implemented in t8_forest_new_uniform, creates a uni-
form forest out of an initial given geometrical mesh, the coarse mesh. The
coarse mesh describes the geometrical and topological properties of the un-
derlying domain as described in Definition 3.1. In all high-level algorithms,
t8code manages two meshes, the coarse mesh as well as the forest mesh.
Every element in the coarse mesh will be the root of one uniform refinement
tree, resulting then in the uniform forest. The refinement level for every
uniform refinement tree and therefore also the uniform forest itself will be
an initially given level. The New algorithm is the fundamental first step, as
it creates the uniform forest for a given refinement level which can then be
used as a starting point of adaptation. It is implemented in the function
t8_forest_new_uniform in t8_forest/t8_forest.cxx. The resulting forest is
stored in an opaque pointer to a forest implementation called t8_forest_t.
The forest implementation itself is defined in a structure t8_forest. In the
beginning of t8_forest_new_uniform the function t8_forest_init is called
to create a new forest. The main construction of the uniform forest is then
implemented in the function t8_forest_commit which is invoked after the
parameters of a forest are accordingly set and allocates and adds properties
of a forest, before committing those.

5.1.2 Partition

It is supported in t8code to distribute a forest among several MPI processes.
This is implemented in the high-level algorithm Partition and guarantees
that each process has an equal number of elements, with a possible difference
of one more or one less element. The following definition of Partition with
the SFC for a forest of trees as introduced in Definition 3.17 follows the work
of Holke [14]

Definition 5.1. Let IF be the consecutive SFC of a forest F with N leaves
according to Definition 3.17. The N leaves are to be be distributed among
P processes with ranks 0, 1, . . . , P − 1. Then the process with rank p ∈
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{0, 1, . . . , P − 1} has the elements F(p) with

F(p) :=

{
(k,E) ∈ F

∣∣∣∣ ⌊pNP
⌋
≤ IF (k,E) <

⌊
(p+ 1)N

P

⌋}
(5.1)

This results in a balanced load over the P processes, according to the
number of elements N . Furthermore it could also be partitioned according
to some weights per element. For completeness it should be mentioned that
it is also possible to partition the coarse mesh which got treated in a paper
by Burstedde and Holke [10].

The function t8_forest_populate, creates the elements for each of the
processes given a uniform partition of the underlying coarse mesh. It is called
inside the function t8_forest_commit which again is needed, whenever a uni-
form forest gets constructed in the high-level algorithm New. Therefore, one
crucial step for the high-level algorithm Partition is to determine the cor-
rect sections of a uniform forest for each of the ranks. This is done with the
function t8_cmesh_uniform_bounds. Here, the variables first_local_tree
and last_local_tree store the first and the last refinement tree that contains
elements belonging to the calling processor, respectively. Additionally, the
SFC index of the first element belonging to the calling processor is stored in
child_in_tree_begin and the consecutive SFC index of the first element of
the last tree that does not belong to the calling processor anymore is stored
in child_in_tree_end. This bounds will then be used to decide which ele-
ments belong to each of the processors.

5.1.3 Adapt

The main goal of adaptive mesh refinement is to find the right balance
between small enough elements to get precise results, while keeping the
overload, to handle the desired mesh, small. One essential feature for this
is to be able to refine or to coarsen forest elements, depending on a given
criterion. This is implemented in t8code in the high-level function Adapt,
where the criterion needs to be defined in a callback function and is depend-
ent on the underlying application. The callback function is implemented as
a t8_forest_adapt_t data type which is a pointer to a function returning
an integer. As input, the callback function gets either a single element or a
family of elements. The possible return values are shown in Table 5.1.

In the case of refinement, an element gets replaced by its 2d children,
where d denotes the number of dimensions. These children will get added in
the order of their SFC index to the adapted forest. Analogously, to coarsen a
family of elements means to replace it by the parent element in the adapted
forest, where it is necessary that the whole family of elements lies on the
same process. The children of an element as well as the parent can be
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Value Meaning for element or family of elements

1 Refine the element itself or the first element of the family.

0 Don’t change the element(s).

-1 Coarsen the family of elements.

Table 5.1: Possible return values for the callback function and their meaning
in the high-level algorithm Adapt in t8code.

determined with the help of the low-level algorithms, t8_element_children
or t8_element_parent, respectively, of the corresponding refinement scheme.

In a call of the high-level function Adapt, the elements are considered in
order of the consecutive SFC regarding the in New created uniform forest
according to Definition 3.17. In a first step it is decided, whether to look at
just a single element or the family of elements. In isotropic refinement, every
element is refined into 2d smaller elements, where d denotes the dimension.
The low-level function t8_element_is_family of the underlying scheme is
invoked, to check if the considered element and the next 2d − 1 elements
form a family according to Definition 3.5. or not. If the callback function
returns -1, meaning the whole family is coarsened all the 2d − 1 sibling
elements are skipped and the next element after the 2d − 1 sibling elements
according to the SFC index will be considered. Otherwise the next element,
possible a sibling, is examined.

5.2 Objective of the implementation for 2.5 dimensions
In the isotropic refinement spaces, that have been implemented so far in
t8code, it is sufficient to describe an element via one opaque pointer, called
t8_element_t. Depending on the refinement space, this pointer gets cas-
ted to the internal element data structure. A 2.5-dimensional element is,
according to Definition 4.11, represented via two elements from different
refinement spaces. Therefore, a structure is needed which contains such an
element pointer for each of the two directions of refinement. Each of the
two element pointers gets casted to the internal element data structure of
the involved refinement space. In an anisotropic 2.5-dimensional refinement
space, elem1 is a pointer to a horizontal element, whereas elem2 is a pointer
to a vertical element, as illustrated in Listing 1.
typedef struct t8_2_5D
{

t8_element_t ∗elem1 ;
t8_element_t ∗elem2 ;

} t8_2_5D_t ;

Listing 1: Structure of a 2.5-dimensional element
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The tree-based approach for isotropic refinement spaces, implemented
via the high-level functions in t8code, is adjusted in order to represent the
anisotropic tree-based AMR with an anisotropic refinement space according
to Definition 4.1. This leads to a tree-based approach with an underlying
bitree, as introduced in Definition 4.6.

The first step in the t8code workflow is the construction of a uniform
forest for a coarse mesh, which is provided by the geometry of an applica-
tion. Based on this uniform forest, adaptation and several other high-level
functions are applied. It has to be noted that all these functionalities can
either happen just on one or on several MPI processes. For an overview of
all the functionalities of t8code, the reader is referred to [16].

In Figure 5.1 an overview of the general workflow in t8code and the
adjustments required for anisotropic 2.5-dimensional refinement is given.

In preparation for a bitree structure, the required low-level functions
are implemented for an anisotropic 2.5-dimensional refinement space. Due
to the two independent directions of refinement, each of the two directions
has, a possible different, refinement level. Therefore, low-level functions,
which have one level as an input parameter in their definition for isotropic
refinement spaces, have to be adjusted to a vector of refinement levels as an
input parameter. Analogously, in anisotropic refinement, it is possible to
have, possibly different, maximum levels of refinement, which is theoretic-
ally explained in the subsequent section. The low-level functions involving
the SFC index have to be adjusted according to the definition of the gen-
eral 2.5-dimensional SFC given in Definition 4.21. The resulting structure
by columns is part of several implementations of low-level algorithms for
the anisotropic 2.5-dimensional refinement space, as indicated in Propos-
ition 4.24. In the following, we use the term column to refer to all the
elements of one vertical bitree according to Definition 4.6.

Certain low-level functions are extended to the representation as a so-
called n-scheme with n already implemented refinement schemes. We de-
note by a refinement scheme or simply scheme in the following the imple-
mentation of the low-level functions for one isotropic refinement space. We
introduce an additional direction parameter which indicates the direction
of the considered refinement. In 2.5-dimensional anisotropic refinement, it
is either refined in horizontal x- and y-direction or in vertical z-direction.
Hence, a 2-scheme is required. For the anisotropic 2.5-dimensional refine-
ment space, the direction parameter indicates whether the corresponding
function is considered in terms of the horizontal or the vertical refinement
space. involved refinement spaces in 2.5-dimensional anisotropic refinement,
a 2-scheme needs to be implemented.

In this thesis, we implement the low-level functions for the anisotropic
2.5-dimensional refinement space of hexahedra and prisms. According to
Definition 4.1, every anisotropic refinement space consists of two underly-
ing refinement spaces. For a hexahedron, the horizontal refinement space
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Figure 5.1: This figure represents the workflow in t8code. This thesis refers
to the colored boxes only. The grey part is just mentioned for completion.
The general workflow, as implemented for the isotropic refinement spaces, is
shown on the left side in blue. Additionally, the fundamental adjustments
are illustrated in the boxes with the rounded corners. The newly implemen-
ted counter parts for the 2.5-dimensional refinement scheme are depicted in
red on the right side. In the center of the flowchart it is indicated, whenever
a dependence between the algorithms and the application exists.
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reuses the low-level functions, implemented in the isotropic quadrilateral
scheme, which comes from the software library p4est [11]. In contrast, if
the coarse mesh element is a prism, the horizontal refinement space reuses
the triangular scheme from t8code. In both cases, the vertical refinement
space reuses the low-level functions, implemented in the preexisting scheme
for the isotropic refinement space of a line. It follows, by the Definition of a
2.5-dimensional element according to Definition 4.4, that the first element
pointer of a 2.5-dimensional element points in the case of a hexahedron to
a quadrilateral element and in the case of a prism to a triangle, respect-
ively. For both polyhedrons the second element pointer is a line segment.
The constructor of a new 2.5-dimensional scheme gets the pointer to two
isotropic refinement schemes, named scheme1 and scheme2, which call their
own constructors. This is shown in Listing 2.
struct t8_2_5dimension_scheme_c : public t8_eclass_scheme_c
{

public :
t8_eclass_scheme_c ∗scheme1 ;
t8_eclass_scheme_c ∗scheme2 ;

/∗∗ Constructor . ∗/
t8_2_5dimension_scheme_c ( t8_eclass_scheme_c ∗scheme1 ,

t8_eclass_scheme_c ∗scheme2 ) ;
. . .

}

t8_eclass_scheme_c ∗scheme_line
= new t8_default_scheme_line_c ( ) ;

t8_eclass_scheme_c ∗ scheme_quadri lateral
= new t8_default_scheme_quad_c ( ) ;

t8_eclass_scheme_c ∗ scheme_triangle
= new t8_default_scheme_tri_c ( ) ;

t8_eclass_scheme_c ∗2_5D_scheme_hexahedron
= new t8_2_5dimension_scheme_c ( scheme_quadri lateral , scheme_line ) ;

t8_eclass_scheme_c ∗2_5D_scheme_prism
= new t8_2_5dimension_scheme_c ( scheme_triangle , scheme_line ) ;

Listing 2: Construction of the 2.5-dimensional refinement scheme

The struct t8_eclass_scheme_c contains all the low-level functions that
have to be implemented for a refinement space.

The anisotropic 2.5-dimensional scheme inherits the low-level functions
for the horizontal refinement space from scheme1 and the one for the vertical
refinement space from scheme2, as mentioned in Listing 2. In this thesis
only low-level functions which are required for high-level algorithms New,
Adapt and Partition are implemented. The other low-level functions, as
for example low-level functions for face-connectivity, are a topic of further
research.

In t8code, a general refinement scheme always needs to be implemented
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for all possible element types which include a vertex, a line, a quadrilateral,
a triangle, a hexahedron, a tetraeder, a prism and a pyramid. In this thesis,
the anisotropic 2.5-dimensional refinement scheme is implemented for hexa-
hedra and prisms only, as indicated in Listing 2. For all the other schemes,
the already existing default implementation is used or they are simply set to
NULL as they are not of further interest until this point. The code for the
2.5-dimensional refinement scheme is implemented in the file t8_schemes/
t8_2_5dimension/ t8_2_5dimension.cxx.

5.3 Implementation of the 2.5-dimensional refinement space
The low-level functions for isotropic refinement spaces are implemented in
the default scheme in t8code. These comprise, among others, the scheme
for a line in 1 dimension, for quadrilaterals and triangles in 2 dimensions
and hexahedra and prisms in 3 dimensions. The low-level functions, which
are relevant for a first approach of the tree-based 2.5-dimensional AMR are
given with a brief description in Table A.1. More details can be found in the
description of t8code [15]. It has to be noted that this is a fraction of all the
existing low-level functions in t8code, excluding for example the low-level
functions related to face-connectivity. The excluded low-level functions are
not necessary for the high-level functions New, Adapt and Partition for a
first approach of anisotropic 2.5-dimensional AMR and are therefore a topic
of further research.

In the implementation of the anisotropic 2.5-dimensional refinement space
the refinement schemes of the default scheme are used. It has to be noted,
that the implementation of the 2.5-dimensional refinement scheme is in-
dependent from the implementation of the underlying refinement schemes.
The code of the low-level functions, implemented for the anisotropic 2.5-
dimensional scheme, can be found in the file t8_schemes/ t8_2_5dimension/
t8_2_5dimension_element.cxx.

5.3.1 Maximum level

In order to compute the SFC index numerically in t8code for an isotropic
refinement space, a given maximum level is required. Due to the fact, that an
anisotropic refinement space is build upon two isotropic refinement spaces,
two maximum level, one in horizontal and one in vertical direction, are
required. For isotropic refinement, the maximum level in t8code is restricted
by the 32-bit-integers used to store the coordinates of the anchor nodes. For
some refinement schemes like for example the ones for a line, a triangle
and a quadrilateral the neighboring elements of the root element have to be
saved leading to a maximum refinement level of 30. For three dimensional
shapes, like hexahedra or prisms, the requirements for the linear id are more
restrictive concerning the maximum level than the storage of the coordinates.
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The storage of the linear id is done with a 64-bit unsigned integer and for
every refinement step one additional bit is needed per dimension.

For the 2.5-dimensional refinement schemes a 2-dimensional element
type, like a quadrilateral or a triangle is combined with a 1-dimensional
line. Therefore, there are two possible options to choose the best possible
maximum level leading to the following two theorems.

Theorem 5.2. Let the refinement scheme be the one for 2.5 dimensions.
The best possible common maximum level in the two horizontal as well as
the one vertical direction is 21.

Proof. The SFC index is stored in a 64-bit unsigned integer. The 2.5-
dimensional refinement results per level for the two horizontal directions
into 22 smaller elements and for the one vertical dimension into 21 smaller
elements. This leads to 4ℓ · 2ℓ used bits with ℓ being the considered level. It
holds that (4 · 2)21 = 264 < (4 · 2)22.

Theorem 5.3. Given a maximum level for the vertical direction Vmax =
{21+(2·x) ∈ Z| 0 ≤ x ≤ 21}, the corresponding maximum level in horizontal
direction is then defined as Hmax = 21 − dVmax−21

2 e. The best possible
combination of maximum levels is reached, whenever x ∈ Z holds and thus
Vmax is odd.

Proof. Due to the definition of Vmax it must hold that

x ∈
{
i| 0 ≤ i ≤ 21 ∧

(
i ∈ Z ∨

(
i+

1

2

)
∈ Z

)}
. (5.2)

Vmax ≥ 0 follows immediately from the definition and also

Hmax = 21− dVmax − 21

2
e = d2 · x

2
e ≥ 0 (5.3)

must hold for all valid x. Furthermore the following holds:

2Vmax · 4Hmax = 221+(2·x) · 421−⌈ 21+(2·x)−21
2

⌉

= 221+(2·x) · 421−⌈ 2·x
2

⌉

= 221+(2·x) · 22(21−⌈x⌉)

≤ 221+2x+42−2x

= 264,

(5.4)

where the inequality is strictly fulfilled whenever x is integral.

Until this point the low-level function t8_element_maxlevel is set to the
common maximum level of 21.
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5.3.2 SFC index

The general 2.5-dimensional SFC, according to Definition 4.21, is implemen-
ted in the low-level functions t8_element_set_linear_id and
t8_element_get_linear_id. With t8_element_set_linear_id, the entries
of an allocated element according to a given SFC index in a uniform re-
finement are set. The SFC index of a given element in a hypothetical
uniform refinement of given horizontal and vertical level is computed in
t8_element_get_linear_id. For the so far implemented default schemes,
one given level was enough as they considered isotropic refinement. For the
2.5-dimensional scheme, t8_element_set_linear_id and
t8_element_get_linear_id have to be adjusted such that they take a vector
consisting of one level in the horizontal directions and one in the vertical
direction. The key point of the implementation is, to represent the column
structure, according to Proposition 4.24.

In Figure 5.2 the general 2.5-dimensional SFC, according to Defini-
tion 4.21 is illustrated. Additionally, the consecutive 2.5-dimensional SFC
of the biforest, as introduced in Definition 4.26 is depicted which will be
needed for partitioning.

To set the entries of the two element pointers of a given 2.5-dimensional
element in t8_element_set_linear_id, it is computed in which column and
at what vertical position the element is located. The horizontal location
of an element is deduced from the horizontal element of the column. This
can be done, if the number of elements in vertical direction, and thus per
column, is known. Hence, the 2.5-dimensional SFC index always needs to
be computed regarding a uniform refinement with one horizontal and one
vertical refinement level. The number of elements per column can be com-
puted with the low-level function t8_element_count_leaves_from_root of
scheme2 with the second level of the given refinement level vector, which
corresponds to the refinement level in vertical direction. In general,
t8_element_count_leaves_from_root computes how many leaf descendants
the root element will produce with a given uniform refinement level . Carry-
ing out integer division with the given 2.5-dimensional linear id divided
by the number of elements in vertical direction returns the column xy,
where the element is located in. To initialize the horizontal element elem1,
t8_element_set_linear_id of scheme1 is invoked with the first element
pointer as given element, the first refinement level from the given level vector
and xy as linear id. The remainder of the integer division indicates the po-
sition in the column, denoted as z. Analogously to the first element pointer
are then the entries of the vertical element elem2 set with the low-function
of scheme2, the second level entry and z as linear id.

In order to compute the SFC of a given element in a hypothetical uni-
form refinement of two given level, the SFC index of the first element is
multiplied with the number of elements in vertical direction and then the
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(a) SFC for unit cube (b) Consecutive SFC for (a)

(c) SFC for two prisms (d) Consecutive SFC for (c)

Figure 5.2: This figure pictures the general 2.5-dimensional SFC and the
consecutive SFC of the corresponding biforest. The underlying coarse mesh
is a unit cube with either one hexahedron or two triangular prisms as ele-
ments. It is a once in horizontal and once in vertical direction adapted
biforest. The initial uniform forest has level 2 in horizontal and level 3 in
vertical direction. The refinement criterion is the same as chosen in Fig-
ure 4.6. It follows that the maximum level in the adapted biforest are level
3 in horizontal and level 4 in vertical direction. Thus, the range of the SFC
for each coarse mesh element is [0, 22·3+4]. In all the subfigures, the illus-
trated range of the SFC ends with the SFC index of the last mesh element of
the corresponding coarse mesh element. (a) The SFC for a 2.5-dimensional
refined unit cube which just consisted of one coarse mesh elements. The
SFC index of the last element is 780. (b) The consecutive SFC gives the
137 total elements an consecutive index in the increasing order of their SFC
indices. (c) The unit cube as coarse mesh contains two triangular prisms
as coarse mesh elements. Each of the prisms results in its own refinement
with its individual SFC. The lower right prism has as largest SFC index
780, while the other prism has 972. (d) The consecutive SFC for the two
prismatic refinements. Here, it can be seen that the elements of the upper
left prism just get consecutive indices of the lower right prism, resulting in
a total of 255 elements.
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SFC index of the second element is added. The SFC indices are computed
with t8_element_get_linear_id for both of the schemes. If the mesh is
not refined at all in vertical direction and just consists out of columns only
t8_element_get_linear_id of scheme1 is needed.

The SFC plays a central role in the mesh management as can be seen for
the successor functionality. The low-level function t8_element_successor
constructs the successor in a uniform refinement of a given element. The
SFC index of the given element needs to be computed in order to de-
termine whether the given element is the last element of the vertical re-
finement tree. The last vertical element is the element on the top of a
column if the elements are imagined as a stack throughout the column. It
is assumed that all elements are uniformly refined like the given element.
Therefore, the low-level function t8_element_level is used of scheme1 for
elem1 and of scheme2 for elem2 to get the correponding levels. Having
the vector of levels, the SFC index of the given element is computed with
t8_element_get_linear_id. The number of elements in vertical direction is
computed with t8_element_count_leaves_from_root again. It follows that
an element is the top element of a column if its linear id plus one divided
by the number of elements in vertical direction equals to zero. The plus one
is needed because the SFC index starts at zero and the top elements always
have a multiple of the number of elements in vertical direction minus one as
SFC index. Knowing, whether the element is the top element of a column
or not, the successor is constructed.

As long as the given element is not the top element of a column, its
successor is the next element in the stack of the column, where the direction
of consideration is from bottom to top. Consequently, the entries of elem1 of
the given element are copied to the horizontal element of the successor and
the successor function t8_element_successor of scheme2 is used to construct
the successor of elem2 of the given element and to store it in the vertical
element of the successor.

If the element is the top element of a column, the successor of the element
is the bottom element of the next column. Hence, the successor functionality
is invoked for scheme1 and stores the successor of elem1 in the horizontal
element of the successor. Lastly, the entries of the bottom element of the
next column are constructed with the help of the given element. Due to the
given situation that the successor is constructed in a uniform refinement,
the vertical level of the successor has to be equivalent to the vertical level of
the given element. With the low-level function t8_element_root of scheme2
the root element of the vertical refinement tree is created. In terms of a
bitree, as characterized in Definition 4.6, this means that the leaf element of
the horizontal refinement tree is also the root element of the related vertical
refinement tree. In a next step, the root element has to be refined and
the resulting first elements according to the SFC index have to be refined
iterative until the desired refinement level is reached. This is implemented
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with the low-level function t8_element_child and child index 0 which starts
with the first child of the root element and stores iterative the first child of
the first child in the vertical element of the successor. Here, the child index
equals to zero which indicates that the first child is computed. In the end
the vertical element of the successor is exactly the first child of the vertical
refinement tree of the uniform bitree with the vertical refinement level.

5.3.3 2-scheme for 2.5-dimensional refinement

The 2.5-dimensional refinement scheme requires certain functionalities for
both directions of refinement. The corresponding low-level functions get an
additional direction parameter, as described in Section 5.1, resulting in a
2-scheme. This parameter is set to zero for the default schemes and given
the 2.5-dimensional refinement scheme, it is either set to one or two. If the
parameter is set to one, this means that the functionality is considered in
the first direction of refinement. Analogously, the low-level function effects
the second direction if the direction parameter is set to two and the cor-
responding low-level function of the second scheme is considered. This is
exemplary shown with the example of t8_element_level:
int
t8_2_5dimension_scheme_c : :
t8_element_level ( const t8_element_t ∗elem , int d i r ) const
{

T8_ASSERT ( t8_element_is_valid ( elem ) ) ;
const t8_2_5D_t ∗ e l = ( const t8_2_5D_t ∗) elem ;
i f ( d i r == 1) {

return scheme1−>t8_element_level ( e l−>elem1 ) ;
}
else i f ( d i r == 2) {

return scheme2−>t8_element_level ( e l−>elem2 ) ;
}
else {

SC_ABORT ( ” Direct ion parameter to dec la re
t8_eclass_scheme i s wrong or miss ing .\ n” ) ;

}
}

Listing 3: The low-level function t8_element_level in a 2-scheme

The name t8_2_5dimension_scheme_c denotes that the 2.5-dimensional
refinement scheme is considered as t8_eclass_scheme_c. In the beginning
of t8_element_level get the t8_element_t pointer casted to a pointer to
an 2.5-dimensional element. Casting each opaque t8_element_t pointer to
the pointer of a 2.5-dimensional element will be in all low-level functions,
implemented for the 2.5-dimensional scheme, the second step, after checking
if the element is even a valid 2.5-dimensional element.

To check for the validity of a 2.5-dimensional element it is checked,
whether the first element pointer is a valid element for the first scheme
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and the second element pointer for the second scheme, respectively. It shall
be pointed out that in general the underlying schemes are only defined for
elements which are the same polytope as the type of polytope the scheme
is implemented for. This means that for example the scheme for quadrilat-
erals is only defined for quadrilateral elements. It follows that the low-level
function for scheme1 will be always applied for the first element pointer and
the one forscheme2 for the second element pointer of the 2.5-dimensional
element, respectively.

The integer dir is the direction parameter which got added for the n-
scheme, with n = 2 for the 2.5-dimensional refinement scheme. The direction
separation is implemented in the if- and the else if-case and shows that if
the direction parameter equals to one, the corresponding low-level function
of scheme1 and if it equals to two, the corresponding low-level function of
scheme2 is considered. If no or another direction parameter than one or two
is given, the function will abort with a corresponding message.

Another low-level function which will be needed for the construction of a
uniform refinement tree is t8_element_count_leaves_from_root. It returns
the number of leaf descendants which the root element will produce given
a uniform refinement level in the desired direction. In the 2.5-dimensional
refinement scheme t8_element_count_leaves_from_root is needed for the
horizontal subtree as well as the vertical subtrees of a uniform biforest as
given in Definition 4.7 and Definition 4.8. The location of the root elements
of the vertical refinement trees depends on the leaf elements of the hori-
zontal refinement tree. Nevertheless the construction of the trees itself is
considered independently from another. Thus, the trees are implemented
in a separated way for the first direction with the corresponding low-level
function of scheme1 and for the second direction with the one of scheme2,
respectively. Therefore, the function is implemented likewise the code of
t8_element_level.

The other needed low-level functions for tree-based AMR which fit the
concept of a 2-scheme, are all related to the definition of a family. These
functions follow Definition 4.14 and their implementation involves different
low-level function of both schemes as they are in a certain way dependent
from the horizontal refinement tree as well as from the corresponding ver-
tical refinement tree. According to the definition of a bitree, adaptation
in vertical direction can only take place over one given horizontal location.
In order to guarantee a setting, in which horizontal children or horizontal
parent elements are defined, the horizontal adaptation for 2.5-dimensional
refinement is only allowed to happen if it is uniformly refined in vertical
direction throughout the bitree. The vertical direction is for most of the
low-level functions, due to the bitree structure and the given horizontal loc-
ation, the one which is easier to implement and is therefore described first
for the needed functionalities.

The number of children in vertical direction, returned by the low-level
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function t8_element_num_children, corresponds even exactly to the func-
tionality of scheme2 for the second element pointer of the 2.5-dimensional
element. This is equivalent to 2 as scheme2 is the default line scheme for the
2.5-dimensional refinement of hexahedra and prisms. The refinement space
of the isotropic default line scheme is given in Definition 3.6. In horizontal
direction the number of children is equivalent to the following equation:

#childrenscheme1(elem1) ·#childrenscheme2(elem2)levelscheme2(elem2) (5.5)

Whether the corresponding low-level function of scheme1 orscheme2 is used,
is indicated by the corresponding subscript and the brackets denote whether
the first or the second element pointer of the 2.5-dimensional element has to
be considered in (5.5). The last part of 5.5 represents the number of elements
over every horizontal location if the hexahedron or prism is uniformly refined
throughout the vertical direction.

The functionality to return the number of siblings is implemented in the
low-level function t8_element_num_siblings in the same way and uses just
the corresponding function of the underlying schemes instead of
t8_element_num_children.

The low-level function t8_element_child_id, computes the number of a
given child. This number has to lie in the set {0, . . . , 2d−1}, where d denotes
the dimension. Therefore, it holds d = 2 for scheme1 and d = 1 for scheme2
for the 2.5-dimensional refinement scheme. The function is needed for a
criterion to leave a loop early in the high-level function Adapt. For the first
direction as well as the second direction it is enough for this criterion to just
invoke the low-level functions of scheme1 or scheme2 with the corresponding
element pointer, respectively.

In order to compute the vertical parent, according to 4.14 (i), the low-
level function t8_element_parent is used, as here is exactly one parent
element computed. To compute the vertical parent, the copy function of
scheme1 for elem1 of the given element is invoked and copies it entries to
the first element of the 2.5-dimensional parent element. For elem2 of the
given element the parent function of the second scheme is used and stores
the vertical parent element in elem2 of the 2.5-dimensional parent element.

For the horizontal column parent, as defined in 4.14 (iii), a function
is needed which provides the storage for possibly several parent elements.
The horizontal column parent elements is implemented in an added low-
level function called t8_element_parent_2_5D. Principally, it is possible
to change the input parameter of the already existing low-level function
t8_element_parent from just one element pointer to an array of element
pointers which can store possibly several parent elements. Through this
adjustment, the one vertical parent as well as the horizontal parent elements
could be computed with t8_element_parent. Together with the direction
parameter, t8_element_parent would fit in the setting of a 2-scheme. The
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reason that it has not yet been done is that all the low-level functions for
the default schemes would have to be adjusted accordingly to the array of
element pointers as an input.

Thus, until this point the horizontal column parent is computed in the
additional low-level function t8_element_parent_2_5D such that the par-
ent elements are stored in the initially given element array named p. The
element which is given by the input and of which the horizontal parent
elements have to be computed, will be always a 2.5-dimensional element,
where elem2 points to the first leaf element of a uniform refined vertical
refinement tree. In a first step the refinement level of elem2 is computed.
Next the number of leaves in the uniform refinement, given this level, is cal-
culated with the low-level function t8_element_count_leaves_from_root of
scheme2. The number of leaves in the uniform refinement in vertical dir-
ection equals then the number of horizontal parent elements stored in p.
The parent element of elem1 of the element given by the input in horizontal
direction is stored in elem1 for each of the 2.5-dimensional parent elements
in p. The first element in p copies for its second element pointer the entries
of elem2 of the given element. The second element in p stores in elem2
the successor of elem2 of the first parent element, the third one stores the
successor of the second one, and so on. The successor is meant in terms
of the SFC and is therefore equivalent to the following leaf of the uniform
refinement tree in vertical direction.

The low-level function t8_element_children constructs all children of a
given element. In the 2.5-dimensional refinement scheme, it creates for the
direction parameter one the horizontal children and for parameter two the
vertical children.

The vertical children are constructed for one given horizontal element.
Therefore, the first element pointers are simply a copy of the first element
pointer of the given element and the second element pointers are set to the
children which result from t8_element_children of scheme2 applied to elem2
of the given element.

The construction of the children in horizontal direction is a bit more diffi-
cult. In this case, the horizontal column children, as defined in 4.14 (ii), have
to be computed. This means that the first element pointers of the different
columns are all the children resulting from a call of t8_element_children
from scheme1 for the first element pointer of the initially given element,
where the children are to be constructed from. The resulting children are
then exactly the children in the horizontal refinement tree. They are set as
the first element pointers in each of the constructed horizontal column ele-
ments. The second element pointers are then for all the horizontal column
children exactly the leaf elements of the vertical uniform refinement. Only
the first leaf element is given via elem2 of the given element and the oth-
ers have to be computed iterative with the t8_element_successor function
of scheme2, similar as done for the parent. Consequently, the horizontal
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t8_element_children function is only allowed to be called if it is guaranteed
that it was previously refined uniformly in vertical direction.

The last functionality which is needed until this point, regarding the
definition of a family, is to check whether a given array of elements forms a
family. According to Definition 4.14 (iii) and (iv) a family of elements is the
collection of all the children of an element. This is checked with the low-
level function t8_element_is_family in horizontal direction with direction
parameter one and in vertical direction with two, respectively. For a family
of elements the general 2.5-dimensional SFC index of the elements has to
fulfill the following properties:

Proposition 5.4. Let Gh = (Sh, ℓh,Rh) with Lh and Gv = (Sv, ℓv,Rv) with
Lv be the refinement spaces w.r.t. the horizontal and the vertical direction.
Furthermore, let Eh, E

1
h, E

2
h ∈ Sh be the horizontal elements and Kv ∈ Sv

a refinement in vertical direction such that ℓv(Ev) = Lv for all Ev ∈ Kv.
Furthermore, let H be the SFC of the horizontal refinement space, Z the one
of the vertical refinement space and s the 2.5-dimensional SFC as defined in
Definition 4.21.

Let C1
h =

⋃(
{E1

h} × Kv

)
and C2

h =
⋃(

{E2
h} × Kv

)
be two horizontal
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the following:

(i) s(E1
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v and Eh × E2
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v ∈ Kv.

Assume it holds Z(E1
v) = Z(E2

v)− 1

(ii) s(Eh × E1
v) = s(Eh × E2
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1
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2Lv
=

HB(E
2
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2Lv

= HB(E
1
h)Z(Ev)− i · 2Lv = s(E2

h × Ev)− i · 2Lv .

(5.6)

This proves (i).
Given Z(E1

v) = Z(E2
v)− 1, the following holds:

s(Eh × E1
v) = HB(Eh)Z(E1

v)

= (c11c
0
1c

1
2c

0
2 . . . c

1
ℓh(Eh)
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0 . . . 00zLv−2 . . . z0)2

= (c11c
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2 . . . c

1
ℓh(Eh)

c0ℓh(Eh)
0 . . . 01zLv−2 . . . z0)2 − 1

= HB(Eh)Z(E2
v)− 1

= s(Eh × E1
v)− 1.

(5.7)

This proves (ii).
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As a consequence of Proposition 5.4, property (i) is checked for a ho-
rizontal family and property (ii) has to hold for a vertical family. This is
checked with t8_element_get_linear_id of scheme1 and scheme2, respect-
ively which computes the SFC index of a given element in a hypothetical
uniform refinement of given level. As hypothetical refinement levels the
horizontal and vertical level of one of the children elements are chosen.

Only if the tested property is true it is checked if either the second
elements of the 4 horizontal column children point in the correct order to
the leaf elements of the corresponding vertical refinement tree or that the
first elements of the vertical children point both to the same horizontal
element. If this is also given, it is lastly checked, whether the first element
pointers of the 4 columns form a family or appropriately if the 2 pointer to
the second elements form a family in the case of a vertical family. To do
so, the low-level function t8_element_is_family is either called of scheme1
for the horizontal family or of scheme2 for the vertical family and returns 1
if the initially given element array is a family and 0, otherwise. It shall be
pointed out that the level of the elements have to be at least 1 as otherwise
no family exists at all.

5.4 Tree-based AMR for 2.5 dimensions
In this section, it is described how the high-level functions from Section 5.1
can be extended such that they fit the tree-based approach for 2.5 dimen-
sional AMR additionally. The required adjustments are visualized on the
right hand side of Figure 5.1. The main difference of the anisotropic re-
finement compared to the isotropic one is the existence of bitrees and the
resulting biforest as defined in Definition 4.6 and 4.7.

5.4.1 New for 2.5 dimensions

Given a coarse mesh it is the task of the New algorithm to compute a biforest
with bitrees. We implement a new function t8_forest_new_uniform_2_5D
which replaces the previously function t8_forest_new_uniform. The res-
ulting forest is then also stored in an opaque pointer to a forest imple-
mentation. The forest implementation, defined in the structure t8_forest
gets extended by a integral variable called set_type which is set to one in
t8_forest_new_uniform and set to two in t8_forest_new_uniform_2_5D.
The variable set_type is used, to check in the functionalities involved in
the construction of a uniform forest, whether an isotropic forest mesh with
corresponding trees or an anisotropic one with the needed bitrees has to
be constructed. The forest implementation is also extended by a vari-
able called level1, storing the given horizontal uniform refinement level
and level2, storing the given vertical uniform refinement level, respect-
ively, for 2.5-dimensional refinement. If desired the one input level for
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t8_forest_new_uniform could be replaced by a vector of refinement levels,
in order to fit the construction of a uniform bitree in the already existing
algortihm for New. In this case the variable set_type would be set to the
number of elements of the given level vector.

The horizontal and vertical level are given as a vector to the function
t8_forest_new_uniform_2_5D. The other input parameters are similar to
the one of t8_forest_new_uniform. Hence, a coarse mesh and a scheme
which is the 2.5-dimensional refinement scheme, like described in Section 5.2
with the low-level functions as implemented in 5.3.1 - 5.3.3, need to be given
as input parameters for t8_forest_new_uniform_2_5D. The coarse mesh
and the scheme are stored in the corresponding forest variables in the form
of pointers. The main part of the high-level function New is implemented
in the function t8_forest_commit.

The following explains how to change the code of t8_forest_commit
in order to represent 2.5-dimensional refinement with a bitree structure.
Whenever the code has to be adjusted, it is checked whether set_type is set
to one or to two. If it is set to one, the existing implementation is used
while in the latter case the newly implementations for the 2.5-dimensional
refinement is considered. In general the theory of the maximum level as
elaborated in Section 5.3.1 allows different maximum level of refinement.
Throughout this thesis the common maximum level of 21 is considered for
a biforest. Both given level, the vertical and the horizontal level, have to
fulfill that they are less or equal the maximum level.

The elements of the bitree or, in the case of several coarse mesh elements,
a biforest are then created with the function t8_forest_populate_2_5D. To
define what part of a biforest has to be calculated for each rank of a partition,
the function t8_forest_uniform_bounds_2_5D is called with the underlying
coarse mesh, the vertical and the horizontal refinement level and the 2.5-
dimensional scheme as input parameters. There would be the possibility
again to change the input parameter of the one refinement level to a given
vector of refinement levels, to allow that bitrees can be constructed with the
existing functions t8_forest_populate and t8_forest_uniform_bounds.

The number of the first and the last bitree that contains elements belong-
ing to each of the MPI processes is then stored in the variables first_local_tree
and last_local_tree, respectively. Furthermore, child_in_tree_begin holds
the global SFC index of the first element belonging to the calling processor
and analogously holds child_in_tree_end the global SFC index of the first
element of the last bitree that does not belong to the calling processor any-
more. The global SFC index is equivalent to the general 2.5-dimensional
SFC index for the given horizontal and vertical level, according to Defini-
tion 4.21. The global SFC and the number of a process local tree, which
is bounded by the variables first_local_tree and last_local_tree, the con-
secutive SFC for the uniform biforest for the given horizontal and vertical
level, according to Definition 4.26 can be represented. Figure 5.3 illustrates
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a uniform biforest. The coarse mesh is a unit cube is considered with two
prisms as coarse mesh elements. Hence, the uniform bitree is constructed
for the 2.5-dimensional refinement space of prisms.

(a) SFC indices per tree (b) Consecutive SFC indices

Figure 5.3: This figure illustrates two prisms as coarse mesh elements of
a unit cube. They are uniformly 2.5-dimensional refined with horizontal
refinement level 2 and vertical refinement level 3. The resulting biforest
consists of two bitrees. In (a) the SFC indices per tree are pictured and (b)
shows the consecutive SFC indices.

In a first step, the number of global elements is computed. It is it-
erated over every bitree and for every bitree the number of elements of
the uniform 2.5-dimensional refinement with the given refinement levels,
level1 and level2, is calculated. For both directions, the low-level function
t8_element_count_leaves_from_root of the corresponding tree scheme is
invoked to calculate the number of leaves to the given levels. Multiplying
the resulting numbers gives the number of global elements for this type of
bitree which is exactly 22·level1+level2. Adding the number of global elements
of all bitrees results in the global number of elements of the biforest. Addi-
tional, the variables first_global_child and last_global_child are introduced
which denote the consecutive SFC index of the first element belonging to
the calling processor and the first element that does not belong to the calling
processor anymore, respectively.

Without partitioning, all elements belong to the same processor. Hence,
first_global_child is set to 0 and last_global_child is set to the number
of global elements. With just one process, the number of global elements
equals the consecutive SFC index of the first element of the biforest that
does not belong to the calling processor anymore. This is due to the fact
that the indexing of the consecutive 2.5-dimensional SFC starts at zero and
ends with the total number of leaves minus one. The leaves of the biforest
are exactly the global elements.

The variable first_local_tree is exactly the integer quotient of dividing
first_global_child by the number of elements in a bitree and the remainder
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is stored in child_in_tree_begin. The indexing of the trees starts with zero
such that last_local_tree is equivalent to the integer quotient of the global
number of elements minus one divided by the number of elements in a bitree.

For the rest of this section only one process is considered. Partitioning
with several MPI processes is part of Section 5.4.2. Without partitioning and
if the coarse mesh just contains one element, the variable child_in_tree_end
holds exactly the number of global elements. This is again due to the fact
that indexing of the elements starts at zero and hence the number of global
elements denotes the general 2.5-dimensional SFC index of the first element
that does not belong to the biforest anymore. Due to the consideration of
a uniform biforest with just one tree, the general 2.5-dimensional SFC is
equivalent to the consecutive SFC.

Having these bounds for the uniform biforest the elements of each bitree
are allocated in a next step of t8_forest_populate_2_5D. The entries of
the first 2.5-dimensional element of each bitree are set with the low-level
function t8_element_set_linear_id which is called for level1 and level2 and
the SFC index of the first element. To compute the other elements of the
bitree the low-level function t8_element_successor is used iterative for the
previously set element, starting with the first element of the bitree.

For each process, the number of local bitrees is calculated with the help of
last_local_tree and first_local_tree and a new array with as many bitrees is
created and stored in the variable trees of the forest. In order to store bitrees,
the already implemented tree structure, t8_tree_t can be reused. Then it is
iterated over all local bitrees and for each bitree the variable element_offset
stores the number of elements which have been already stored on previously
considered local bitrees, starting at zero for the first local bitree. For each
bitree, the SFC index of the first and the last element are computed. This
index of the first element is for every bitree zero, except possibly the first
bitree, where it evaluates to the previously computed child_in_tree_begin.
Analogously, the index of the last element is for every bitree the number of
leaves of a uniform refined bitree given the refinement level level1 and level2.
The index of the last element of the last local bitree can possibly differ and
equals to the SFC index stored in child_in_tree_end. Subtracting the SFC
index of the last bitree element from the one of the first bitree element results
in the number of total bitree elements.

5.4.2 Partition for 2.5 dimensions

If the forest mesh is partitioned, t8_forest_uniform_bounds_2_5D calcu-
lates the desired bounds for each of the processes such that each rank has the
elements in the manner of Definition 4.27. Figure 5.4 (c) and (d) show the
partitioning of the uniform biforest consisting of the 2.5-dimensional bitrees
of two triangular prisms illustrated in Figure 5.3. In the case of an odd
number of processes, the last columns of the first refined prism as well as
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the first columns of the second refined prism are part of one of the processes.

(a) 4 processes (b) 5 processes

Figure 5.4: This figure illustrates as coarse mesh the unit cube consisting
of two triangular prisms as elements. (a) The columnwise distribution for 4
processes. (b) The columnwise distribution for 5 processes.

The lower and upper bound of Definition 4.26 are stored in the variables
first_global_child and last_global_child. Due to the term which gets sub-
tracted in both cases it is made sure that all elements of one vertical refine-
ment tree are associated with the same MPI process. Having first_global_child
and last_global_child set for each process, the variables first_local_tree,
last_local_tree, child_in_tree_begin and child_in_tree_end can be com-
puted for each process. To compute the first_local_tree, the integer quo-
tient of the first_global_child of the considered rank divided by the num-
ber of elements in a bitree is calculated and the remainder is stored in
child_in_tree_begin. Similarly, the last_local_tree is the integer quotient
of the last_global_child minus one divided by the number of elements in a
bitree and the remainder is stored in child_in_tree_begin.

Having these bounds, the remaining construction of the uniform biforest
follows as described in the previous section.

5.4.3 Adapt for 2.5 dimensions

As a result of the anisotropic nature of 2.5-dimensional AMR the high-level
function Adapt can be considered either in horizontal or in vertical direction.
To decide, what direction of adaptation has to be looked at, the parameter
set_adapt_direction, as mentioned in Figure 5.1, is defined for a general
forest implementation. It is set to one for adaptation in horizontal direction,
to two for adaptation in vertical direction and set to zero in case of the
already implemented default refinement schemes. Adaptation in horizontal
direction is refered to as horizontal adaptation and adaptation in vertical
direction as vertical adaptation, respectively.

The implementation of the high-level function Adapt for 2.5-dimensional
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refinement is included in the already existing function t8_forest_adapt. In
general, an old forest is given as input which gets adapted and is then stored
in a new forest implementation. By the variable set_adapt_direction it can
be distinguished, what kind of adaptation has to be looked at. According to
Definition 4.14 (ii), in order to have children as well as a parent in horizontal
direction defined, it has to be guaranteed that the biforest is uniformly
refined in vertical direction. Until this point, horizontal adaptation is only
allowed to be invoked for a uniform biforest. Figure 5.5 illustrates one
iteration of adaptation in horizontal direction of the uniform biforest in
Figure 5.3 as well as one iteration of vertical adaptation of the resulting
horizontally adapted forest.

(a) Horizontal adaptation of Fig. 5.3(a) (b) Consecutive SFC indices for (a)

(c) Vertical adaptation of (a) (d) Consecutive SFC indices for (c)

Figure 5.5: This figure illustrates adaptation in horizontal direction of a
uniform forest as well as adaptation in vertical direction of the resulting
horizontally adapted forest. (a) The adaptation in horizontal direction of
the uniform biforest illustrated in Figure 5.3 and the resulting SFC indices.
(b) The consecutive SFC indices of the horizontally adapted forest in (a). (c)
The horizontally adapted forest is additionally adapted in vertical direction.
The resulting horizontally and vertically adapted forest and its SFC indices
are shown. (d) The consecutive SFC indices of the horizontally and vertically
adapted forest in (c).

As a first step, for any adaptation, the number of children and the num-
ber of siblings needs to be known. To compute those numbers, the low-level
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functions t8_element_num_children and t8_element_num_siblings are in-
voked in the considered direction of adaptation. The next element, which
is the current candidate for adaptation, and possibly additional the number
of siblings minus one more element are loaded in a buffer following the 2.5-
dimensional SFC as given in Definition 4.21. To limit the computing power,
the loading of additional elements is stopped as soon as it can be foreseen,
that the already loaded elements can not form a family. In vertical direction
this break criterion is not of higher relevance as a vertical family has two
elements only. In comparison, this break criterion is very important in the
case of horizontal adaptation, as a horizontal family, might contain many
elements. This follows from the definition of the horizontal column chil-
dren in Definition 4.14 (ii). In the horizontal direction, the break criterion
checks whether the horizontal element of the 2.5-dimensional element, which
gets inserted at the position where the last element of the column should
be inserted, has the same child index as the horizontal element of the first
element of the column. The low-level function t8_element_child_id is used
with direction parameter one to determine the horizontal child index. If the
child index in horizontal direction differs for the element at the position of
number of elements per column and the first element, this means, that the
considered elements do not form a horizontal column child and thus these
elements can not form a horizontal family.

If the break criterion is not fulfilled, it is checked whether the loaded
elements form a family or not. This is done with the low-level function
t8_element_is_family of the respective direction. If it is a family all the
elements of the family are passed to the adapt callback given by the applica-
tion, which holds the refinement criterion. This is illustrated as element-wise
callback in Figure 5.1. The possible return values are given in Table 5.1. If
the return value is −1, the family of elements is coarsened. The whole
family is skipped for consideration and the next elements according to the
2.5-dimensional SFC are loaded in the buffer. If the return value of the
callback function is 0 the first element of the family is copied to the new
adapted forest and the next element is loaded in the buffer. Lastly, if the
adapt callback function returns 1, the first element of a family is refined.
Otherwise, if the break criterion is either fulfilled or the elements do not form
a family the first loaded element on its own is passed to the adapt callback
function and can be either refined or is not changed. It should be mentioned
that elements can only be further refined as long as their refinement level in
the respective direction of adaptation is less than the maximum refinement
level of the old forest.

When adaptation is considered in horizontal direction the elements are
considered column-wise. This means that in case of a horizontal family 4
horizontal column children are passed to the adaptation callback. In case of
coarsening the horizontal column parent is computed with the low-level func-
tion t8_element_parent_2_5D. If the return value is 0, the first element,
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which is represented by the first column child, gets inserted in the new adap-
ted forest and the whole column child is skipped for further consideration. In
case of refinement the first column child is considered as first element of the
family and is thus refined. Hence, the storage for 4 column children is needed
in the new adapted forest and the low-level function t8_element_children is
used with parameter one to compute the horizontal column children which
are inserted in the new adapted forest.

Until this point horizontal and vertical adaptation is not implemented
recursively. Thus per call of t8_forest_adapt, with set_adapt_direction set
to one or two, solely one iteration of adaptation in the respective direction
is performed. It is possible to adapt any horizontally or vertically adapted
forest again in vertical direction.
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6 Example of application for vertical adaptation
In this chapter, an example of application is given for the vertical adaptation
with 2.5-dimensional refinement of hexahedra. The adaptation criterion
is a simplified form of a vertical temperature gradient. This example is
implemented in the file t8code/example/2_5dimension/t8_2_5D.cxx.

6.1 Data and methodology
The dataset of the example originates from the second phase of a project rel-
evant to chemistry-climate-modelling using the ECHAM/EMAC (European
Centre for Medium-Range Weather Forecasts - Hamburg /Modular Earth
Submodel System (MESSy) Atmospheric Chemistry) model [19]. The gen-
eral focus of the project lies on climate change, ozone depletion, and air
quality and aims to answer scientific, social and political questions regard-
ing these topics [43]. The second project phase is related to the international
Chemistry-Climate Modelling Initiative (CCMI) project CCMI-2022, which
was initiated in advance of the Scientific Assessment of Ozone Depletion
in 2022 [2, 24]. It comprises a free-running hindcast (1950-2019), a spe-
cified dynamics hindcast (1979-2019), and an ensemble of three free-running
combined hindcast and projection simulations (1950-2099) [43].

The data considered in this thesis is from a free-running hindcast simu-
lation, which is located in t8code/build/example/2_5dimension/RD1-base-
01____20190801-03_ECHAM5_tm1.nc. The R in the filename indicates
that it is a reference simulation, the D denotes the second project phase
and hence CCMI-2022 and the label 1 stand for the hindcast simulation.
The file contains variables describing the physical and meteorological state
of the atmosphere as simulated by the ’ECHAM5 (5.3.02)’ General Circu-
lation Model [19]. In the given file there are 7 timesteps included, ranging
from 31st of July 2019 at 23:00:00 to 3rd of August 2019 at 11:00:00.

The data is given at 128 grid points in longitude and 64 grid points in
latitude, which are evenly distributed throughout the world for 90 levels in
vertical direction. Level 1 corresponds to the lowest vertical level, which
contains data around 32 meters above sea level (a.s.l.) and the height at
vertical level 90 lies around 76 kilometers a.s.l. on average.

In the following, the data of the first timestep is analysed. The relevant
data for the example is the temperature stored in the variable tm1 in K, de-
noting Kelvin. For the height, the geopotential is given in the variable geopot
in m2

s2
, where m denotes meters and s seconds. The geopotential divided by

the gravitational acceleration is almost the geometric height in meters a.s.l..
The gravitational acceleration is chosen to be constant at 9.81m

s2
. These

simplifying assumptions are sufficient to calculate a vertical temperature
gradient. This gradient is calculated per element as the temperature differ-
ence divided by the height difference and has the unit K

m . The difference is
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conisidered regarding the next element which lies linearly in storage meaning
the neighbouring element in positive vertical direction. The vertical gradi-
ent is used as the refinement criterion in the vertical adaptation with the
2.5-dimensional refinement.

In Figure 6.1 a graphic visualization of the temperature at vertical level 1
is illustrated. It has to be noted that the y-axis is inverted, which means that
in contrast to the picture in Figure 6.1, north and south pole are switched.
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−32

−64

0

K

Figure 6.1: Temperature in K at a height of about 32 meters a.s.l. at the
31st of July at 23:00:00.

The 128 data points in longitude and 64 data points in latitude can be
represented via two quadrilaterals as coarse mesh elements such that one
contains the grid points belonging to the latitude indices 0 until 63 and the
second coarse mesh elements represents the grid points from 64 until 127 in
latitude. In this example it is not needed that the grid points in longitude
and latitude lie in the same coarse mesh element. This is due to the fact that
only vertical adaptation is considered and thus the only needed requirement
is that elements over one horizontal location belong to the same coarse
mesh element. Both coarse mesh elements get initially uniformly refined
with level 6 resulting each in 22·6 = 64 · 64 = 4096 horizontal elements.
The underlying horizontal elements are quadrilaterals, as the coarse mesh
elements are quadrilaterals, and thus the 2.5-dimensional refinement of a
hexahedron is considered. Due to the two coarse mesh elements, the biforest
has two bitrees.

One key point of the 2.5-dimensional SFC is that the data of the ele-
ments over the same horizontal location lie linearly in storage. In the follow-
ing, all 2.5-dimensional elements over one horizontal location are described
as a column and the order of the horizontal locations is described by the
horizontal SFC. To determine the corresponding data for each of the 2.5-
dimensional elements of a biforest the horizontal SFC index and the vertical

70



SFC index need to be known. The coordinates in longitude as well as lat-
itude can be inferred from the horizontal SFC index and the vertical level
stands in relation with the vertical SFC index.

Both SFC indices can be calculated given the 2.5-dimensional SFC index
in a uniform forest with two given maximum levels of refinement. These
maximum levels in horizontal and vertical direction are chosen to be the
common maximum level of 21, as discussed in Section 5.3.1. The horizontal
SFC index equals the 2.5-dimensional SFC index divided by 221. From the
horizontal SFC index, which follows in the case of a hexahedron the Morton
SFC as defined in Definition 3.20, the coordinates in longitude and latitude
can be calculated. This follows in an inversed fashion the construction of
the Morton index as described in Section 3.4. Multiplying the ratio of the
2.5-dimensional SFC index with the number of actual computed vertical
elements in the considered column by 90 gives the corresponding vertical
level. This mapping onto the vertical level of the offline data is pictured in
Figure 6.2 with different number of elements per column.

Figure 6.2: This Figure illustrates how the offline height data is mapped
onto the column of 2.5-dimensional elements at horizontal location (0,0).
Left: The uniform refinement of level 7 vertically is shown, leading to 128
total elements and thus 38 elements with fictional data at the top regarding
the column. Middle: The uniform refinement of level 5. Right: Adaptive
refinement with dense refinement at the top leading to one element with
fictional data at the very top.

It should be mentioned that the described ratio to get the vertical level
of the offline data has some limitations. These limitations are related to
the artificial nature of the example with offline data and are not present in
a simulation where refinement results in an updated vertical state. One of
these limitations is if a column contains more than 90 elements. In this case,
the first 90 elements from the bottom to the top of a column are associated
with the data given for the 90 vertical levels and the additional elements on
the top get assigned a fictional height of 0m and the fictional temperature
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of 100K. Another case of resulting fictional values is if several elements are
refined at the top of the column. This is due to the fact that with the ratio
it can happen at a certain refinement level that already assigned offline
data should be mapped twice. In order to not assign the same data to two
different elements the next entry in the offline vector is considered. In the
case that a lot of refinement happens at the top of the column, fictional data
is needed at some point although the total element count is less than 90,
like pictured on the left of Figure 6.2.

In Figure 6.3 the offline height and temperature data is given for all the
horizontal locations at all vertical levels. In vertical direction, refinement
level 7 is chosen, as this is the smallest refinement level at which all the 90
vertical levels can be represented.

Figure 6.3: The height and the temperature are pictured for the 128 grid
points in longitude, 64 grid points in latitude and 90 vertical levels at July
31st at 23:00:00. The two coarse mesh elements are each represented as unit
cubes, where the first originates at (0,0,0) and the second at (1,0,0).
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Given the temperature and height data, the vertical temperature gradi-
ent can be computed for every 2.5 dimensional element. The absolute value
of the average of the vertical temperature gradients will be used as criterion
of adaptation. All elements which have a higher gradient than the aver-
age are refined. A vertical family is coarsened if the vertical temperature
gradient of both vertical children is less than the average. To start the ad-
aptation, a uniform biforest is constructed which is able to represent all the
considered grid points as horizontal elements. The uniform biforest consists
of two bitrees representing the two coarse mesh elements. In horizontal dir-
ection the refinement level is set to 3. This leads to 2 · 22·3 = 128 horizontal
elements. The vertical level is set to 4. In the beginning, in the uniform bi-
forest, every column contains exactly 24 = 16 elements and throughout the
adaptation the number of elements increases per refinement and decreases
per family of elements which gets coarsened.
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6.2 Results of vertical adaptation
The vertical adaptation is exemplary shown for the first 16 data points in
longitude and the first 8 data points in latitude.

Figure 6.4 illustrates the mapped height, temperature and the result-
ing vertical temperature gradient. Red represents large gradients, whereas
blue represents small gradients. According the refinement criterion as de-
scribed in the previous section the reddish colored elements are the first
ones considered for vertical refinement and the dark blue marked elements
are considered for vertical coarsening.

Figure 6.4: This figure illustrates the temperature (top left), height (top
right) and vertical gradient (bottom) mapped to a uniform biforest consisit-
ing of two bitrees each uniformly refined with horizontal level 3 and vertical
level 4. The data represents the first 16 data points in longitude and the
first 8 data points in latitude.
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The first four iterations of vertical refinement are illustrated in Fig-
ure 6.5.

(a) First iteration (b) Second iteration

(c) Third iteration (d) Fourth iteration

Figure 6.5: The first four iterations of vertical adaptation started with the
uniform biforest pictured in Figure 6.4.

It can be seen that over the iterations, two sections are formed, where
more refinement happens. This indicates that the vertical temperature
gradient is constantly above average. The corresponding heights of the top
section summarize heights until up to about 10 km. In these heights lies the
troposphere. The middle part with the coarsened vertical elements ranges
from about 10 km until around 55 km. These heights are representative of
the stratosphere. The bottom section, again with dense refinement, then
has representative heights of the mesosphere. It has to be noted that the
assumptions on the data as well as the adaptation criterion are quite sim-
plified. Therefore all these height values should be seen as rough tendencies
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only. Looking at the temperature throughout the vertical structure of the
atmosphere, it can be seen that the temperature gradients are the largest in
the troposphere and mesosphere. Figure 6.6 shows the height profile of the
fourth iteration of the vertical adaptation of the gridpoint (0,0) in horizontal
direction as well as a diagram of the vertical structure of the atmosphere
which includes the height and the temperature data of the first 80 km.

Figure 6.6: In this figure the resulting height profile of the gridpoint (0,0) in
horizontal directions from four iterations of vertical adaptation is compared
to the climatological vertical temperature profile. It should be mentioned
that the first column is pictured inversed according the vertical levels, and
as shown in all other figures, in order to have increasing heights from bottom
to top for a better comparison. Furthermore, the height values of the given
data are not even distributed. The most data is given in the troposphere
and the given data decreases with increasing height. The figure on the right
is adapted from [31].

The uneven distribution of the data throughout the vertical levels leads
to a bias in the representation of the adapted height profile. Additionally it
should be mentioned that the diagram on the right in Figure 6.6 represents
the general climate whereas the height profile on the left is a snapshot in
summer time. The adapted height profile on the left in Figure 6.6 suggests
that there is a small gradient in the height region of the stratosphere. This
is a result of the fact that the adaptation criterion considers the absolute
gradient and it is only distinguished between gradients larger or smaller than
the average per iteration. Therefore, the gradients in the stratosphere are
constantly smaller compared to the gradients in the troposphere or meso-
sphere. In the diagram on the right in Figure 6.6 it can be seen that in
general there is an absolute gradient also in heights of the stratosphere but
a smaller one in comparison to the troposphere and the mesosphere.
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7 Conclusion
The 2.5-dimensional refinement with the underlying 2.5-dimensional SFC,
as defined in Definition 4.21, presents a new approach to store the elements
resulting from anisotropic refinement of a hexahedron or a prism. The ele-
ments over one horizontal location are stored linearly, which is motivated
by the strongly vertically coupled processes in the Earth’s atmosphere.

The anisotropic refinement is expressed via two refinement spaces, one
in the horizontal x- and y-direction and the other one in the vertical z-
direction. The refinement maps of the horizontal refinement space belong,
for the 2.5-dimensional refinement of a hexahedron, to the isotropic refine-
ment of a quadrilateral and, for the anisotropic refinement of a prism, to
the isotropic refinement map of a triangle, respectively. The 2.5-dimensional
SFC results from appending the binary SFC, corresponding to the vertical
refinement space, to the binary SFC of the horizontal refinement space. We
proved that the appending of these SFCs fulfills the properties of a SFC with
an anisotropic refinement space. Additionally, the appending results in a
dependence of the vertical refinement on the horizontal refinement. This
fulfills the property, that elements over one horizontal position lie linearly
in storage. This dependence is also expressed in the structure of a bitree,
which is defined to be the equivalence of a refinement tree for an isotropic
refinement.

In an application, where one is mainly interested in the refinement in
vertical direction, 2.5-dimensional refinement provides a suitable approach.
The current implementation in t8code is exemplary shown with some climate
related data and the vertical temperature gradient as adaptation criterion.

We have seen that, in order to allow horizontal adaptation, certain as-
sumptions are required. Until this point, horizontal adaptation is limited
to a 2.5-dimensional mesh, which is guaranteed to be uniformly refined in
vertical direction. An open question is how to define the required horizontal
family definitions according to Definition 4.14, in order to allow more flex-
ible adaptation in horizontal direction. Here, one of the main problems is,
to fulfill the linear storage of the SFC indices over the horizontal locations.

Another topic of further research is partitioning. Until this point parti-
tioning is limited to the fact, that all elements over one horizontal location
are associated with the same MPI process. This is a requirement of the end-
users stated in Section 1.1, but it is additionally limited by the setting of
t8code. This is a result of the column-wise order of the SFC, which provides
a very good access in vertical direction but this comes with a very bad ac-
cess in horizontal directions due to the large jumps between the columns.
In comparison the regular Morton curve, as so far used in the implement-
ation of t8code, has few long jumps and works quadrant-wise, meaning it
treats one whole quadrant before leaving it. The work of Jagadish compares
among others the column-wise order and the Z-order [18].
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A Low-level-functions

Name Description

∗_maxlevel Returns the maximum possible refinement
level.

∗_level Returns the level of a given element.

∗_copy Copies an element.

∗_compare Compares the SFC indices of two elements.

∗_equal Returns 1 if two elements are equal and 0
else.

∗_parent Computes the parent of a given element.

∗_num_siblings Returns the number of siblings of an
element.

∗_num_children Returns the number of children of an
element.

∗_child Constructs a specific child of a given
element.

∗_children Constructs all children of a given element
and stores it in an arrray of elements which
has as length the number of children of the
element.

∗_child_id Computes the child id of an element,
meaning which particular child the ele-
ment is of its parent element.

∗_is_family Returns 1 if set of elements is a family and
0 else.

∗_set_linear_id Initializes the SFC index of a given alloc-
ated element in a uniform refinement of a
given level.

∗_get_linear_id Computes the SFC index of a given ele-
ment in a hypothetical uniform refinement
of a given level.
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∗_first_descendant Computes the first element in a uniform
refinement of a given element of a given
level, meaning the first descendant of the
given element with regard to its refinement
tree. The first descendant is stored in an
element called ’desc’.

∗_last_descendant Computes the last element in a uniform
refinement of a given element of a given
level, meaning the last descendant of the
given element with regard to its refinement
tree. The last descendant is stored in an
element called ’desc’.

∗_successor Constructs the successor regarding the
SFC index of the uniform refinement of the
level of the given element.

∗_count_leaves_from_root Computes the number of leaf descendants
of a given uniform level which the root ele-
ment will produce.

∗ = t8_element

Table A.1: The relevant low-level algorithms for the construction of the
refinement tree and the resulting space-filling curve
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