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Abstract— The longitudinal and lateral low-level motion 

control of multiple vehicles within a platoon is a challenging task, 

since several different control objectives need to be solved: 

(i) Each vehicle in the platoon needs to follow the reference path, 

(ii) the leading vehicle needs to drive with a desired reference 

velocity, and (iii) the following vehicles need to maintain a safe 

spacing distance to their respective preceding vehicle. Typically, 

several distinct controllers are developed for each task 

individually, which increases both the engineering effort as well 

as the susceptibility to errors. We address this issue and present 

a cooperative low-level vehicle motion controller based on Multi-

Agent Reinforcement Learning (MARL) that is able to solve all 

of the above-mentioned control objectives for both the leading 

vehicle and the following vehicles. Therefore, we apply 

parameter sharing within MARL to update a single control 

policy in a centralized fashion using the experiences of all 

vehicles in the environment. Additionally, we utilize the concept 

of agent indication during the training process and enable the 

policy to specialize on the control objectives of the vehicle it is 

currently controlling. This leads to a unifying control approach 

and makes the development of further controllers redundant. 

The simulative assessment demonstrates the effectiveness of 

learned policy and shows that it is able to successfully solve all of 

the above-mentioned control objectives for both vehicles roles, 

even on unseen paths.  

I. INTRODUCTION 

Cooperative driving is considered a multi-agent challenge 
where multiple vehicles coexist and operate within the same 
environment. On highways and urban roads, these vehicles 
often form platoons with one leading vehicle (LV) and 
multiple following vehicles (FVs). Depending on its position 
within the platoon, each vehicle has to solve multiple low-level 
control objectives such as path following control (PFC), 
velocity control (VC), and adaptive cruise control (ACC). 
Typically, multiple distinct controllers are developed for each 
control task individually, focusing on either the lateral or 
longitudinal vehicle dynamics and neglecting the combined 
limitations of both. This motivates the development of a 
unifying control approach that is able to solve several control 
objectives simultaneously, ideally in a cooperative manner. 
However, the design of such controllers based on traditional 
control approaches requires expert knowledge, is time 
consuming, error-prone, and, all in all, a challenging task.  

In this work, we propose a different approach: Instead of 
individually developing a controller for each low-level control 
objective (i.e. PFC, VC, and ACC), we apply Multi-Agent 
Reinforcement Learning (MARL) to learn a single neural 
network (NN)-based policy that is able to solve all three 
control tasks at the same time. Therefore, we utilize parameter 
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sharing [1] to train the policy in a centralized manner using the 
experiences of all vehicles within the environment, i.e. the LV 
and the FVs (cf. upper image in Fig. 1). During execution, 
however, each vehicle receives a copy of the policy and 
executes it in a decentralized fashion (cf. lower image in Fig. 
1). This makes the policy scalable to a large number of 
vehicles. By incorporating the idea of agent indication [2], the 
policy additionally learns to specialize on the different control 
objectives of both the LV and the FVs. This makes it possible 
to learn a policy that is adaptable to both vehicle roles as well 
as their respective low-level control tasks. Thus, this approach 
simplifies the design and synthetization of vehicle motion 
controllers significantly. 

The single-agent equivalent of MARL, i.e. Single-Agent 
Reinforcement Learning (SARL), has already shown 
considerable success for a wide range of low-level vehicle 
motion control tasks. In [3], a predictive SARL-based method 
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Figure 1. Overview of the framework used for cooperative low-level 

vehicle motion control based on MARL and parameter sharing. During 
training, the policy is updated in a centralized manner using the 

experiences of all vehicles. During execution, each vehicle receives a 

copy of the policy and executes the policy based on its local observations.  



  

for the longitudinal low-level control of autonomous vehicles 
was introduced. In [4], [5], and [6], SARL-based controllers 
for ACC applications were proposed. These approaches, 
however, focus only on the longitudinal control of the vehicle 
and would require an additional controller for the lateral 
dynamics. This issue was addressed by the previous work of 
our group in [7], where SARL was successfully applied to 
learn a controller for both the longitudinal and lateral control 
of an electrically powered robotic vehicle. In [8], this approach 
was extended to conventional vehicles with combustion 
engines. The authors of [9] learned a SARL-based policy in 
simulation to subsequently navigate a real-world vehicle 
around static obstacles in order to reach a desired target state. 
In [10], a SARL-based policy was directly trained on a real-
world vehicle for a lane following task. In contrast, other 
possible approaches for low-level vehicle motion control 
apply optimization-based methods, such as Model Predictive 
Control [11]. In MPC, an optimization problem must be solved 
at every time step, which leads to a significantly higher 
computational effort compared to SARL, especially for 
nonlinear systems with a high degree of freedom [12]. 

However, despite the remarkable success of SARL for the 
above-mentioned low-level vehicle motion control tasks, most 
works focus on single-agent systems (SAS), i.e. scenarios that 
only consider a single vehicle. This approach neglects the fact 
that many real-world AD applications inherently involve 
multiple decision-makers acting simultaneously in a shared 
environment. In such multi-agent systems (MAS), each 
vehicle needs to adjust to the behavior of others. Additionally, 
it is often required that the agents act in a cooperative way to 
ensure safety and efficiency by using wireless communication 
technologies for connected autonomous vehicles (CAVs) [13]. 
In the context of cooperative driving, MARL has already been 
applied to high-level decision making on highways [14] as 
well as longitudinal control in platooning applications [15] 
[16], merging scenarios [17], and intersections [18]. The latter 
approaches would again require an additional low-level 
controller for the lateral vehicle dynamics. In [19], MARL and 
parameter sharing were utilized to learn collision-free driving 
and merging in roundabout scenarios. Here, it is assumed that 
all vehicles have the same control task, i.e. the same reward 
function. The authors of [20] applied parameter sharing and 
agent indication in a MARL setting to learn a policy that can 
handle both lane keeping and overtaking. However, no 
communication was assumed among the vehicles, which led to 
collisions during execution.  

In contrast, the main contributions of our work are as 
follows: We train a cooperative MARL-based controller with 
parameter sharing and agent indication that is able to solve 
several different low-level vehicle motion control tasks in both 
longitudinal and lateral direction for different vehicle roles 
within a platoon, including PFC, VC, and ACC. This makes it 
universally applicable and eliminates the need to design 
additional low-level controllers. In a simulation study, we 
show the effectiveness of our controller and demonstrate its 
generalization capabilities on an unseen path. 

The remainder of this work is organized as follows: In 
Section II, the problem statement is presented. Section III 
introduces the details our MARL-based controller. In section 
IV, both the environment setup and the training process are 
described and a simulation study is conducted. Lastly, the 
paper is concluded in Section V.  

II. PROBLEM STATEMENT 

We consider a vehicle platoon consisting of 𝑁 > 1 agents. 
Let 𝑖 ∈ {1, … , 𝑁} denote the position of a vehicle within the 
platoon, with 𝑖 = 1 denoting the first vehicle, i.e. the LV, and 
𝑖 = 𝑁 the last FV. The goal is to train a single low-level 
control policy that can cooperatively control all vehicles in the 
platoon in both longitudinal and lateral direction such that 1) 
all vehicles follow a reference path, 2) the LV tracks a desired 
reference velocity, and 3) the FVs maintain a safe spacing 
distance to their respective preceding vehicle. The vehicles are 
based on the non-linear double-track vehicle model of the so-
called ROboMObil (cf. [21] and [22]), an electric, robotic, and 
highly maneuverable research vehicle at the German 
Aerospace Center (DLR). As depicted in Fig. 2, the 
ROboMObil can be controlled by the front steering angle 𝛿f, 
the rear steering angle 𝛿r, the torque 𝜏f for the front in-wheel 
motors, and the torque 𝜏r for the rear in-wheel motors.  

In this work, the reference path is described by the global 
motion demand 𝝀(𝜉) ∈ ℝ5, as in [23], which is parameterized 
by the arc length 𝜉 and expressed by  

 𝝀(𝜉) = [𝑥P(𝜉), 𝑦P(𝜉), 𝜓P(𝜉), 𝑣𝑥
P(𝜉), 𝜅(𝜉)]T () 

Here, 𝑥P(𝜉) and 𝑦P(𝜉) represent the 𝑥- and 𝑦- coordinates of 

reference path 𝒑P(𝜉) = [𝑥P(𝜉), 𝑦P(𝜉)]T, 𝜓P(𝜉) denotes the 

path orientation, 𝑣𝑥
P(𝜉) the desired velocity in longitudinal 

path direction, and 𝜅(𝜉) the path curvature. In the following, 
we define the control objectives for both the LV and the FVs 
based on (1).  

As mentioned above, all vehicles are required to follow the 

reference path 𝒑P(𝜉), which we refer to as the PFC task. 
Therefore, the path reference point needs to be determined for 
every agent 𝑖, which is typically the point on the path closest 

to the vehicle. Let 𝒑𝑖 represent the position of agent 𝑖, i.e.  

 𝒑𝑖 = [𝑥𝑖 , 𝑦𝑖]T () 

reference path 𝒑P(𝜉) 
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Figure 3. Qualitative representation of the agent 𝑖, the agent position 𝒑𝑖, 

the path reference point 𝒑P(𝜉𝑖), the normal path vector 𝒏P(𝜉𝑖) at the path 

reference point, the cross-track error 𝑒𝑦
𝑖 (𝜉𝑖), and the reference path 

𝒑P(𝜉) (cf. [23]).  
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Figure 2. Overview of the ROboMObil’s (cf. [22]) actuation capabilities, 

including the front steering angle 𝛿f, the rear steering angle 𝛿r, and the 

torques 𝜏f and 𝜏r for the front and rear in-wheel motors, respectively.  



  

The path reference point for agent 𝑖 is then determined by 

minimizing the distance between the path 𝒑P(𝜉) and the 

current vehicle position 𝒑𝑖 [23]. This minimization problem is 
represented by 

 𝜉𝑖 = argmin
𝜉

‖𝒑P(𝜉) − 𝒑𝑖‖
2
 () 

where 𝜉𝑖 denotes the arc length of the path point 𝒑P(𝜉𝑖) which 
is closest to the agent 𝑖 (cf. Fig. 3). By applying the so-called 
Time Independent Path Interpolation (TIPI) presented in [23], 

which was developed to solve (3), the arc length 𝜉𝑖 as well as 

the current motion demand 𝝀(𝜉𝑖) (cf. (1)) can be determined 
for every agent 𝑖 ∈ {1, … , 𝑁}. To enable a successful PFC, the 
deviation of each agent 𝑖 from the current motion demand 

𝝀(𝜉𝑖) needs to be determined. Therefore, the following errors 

are introduced. The cross-track error 𝑒𝑦
𝑖 (𝜉𝑖) represents the 

distance between the position 𝒑𝑖 of agent 𝑖 and the path 

reference point 𝒑P(𝜉𝑖) and is expressed as 

 𝑒𝑦
𝑖 (𝜉𝑖) = (𝒑𝑖 − 𝒑P(𝜉𝑖))

T

∙ 𝒏P(𝜉𝑖), () 

where 𝒏P denotes the normal path vector at the path reference 

point 𝒑P(𝜉𝑖), as depicted in Fig. 3. Further, the orientation 

error 𝑒𝜓
𝑖 (𝜉𝑖) is expressed by 

 𝑒𝜓
𝑖 (𝜉𝑖) = 𝜓P(𝜉𝑖) − 𝜓𝑖 , () 

with 𝜓P(𝜉𝑖) representing the path orientation at the agent’s arc 

length 𝜉𝑖 and 𝜓𝑖  denoting the orientation of agent 𝑖. 
Minimizing the absolute values of 𝑒𝑦

𝑖 (𝜉𝑖) and 𝑒𝜓
𝑖 (𝜉𝑖) defined 

in (4) and (5) ensures that all agents 𝑖 ∈ {1, … , 𝑁} closely 
follow the reference path and that they align their orientation 
with the path. Therefore, the first control objective, which all 
agents have to solve, is defined as follows: 

Objective 1 (PFC task for the LV and the FVs). All agents 𝑖 ∈
{1, … , 𝑁} are required to follow the reference path 𝒑P(𝜉) by 
minimizing the absolute values of their cross-track errors 

𝑒𝑦
𝑖 (𝜉𝑖) and their orientation errors 𝑒𝜓

𝑖 (𝜉𝑖). 

Additionally, the LV of the platoon, i.e. agent 𝑖 = 1, needs 
to track the desired velocity in longitudinal path direction, 
which we refer to as the VC task. Therefore, we define the 
velocity error 𝑒𝑣𝑥

1 (𝜉1) of the LV as 

 𝑒𝑣𝑥
1 (𝜉1) = 𝑣𝑥

P(𝜉1) − 𝑣𝑥
1, () 

with 𝑣𝑥
P(𝜉1) denoting the desired reference velocity at the 

LV’s current arc length 𝜉1 and 𝑣𝑥
1 representing LV’s current 

velocity in longitudinal path direction.  

Objective 2 (VC task of the LV). The LV with 𝑖 = 1 is 
required to drive with the desired reference velocity by 
minimizing the absolute value of its velocity error  𝑒𝑣𝑥

1 (𝜉1). 

In contrast to the LV, the FVs with 𝑖 ∈ {2, … , 𝑁} are 
required to adjust to the velocity of their respective front 
vehicle 𝑖 − 1 and maintain a desired spacing distance denoted 
by 𝑑des. We refer to this task as the ACC task. For simplicity, 
we assume 𝑑des to be constant. To enable cooperation, the 

vehicle 𝑖 − 1 communicates its state information 𝒛𝑖−1 to 
vehicle 𝑖, which is define by 

 𝒛𝑖−1 = [𝜉𝑖−1, 𝑣𝑥
𝑖−1]. () 

Here, 𝒛𝑖−1 contains both the current arc length 𝜉𝑖−1 of agent 

𝑖 − 1 and its velocity 𝑣𝑥
𝑖−1 in longitudinal path direction. This 

informs agent 𝑖 about the location of agent 𝑖 − 1 along the path 
as well as its driving speed. Consequently, agent 𝑖 can observe 
the distance between itself and its preceding vehicle, which we 
express as  

 𝑑𝑖(𝜉𝑖 , 𝜉𝑖−1) = 𝜉𝑖−1 − 𝜉𝑖 . () 

The deviation of agent 𝑖 from the desired spacing distance 𝑑des 
is then denoted by  

 𝑒𝑑
𝑖 (𝜉𝑖 , 𝜉𝑖−1) = 𝑑des − 𝑑𝑖(𝜉𝑖 , 𝜉𝑖−1). () 

The control objective of the FVs is summarized as follows: 

Objective 3 (ACC task of the FVs). The FVs with 𝑖 ∈
{2, … , N} are required to adjust to the velocity 𝑣𝑥

𝑖−1 of their 
respective preceding vehicle 𝑖 − 1 and maintain the desired 
spacing distance 𝑑des by minimizing the absolute value of the 

spacing distance error 𝑒𝑑
𝑖 (𝜉𝑖 , 𝜉𝑖−1). 

In the remainder of this work, we write the errors without 

the respective arc lengths for brevity. As an example, 𝑒𝑦
𝑖 (𝜉𝑖) 

will be referred to by 𝑒𝑦
𝑖 . 

III. MULTI-AGENT REINFORCEMENT LEARNING-BASED 

VEHICLE MOTION CONTROL 

In the following, we propose a single MARL-based 
controller that is able to cooperatively control both the LV and 
the FVs such that their respective control objectives are solved. 
We first introduce the fundamentals regarding MARL, 
parameter sharing, and agent indication. Afterwards we 
present the details of our approach. 

A. MARL, Parameter Sharing, and Agent Indication 

The MAS considered in this work, i.e. the vehicle platoon 

consisting of a LV and multiple FVs, can be represented by a 

Partially Observable Markov Game (POMG) [24], which is 

defined by the tuple (𝒩, 𝒮, {𝒜𝑖}, {𝒪𝑖}, 𝒫, {ℛ𝑖}, 𝛾). Here, 𝒩 =
{1,… , 𝑁} represents the set of 𝑁 > 1 agents and 𝒮 the set of 

global environment states. Further, each agent 𝑖 ∈ 𝒩 is 

provided with an action space 𝒜𝑖 and a set of local 

observations 𝒪𝑖 ⊂ 𝒮. The global state transition function is 

represented by 𝒫: 𝒮 × 𝒜1 × ⋯× 𝒜𝑁 × 𝒮 → [0,∞), which 

describes the probability density of transitioning from the 

global state 𝒔𝑘 at the time step 𝑘 to the state 𝒔𝑘+1 at the time 

step 𝑘 + 1. After each state transition, every agent receives a 

reward 𝑟𝑘+1
𝑖  based on the reward function ℛ𝑖: 𝒮 × 𝒜1 × ⋯×

𝒜𝑁 × 𝒮 → ℝ. Lastly, 𝛾 denotes the so-called discount factor, 

which weights future rewards.  

Within the POMG, each agent 𝑖 interacts with the 

environment and aims to learn a NN-based policy 𝜋𝜽𝑖
: 𝒪𝑖 ×

𝒜𝑖 → [0,∞) which maximizes its reward over time. Here, the 

NN parameters of agent 𝑖 are represented by 𝜽𝑖. When 

homogenous agents with the same action spaces are 

considered (i.e. 𝒜1 = 𝒜2 = ⋯ = 𝒜𝑁), parameter sharing 

can be applied to learn a single centralized policy using the 

experiences of all agents in the environment [1]. In such cases, 

all agents then share and update the same network parameters, 

i.e. 𝜽𝑖 = 𝜽, ∀𝑖 ∈ {1, … , 𝑁}. 



  

Additionally, by applying agent indication [2], a single NN-

based policy can learn to specialize on different low-level 

control objectives depending on an agent’s current role within 

the environment. Therefore, the local observation of each 

agent is augmented with an identifier, which indicates the 

agent’s current control goal to the policy and enables it to 

learn different behaviors. Hence, the policy can learn 

specialized tasks, even though only a single NN is trained. For 

these particular reasons, we apply parameter sharing and 

agent indication within our MAS to learn a centralized policy 

that can adapt to different vehicle roles and solve the control 

objectives of both the LV and the FVs, as defined in Section 

II. In the following, this policy is referred to as  𝜋CVMC. 

B. Action Vector 

For the MARL and parameter sharing-based training 

process of the policy 𝜋CVMC, each agent’s action space 𝒜𝑖 
needs to be defined, as mentioned in the previous subsection. 
In this work, we consider agents with homogenous action 
spaces, i.e. 𝒜1 = 𝒜2 = ⋯ = 𝒜𝑁 = 𝒜, since all agents are 
based on the vehicle model of the ROboMObil. Therefore, the 

action vector 𝒂𝑘
𝑖 ∈ 𝒜 of the agent 𝑖 at time step 𝑘, which the 

policy can use to control the vehicle, is selected as 

 𝒂𝑘
𝑖 = [∆𝛿f,𝑘

𝑖 , ∆𝛿r,𝑘
𝑖 , ∆𝜏f,𝑘

𝑖 , ∆𝜏r,𝑘
𝑖 ]

T
 () 

where ∆𝛿f,𝑘
𝑖  and ∆𝛿r,𝑘

𝑖  denote the desired steering angle 

changes and ∆𝜏f,𝑘
𝑖  and ∆𝜏r,𝑘

𝑖  the desired torque changes on both 

the front and rear axles, respectively (cf. Fig 2). To adhere to 
the actuation limits of the ROboMObil, the actions provided 
by the policy are limited such that the maximum actuation 
rates ∆𝛿max and ∆𝜏max of the ROboMObil are not exceeded. 

C. Observation Vector 

The local observation vector 𝒐𝑘
𝑖 ∈ 𝒪𝑖 for the agents 𝑖 ∈

{1, … , 𝑁} should be chosen such that the policy is able to select 
suitable control actions in every time step 𝑘. Since we train a 
single policy to solve multiple control objectives, each agent 
must be able to store the observations regarding its own low-
level control tasks, depending on whether it is a LV or a FV. 

Therefore, the observation vector 𝒐𝑘
𝑖  is designed such that it 

can comprise the necessary information for the policy to learn 
the control objectives for both vehicle roles. When a vehicle 
does not need to solve one particular control task, it simply sets 
the observations for this task to zero according to the padding 

method [25]. The components of 𝒐𝑘
𝑖  are shown in Table 1. In 

the following, we introduce each component in detail. 

The first component of 𝒐𝑘
𝑖  is the agent indicator 𝑐𝑘

𝑖 ∈ {0,1}, 
which represents the role of the agent 𝑖 and is defined by 

 𝑐𝑘
𝑖 = {

   1, for 𝑖 = 1                 
0, for 𝑖 ∈ {2, … , 𝑁}

 () 

More specifically, 𝑐𝑘
1 = 1 informs the policy that it is currently 

controlling the LV, whereas 𝑐𝑘
𝑖 = 0 for 𝑖 ∈ {2, … , 𝑁} indicates 

that a FV is being controlled. This enables the policy to 
distinguish between the LV and the FVs and allows it to 
specialize on their respective control objectives.   

The second component of 𝒐𝑘
𝑖  is the observation vector 

𝒐PFC,𝑘
𝑖  for the PFC task. As mentioned in Section II, all 

vehicles 𝑖 ∈ {1, … , 𝑁} are required to follow the reference path 
by minimizing the absolute values of their cross-track errors 

𝑒𝑦,𝑘
𝑖  and their orientation errors 𝑒𝜓,𝑘

𝑖  (cf. Objective 1). 

Therefore, the PFC observation vector 𝒐PFC,𝑘
𝑖  for agent 𝑖 at the 

time step 𝑘 is defined as 

 𝒐PFC,𝑘
𝑖 = [𝑒𝑦,𝑘

𝑖 , 𝑒𝜓,𝑘
𝑖 , 𝑣𝑦,𝑘

𝑖 , 𝜅𝑘
𝑖 ] () 

Here, we also include the vehicle’s velocity 𝑣𝑦,𝑘
𝑖  in lateral path 

direction, which informs the policy on how fast the vehicle is 

moving away from the reference path. We assume that 𝑣𝑦,𝑘
𝑖  

can be measured. Further, incorporating the curvature 𝜅𝑘
𝑖  of 

the agent’s current path reference point in 𝒐PFC,𝑘
𝑖  provides the 

policy with important information regarding the path 
progression, since it characterizes the sharpness of a turn. With 

𝒐PFC,𝑘
𝑖  as defined in (12), the policy is able to observe all the 

necessary values to solve the PFC task for each agent 𝑖.  
The third component of 𝒐𝑘

𝑖  enables the policy to observe 

the information 𝒐VC,𝑘
𝑖  regarding the VC task, which only the 

LV with 𝑖 = 1 needs to solve (cf. Objective 2). The VC task 
requires the LV to minimize the absolute value of its velocity 

error 𝑒𝑣𝑥,𝑘
1 . Therefore, we define 𝒐VC,𝑘

𝑖  as 

 𝒐VC,𝑘
𝑖 = {

  𝑒𝑣𝑥,𝑘
1 ,    for 𝑖 = 1                 

 0,       for 𝑖 ∈ {2, … , 𝑁}
 () 

Since the FVs with 𝑖 ∈ {2, … , 𝑁} do not need to solve this 

control objective, their observations for the VC task in 𝒐VC,𝑘
𝑖  

are set to zero. 
In contrast to the LV, the FVs with 𝑖 ∈ {2, …𝑁} need to 

adjust to the velocity of their respective preceding vehicle 𝑖 −
1 and maintain the desired spacing distance 𝑑des (cf. Objective 
3). Therefore, they need to be able to store their spacing 

distance error 𝑒𝑑,𝑘
𝑖  (cf. (9)), their own velocity 𝑣𝑥

𝑖  in 

longitudinal path direction, and the velocity 𝑣𝑥
𝑖−1 of their 

respective preceding vehicle. Hence, the ACC-related 

observations 𝒐ACC,𝑘
𝑖  for the FVs are defined as 

 𝒐ACC,𝑘
𝑖 = [𝑒𝑑,𝑘

𝑖 , 𝑣𝑥,𝑘
𝑖 , 𝑣𝑥,𝑘

𝑖−1] () 

Since the LV with 𝑖 = 1 does not need to solve this control 

objective, it simply sets the entries of 𝒐ACC,𝑘
1  to zero, i.e. 

𝒐ACC,𝑘
1 = [0,0,0].  

 In the component 𝒐𝒖,𝑘
𝑖 , each agent 𝑖 is able to store the 

current actuation of its vehicle. As mentioned in Section II, the 
ROboMObil’s actuation capabilities include the steering 

angles 𝛿f
𝑖 and 𝛿r

𝑖 as well as the torques 𝜏f
𝑖 and 𝜏r

𝑖 (cf. Fig. 2). 

Hence, 𝒐𝒖,𝑘
𝑖  is defined as 

Table 1: Components of the overall observation vector 𝒐𝑘
𝑖   

Components of 𝒐𝑘
𝑖  Description 

𝑐𝑘
𝑖  Agent indicator 

𝒐PFC,𝑘
𝑖  PFC-related observations 

𝒐VC,𝑘
𝑖  VC-related observations 

𝒐ACC,𝑘
𝑖  ACC-related observations 

𝒐𝒖,𝑘
𝑖  Actuation-related observations 

𝒍𝑘−1
𝑖  Observations from the previous time step 𝑘 − 1 

 



  

 𝒐𝒖,𝑘
𝑖 = [𝛿f,𝑘

𝑖 , 𝛿r,𝑘
𝑖 , 𝜏f,𝑘

𝑖 , 𝜏r,𝑘
𝑖 ] () 

This enables the policy to observe the current actuation of each 

agent 𝑖 in order to select appropriate actuation changes 𝒂𝑘
𝑖  (cf. 

(10)). 

Finally, the last component of 𝒐𝑘
𝑖 , i.e. 𝒍𝑘−1

𝑖 , contains all 
control-related observations from the previous time step 𝑘 − 1 
and is defined as 

 𝒍𝑘−1
𝑖 = [𝒐PFC,𝑘−1

𝑖 , 𝒐VC,𝑘−1
𝑖 , 𝒐ACC,𝑘−1

𝑖 , 𝒐𝒖,𝑘−1
𝑖 ] () 

This provides the policy with additional rate information, 
which is beneficial for the training process [7].  

With the equations defined in (11)-(16), the overall 

observation vector 𝒐𝑘
𝑖  is summarized to 

 𝒐𝑘
𝑖 = [𝑐𝑘

𝑖 , 𝒐PFC,𝑘
𝑖 , 𝒐VC,𝑘

𝑖 , 𝒐ACC,𝑘
𝑖 , 𝒐𝒖,𝑘

𝑖 , 𝒍𝑘−1
𝑖 ] () 

D. Reward Structure 

The reward structure is designed such that the policy 
𝜋CVMC is able to learn a suitable control behavior for all agents. 
Since the LV and the FVs have different control objectives, we 
define two different reward functions. 

The control objectives of the LV require it to solve both the 
PFC task as well as the VC task (cf. Objectives 1 and 2). As in 
[7], let 𝑔𝜽(𝑥) represent a Gaussian-like function 

 𝑔𝒃(𝑥) = 𝑏1exp (
−𝑥2

2𝑏2
) () 

with the parameter vector 𝒃 = [𝑏1, 𝑏2]
T and the properties  

𝑏1 > 0, 𝑏2 > 0, and 0 < 𝑔𝒃(𝑥) ≤ 𝑏1. Then, the reward for 
the LV at time step 𝑘, based on [7], is defined as 

 𝑟𝑘
1 𝑒𝑦

1, 𝑒𝜓
1 , 𝑒𝑣𝑥

1  = 𝑔𝒃𝑦
 𝑒𝑦

1 (1 + 𝑔𝒃𝜓
 𝑒𝜓

1  + 𝑔𝒃𝑣𝑥
 𝑒𝑣𝑥

1  ). () 

with 𝒃𝑦, 𝒃𝜓, and 𝒃𝑣𝑥  denoting the parameter vectors for the 

respective Gaussian-like functions (cf. (18)). The reward in 
(19) reaches its maximum when all considered errors are zero, 
which is why the policy is motivated to keep the errors small. 

Since 𝑔𝒃𝑦
 𝑒𝑦

1  is multiplied with the rest of the reward in (19), 

the policy first learns to minimize the absolute value of the 
cross-track error 𝑒𝑦

1, ensuring that the vehicles do not drive off 

the road. Once it learns to track the path reasonably well, it is 
further rewarded for small orientation and velocity errors 

through 𝑔𝒃𝜓
 𝑒𝜓

1   and 𝑔𝒃𝑣𝑥
 𝑒𝑣𝑥

1  . This enables the policy to 

successfully learn the PFC and the VC task for the LV. 
The control objectives of the FVs with 𝑖 ∈ {2, … , 𝑁} require 

them to solve the PFC and the ACC task (cf. Objectives 1 and 
3). In contrast to the LV, the FVs need to adjust their velocity 
to their respective preceding vehicle and maintain the desired 

spacing distance. Therefore, let 𝑒∆𝑣
𝑖  denote the velocity 

difference between the FV 𝑖 and its preceding vehicle 𝑖 − 1 
given by 

 𝑒∆𝑣
𝑖 = 𝑣𝑥

𝑖 − 𝑣𝑥
𝑖−1 () 

Further, let the 𝑒∆𝑣,des denote the maximum desired velocity 

difference between two consecutive vehicles. Then, the reward 

𝑟𝑘
𝑖  for the FVs is expressed by  

 𝑟𝑘
𝑖 𝑒𝑦

𝑖 , 𝑒𝜓
𝑖 , 𝑒𝑑

𝑖 , 𝑒∆𝑣
𝑖  = 𝑓 𝑒∆𝑣

𝑖  ℎ 𝑒𝑦
𝑖 , 𝑒𝜓

𝑖 , 𝑒𝑑
𝑖   () 

with 𝑓 𝑒∆𝑣
𝑖   being 

 𝑓 𝑒∆𝑣
𝑖  = {

0, if |𝑒∆𝑣
𝑖 | > 𝑒∆𝑣,des 

1, if |𝑒∆𝑣
𝑖 | ≤ 𝑒∆𝑣,des

 () 

and ℎ 𝑒𝑦
𝑖 , 𝑒𝜓

𝑖 , 𝑒𝑑
𝑖   being  

     ℎ 𝑒𝑦
𝑖 , 𝑒𝜓

𝑖 , 𝑒𝑑
𝑖  = 𝑔𝒃𝑦

 𝑒𝑦
𝑖  (1 + 𝑔𝒃𝜓

 𝑒𝜓
𝑖  + 𝑔𝒃𝑑

 𝑒𝑑
𝑖  ) () 

Since 𝑓 𝑒∆𝑣
𝑖   is multiplied with the rest of the reward 𝑟𝑘

𝑖  in 

(21), the policy is encouraged to keep the velocity difference 

𝑒∆𝑣
𝑖  between the agents 𝑖 and 𝑖 − 1 below the maximum 

desired velocity difference 𝑒∆𝑣,des. Otherwise, the reward in 

(21) results to zero since 𝑓 𝑒∆𝑣
𝑖   becomes zero (cf. 22). Once 

the policy learns to keep the velocity difference below 𝑒∆𝑣,des, 

it is further rewarded by ℎ 𝑒𝑦
𝑖 , 𝑒𝜓

𝑖 , 𝑒𝑑
𝑖   in (23) when it controls 

the FVs with small cross-track, orientation, and spacing 
distance errors. This enables the policy to successfully learn 
both the PFC and the ACC task for the FVs. 

IV. SIMULATIVE ASSESSMENT 

In this section, we first present the environment setup for 

the training of the πCVMC. Afterwards, we describe the 

training process. Lastly, we assess the performance of the 

policy on both the training path and an unknown path.  

A. Environment Setup 

The environment setup for the training of the policy πCVMC 
is depicted in Fig. 4. Both the TIPI for solving the optimization 
problem in (3) as well as a high-fidelity vehicle model of the 
ROboMObil were developed using sophisticated modeling 
libraries in Dymola [26] and Modelica [27]. Afterwards, the 
TIPI and the vehicle model were exported as Funtional 
Mockup-Units (FMUs) [28] and integrated in our Python-
based MARL environment to facilitate the use of Ray RLlib 
[29], [30], an industry-grade reinforcement learning toolbox. 
FMUs are defined within the Funtional Mock-up Interface 
(FMI) standard [28], which was developed to enable the 
exchange of multi-physical simulation models between 
different simulation tools. Moreover, with FMUs in the 
MARL-based training process, we can use validated high-
fidelity vehicle models to accurately simulate the behavior of 
the ROboMObil instead of using simple or approximative 
models. Each agent is provided with both an instance of the 
vehicle model FMU as well as a TIPI FMU. The FMUs in the 
environment are represented by the orange boxes in Fig. 4. 

From the above-mentioned Ray RLlib toolbox, we utilize 
the Soft-Actor-Critic (SAC) training algorithm presented in 
[31] and [32] to learn the policy 𝜋CVMC for cooperative vehicle 
motion control. For brevity reasons, the theory behind the SAC 
algorithm is not presented in this work. In this regard, the 
interested reader is kindly referred to [31] and [32]. As can be 
seen in Fig. 4, the SAC algorithm determines the action vector 

𝒂𝑘
𝑖  for each agent 𝑖 ∈ {1, … , 𝑁} in every time step 𝑘, which the 

vehicles use to simulate their behavior on the training path. In 
the next time 𝑘 + 1, the SAC algorithm is provided with the 

observation vector 𝒐𝑘+1
𝑖  and the reward 𝑟𝑘+1

𝑖  of each agent 𝑖 ∈
{1, … , 𝑁}. This information is then used to update the policy 
during the training process. The SAC-related hyperparameters 
we use within Ray RLlib to train the policy 𝜋CVMC are 
presented in Table 2. 



  

B.  Training Process 

We train the policy 𝜋CVMC for a total of 400.000 time steps 
on the path depicted in Fig. 4. This path represents the so-
called Kesselberg, a federal street in the German Alps. The 
time step size is set to 0.05s. The training process is executed 
in so-called episodes with a maximum episode length of 300 
time steps. As applied in [7], we randomize the initial state of 
each vehicle at the beginning of an episode to enhance the 
robustness of the policy. In other words, the policy has to learn 
to control the vehicles starting from different initial states. The 
randomized variables and their initialization intervals are 
shown in Table 3. 

Within one episode, the vehicles are controlled until either 
the maximum episode length is reached or a termination 
criterion is triggered. In the latter case, a negative reward 
𝑟abort = −10 is provided to the agent which triggered the 
episode termination. The termination criteria are defined as 

follows: |𝑒𝑦
𝑖 | > 2m, |𝑒𝜓

𝑖 | > 45°, |𝑒𝑑
𝑖 | > 9m, 𝑣𝑥

𝑖 > 60km/h, 

and 𝑣𝑥
𝑖 < 20km/h . For every new training episode, the 

vehicles are re-initialized where the last episode ended. Once 
the vehicles reach the end of the path, training is then resumed 
at the beginning of the path. We utilize the reward functions 
defined in Section III.D with the reward function parameters 
shown in Table 4. We set the reference velocity to 40km/h to 
adhere to the speed limit on the Kesselberg road. Further, we 
set the desired spacing distance, which the FVs should 
maintain to their respective preceding vehicle, to 𝑑des = 10m. 

C.  Evaluation on the Training Path 

We first evaluate the performance of the policy 𝜋CVMC on 

the training path depicted in Fig. 4. Therefore, we simulate 

four vehicles (i.e. one LV and three FVs) over the entire path. 

Each vehicle receives a copy of 𝜋CVMC and executes it in a 

decentralized manner to solve its respective control 

objectives. The vehicles are initialized at the beginning of the 

path without any initial offsets w.r.t. their control goals.  

Table 5 shows the obtained errors of all four agents. It can 

be seen that the policy 𝜋CVMC is able to control all vehicles 
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Figure 4. Environment setup including the training path, the 𝑁 agents with their FMUs (depicted in orange) for both the vehicle model as well as the TIPI, 

and the SAC training algorithm from the Ray RLlib toolbox [29], [30].  

Table 2: SAC-related hyperparameters used to train the policy 𝜋CVMC  

Hyperparameter Value 

Discount factor 𝛾 0.99 

Batch size 512 

Buffer size 50000 

Actor learning rate 3 × 10−4 

Critic learning rate 3 × 10−4 

Entropy learning rate 3 × 10−4 

Number of hidden layers in the NN 2 

Number of perceptrons per hidden layer 256 

 

Table 4: Parameter vectors of the reward functions defined in Section III.D 

Parameter vector 𝒃𝒚 𝒃𝝍 𝒃𝒗𝒙
 𝒃𝒅 

First component 3.0 2.0 2.0 2.0 

Second component 0.01 0.005 0.05 0.2 

 

Table 5: Errors of the agents during the execution on the training path  

Agent 𝑖 1 2 3 4 

𝑒𝑦
𝑖  [m] 

MAX 0.05 0.03 0.04 0.04 

RMS 0.02 0.02 0.02 0.02 

𝑒𝜓
𝑖  [°] 

MAX 2.07 2.23 2.79 2.43 

RMS 0.81 0.91 0.86 0.97 

𝑒𝑣𝑥
𝑖  [

m

s
] 

MAX 0.15 - - - 

RMS 0.09 - - - 

𝑒𝑑
𝑖  [m] 

MAX - 0.24 0.29 0.28 

RMS - 0.09 0.09 0.09 

 

Table 3: Initialization intervals of the variables which are randomized at the 

beginning of an episode 

Variable Initialization interval Applied to 

𝑒𝑦
𝑖  [−0.5m,0.5m] LV & FVs 

𝑒𝜓
𝑖  [−11.5°, 11.5°] LV & FVs 

𝑣𝑥
𝑖  [30

km

h
, 50

km

h
] LV & FVs 

𝑒𝑑
𝑖  [−3m, 3m] FVs 

 



  

with small errors over the entire path. More specifically, it is 

able to solve the PFC task for both the LV and the FVs. 

Additionally, it can control the LV with small velocity errors 

in longitudinal path direction and the FVs with small spacing 

distance errors. For the latter, the policy used the 

communicated state information defined in (7) to select 

cooperative control actions for each FV. This allowed the FVs 

to adjust to the velocity of their respective preceding vehicle 

and to successfully maintain the desired spacing distance. 

This shows that the policy is able to solve the low-level 

control objectives of both the LV and the FVs. At this point, 

it should be emphasized that only a single policy 𝜋CVMC was 

trained that can adapt to two different agent roles within the 

environment and solve their respective control objectives. 

To further underline the robustness of the policy against 

initial offsets, we initialize all vehicles at the beginning of the 

path with an initial lateral error of 0.75m and an initial 

velocity of 45km/h. Additionally, the FVs are initialized 

with a distance of 12m behind their preceding vehicle. In Fig 

5., it can be seen that all agents are able to quickly steer back 

to the path by minimizing the initial lateral error. Further, the 

LV decelerates until it reaches the reference velocity. The 

FVs drive with an increased velocity compared to the LV to 

catch up to their respective preceding vehicle and to reach the 

desired spacing distance of 10m. This shows that the policy 

can control each vehicle such that their initial errors are 

regulated. 

D.  Evaluation on an Unknown Path 

To demonstrate the generalization capabilities of the policy 

𝜋CVMC, we assess its performance on the unknown path 

depicted in Fig. 6, which represents the Sachsenring racetrack 

in Germany. The errors of all vehicles on this path are shown 

in Table 6. It can be seen that the vehicles are still able to 

achieve a high tracking performance across all errors. The 

errors are in the same order of magnitude as on the training 

path, even though this path was never seen during the training 

process. This can be explained by the fact that the training 

path includes route sections with a variety of different 

curvature profiles, which enables the policy to generalize well 

on other paths. This underlines the importance of training the 

policy on a variety of curvature profiles to enable a robust 

control performance. 

V.  CONCLUSION 

In this work, we presented a cooperative MARL-based 

controller that is able to solve several different low-level 

vehicle motion control tasks, including PFC, VC, and ACC. 

Within the MARL training process, we applied parameter 

sharing and trained the controller in a centralized manner 

using the experiences of all vehicles in the environment, 

where the LV and the FVs had different control objectives. 

By incorporating an agent indicator in the observation vector, 

we enabled the policy to distinguish between the two vehicle 

roles and to specialize on the different control tasks of both. 

We demonstrated the effectiveness of the learned policy on 

the training path and showed that it can safely control all 

vehicles in longitudinal and lateral direction such that their 

respective control objectives are solved. Additionally, we 

showed the policy’s robustness against initial errors and 

demonstrated its generalization capabilities on an unseen 
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Figure 5. Simulation results with initial offsets, where the black dashed 

lines represent the desired values. (Top) The lateral deviations 𝑒𝑦
𝑖  of the 

agents w.r.t. the path. (Middle) The distances 𝑑𝑖 of the FVs along the 

path to their respective preceding vehicle. (Bottom) The velocities 𝑣𝑥
𝑖  of 

the agents in longitudinal path direction.  
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Figure 6. The unknown path used to show the generalization capabilities 

of the trained policy 𝜋CVMC.  

Table 6: Errors of the agents during the execution on the unknown path.  

Agent 𝑖 1 2 3 4 

𝑒𝑦
𝑖  [m] 

MAX 0.04 0.03 0.03 0.03 

RMS 0.01 0.02 0.02 0.02 

𝑒𝜓
𝑖  [°] 

MAX 2.20 2.19 2.21 1.88 

RMS 0.72 0.92 1.00 0.65 

𝑒𝑣𝑥
𝑖  [

m

s
] 

MAX 0.13 - - - 

RMS 0.09 - - - 

𝑒𝑑
𝑖  [m] 

MAX - 0.18 0.19 0.22 

RMS - 0.07 0.07 0.07 

 



  

path. Future work will include the extension of our approach 

to cooperative collision avoidance as well as urban driving.  
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