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1. Introduction

1 Introduction

The study of plasma behavior in tokamak fusion reactors is crucial for advancing sustain-
able energy production, as it directly impacts the efficiency and stability of fusion reactions.
Numerical simulations have become indispensable tools for understanding the complex dy-
namics of plasma and optimizing reactor designs. As Birdsall and Langdon (1991) emphasize,
“computer simulation is also becoming an efficient design tool to provide accurate perform-
ance predictions in plasma physics applications to fusion reactors and other devices, which
are now entering the engineering phase” [1].

To model the dynamics of plasma turbulence in tokamaks, the gyrokinetic framework has
proven particularly effective. The gyrokinetic framework simplifies the six-dimensional (6D)
phase space of the Vlasov equation, which consists of three spatial and three velocity dimen-
sions, to a five-dimensional (5D) representation by averaging over the fast gyromotion of
charged particles around magnetic field lines [2, 3]. By simplifying the system, gyrokinetics
provides a powerful means of capturing key plasma behaviors with reduced computational
complexity. At each time step in these simulations, the 5D Vlasov equation must be solved
for each ion species, while the quasi-neutrality condition is imposed via a 3D Poisson-like
equation. The latter describes the electrostatic potential in the plasma and is computation-
ally expensive due to its three-dimensional nature. To mitigate this complexity, gyrokinetic
codes, such as GYSELA [3], simplify this 3D problem by decoupling it along the toroidal dir-
ection, leading to a set of independent 2D problems on poloidal cross-sections of the tokamak
[2].

Figure 1: Schematic illustrating the coupling between the Vlasov and Poisson solvers in
gyrokinetic simulations [2]; courtesy of V. Grandgirard.

These 2D Poisson-like equations can constitute a significant computational bottleneck in
gyrokinetic simulation frameworks. While each instance of the 2D problem is relatively small,
the repeated solution of these equations across thousands of cross-sections over millions of
time steps imposes severe computational demands. Therefore, even small improvements in
the solver’s efficiency can significantly reduce the overall runtime of the simulation [2].
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2. Model Problem and Numerical Solution with GMGPolar

2 Model Problem and Numerical Solution with GMGPolar

In this chapter, we introduce GMGPolar [4, 5, 6], a geometric multigrid solver specifically
designed to efficiently solve 2D Poisson-like equations in gyrokinetic simulations. GMG-
Polar employs a symmetric finite difference scheme and incorporates implicit extrapolation
techniques to achieve a high order of convergence. Furthermore, it is optimized for both
computational and memory efficiency, making it an effective and scalable solution for the
numerical challenges posed by large-scale gyrokinetic simulations. The development of this
solver contributes to ongoing efforts to improve the scalability of modern gyrokinetic frame-
works, supporting more feasible and precise numerical studies of plasma behavior in fusion
devices.

2.1 Model Problem

The model problem in this study is a Poisson-like equation posed on a disk-like domain
Ω ⊂ R2, which represents a cross-section of the tokamak

−∇ · (α∇u) + βu = f in Ω,

u = uD on ∂Ω,
(1)

The terms in the equation are defined as follows:

• f : Ω→ R, with f ∈ C0(Ω̄), represents the source term within Ω.

• uD : ∂Ω→ R, with uD ∈ C0(∂Ω), prescribes the Dirichlet boundary condition on ∂Ω,

• α : Ω→ R≥0, α ∈ C1(Ω) ∩ C0(Ω̄), represents a coefficient modeling the density,

• β : Ω→ R≥0, β ∈ C0(Ω̄), represents a coefficient inversely related to the temperature.

We assume that the domain Ω can be described using curvilinear coordinates, with a reference
domain Ωref parametrized by (r, θ), where (r, θ) ∈ [rmin, rmax]×[0, 2π). The reference domain
Ωref is then mapped onto the physical domain Ω through a function F : Ωref → Ω. To ensure
that this mapping is invertible, we require that rmin > 0 in order to avoid a singularity at
the origin. An example of this mapping for a circular geometry is illustrated in Figure 2.

When addressing the artificial inner boundary, two primary strategies may be employed:
imposing Dirichlet boundary conditions or enforcing symmetric coupling across the origin.
Both approaches require careful handling to avoid artificially perturbing the solution near
the boundary. The Dirichlet condition does not introduce spurious artifacts, but its practical
use is limited by the unknown boundary value. In contrast, symmetric coupling has been
shown to yield accurate results so long as rmin remains sufficiently small, making it a robust
and effective choice in practice.

Furthermore we assume that both the density and temperature profiles are axisymmetric,
meaning they do not vary with the angular coordinate θ. Therefore, the functions α(r) and
β(r) depend only on the radial coordinate r, i.e., α = α(r) and β = β(r).
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2.1 Model Problem
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Figure 2: A circular geometry with an invertible mapping F from Cartesian to polar
coordinates, defined over the domain [rmin, rmax]× [0, 2π). Adapted from [5].

Weak Formulation and Energy Functional

To derive a variational formulation, we multiply Equation (1) by a test function v ∈ H1
0 (Ω),

the Sobolev space of functions vanishing on ∂Ω, and apply integration by parts to obtain
the weak formulation.

The objective is to find u ∈ {H1(Ω) | u = uD on ∂Ω} such that

a(u, v) :=
∫

Ω
α∇u · ∇v + βu · v dx =

∫
Ω

f · v dx =: b(v) ∀v ∈ H1
0 (Ω). (2)

Here, b(v) is a continuous linear functional, and the bilinear form a(u, v) is symmetric,
continuous, and coercive under the assumptions on the density profiles. The existence and
uniqueness of the solution follow directly from the Lax-Milgram Lemma (see, e.g., [7]).

The weak formulation is equivalent to the minimization of the associated energy functional
J(v), as shown in Theorem 2.2 of [8, Chapter 2, p. 34]. The energy functional is given by

J(v) := 1
2a(v, v)− b(v) =

∫
Ω

1
2α|∇v|2 + 1

2βv2 − fv dx. (3)

We can now transform the energy functional from the physical domain Ω to the reference
domain Ωref, assuming that the domain mapping F : Ωref → Ω is invertible. To perform the
transformation, we introduce the notation û(x, y) = u(r, θ), where (x, y) = F (r, θ).

By applying the chain rule, the gradient in the reference domain can be related to the
physical domain as

D(r,θ)u(r, θ) = D̂(x,y)û(F (r, θ)) D(r,θ)F. (4)

Rearranging this equation provides the expression for the gradient in the physical domain
in terms of the reference domain

∇̂(x,y)û(x, y) = D(r,θ)F
−T ∇(r,θ)u(r, θ). (5)
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2.1 Model Problem

Substituting this gradient transformation into the energy functional, the transformed energy
J(u) becomes

J(u) =
∫

F (Ωref)

1
2 α̂|∇̂û|2 + 1

2 β̂û2 − f̂ û d(x, y)

=
∫

Ωref

(1
2α|DF −T · ∇u|2 + 1

2βu2 − fu
)
· |det(DF )| d(r, θ).

(6)

To simplify the notation, we introduce the transformation coefficients(
arr 1

2arθ

1
2aθr aθθ

)
:= 1

2αDF −1DF −T |det(DF )|. (7)

This matrix is symmetric, meaning that arθ = aθr. For the case of standard circular geometry
in polar coordinates, the off-diagonal term arθ vanishes, simplifying the matrix to a diagonal
form, i.e., arθ = 0. This result reflects the rotational symmetry of the geometry.

Remark 2.1. The assumption that the domain Ω can be mapped onto a reference domain
through an invertible function F is a significant simplification. In reality, the geometry
of tokamaks is much more complex, and such a mapping may not always be invertible
due to the intricate shapes and magnetic field line structures within the plasma. Thus, the
idealized domain and mapping employed here may not fully capture the complexities inherent
in simulating plasma dynamics in tokamaks. Domain decomposition [9] and multipatch
methods [10] offer potential solutions by breaking the domain into smaller regions, allowing
more flexible treatment of complex geometries.
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2.2 Finite Difference Discretization

2.2 Finite Difference Discretization

In this study, we solve the Poisson-like equation on the disk-like domain Ω using a finite
difference method, following the approach outlined in [4]. A standard 9-point finite difference
discretization of Equation (1) on a curvilinear domain typically results in a non-symmetric
matrix when applied to anisotropic meshes. Such non-symmetry can pose challenges for
efficient computation and analysis. To preserve symmetry and maintain a compact stencil,
we adopt an alternative approach by discretizing the energy functional directly on a tensor
product mesh, as depicted in Figure 2. On this mesh, both the radial and angular coordinates
are discretized independently, leading to a structured grid over the reference domain that is
orthogonal in the computational space.

We define the grid points on the nr × (nθ + 1) structured grid as follows:

• In the radial direction, we have the grid points ri, with the boundaries defined as
r1 = rmin and rnr = rmax, and the radial spacing hi = ri+1 − ri > 0 for 1 ≤ i < nr.

• In the angular direction, the grid points θj are defined, with the boundaries θ1 = 0
and θnθ+1 = 2π, and the angular spacing kj = θj+1 − θj > 0 for 1 ≤ j ≤ nθ.

We localize the energy functional on rectangular elements Ri,j := [ri, ri + hi]× [θj , θj + kj ].
The total energy functional is given by the sum of the localized energy functionals over all
such elements

J(u) =
nr−1∑
i=1

nθ∑
j=1

JRi,j (u). (8)

The localized energy functional JRi,j (u) on the rectangular element Ri,j is defined as

JRi,j (u) :=
∫

JRi,j

arru2
r + arθuruθ + aθθu2

θ +
(1

2βu2 − fu
)
· |det(DF )| d(r, θ). (9)

To approximate the local energy as part of the discretization of the energy functional, we
begin by applying the midpoint rule to evaluate the integrals. Difference operators are used
to estimate the derivatives ur and uθ at the midpoints, as described in [4]. We employ
linear interpolation to determine intermediate values between grid points. Consequently,
the resulting discretization depends exclusively on function evaluations at the corner points
of each element. The energy functional is approximated to second-order accuracy

J(u) =
nr−1∑
i=1

nθ∑
j=1

J̃Ri,j (u) +O(h2 + k2). (10)

by the local energy discretizations J̃Ri,j (u). Summing these contributions over all elements
in the domain yields the global discrete energy functional J̃(u). This global functional can
be expressed in matrix form as

J̃(u) := 1
2uT Eu− uT f̃ =

nr−1∑
i=1

nθ∑
j=1

J̃Ri,j (u), (11)
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2.2 Finite Difference Discretization

where E is the discrete energy operator, u represents the vector of nodal values, and f̃ is
the discretized forcing term f |det(DF )|.

To find the minimizer of the discrete functional J̃(u), we compute its derivative with respect
to the nodal values us,t and set it equal to zero. This condition ensures that the solution
corresponds to a critical point of the energy functional

∂

∂us,t

(1
2uT Eu− uT f̃

)
=

nr−1∑
i=1

nθ∑
j=1

∂

∂us,t
J̃Ri,j (u) != 0. (12)

The derivative of the local energy contributions J̃Ri,j (u) with respect to us,t is non-zero only
for elements Ri,j that contain the node (s, t). This localization implies that the influence of
a vertex is confined to its neighboring elements, specifically the four rectangular elements
that share that vertex. This structure naturally gives rise to a 9-point stencil.

In our finite-dimensional approximation, each discrete value ui,j corresponds directly to the
value of the continuous function at the grid point u(ri, θj). Consequently, the 9-point stencil
encapsulates the coupling between a given node and its eight neighboring nodes, which can
be expressed as follows:

ui−1,j : left := −1
2

kj−1 + kj

hi−1
(arr

i,j + arr
i−1,j),

ui+1,j : right := −1
2

kj−1 + kj

hi
(arr

i,j + arr
i+1,j),

ui,j−1 : bottom := −1
2

hi−1 + hi

kj−1
(aθθ

i,j + aθθ
i,j−1),

ui,j+1 : top := −1
2

hi−1 + hi

kj
(aθθ

i,j + aθθ
i,j+1),

ui−1,j−1 : bottom left := −1
4(arθ

i−1,j + arθ
i,j−1),

ui+1,j−1 : bottom right := +1
4(arθ

i+1,j + arθ
i,j−1),

ui−1,j+1 : top left := +1
4(arθ

i−1,j + arθ
i,j+1),

ui+1,j+1 : top right := −1
4(arθ

i+1,j + arθ
i,j+1),

ui,j : center := −(left + right + bottom + top)

+ (hi + hi−1)(kj + kj−1)
4 βi,j |det(DF )i,j |,

(13)

with the corresponding right hand side

(hi + hi−1)(kj + kj−1)
4 fi,j |det(DF )i,j |. (14)

The structure of the stencil in the system of equations (13) is adapted from [11].
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2.2 Finite Difference Discretization

Positive Definiteness of the Discrete Energy Operator

The minimization of the discrete energy functional J̃(u) is equivalent to solving the linear
system

Eu = f̃ , (15)

provided that the discrete energy operator E is symmetric and positive definite. The sym-
metry of E follows directly from its construction and requires that the treatment of boundary
conditions also preserves this symmetry. We now argue that E is also positive definite for
sufficiently small mesh sizes h and k.

Let v ∈ H1(Ω) denote an arbitrary nonzero function. From the approximation property of
the discrete energy operator and the coercivity of the bilinear form a(·, ·), it follows that

vT Ev = a(v, v) +O(h2 + k2)
≥ c∥v∥2H1(Ω) +O(h2 + k2).

(16)

for some constant c > 0. This establishes the positive definiteness of E for sufficiently fine
meshes, as vT Ev remains strictly positive for any nonzero vector v. Therefore, the linear
system Eu = f̃ is well-posed, with a unique solution for any given right-hand side f̃ .

Incorporation of Boundary Conditions

To clarify the formulation, we partition the system matrix E and the discrete solution
vector u into two groups: interior degrees of freedom, denoted by Ω, and boundary degrees
of freedom, denoted by Γ. The submatrix EΩΩ corresponds to interactions among interior
nodes, while EΩΓ represents the coupling between interior and boundary nodes.

Dirichlet boundary conditions on ∂Ω are imposed by directly setting the prescribed boundary
values uD in the solution vector. This process involves modifying both the system matrix
E and the right-hand side vector f̃ to enforce the boundary conditions, all while preserving
the symmetry and positive definiteness of the system.

(
EΩΩ EΩΓ

0 I

)(
uΩ
uΓ

)
=
(

f̃Ω
uD

)
=⇒

(
EΩΩ 0

0 I

)(
uΩ
uΓ

)
=
(

f̃Ω − EΩΓuD

uD

)
. (17)

The treatment of boundary conditions on the artificial inner boundary is a critical aspect of
ensuring the accuracy and stability of numerical methods. A common strategy is to enforce
Dirichlet boundary conditions at a small radius rmin > 0, thereby effectively avoiding the
singularity at r = 0. Although it is not possible to determine these boundary conditions
explicitly, and they are inherently arbitrary, this approach is still commonly adopted in
GyselaX [2] to manage the artificial inner boundary. The discretization of the origin as a
node was explored in [4], but it resulted in unsatisfactory error convergence, and thus is no
longer considered in our approach.
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2.3 Geometric Multigrid

A more sophisticated method to handle the singularity at the origin involves discretizing
across the origin. This approach leverages local information near the origin to avoid directly
imposing artificial boundary conditions. Instead of defining a boundary condition at rmin,
the discretization method involves connecting nodes across the origin. This is achieved
by creating a stencil that spans the artificial boundary at rmin. The geometrical distance
between nodes is set to h−1 := 2rmin, ensuring that the nodes across the origin are properly
linked. A key requirement of this method is that the opposite node, (rmin, θj + π), must
be included in the computational domain to preserve the symmetry across the origin, or
alternatively, that nθ is even, which would also suffice. This method results in an artificial
7-point stencil, as depicted in Figure 3, where the top-left and bottom-left contributions are
removed.

Figure 3: Illustration of the 7-point stencil used to discretize across the origin. The black
dots represent the neighboring nodes connected to the central white node, which
is positioned near the origin.

2.3 Geometric Multigrid

A powerful approach for solving large-scale linear systems arising from the discretization
of partial differential equations (PDEs) is the class of methods known as Geometric Multi-
grid (GMG). The key idea behind GMG, as described in [12], is to accelerate the conver-
gence of traditional iterative solvers by exploiting a hierarchy of grids with varying levels
of resolution. By transferring both the solution and residuals between these grids, GMG
effectively reduces high-frequency and low-frequency error components, achieving optimal
convergence rates that are independent of the mesh size. This property makes GMG par-
ticularly attractive for solving elliptic PDEs, such as Poisson’s equation, where traditional
iterative methods like Jacobi or Gauss-Seidel exhibit slow convergence when dealing with
low-frequency errors. Beyond its theoretical appeal, GMG has been widely adopted in large-
scale simulations, where its efficiency and scalability make it particularly well-suited for
modern high-performance computing architectures.

Originally proposed by Fedorenko in 1964 [13], the multigrid approach was initially intro-
duced to address the shortcomings of classical methods. It was further advanced by Brandt
in 1977 [14], who introduced the multigrid cycle, and Hackbusch in 1985 [15], who refined the
theoretical foundations of multigrid methods. Over time, GMG has become a cornerstone
technique in numerical analysis and scientific computing. For a comprehensive overview
of multigrid methods, readers may refer to the influential works of Briggs et al. [16] and
Trottenberg et al. [12].
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2.3 Geometric Multigrid

Transfer Operators

The multigrid method relies on two key operations to transfer information between grids of
different resolutions: prolongation and restriction. These operators are essential for ensuring
that the solution is accurately represented and efficiently computed across multiple grid
levels. The grids are arranged in a hierarchy, with each level l corresponding to a specific
resolution. The coarsest grid is usually denoted by l = 0, and finer grids correspond to
progressively larger values of l.

The prolongation operator, typically denoted by P l
l−1, is used to interpolate a solution from

a coarse grid to a finer grid. A common choice for prolongation is bilinear interpolation,
which estimates fine-grid values by averaging neighboring coarse-grid values. This smooth
interpolation preserves the overall structure of the solution and minimizes the introduction of
high-frequency errors, which are detrimental to the convergence of the multigrid method.

The restriction operator, typically denoted by Rl−1
l , performs the reverse operation by trans-

ferring information from a fine grid to a coarse grid. A typical choice for restriction is the
full weighting (FW) operator [12], which averages fine-grid values to produce coarse-grid
values. However, proper scaling is essential to ensure that the restriction operator preserves
the integral properties of the solution and maintains consistency between the coarse-grid
and fine-grid discretizations. This scaling guarantees that the coarse-grid operator Al−1
approximates the fine-grid operator Al when combined with the transfer operators, such
that the relationship P l

l−1Al−1Rl−1
l ≈ Al is satisfied. Notably, the scaled FW operator also

aligns with the definition of the restriction operator as the transpose of the prolongation
operator.

The prefactors in the transfer operators depend on whether the grid size h appears explicitly
in the system matrix or has been factored out (for example, by multiplying the discrete
equation by h2). As noted in [12, Remark 2.7.5], if the fine-grid equations are scaled by h2,
one must use a factor of 4h2 on the coarse grid (instead of h2) to correctly account for the
change from h to 2h. Neglecting this factor of 4 can lead to an incorrect transfer of defects
and a misrepresentation of the solution on the coarse grid.

In stencil notation, the nine-point prolongation and restriction operators for 2D isotropic
meshes are given by

P l
l−1 = 1

4

1 2 1
2 4 2
1 2 1

 , Rl−1
l = 4

16

1 2 1
2 4 2
1 2 1

 . (18)

Near the boundaries of the computational domain, ensuring accurate and consistent interac-
tions between coarse and fine grids can be particularly challenging. Typically, ghost points
are employed to extend the grid and manage boundary conditions. However, in this work,
we choose not to use ghost points in order to maintain simplicity and avoid the added com-
plexity they introduce. Instead, we define the restriction operator as the transpose of the
prolongation operator. This approach streamlines boundary treatment but requires careful
consideration when applied within the multigrid method.
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The Multigrid Cycle

The multigrid cycle is the core computational procedure that defines how information is
processed across multiple grid levels to achieve efficient convergence. The most commonly
used multigrid cycle is the V-cycle, which traverses the grid hierarchy from the finest level
to the coarsest level and back [12, 16]. The V-cycle is characterized by its simplicity and
effectiveness in reducing both high-frequency and low-frequency errors.

The V-cycle begins with an initial guess for the solution on the finest grid. The first step
involves applying iterative smoother steps, such as Gauss-Seidel or Jacobi iterations [16], to
improve the solution. These iterative methods are referred to as “smoothers” because they
effectively reduce high-frequency errors, thereby making the solution smoother. However,
they are less effective at addressing low-frequency errors, which persist on larger scales.
Once the solution has been sufficiently smoothed, the residual error, which is defined as
the difference between the current approximation and the true solution, is transferred to
a coarser grid using a restriction operation. This process enables the method to handle
larger-scale errors that cannot be effectively reduced on the finer grid, thus preparing the
solution for further correction on the coarser grid. On the coarser grid, the error is corrected
through a few iterative smoother steps or, if the grid is coarse enough, by using a direct
solver. After this correction, the improved solution is interpolated back to the finer grid
through a prolongation operation. This step transfers the corrections from the coarse grid to
the finer grid, enhancing the accuracy of the solution. Finally, additional iterative smoother
steps are applied on the finer grid to eliminate any remaining oscillatory errors and further
refine the solution.

This process is repeated across the grid hierarchy, ensuring that the solution converges
quickly and efficiently by addressing errors at multiple scales. The algorithm for the V-cycle
is outlined in Algorithm 1.

Algorithm 1 Multigrid V-cycle
1: Input: Current level l, initial guess ul, system matrix Al, right-hand side fl

2: Output: Updated solution ul for the linear system Alul = fl

3: function V-Cycle(l, ul, Al, fl)
4: if l == 0 (coarsest level) then
5: Solve Alul = fl directly
6: else
7: Presmoothing: ul ← Sν1

l (ul, Al, fl) ▷ Apply smoothing with ν1 iterations.
8: Compute the residual: rl ← fl −Alul

9: Restrict the residual: rl−1 ← Rl−1
l rl

10: Initialize coarse grid correction: el−1 ← 0
11: Recursive call: ▷ Solve the coarse system Al−1el−1 = rl−1.
12: el−1 ← V-Cycle(l − 1, el−1, Al−1, rl−1)
13: Prolongate the correction: el ← P l

l−1el−1
14: Correct the approximation: ul ← ul + el

15: Postsmoothing: ul ← Sν2
l (ul, Al, fl) ▷ Apply smoothing with ν2 iterations.

16: end if
17: end function

14



2.3 Geometric Multigrid

A key strength of multigrid methods is their convergence behavior, often described as “h
independent convergence” [14, 12]. This means that the number of iterations required for
convergence remains stable regardless of the problem size, in contrast with many other it-
erative methods whose performance deteriorates with finer grid resolutions. Additionally,
under certain conditions, such as for classical problems like Laplace’s equation, the compu-
tational effort per iteration appears to scale linearly with the number of unknowns. This
suggests an effective complexity of approximately O(n) for n degrees of freedom. However,
it is important to note that this optimal scaling may not be universally applicable across all
problem types or multigrid variants. This combination of fast convergence and near linear
computational complexity makes multigrid techniques particularly well suited for efficiently
solving large scale problems.

Smoothing Procedure

The application of geometric multigrid methods to disk-like or polar domains poses unique
challenges due to the coordinate transformation. Near the origin, the grid undergoes sig-
nificant geometric compression. In this region, the strong coupling aligns with the angular
direction, and standard pointwise relaxation methods struggle to smooth errors effectively
along the weakly coupled radial direction [5]. To address this, line relaxation techniques [12]
were introduced, updating entire lines of grid points in the direction of strong coupling.
Beyond the challenges posed by the coordinate transformation, grid anisotropy further com-
plicates the problem. For instance, on a uniform grid, increasing the number of grid points in
the angular direction results in a more pronounced radial-aligned coupling across the entire
domain.

To manage these varying influences, a hybrid smoothing strategy is adopted: circular line
smoothers effectively address the strong angular coupling near the origin, whereas radial
line smoothers are employed in the outer domain where radial interactions dominate. This
combined approach mitigates errors arising from both the coordinate transformation and
the grid anisotropy, leading to more robust and efficient convergence [17].

(a) Circle line smoother. (b) Radial line smoother. (c) Combined line smoother.

Figure 4: Illustration of the zebra line smoothers: (a) circle line smoother, (b) radial line
smoother, and (c) their optimized combination. Adapted from [5].
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2.3 Geometric Multigrid

Figure 4 illustrates the concept of zebra line smoothers, where the lines are colored black
and white depending on whether they are odd or even. This alternating pattern of coloring
forms the basis of the zebra line smoothing technique, in which the smoothing process is
performed in two distinct steps: first, all grid points along black lines of the same color are
processed simultaneously, followed by a second step where all points along white lines of the
same color are updated simultaneously.
Since the 9-point stencil considers only immediate neighbors, two colors are sufficient to
ensure that directly interacting points are updated in separate steps. However, employing a
stencil with a broader interaction range would necessitate additional colors.

The circular line smoother (Figure 4a) updates grid points along concentric circles, while
the radial line smoother (Figure 4b) updates points along radial lines. The combined line
smoother (Figure 4c) optimizes the use of both circular and radial updates, providing a
robust solution for smoothing errors across the entire domain. Experimental analyses of
smoothing factors, as discussed in [5], indicate that optimal convergence is achieved when
transitioning from circular to radial smoothing under the condition

kj

hi
ri > 1 (19)

This criterion is derived from an analysis of the directional coupling in the discretized system
and works well when the coefficient k is constant. In a more general setting where kj may
vary along the circle, this switching condition might not be uniformly satisfied across all grid
points. Some points could have values of kj

hi
ri that are less than 1 while others exceed it.

In such cases, it would be more appropriate to consider the minimum or maximum value of
kj

hi
ri over the circle to establish a robust switching criterion.

Since our application practically considers only constant k, the simple condition above
provides an effective and sufficiently accurate means to balance the circular and radial up-
dates.

Combined Circular and Radial Line Smoothing

In the case of the combined line smoother, the degrees of freedom (DOF) are grouped into
four distinct categories based on their alignment with the smoothing directions and their
color. These categories are: black circular, white circular, black radial, and white radial.
Each of these groups corresponds to a specific update step during the smoothing process.

In our approach, we designate the outermost circular grid line as black, which effectively sep-
arates the white circles from the radial smoothers. This distinction enables us to reorganize
the system of equations, Au = f , into a block structure that captures the directional coup-
ling within the system. Specifically, the matrix A is partitioned into blocks that represent
interactions among the four groups, as illustrated in the following equation:

ABCBC
ABCWC

ABCBR
ABCWR

AWCBC
AWCWC

0 0
ABRBC

0 ABRBR
ABRWR

AWRBC
0 AWRBR

AWRWR




uBC

uWC

uBR

uWR

 =


fBC

fWC

fBR

fWR

 . (20)

16



2.4 Implicit Extrapolation

The optimized smoothing procedure Sν
l (ul, Al, fl) is outlined in Algorithm 2. The algorithm

iteratively updates the solution for each group of points (black-circle, white-circle, black-
radial, and white-radial) in a sequential manner, with each step functioning as a block
Gauss-Seidel relaxation.

Algorithm 2 Optimized circle-radial Zebra-line smoothing (Block Gauss-Seidel)
1: Input: level l, initial guess ul, system matrix Al, right-hand side fl

2: Output: Updated solution ul for the linear system Alul = fl

3: function Sν
l (ul, Al, fl)

4: for i = 1 to ν do
5: Black-Circle update uBC

:
6: ABCBC

uBC
= fBC

−ABCWC
uWC

−ABCBR
uBR
−ABCWR

uWR

7: White-Circle update uWC
:

8: AWCWC
uWC

= fWC
−AWCBC

uBC

9: Black-Radial update uBR
:

10: ABRBR
uBR

= fBR
−ABRWR

uWR
−ABRBC

uBC

11: White-Radial update uWR
:

12: AWRWR
uWR

= fWR
−AWRBR

−AWRBC
uBC

13: end for
14: end function

Each update step can be written more compactly as

Asc usc = fsc −A⊥
sc u⊥

sc, (21)

where s ∈ {circle, radial} indicates whether the update corresponds to a circular or radial
smoother, and c ∈ {black, white} represents the color group of the points being updated.

A key aspect of this procedure is the coupling between radial and circular updates. Specific-
ally, the radial smoothing steps depend on the updates from the outer most black circular
line, creating a dependency that improves the overall performance of the smoothing pro-
cess. By ensuring that radial updates incorporate information from the black circular lines,
the algorithm enhances the propagation of corrections across the domain, leading to faster
convergence and more effective error reduction [11].

2.4 Implicit Extrapolation

Implicit extrapolation is a mathematical technique used to improve the accuracy and effi-
ciency of numerical methods for solving differential equations and other computational prob-
lems [18]. Unlike explicit extrapolation methods, where successive solutions are computed
and adjusted based on known previous information, implicit extrapolation relies on solving
equations that incorporate the target behavior directly into the computational framework.
The key idea behind implicit extrapolation is that errors introduced by the discretization
process can be systematically reduced by leveraging information across different grid levels
[19]. A key advantage is its straightforward compatibility with multigrid methods, requiring
minimal modifications. The only necessary adaptation is the introduction of a specialized
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2.4 Implicit Extrapolation

smoother tailored for the extrapolation process, making implicit extrapolation both practical
and computationally efficient for improving the precision of multigrid solvers [5].

One of the most common forms of implicit extrapolation used in multigrid methods is τ -
extrapolation, which is based on local asymptotic expansions of the truncation error. A
locally uniform mesh provides the necessary structure for these expansions, ensuring accurate
representation of regular solutions [20]. We will employ a two-grid extrapolation technique at
the top two levels, requiring uniform refinement between them to ensure that the asymptotic
behavior of the truncation error is preserved.

The extrapolation procedure is applied directly to the discrete energy functional Eh(uh),
which approximates the continuous energy functional with second-order accuracy (see Equa-
tion (10)). Assuming the problem and its solution exhibit sufficient regularity, the energy
functional can be expressed as an asymptotic expansion of the form

Eh(uh) = E(u) + h2e2 + h3e3 + h4e4 + . . . , (22)

where E(u) is the exact energy of the continuous solution, and e2, e3, e4, . . . are coefficients
independent of h. In many cases, especially when the numerical scheme is symmetric, the
odd-order coefficients vanish, resulting in an error expansion that involves only even powers
of h [21]. Substituting the asymptotic expansions for Eh(uh) and E2h(uh) into

Eh(uh) = 4
3Eh(uh)− 1

3E2h(uh) (23)

shows that the leading h2 term cancels out. Consequently, the new approximation Eh(uh)
exhibits an error starting at O(h3) (or even O(h4) if the odd-order coefficients vanish),
thereby significantly enhancing the accuracy of the computed energy.

In the case of τ -extrapolation, an inappropriate choice of the prolongation and restriction
operator may destroy any effect of the τ -extrapolation [21]. To avoid this, the standard
injection approach is chosen because it preserves the exact values at the coarse nodes without
introducing any additional interpolation error, thereby ensuring that the asymptotic behavior
of the truncation error is maintained across grid levels. Let IL−1

L denote the restriction
operator that injects the solution from the finest grid level L to the coarse grid level L− 1,
and let IL

L−1 := (IL−1
L )T denote the prolongation operator, which transfers the solution back

to the fine grid.

The τ -extrapolation extrapolation strategy modifies both the system matrix and the right-
hand side of the discrete problem to cancel out the leading-order error term. In particular,
we define the extrapolated operators at the finest level by combining the contributions from
the fine and the next-coarser levels as follows

AL,ex := 4
3AL −

1
3IL

L−1AL−1IL−1
L ,

fL,ex := 4
3fL −

1
3IL

L−1fL−1.
(24)
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For further clarity, we partition the operator AL,ex, the solution uL,ex and the right-hand
side fL,ex into their respective coarse (c̄) and fine (f̄) components. With this partitioning,
the extrapolated hierarchical system can be written in block form as

4
3Ac̄c̄

L − 1
3AL−1

4
3Ac̄f̄

L

4
3Af̄ c̄

L
4
3Af̄ f̄

L


uc̄

L

uf̄
L

 =

4
3f c̄

L − 1
3fL−1

4
3f f̄

L

 . (25)

Note that it is not necessary to construct this extrapolated system explicitly during the
multigrid algorithm, since we employ a matrix-free approach and directly combine the con-
tributions from different levels, avoiding the need for an explicit system assembly.

The restriction and prolongation operators connecting uniformly refined meshes on levels L
and L− 1 are derived via the extrapolation method using linear finite elements on triangles.
As a result, the extrapolated prolongation operator P L

L−1,ex is implemented with a 7-point
stencil, effectively capturing the local contributions needed for accurate inter-level transfer

P L
L−1,ex =


1
2

1
2 0

1
2 1 1

2
0 1

2
1
2

 . (26)

The corresponding restriction operator RL−1
L,ex is the adjoint of the prolongation, defined as

RL−1
L,ex = (P L

L−1,ex)T , ensuring that the coarse grid values are correctly projected back to the
fine grid in the opposite direction.

Multigrid methods fundamentally rely on the restriction of the residual to coarser grids. In
the context of the extrapolated system, the restricted residual can be significantly simplified,
since it reduces to a weighted combination of the residuals computed at levels L and L−1

RL−1
L,ex(fL,ex −AL,exuL) = 4

3RL−1
L,ex(fL −ALuL)− 1

3RL−1
L,ex IL

L−1(fL−1 −AL−1IL−1
L uL)

= 4
3RL−1

L,ex(fL −ALuL)− 1
3(fL−1 −AL−1IL−1

L uL),
(27)

which follows from the observation that RL−1
L,ex IL

L−1 reduces to the identity.

The algorithm that integrates the implicit extrapolation technique into the multigrid V-cycle
is outlined in Algorithm 3. In this method, smoothing is only applied to fine-grid nodes while
freezing coarse-grid values (which carry the extrapolation result). This is implemented by
moving coarse-grid contributions to the right-hand side, effectively decoupling them from
the smoothing process. As a result, the extrapolated values on coarse-grid nodes remain
intact, preserving their higher accuracy. This ensures that the smoothing process does not
interfere with the extrapolation responsible for enhancing the accuracy of the solver.
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A notable difference compared to the standard multigrid approach is the convergence cri-
terion. Instead of monitoring the standard residual, we evaluate the extrapolated residual
defined by

rL,ex := fL,ex −AL,ex uL

= 4
3
(
fL −AL uL

)
− 1

3IL
L−1

(
fL−1 −AL−1 IL−1

L uL

)
,

(28)

which effectively combines error contributions from both the fine and immediately coarser
grids. The extrapolated residual captures the leading-order error terms that are canceled
out by the extrapolation process, making it a more reliable indicator of the true error in
the solution. By using this extrapolated residual as the stopping criterion, the algorithm
naturally accounts for the higher-order error cancellation provided by the extrapolation
process.

Algorithm 3 Implictly Extrapolated Multigrid V-cycle
1: Input: finest level L > 0, initial guess uL, system matrix AL, right-hand side fL

2: Output: Updated solution uL for the linear system ALuL = fL

3: function IEMG V-Cycle(L, uL, AL, fL)
4: Presmoothing: ▷ Smoothing only on the fine nodes.
5: uf̄

L ← Sν1
L (uf̄

L, Af̄ f̄
L , f f̄

L −Af̄ c̄
L uc̄

L)
6: Compute and restrict the residual:
7: rL−1 ← 4

3RL−1
L,ex(fL −ALuL)− 1

3(fL−1 −AL−1IL−1
L uL)

8: Initialize coarse grid correction: eL−1 ← 0
9: Recursive call: ▷ Solve the coarse system AL−1eL−1 = rL−1.

10: eL−1 ← V-Cycle(L− 1, eL−1, AL−1, rL−1)
11: Prolongate the correction: eL ← P L

L−1,exeL−1
12: Correct the approximation: uL ← uL + eL

13: Presmoothing: ▷ Smoothing only on the fine nodes.
14: uf̄

L ← Sν2
L (uf̄

L, Af̄ f̄
L , f f̄

L −Af̄ c̄
L uc̄

L)
15: end function

In practice, we retain the coarse nodes in the system because their values remain unchanged
during the smoothing process. To achieve this, we modify the system matrix by setting a
one on the diagonal for each coarse node and transferring the corresponding contributions
to the right-hand side. This treatment effectively decouples the coarse grid nodes from the
smoothing steps, yielding a matrix structure where the line smoothers containing coarse
nodes become purely diagonal.

While implicit extrapolation enhances the asymptotic accuracy, it tends to exhibit slower
algebraic convergence compared to the standard multigrid method. In practice, the implicitly
extrapolated multigrid solver often requires more iterations to meet a prescribed tolerance.
For instance, as summarized in Table 1, iteration counts have been observed to generally
double with extrapolation. Nevertheless, the increased computational cost is compensated
by a significant gain in accuracy, with observed convergence orders of approximately 3.6 in
the weighted L2-norm and 3.0 in the infinity norm.
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nr × nθ its ρ̂ ∥err∥l2 ord. ∥err∥∞ ord. time[s]

No extrapolation
49 × 64 24 0.46 9.3 · 10−3 – 2.3 · 10−2 – 0.06
97 × 128 23 0.45 2.3 · 10−3 2.01 5.9 · 10−3 1.98 0.09
193 × 256 22 0.43 5.8 · 10−4 2.00 1.5 · 10−3 2.01 0.14
385 × 512 21 0.40 1.5 · 10−4 2.00 3.7 · 10−4 2.00 0.22
769 × 1024 19 0.37 3.6 · 10−5 2.00 9.3 · 10−5 2.00 0.43
1537 × 2048 17 0.34 9.1 · 10−6 2.00 2.3 · 10−5 2.00 1.12
3073 × 4096 16 0.31 2.3 · 10−6 2.00 5.8 · 10−6 2.00 4.63

Implicit extrapolation
49 × 64 54 0.71 2.2 · 10−3 – 9.2 · 10−3 – 0.13
97 × 128 45 0.66 1.5 · 10−4 3.90 1.2 · 10−3 3.01 0.17
193 × 256 42 0.64 1.1 · 10−5 3.78 1.1 · 10−4 3.43 0.28
385 × 512 42 0.64 8.3 · 10−7 3.74 1.0 · 10−5 3.39 0.44
769 × 1024 41 0.64 6.3 · 10−8 3.71 1.3 · 10−6 3.01 0.87
1537 × 2048 41 0.63 5.0 · 10−9 3.66 1.6 · 10−7 3.00 2.70
3073 × 4096 40 0.63 4.1 · 10−10 3.61 2.0 · 10−8 3.00 12.13

Table 1: Convergence rates of the GMGPolar solver for a Cartesian-shaped solution on the
Czarny geometry. The table presents the iteration count, mean residual reduction
factor ρ̂, and errors of the iterative solution compared to the exact solution. Er-
rors are evaluated using the weighted 2-norm and infinity norm, along with their
respective error reduction orders.

To quantify the convergence behavior of the solver, we analyze two key metrics: the mean
residual reduction factor ρ̂ and the convergence order. The residual reduction factor is
defined as

ρ̂ := its
√
∥rits

L ∥2
∥r0

L∥2
, (29)

where ∥r0
L∥2 and ∥rits

L ∥2 denote the initial and final residual norms at the finest level L, and
‘its’ represents the total number of iterations. A lower value of ρ̂ indicates a more efficient
reduction of the residual per iteration.

The convergence order (ord.) measures the rate at which the numerical error decreases as
the grid is refined. The error err is defined as the difference between the numerical solution
and the exact solution, evaluated in both the weighted L2-norm (∥err∥l2) and the infinity
norm (∥err∥∞). The convergence order is determined from the relation

∥errk−1∥
∥errk∥

=
(√

Nk−1
Nk

)−ord

, (30)

where N := nr · nθ is the total number of grid points. This formulation accounts for the
two-dimensional nature of the problem, where grid refinement follows a factor related to
the square root of the total grid size ratio. The convergence order provides insight into
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the accuracy improvement as resolution increases, with higher values indicating faster error
reduction.

In summary, implicit extrapolation offers a systematic approach to improving the accuracy
of multigrid methods by canceling leading-order error terms through a combination of fine
and coarse grid contributions. While it introduces additional computational overhead due to
slower algebraic convergence, the resulting higher-order convergence makes it a valuable tool
for problems requiring high precision. The seamless integration of this technique into the mul-
tigrid framework, as illustrated in Algorithm 3, underscores its practicality and robustness.
This approach naturally complements a matrix-free implementation, which avoids explicit
matrix storage and operations, further improving computational efficiency and scalability
for large-scale problems.

2.5 Matrix-Free Implementation

The matrix-free approach is a powerful strategy for solving large-scale problems efficiently,
particularly in memory-constrained environments. Instead of explicitly storing the system
matrix, matrix-vector products are computed on-the-fly during multigrid iterations. This
approach is especially beneficial for high-dimensional problems or those with fine discret-
izations, where storing the full matrix would be prohibitively expensive [22]. By avoiding
matrix storage, the matrix-free method significantly reduces memory usage and eliminates
the need for costly matrix assembly operations, thereby lowering preprocessing overhead.

Modern computational methods often face challenges related to memory efficiency and per-
formance, particularly in large-scale simulations. In many such problems, the computational
bottleneck arises not from the arithmetic operations themselves but from the limitations of
memory bandwidth and access latency, rendering these computations largely memory-bound
rather than compute-bound [23]. Explicitly storing the system matrix A for a 9-point stencil
requires 9N +O(1) memory, which becomes prohibitive as the problem size grows.

To mitigate this memory requirement, we leverage the inherent structure of the discretiz-
ation, which is primarily governed by the transformation coefficients arr, aθθ and arθ that
define the local interactions of the 9-point stencil. Rather than storing the full system mat-
rix, one could store only these transformation coefficients, which encapsulate the essential
information for the discretization. This approach enables a matrix-free application of A,
reducing the memory footprint to 3N , as only three coefficient values are stored per grid
point.

The weighted coefficients associated with the stencil (13), determined by the grid spacings,
are computed on-the-fly during the matrix-vector product and combined with the precom-
puted transformation coefficients to efficiently apply the operator A. This approach not only
minimizes memory usage but also provides flexibility in handling complex geometries, as the
transformation coefficients are explicitly stored at each grid point and do not need to be
recomputed during application, reducing computational overhead. The calculation of the
weighted coefficients for the stencil is illustrated in the code snippet shown in Figure 5.
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1 double coeff1 = 0.5 * (k_dist[j] + k_dist[j-1]) / h_dist[i-1];
2 double coeff2 = 0.5 * (k_dist[j] + k_dist[j-1]) / h_dist[i];
3 double coeff3 = 0.5 * (h_dist[i] + h_dist[i-1]) / k_dist[j-1];
4 double coeff4 = 0.5 * (h_dist[i] + h_dist[i-1]) / k_dist[j];
5 double coeff5 = 0.25 * (h_dist[i] + h_dist[i-1]) * (k_dist[j] + k_dist[j-1]);

Figure 5: Code snippet illustrating the calculation of weighted coefficients for the stencil.

Figure 6 illustrates the matrix-free application of the stencil, where the system matrix A
is efficiently applied by leveraging the stored transformation coefficients. This approach
dynamically gathers the necessary coefficients from neighboring nodes during computation,
eliminating the need to construct and store a full matrix. Consequently, it achieves high
computational efficiency while maintaining a low memory footprint. We call this the ‘Take’
method because it actively “takes” the transformation coefficients arr, aθθ and arθ from
nearby nodes as needed, streamlining both memory usage and computational effort.

5 result[i,j] = (
6 - coeff1 * (arr[i,j] + arr[i-1,j]) * x[i-1,j] // Left
7 - coeff2 * (arr[i,j] + arr[i+1,j]) * x[i+1,j] // Right
8 - coeff3 * (att[i,j] + att[i,j-1]) * x[i,j-1] // Bottom
9 - coeff4 * (att[i,j] + att[i,j+1]) * x[i,j+1] // Top

10

11 - 0.25 * (art[i-1,j] + art[i,j-1]) * x[i-1,j-1] // Bottom Left
12 + 0.25 * (art[i+1,j] + art[i,j-1]) * x[i+1,j-1] // Bottom Right
13 + 0.25 * (art[i-1,j] + art[i,j+1]) * x[i-1,j+1] // Top Left
14 - 0.25 * (art[i+1,j] + art[i,j+1]) * x[i+1,j+1] // Top Right
15

16 + coeff1 * (arr[i,j] + arr[i-1,j]) * x[i,j] // Center: (Left)
17 + coeff2 * (arr[i,j] + arr[i+1,j]) * x[i,j] // Center: (Right)
18 + coeff3 * (att[i,j] + att[i,j-1]) * x[i,j] // Center: (Bottom)
19 + coeff4 * (att[i,j] + att[i,j+1]) * x[i,j] // Center: (Top)
20

21 // Center: Beta contribution
22 + coeff5 * coeff_beta[i] * |detDF[i,j]| * x[i,j]
23 );

Figure 6: Code snippet illustrating the application of the stencil using the ‘Take’ approach,
where transformation coefficients arr, aθθ, arθ are gathered from neighboring nodes.

This approach balances memory efficiency and computational performance, making it ideal
for moderately constrained problems where recalculating coefficients would be too costly.
However, for extremely large-scale simulations, even storing three coefficients per grid point
can be prohibitive, necessitating a more aggressive memory reduction strategy.
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The ‘Give’ Approach

To further reduce the memory footprint of the matrix-free implementation, we consider
eliminating the storage of the transformation coefficients entirely and instead compute them
dynamically during matrix-vector operations. While this strategy reduces memory require-
ments to O(1) (compared to 3N for stored coefficients), it introduces a computational trade-
off: coefficients must be recalculated on-the-fly, increasing arithmetic costs.

This additional overhead becomes especially pronounced in scenarios with more intricate
domain geometries, where the complexity of the calculations grows significantly. If we con-
sider the ‘Take’ approach described earlier, applying the stencil to a node requires gathering
coefficients not only from the central node but also from its orthogonal adjacent neighbors.
Without precomputed coefficients, this would necessitate redundant recalculations of the
same coefficients across overlapping stencil applications, degrading performance.

To address this limitation, the authors of [6] proposed a complementary ‘Give’ approach.
In this paradigm, we compute the transformation coefficients arr, aθθ and arθ only on the
current node. These local values are then distributed across the neighboring nodes according
to the stencil. By distributing the computation of coefficients across threads and sharing
their contributions, the ‘Give’ approach minimizes redundant calculations. However, this
method introduces potential race conditions when multiple threads concurrently update
shared neighboring nodes. Thus, it is essential to ensure that there is enough separation
between the simultaneously processed grid nodes to prevent concurrent writes to the same
node. The application of the system matrix A using the ‘Give’ approach is illustrated in
Figure 7.

To efficiently implement the ‘Give’ approach on a CPU, we leverage parallelization techniques
provided by OpenMP [24]. OpenMP allows us to distribute computational workloads across
multiple threads while providing mechanisms for synchronization and memory management.
One effective strategy is to introduce structured parallelism by partitioning the domain
into independent computational regions, ensuring that no two threads update the same
memory location concurrently. For example, one effective strategy is to assign entire rows
(or columns) to individual threads. Each thread processes a full row (or column) at a
time, ensuring exclusive access to its assigned data. To further prevent conflicts, we can
stagger updates by processing every third row (or column) in parallel and enforcing barriers
between update steps. This ensures that when a thread writes transformation coefficients
to neighboring nodes, the affected memory locations remain consistent before subsequent
computations proceed.

It is important to note that we precompute and store the profile coefficients, α(ri) and
β(ri), along with the trigonometric values sin(θj) and cos(θj), which are frequently used
in describing the domain geometry. Since these functions depend solely on r or θ, their
overall memory footprint is relatively small. This strategy eliminates redundant calculations,
significantly reducing the execution of expensive operations and improving performance.
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5 result[i,j] += (
6 - coeff1 * arr[i,j] * x[i-1,j] // Left
7 - coeff2 * arr[i,j] * x[i+1,j] // Right
8 - coeff3 * att[i,j] * x[i,j-1] // Bottom
9 - coeff4 * att[i,j] * x[i,j+1] // Top

10 // Center: (Left, Right, Bottom, Top)
11 + ((coeff1 + coeff2) * arr[i,j] + (coeff3 + coeff4) * att[i,j]) * x[i,j]
12 // Center: Beta contribution
13 + coeff5 * coeff_beta[i] * |detDF[i,j]| * x[i,j]
14 );
15

16 result[i-1,j] += (
17 - coeff1 * arr[i,j] * x[i,j] // Right
18 + coeff1 * arr[i,j] * x[i-1,j] // Center: (Right)
19 - 0.25 * art[i,j] * x[i,j+1] // Top Right
20 + 0.25 * art[i,j] * x[i,j-1] // Bottom Right
21 );
22 result[i+1,j] += (
23 - coeff2 * arr[i,j] * x[i,j] // Left
24 + coeff2 * arr[i,j] * x[i+1,j // Center: (Left)
25 + 0.25 * art[i,j] * x[i,j+1] // Top Left
26 - 0.25 * art[i,j] * x[i,j-1] // Bottom Left
27 );
28

29 result[i,j-1] += (
30 - coeff3 * att[i,j] * x[i,j] // Top
31 + coeff3 * att[i,j] * x[i,j-1] // Center: (Top)
32 - 0.25 * art[i,j] * x[i+1,j] // Top Right
33 + 0.25 * art[i,j] * x[i-1,j] // Top Left
34 );
35 result[i,j+1] += (
36 - coeff4 * att[i,j] * x[i,j] // Bottom
37 + coeff4 * att[i,j] * x[i,j+1] // Center: (Bottom)
38 + 0.25 * art[i,j] * x[i+1,j] // Bottom Right
39 - 0.25 * art[i,j] * x[i-1,j] // Bottom Left
40 );

Figure 7: Code snippet demonstrating the application of the stencil using the ‘Give’ approach
for distributing the transformation coefficients arr, aθθ and arθ.
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3 Analysis of GMGPolar Version 1.0

In this chapter, we provide an in-depth analysis of the state of the GMGPolar solver [5]
without the modifications made in this thesis. The development of GMGPolar originated
from the collaborative efforts of Martin J. Kühn, Carola Kruse, and Ulrich Rüde, who es-
tablished its foundational numerical framework to deliver a high-order geometric multigrid
method for solving the gyrokinetic Poisson equation. Between 2018 and 2021, early research
focused on finite difference discretizations of the energy functional, designed to preserve the
symmetry of the partial differential operator [4]. This symmetry was particularly advantage-
ous for exploiting efficient multigrid techniques and facilitating the incorporation of implicit
extrapolation for higher-order accuracy. In this context, 5-, 7-, and 9-point stencil schemes
were considered, along with various strategies for managing the interior singularity. These
studies were conducted in MATLAB by Martin Kühn as part of his research, aiming to assess
the effectiveness of different discretization approaches and smoothing procedures [5].

Following the successful validation of the algorithm, the solver was further developed and
ported to a C/C++ implementation between 2020 and 2023 [11]. This task was undertaken
by Christina Schwarz and Philippe Leleux, who incorporated the matrix-free approach and
task-based parallelization, improving scalability and performance. The transition from MAT-
LAB to C/C++ enabled the solver to efficiently handle large-scale problems, reduce memory
overhead, and achieve significant performance improvements on modern high-performance
computing architectures. As a result, GMGPolar shows potential for meeting the demands
of gyrokinetic simulations in fusion plasma research.

A comprehensive comparison of GMGPolar with an embedded boundary solver based on
AMReX and a spline FEM solver was conducted in [6]. The study found that GMGPolar had
the smallest memory footprint while striking a balance between computational efficiency and
high-order approximation. The embedded boundary solver achieved the fastest execution
times and was uniquely capable of handling X-point. Meanwhile, the spline FEM solver
demonstrated the highest accuracy. Despite these distinctions, GMGPolar’s combination of
efficiency, accuracy, and minimal memory usage makes it a highly effective solver for large-
scale gyrokinetic simulations, reinforcing its relevance in future plasma physics research.

3.1 Functional Programming Layout

The transition from MATLAB to C++ posed a critical design challenge: whether to retain
the prototype’s functional foundations or embrace a conventional object-oriented paradigm.
The developers opted for a hybrid philosophy, preserving the MATLAB prototype’s func-
tional programming approach while minimizing reliance on object-oriented paradigms. This
yielded a modular, function-centric architecture where classes act as namespaces for logically
grouped operations, prioritizing mathematical expressiveness over rigid encapsulation. By
mirroring MATLAB’s procedural structure, this design ensured that individual components
of the solver could be directly validated against their MATLAB counterparts, simplifying
the critical task of verifying numerical correctness and algorithmic consistency during the
code transition. For a detailed discussion of the implementation, we refer to [11], but a broad
overview follows below.
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At the heart of the solver, depicted in Figure 8, lies the GMGPolar class, which manages
the overall multigrid hierarchy by overseeing grid generation, level initialization, and the
execution of multigrid iterations. This class is responsible for assembling a series of grid
levels, each represented by an instance of the Level class.

The Level class encapsulates all data structures and operations pertinent to a single grid
level within the multigrid framework. It maintains the vectors that capture the state of
the solution and the residuals, while grid-related information is stored in separate arrays
that require manual indexing to determine global node positions. Moreover, the Level class
integrates the construction and application of the linear system matrix alongside the inter-
level transfer operations. It also implements the smoothing routines that are essential for
enhancing convergence within the multigrid process.

The Gyro class stores the simulation parameters and serves as a utility for computing the
transformation coefficients. The ExactFuncs class encapsulates the essential mathematical
functions that define the problem. It provides the domain geometry mapping F along with
its associated Jacobian, and manages critical components such as the right-hand side, the α
and β coefficients, and the exact solution.

GMGPolar
• create_grid_polar()
• prepare_op_levels()
• polar_multigrid()
• multigrid_iter()
• compute_residual()

vector<Level*> levels

ExactFuncs
• x(), y()
• Jrr(), Jrt(), Jtr(), Jtt()
• rho_glob(), rho_pole()
• coeffs1(), coeffs2()
• phi_exact()

Gyro
• arr_att_art()
• detDFinv()
• coeff_alpha()
• coeff_beta()

icntl, dcntl, dinfo
ExactFuncs* functions

Level

fVec, fVec_initial
u, res, sol_in
u_previous_c, u_previous_r

• build_r(), build_theta()

int nr, ntheta
vector<double> r, theta
vector<double> sin_theta, cos_theta

• buildA()
• build_rhs()
• applyA()

vector<int> row_indices
vector<int> col_indices
vector<double> vals

• apply_prolongation()
• apply_restriction()

• multigrid_smoothing()
• build_Asc()
• build_fsc()
• apply_Asc_ortho()
• facto_circle(), facto_radial()
• solve_circle(), solve_radial()

int delete_circles
vector<vector<int>> A_Zebra_r_row[4]
vector<vector<int>> A_Zebra_c_row[4]
vector<vector<double>> A_Zebra_v_row[4]
vector<vector<int>> A_Zebra_r_LU_row[4]
vector<vector<int>> A_Zebra_c_LU_row[4]
vector<vector<double>> A_Zebra_v_LU_row[4]

Figure 8: Class layout of the GMGPolar solver, highlighting its modular structure and
function-centric design.
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The smoother routines are implemented to support both standard and extrapolated smooth-
ing methods of the combined circle-radial smoother. In this approach, the variable delete_
circles tracks the number of smoother circles used, while arrays such as A_Zebra_r_row,
A_Zebra_c_row, and A_Zebra_v_row (along with their LU-factorized counterparts) store
the solver matrices and factorization data for the four distinct components of the com-
bined smoother. These matrices are crucial for efficiently solving the local systems that
arise during the smoothing process. Finally, the function apply_Asc_ortho() integrates the
complementary stencil component omitted from the smoother’s solver matrix, ensuring that
the update defined in (21) is applied accurately.

Evaluation of Geometries and Test Solutions

To facilitate the verification and analysis of the solver, various poloidal cross-sectional geo-
metries are evaluated. These geometries represent different configurations for studying
plasma behavior and magnetic confinement in fusion devices.

The ‘Circular’ geometry, as the simplest case, provides a symmetric reference for baseline
comparisons. The ‘Shafranov’ geometry [25] incorporates a magnetic axis shift, a key feature
in achieving equilibrium within tokamak plasmas. The ‘Czarny’ geometry [26], with its
pronounced elongation, illustrates the effects of shaping on plasma stability and confinement.
Finally, the non-analytical ‘Culham’ geometry [27, 28] integrates advanced design features
aimed at optimizing confinement properties and minimizing instabilities.

(a) Circular (b) Shafranov (c) Czarny (d) Culham

Figure 9: Illustrations of different poloidal cross-sectional geometries.

(a) Cartesian 1 (b) Cartesian 2 (c) Polar (d) Multi-scale

Figure 10: Illustrations of different test solutions designed to evaluate the solver’s conver-
gence rates.
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To validate the solver’s accuracy and performance, a set of analytical test solutions is
employed, providing critical insights into its adaptability to different configurations. The
‘Cartesian’ test cases represent solutions defined in a standard Cartesian coordinate system,
providing straightforward scenarios for verifying fundamental numerical properties. The
‘Polar’ test case introduces a radially varying solution, for which GMGPolar demonstrates
optimal convergence rates of up to order O(h4). Finally, the ‘Multi-scale’ test case features
fine-scale variations superimposed on a broader solution structure, challenging the solver’s
capacity to resolve multiple spatial scales efficiently.

Additionally, various density and temperature profiles are included to test different physical
density coefficients. By comparing the solver’s numerical results with these manufactured
test cases, we can systematically evaluate its numerical stability, discretization accuracy, and
convergence behavior.

3.2 Identifying and Addressing Implementation Shortcomings

The Level class is central to the GMGPolar solver, not only for managing grid-level operations
but also for handling the storage and manipulation of critical vector data. Specifically, it is
responsible for maintaining the solution vector, residual vector, and right-hand side vector,
which collectively drive the iterative multigrid process. While the class effectively supports
the solver’s core functionality, its current implementation of vector storage presents several
challenges that impact performance, memory efficiency, and maintainability.

In Chapter 2, Equation (17), we derived a symmetric linear system by shifting the inter-
actions between interior nodes and those on the Dirichlet boundary to the right-hand side.
This transformation is crucial because it preserves the inherent symmetry of the system
matrix A. The resulting system takes the form(

AΩΩ 0
0 I

)(
uΩ
uΓ

)
=
(

f̃Ω −AΩΓuD

uD

)
. (31)

Preserving matrix symmetry allows the use of specialized solvers optimized for symmetric
systems, which in turn leads to faster and more robust convergence. Moreover, storing
only the upper (or lower) triangular portion of the matrix can significantly reduce memory
usage, as well as reduce the factorization time. However, these advanced techniques were
not implemented in the original code. Given that the system matrix is constructed solely at
the coarsest level, the practical benefits of these improvements are somewhat limited within
the scope of the solver’s framework.

In the implementation, the right-hand side vector, denoted as fVec, is designed to encapsulate
the modified source term corresponding to the adjusted linear system

fVec :=
(

f̃Ω −AΩΓuD

uD

)
, (32)

hereby ensuring that the Dirichlet boundary conditions are accurately incorporated into the
system while preserving the symmetry of the solver matrix. It is important to note that
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the methods buildA() and applyA() do not operate on the original system matrix A, but
instead on the symmetric solver matrix defined in system (31). In the case of extrapolation,
fVec is repurposed as a temporary variable to hold the extrapolated residual, while the
actual discretized right-hand side is stored in fVec_initial.

3.2.1 Incorrect Handling of Boundary Conditions

A critical aspect of the multigrid algorithm is the computation of the residual, which meas-
ures the discrepancy between the current solution and the true solution of the system. In
the implementation, the residual is computed as

res := fVec − applyA(u), (33)

where u is the current approximation of the solution. However, this computation assumes
that u already satisfies the correct Dirichlet boundary conditions. If u does not fulfill these
conditions, the residual will be computed incorrectly and therefore does not accurately reflect
the true error.

This issue is particularly relevant at the start of the multigrid algorithm, where the initial
guess for u is often set to zero. In this case, the boundary values of u do not match the
prescribed Dirichlet conditions, leading to an incorrect residual. While this problem is
mitigated after the first smoothing iteration, when the boundary conditions are enforced, it
is still a subtle but important consideration to be kept in mind.

To address this issue, two potential strategies are considered. The first approach is to ensure
that the boundary conditions are consistently enforced throughout the algorithm at all times,
guaranteeing that the solution vector u always satisfies the prescribed Dirichlet conditions.
This approach would ensure that the residual computation is accurate from the beginning.

Alternatively, instead of performing the symmetry adjustment in fVec, the adjustment could
be omitted entirely, allowing the applyA() method to apply the full system matrix A without
any symmetry modifications. This would more accurately reflect the underlying mathemat-
ical formulation, potentially improving clarity and simplifying the code.

In order to fully leverage the benefits of a symmetric system matrix for solving the linear
system, it is important to maintain its symmetric formulation. Renaming the matrix con-
struction method to build_symA() would better reflect its intended functionality in that
case. When solving the linear system, the symmetry adjustment can be applied dynamically
to the right-hand side during each solve step. This approach ensures that the boundary con-
ditions are correctly incorporated into the right-hand side while preserving the symmetry of
the solver matrix, thus improving both the clarity and robustness of the implementation. For
the refactoring strategy, we adopt the second approach, as it enhances flexibility, minimizes
potential errors, and results in a clearer, more maintainable implementation.
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Transfer of Defects in the Multigrid

In the multigrid correction scheme, the residual plays a central role in driving the coarse-grid
correction process. At each grid level l, the residual rl = fl−Alul is computed. The residual
is then restricted to the next coarser level l − 1 using a restriction operator Rl−1

l . On the
coarser level, the correction equation Al−1el−1 = rl−1 is solved to obtain the coarse-grid
correction el−1, which is then interpolated back to the finer level to update the solution.

However, an issue arises in the original implementation due to the incorrect handling of
boundary conditions. Specifically, the symmetry adjustment is not applied to the restricted
residual rl−1 during the direct solve, even though the solver utilizes the symmetric system
matrix Al−1. Ideally, the smoothing process should enforce homogeneous Dirichlet boundary
conditions, ensuring that the residual vanishes at the boundaries and no symmetry adjust-
ment is needed. However, because the restriction operator is defined as the adjoint of the
prolongation operator, interior values may inadvertently be propagated to the boundary
during restriction. As a result, the restricted residual Rl−1

l rl can exhibit nonzero boundary
values, leading to inaccuracies in the coarse-grid correction.

To remedy this issue, two strategies can be considered. One approach is to design a spe-
cialized restriction operator for defects that treats boundary and interior values separately.
Such an operator would preserve the homogeneous boundary conditions on the coarse grid,
as discussed in [12, p. 179]. Alternatively, and perhaps more importantly, it is advisable to
modify the coarse grid solve procedure so that the symmetry shift is directly incorporated
into the solution process. This change enables the solver to correct for nonhomogeneous
boundary conditions in the restricted residual without requiring a separate restriction oper-
ator. Consequently, the overall implementation is simplified while maintaining accuracy.

For the refactoring strategy, we advocate the second approach, as it streamlines the solver’s
design while ensuring that the symmetry adjustment is correctly applied. Nonetheless, in-
tegrating a specialized restriction operator for defects might further enhance robustness and
accuracy.

3.2.2 Scalability Issues in Task-Based Parallelism

The original GMGPolar implementation employed the ‘Give’ approach for applying the sys-
tem matrix A, since it is the most efficient method when the transformation coefficients are
not stored. As discussed in Chapter 2, this method requires a specialized parallelization
strategy that processes every third line in parallel when applying the system matrix A, in
order to avoid race conditions caused by distributing parts of the stencil across adjacent
nodes.

To achieve this, the implementation leverages OpenMP’s task-based parallelism [24], treating
each line in the grid as an independent task. A task dependency graph is constructed to
encapsulate the underlying dependencies that arise when updates are staggered, ensuring
they occur in a consistent and conflict-free manner. Since the number of edges in the graph
directly impacts synchronization overhead, we aim to minimize the number of dependencies
while still enforcing the necessary execution order. Figure 11 provides an example of such a
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dependency graph for a 9×16 grid. In this representation, each task corresponds to a circular
line comprised of 16 nodes, and the edges in the graph denote the necessary execution order
to maintain data integrity during the application of A.

0 3 66

1 4 7

2 5 8

Figure 11: Dependency graph for the application of the system matrix A using the ‘Give’
method. Each vertex represents a task corresponding to a line of nodes, while
edges illustrate the dependencies between tasks to ensure conflict-free execution.

In many applications, such a task-based model is advantageous for handling irregular or un-
balanced workloads by dynamically scheduling tasks based on their dependencies. However,
in the context of GMGPolar the workload per line is nearly uniform. The fine granular-
ity of each task means that the overhead of creating, scheduling, and synchronizing these
tasks becomes significant compared to the actual computational work of applying the stencil.
The OpenMP runtime employs task queues for scheduling, and as the number of threads
increases, the cost of inter-thread communication and dependency management scales up,
ultimately dominating the overall runtime.

This imbalance indicates that the task-based approach, while theoretically robust for complex
dependency management, is suboptimal here. The overhead associated with maintaining the
task graph and managing numerous tiny tasks outweighs the benefits of dynamic scheduling.
To address this, we suggest an alternative parallelization strategy using conventional paral-
lelized for loops that iterates over every third line. By explicitly enforcing barriers between
each processing step, we can effectively manage dependencies with much lower overhead.
This structured parallelism leverages the regularity of the workload, reducing inter-thread
communication and synchronization costs. As a result, the alternative approach offers im-
proved scalability, making it better suited for the ‘Give’ implementation in GMGPolar.

To demonstrate the scalability issues of the original task-based implementation in GMGPolar
Version 1.0, a strong scaling benchmark is conducted. The results highlight the inherent
limitations of the task-based approach, particularly as the number of threads increases. The
benchmark compares the performance of the original implementation with the refactored
code, which will be introduced in Chapter 4, based on both task- and loop parallelism. As
shown in Figure 12, as the number of threads increases, an overhead is observed, which is
assumed to be due to task creation, scheduling, and dependency management. This overhead
limits performance gains in the task-based implementation. Even when the code is further
optimized during the refactoring process, the task-based implementation reaches the same
bottleneck as the original version. In contrast, the loop-based implementation eliminates
this overhead, achieving significantly better scalability.
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(a) Parallel Performance (b) Parallel Speedup

Figure 12: Strong scaling performance for the Czarny geometry on a 2048× 2048 grid. This
analysis compares GMGPolar Version 1.0 (task-based) with refactored implement-
ations using both task-based and loop parallelism.

Overall, while task-based parallelism offers flexibility for irregular workloads, in this context,
its overhead is disproportionate to the computational work per task. A simple loop-based
parallelization with barriers provides a more efficient and scalable solution for our uniformly
balanced computational workload.

The benchmarks were conducted on Marvin, a state-of-the-art Tier 3 high-performance com-
puting (HPC) cluster acquired by the University of Bonn in October 2022 [29]. Delivered
in summer 2023 and operational since March 2024, Marvin currently ranks 423rd on the
TOP500 list of the world’s most powerful supercomputers. Each node of the IntelSR par-
tition is equipped with 2 × Intel Xeon “Sapphire Rapids” 48-core/96-thread CPUs running
at 2.10 GHz and 1024 GB of DDR5 RAM. For our benchmarks, we utilized a single node,
leveraging up to 96 physical cores. This configuration provides a robust environment for
evaluating the scalability and performance of GMGPolar under realistic HPC conditions.

3.3 Refactoring Strategy

The refactoring of GMGPolar presents an opportunity to reimagine its software architecture
and computational methodologies. Rather than merely addressing past oversights, the new
approach transitions from a functional programming style to a structured, object-oriented
design. This shift enables the encapsulation of specific functionalities into dedicated classes,
clarifying the responsibilities of different components within the codebase. The overarching
goal is to create a more maintainable, modular, and efficient solver while ensuring the ac-
curate reproduction of original results and preventing the introduction of new errors. This
section outlines the key aspects of the planned refactoring, which provides the foundation
for the improvements detailed in the subsequent chapter.

The refactoring effort primarily aims to enhance the class layout by decomposing the existing
structure, which currently relies heavily on a functional programming paradigm reminiscent
of MATLAB. For example, the data structures currently embedded within the Level class can
be broken down into more specialized classes. A dedicated PolarGrid class will manage grid-
related data, ensuring efficient access and organization, while a separate LevelCache class
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will handle the storage and retrieval of precomputed data required for matrix-free operations.
Additionally, an Interpolation class will be introduced to manage grid transfer operations,
clearly separating the responsibilities of data movement between grid levels from other solver
functionalities.

To further modularize the design, distinct operator classes will be created to handle spe-
cific computational tasks, such as computing the residual, solving the system matrix, and
performing smoothing operations. Both the standard and extrapolated smoothers will be
implemented as independent entities. This separation of concerns is expected to facilitate
code readability, ease future extensions, and promote a modular architecture that can be
adapted to evolving computational needs.

In line with this object-oriented overhaul, a custom linear algebra class will be developed to
manage fundamental operations on vectors and matrices. This class will incorporate special-
ized tridiagonal solver algorithms, which are integral to the performance of the smoother. By
encapsulating these operations within a dedicated class, the code will benefit from cleaner
abstractions and more efficient implementations. The resulting design is expected to reduce
the coupling between numerical methods and their underlying linear algebra routines, thus
improving both maintainability and the potential for future optimization.

Memory usage represents another critical area for improvement in the refactoring strategy.
The current implementation allocates more vector storage than is necessary, particularly on
the finest grid where only three vectors are required in total. By streamlining the allocation
process and ensuring that only the essential vectors are maintained, the overall memory
footprint can be significantly reduced. Furthermore, the construction of matrices will be
optimized by leveraging their inherent symmetry. By storing only the upper or lower half of
the matrices, memory usage will be minimized, and the performance of matrix operations
will be enhanced.

Cache efficiency is another key focus of the refactoring effort. The smoother, which con-
stitutes a major computational component of the solver, will be optimized by reordering
grid indexing to align with the smoother’s line patterns. This reorganization will improve
data locality and reduce cache misses, leading to faster execution times. Furthermore, the
smoother’s solver matrices will naturally take the form of tridiagonal systems, allowing for
the application of specialized, highly efficient algorithms that minimize computational over-
head and further accelerate the solution process.

The original implementation of GMGPolar exclusively employs the ‘Give’ approach for ap-
plying the system matrix, which dynamically computes transformation coefficients during
matrix-vector operations, whereas the ‘Take’ approach was only available for the solver real-
ization where the system matrix is explicitly formed. While the ‘Give’ method minimizes
memory usage, it introduces a computational overhead, particularly for complex geometries.
To provide greater flexibility, the refactored implementation will support both the ‘Give’ and
‘Take’ approaches, allowing users to choose between storing or recomputing transformation
coefficients based on their specific requirements. This added functionality will enable the
solver to adapt to a wider range of problem sizes and computational constraints.

To further enhance the solver’s efficiency, support for a full multigrid cycle will be added.
Incorporating full multigrid cycles is projected to produce a better starting solution, thereby
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reducing the overall number of iterations required for convergence. In addition to the tradi-
tional V-cycle, support for W and F cycles will be provided, offering a range of options that
can be tuned to optimize performance under different problem conditions.

Finally, the refactoring strategy calls for the removal of deprecated or unused functionality
that remains from the original MATLAB code. By cleaning up legacy code, the implement-
ation will become more streamlined and easier to maintain. This removal not only reduces
potential sources of bugs but also simplifies the codebase, allowing developers to focus on
core functionalities and performance improvements.

Overall, the refactoring strategy represents a comprehensive plan to modernize the GMG-
Polar solver. By adopting a more object-oriented approach, optimizing memory usage, and
enhancing the multigrid cycle methodology, the new design promises a more robust, flexible,
and efficient tool for large-scale gyrokinetic simulations. These improvements lay a solid
foundation for the next phase of development, as detailed in Chapter 4, and are expected to
facilitate future extensions and research in the field of plasma physics simulations.
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4 Code Refactoring and Optimization

This chapter delves into the practical implementation of the refactored code as outlined
in Chapter 3. We provides a comprehensive overview of the modifications applied to the
GMGPolar solver, the obstacles faced during the refactoring process, and the tangible bene-
fits achieved. Specifically, the discussion focuses on the enhancements in performance, the
increased maintainability of the codebase, and the newfound flexibility that allows for easier
future adaptations.

4.1 Refactored Class Layout

The refactoring of the GMGPolar solver was driven by the need to address the limitations of
the original implementation, particularly in terms of scalability, maintainability, and com-
putational efficiency. The new class layout, illustrated in Figure 13, represents a deliberate
shift from a functional programming paradigm to a modular, object-oriented design. This
restructuring was guided by the principle of separation of concerns, ensuring that each class
has a well-defined responsibility and interacts with other classes through clear interfaces.

InputFunctions

DomainGeometry
ProfileCoefficients
BoundaryConditions
SourceTerm
ExactSolution

GMGPolar
• setup()
• solve()

InputFunctions
vector<Level>
Interpolation*

Residual
• computeResidual()

DirectSolver
• directSolve()

SparseMatrix solver_matrix
MUMPS mumps_solver

Smoother
• smoothing()

Tridiagonal solver matrices

SparseMatrix
inner_boundary_matrix

MUMPS inner_boundary_solver

ExtrapolatedSmoother
• extrapolatedSmoothing()

Tridiagonal solver matrices
Diagonal solver matrices

SparseMatrix
inner_boundary_matrix

MUMPS inner_boundary_solver

Level

PolarGrid
LevelCache

Vector:
solution, rhs, residual,
error_correction

Operations:
Residual*
DirectSolver*
Smoother*
ExtrapolatedSmoother*

Interpolation
• prolongation()
• restriction()
• injection()
• FMG_interpolation()

LinearAlgebra

Vector(n)
SparseMatrix(n,m,nnz)
TridiagonalSolver(n)
DiagonalSolver(n)

LevelCache

sin_theta, cos_theta,
alpha_coeff,
beta_coeff

PolarGrid
• index()
• multiIndex()

radii, angles,
r_dist, theta_dist

Figure 13: Refactored Class Layout.
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The refactored design emphasizes modularity and encapsulation, with each class encapsu-
lating a specific aspect of the solver’s functionality. This approach not only improves code
readability but also facilitates unit testing and debugging, as individual components can be
validated independently. This ensures that changes to one component do not inadvertently
affect others, reducing the risk of introducing errors during development.

Input Functions

One significant change in the refactoring process was the decomposition of the ExactFuncs
class, which previously contained a mix of functions related to domain geometry, profile
coefficients, source terms, exact solutions, and boundary conditions. This structure made
the code difficult to maintain and extend. To address this, the ExactFuncs class was split
into several specialized classes, each of them encapsulating a specific aspect of the problem
definition, as summarized in Table 2.

Original Function New Class NewFunction
x(), y(),

J_rr(), J_rt(),
J_tr(), J_tt()

DomainGeometry
Fx(), Fy(),

dFx_dr(), dFx_dt(),
dFy_dr(), dFy_dt()

coeffs1(),
coeffs2()

ProfileCoefficients alpha(),
beta()

rho_glob(),
rho_pole()

SourceTerm rhs_f(),
—

phi_exact() ExactSolution exact_solution()

N/A BoundaryConditions u_D(),
u_D_Interior()

Table 2: Summary of changes to the ExactFuncs class.

The refactoring introduced minor renaming to provide a more intuitive and consistent in-
terface. The SourceTerm class now handles the computation of the right-hand side of the
Poisson-like equation through the rhs_f() method, replacing the original rho_glob() func-
tion. Moreover, because the rho_pole() function was never used, it has been removed to
streamline the implementation and enhance clarity.

The phi_exact() function, which was originally responsible for computing the analytical
solution and enforcing Dirichlet boundary conditions on both the outer and interior bound-
ary, has now been decoupled from these dual roles. A dedicated BoundaryConditions class
has been introduced to explicitly manage the Dirichlet conditions through the u_D() and
u_D_Interior() methods, further improving clarity and flexibility for future extensions.
Finally, the ExactSolution is now treated as an optional component within GMGPolar, en-
abling users to activate the validation of convergence rates and errors using the analytical
solution only when explicitly requested, thereby offering greater flexibility in configuring the
validation workflow.
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Component Integration and Interface Design

The new design introduces several changes to the GMGPolar class, which serves as a central
interface for configuring and managing the solver. By maintaining pointers to instances
of input function classes, we enable a flexible and modular initialization process. This
encapsulation of configuration and functionality simplifies the solver’s setup and significantly
improves its usability. For example, users can initialize a test problem directly through
the constructor, with the option to provide an analytical solution via the setSolution()
method. This approach not only streamlines the initialization process but also ensures that
the solver is highly customizable to accommodate a wide range of use cases.

To further enhance configurability, the GMGPolar class provides dedicated functions for
setting the internal simulation parameters related to the computational grid, multigrid con-
figurations, and general solver settings. These functions are designed to be intuitive, allow-
ing users to easily adjust the solver’s behavior without delving into the underlying imple-
mentation details. In addition to using dedicated internal functions for each setting, these
parameters, along with the selection of test cases, can also be specified via command-line
arguments through the setParameters() method. By supporting both programmatic and
command-line configuration, the design accommodates a wide range of workflows, from inter-
active development to automated batch processing. Figure 14 presents a code snippet that
illustrates the interface of the GMGPolar class, showcasing its structure and the methods
available for configuration.

1 class GMGPolar
2 {
3 public:
4 GMGPolar();
5 GMGPolar(std::unique_ptr<const DomainGeometry> domain_geometry,
6 std::unique_ptr<const ProfileCoefficients> profile_coefficients,
7 std::unique_ptr<const BoundaryConditions> boundary_conditions,
8 std::unique_ptr<const SourceTerm> source_term);
9

10 void setParameters(int argc, char* argv[]);
11 void setSolution(std::unique_ptr<const ExactSolution> exact_solution);
12 };

Figure 14: Code snippet illustrating the interface of the GMGPolar class.

Originally, all simulation parameters were stored in the gyro helper class and distributed
across variables such as icntl and dcntl. These parameters have now been consolidated
within the GMGPolar class itself, making them easier to manage and adjust. While refining
the code, significant effort was made to improve the clarity and organization of simulation
parameters. Parameters were not only renamed to better reflect their purpose but also
reviewed to remove deprecated or unused features that had been carried over from earlier
MATLAB-based testing. These changes enhance the code’s structure, making it more intu-
itive to extend, maintain, and adapt for future use cases.

38



4.1 Refactored Class Layout

The simulation parameters are categorized into four distinct groups, each addressing a spe-
cific aspect of the solver’s configuration, as depicted in Table 3.

Type Parameter Description

G
en

er
al

verbose Controls output verbosity.
paraview Enables Paraview output files.
maxOpenMPThreads Maximum OpenMP threads.
threadReductionFactor Thread reduction factor for coarser levels.
stencilDistributionMethod Stencil distribution: ‘Take’ or ‘Give’.
cacheProfileCoefficients Caches profile coefficients α and β.
cacheDomainGeometry Caches transformation coefficients arr, arθ and aθθ.
DirBC_Interior Interior boundary condition: Across-origin or Dirichlet.

Po
la

r
G

rid

R0 Interior disk radius.
Rmax Exterior disk radius.
nr_exp Number of nodes in radial dimension.
ntheta_exp Number of nodes in angular dimension.
anisotropic_factor Anisotropic refinement radius.
divideBy2 Refines grid globally divideBy2 times.
write_grid_file Writes PolarGrid to a file.
load_grid_file Loads PolarGrid from a file.
file_grid_radii File path for radial divisions.
file_grid_angles File path for angular divisions.

M
ul

tig
rid

Se
tt

in
gs

FMG Enables nested iteration for initial approximation.
FMG_iterations Number of FMG iterations.
FMG_cycle FMG Cycle type: V-, W- or F-cycle.
extrapolation Extrapolation: None, implicit or full grid smoothing.
maxLevels Maximum multigrid levels.
preSmoothingSteps Pre-smoothing steps.
postSmoothingSteps Post-smoothing steps.
multigridCycle Multigrid Cycle type: V-, W- or F-cycle.
residualNormType Residual norm type: ∥ · ∥2, weighted ∥ · ∥l2 , or ∥ · ∥∞.
maxIterations Maximum multigrid iterations.
absoluteTolerance Absolute tolerance for convergence.
relativeTolerance Relative tolerance for convergence.

Te
st

Pr
ob

le
m

geometry Cross-section shape: Shafranov, Czarny, Culham, etc.
alpha_jump Radius of rapid decay for density profile.
kappa_eps Geometry elongation.
delta_e Outward radial displacement of flux center.
problem Defines the solution: Cartesian, Polar, Multi-scale.
alpha_coeff Alpha coefficient: Poisson, Sonnendrucker, Zoni.
beta_coeff Beta coefficient: Zero or inverse of alpha_coeff.

Table 3: Summary of simulation parameters and their descriptions.
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The first category comprises general solver settings that dictate the overall behavior of the
solver. These settings introduce new parameters that allow users to choose between the
’Take’ and ’Give’ approaches, and to specify whether the profile coefficients α and β, and
the transformation coefficients arr, aθθ, and arθ should be precomputed. The second cat-
egory defines parameters that set the resolution of the finest grid in the multigrid hierarchy,
ensuring the solver achieves the desired level of precision. The third category focuses on con-
figuring the multigrid algorithm, offering users fine-grained control over its behavior. Key
improvements include enhanced options for selecting residual norms used in convergence
checks, the ability to choose the type of multigrid cycle (e.g., V-cycle, W-cycle, or F-cycle),
and the introduction of new variables to support full multigrid (FMG) cycles. Additionally,
options for selecting and customizing test problems are provided. This structured approach
affords precise control over every aspect of the simulation, ultimately enhancing performance
and simplifying troubleshooting.

The GMGPolar class interacts closely with the Level class to manage the multigrid hierarchy
and perform computations. During the setup() phase, the process begins by creating the
grid at the finest level L. Using this grid, an instance of the LevelCache class is constructed,
which stores precomputed data specific to the current level, such as transformation coeffi-
cients and trigonometric values. With the grid and LevelCache in place, an instance of the
Level class is created. During its construction, the Level instance reserves memory for three
essential vectors that store the solution, the right-hand side, and the residual. Additionally,
on coarser levels (but not the finest level), an extra vector is reserved to hold the corrections
used in the multigrid algorithm. This process is repeated for coarser grids, ensuring that
each level in the hierarchy is properly initialized.

Once this step is complete, the rhs vector is populated with the discretized source term.
At this point, the necessary operators, such as the residual operator, direct solver, and
smoothing operators, are initialized based on the underlying grid level and solver settings.
This flexible design facilitates the extension and integration of additional numerical methods,
ensuring the framework can be tailored to specific computational requirements.

Linear Algebra

The LinearAlgebra class provides a high-performance framework specifically designed for
vector and matrix operations, which are integral to the solver’s numerical computations. Op-
timized for shared-memory systems, this class includes custom templated implementations
of the Vector(n) and SparseMatrix(n,m,nnz) data structures, with the latter utilizing the
Coordinate List (COO) format. This design decision was driven by compatibility require-
ments, as the direct solver library MUMPS [30] supports only the COO format rather than
the more common Compressed Sparse Row (CSR) format. Moreover, the SparseMatrix class
features an optional flag to indicate matrix symmetry, which enables further optimizations
in storage and computational efficiency when dealing with symmetric matrices.

A key feature of the LinearAlgebra class is its support for specialized solvers, such as the
SymmetricTridiagonalSolver, which is essential for the line smoothers used in the multigrid
algorithm. This solver is optimized for symmetric tridiagonal systems, offering both cyclic
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and non-cyclic variants. It provides a unified interface for solving tridiagonal systems, lever-
aging efficient in-place algorithms to minimize memory usage and maximize performance.
The implementation details of these solvers, including their role in the line smoothers, will
be discussed in a later section.

By leveraging custom data structures and algorithms, the LinearAlgebra class not only
improves computational efficiency but also enhances the solver’s adaptability. This design
allows for future extensions, such as the integration of alternative sparse matrix formats or
additional numerical methods, without compromising performance or maintainability.

4.2 Changes to the PolarGrid Class

The refactoring of the PolarGrid class represents a significant step toward improving the
efficiency, modularity, and usability of the GMGPolar solver. In the original implementation,
grid-related functionalities were tightly coupled with other components, leading to a lack of
clarity and suboptimal performance. The redesigned PolarGrid class addresses these issues
by introducing a more intuitive and efficient framework for managing grid data, while also
aligning with the theoretical foundations of the solver. In our theoretical model, the grid is
conceptualized with the radial coordinate aligned along the x-axis and the angular coordinate
along the y-axis. However, the original implementation adopted the opposite orientation,
creating a disconnect between theory and practice. To resolve this inconsistency, we have
now realigned the grid orientation so that it is consistent with the theoretical description.

One of the key improvements in the refactored PolarGrid class is the reordering of grid in-
dexing to align with the smoother’s computational patterns. In the original implementation,
grid nodes were indexed in a circular manner, which, while intuitive for visualization, did
not match the line-based patterns used by the smoother — the most computationally in-
tensive component of the solver. By reordering the indexing according to the smoother, the
refactored implementation improves data locality and reduces cache misses, leading to faster
execution times. This reorganization also ensures that the smoother’s matrices naturally
take the form of (cyclic) tridiagonal systems, enabling the use of highly efficient specialized
algorithms.

To support the new indexing scheme, the PolarGrid class introduces a more flexible and
automated approach to grid indexing. Previously, accessing grid nodes required manual
calculation using expressions like j · nθ + i, which was error-prone and difficult to maintain.
This has now been replaced by a more robust mechanism where a global index is computed
via grid.index(i_r,i_theta). This abstraction simplifies grid indexing and makes the
code more readable and maintainable. Moreover, it allows for easy adjustments to the grid
structure without requiring extensive modifications to other classes, enhancing the solver’s
modularity and adaptability. The new indexing scheme is illustrated in Figure 15, which
shows how the grid structure has been optimized to align with the solver’s computational
patterns.
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Figure 15: Optimized grid indexing for a periodic 7× 4 grid. Vertical lines of the same color
represent circular smoothers, while horizontal lines of the same color correspond to
radial smoothers, aligning with the computational patterns of the solver. Adapted
from [11].

While the new indexing scheme provides significant performance benefits, it also introduces
additional complexity in other parts of the code. For example, in operations that require
traversing all grid nodes, such as in the matrix-free application of A, we now have to follow
the specific node order defined by the new indexing when iterating over them. Any deviation
from this order can result in significantly reduced performance.

In addition to the improved indexing scheme, the PolarGrid class now includes several func-
tions to access essential grid parameters. The function grid.nr() returns the total number
of nodes in the radial direction, while grid.ntheta() provides the number of nodes in the
angular direction. To manage the partitioning of the smoothing domain, we let the vari-
able smoother_splitting_radius identify the radius at which the grid is divided for the
different smoothing strategy. This division is further characterized by number_smoother_
circles and length_smoother_radial, which specify the number of circular smoothing
zones and the length of the radial smoothing segment, respectively.

Furthermore, the class provides convenient access to grid spacing through functions such
as grid.radialSpacing(i_r) and grid.angularSpacing(i_theta). The grid spacing and
indexing functions are designed to automatically handle the periodicity of the θ coordinate.
When computing the global index with grid.index(i_r,i_theta), the function seamlessly
wraps the θ index so that it always remains within the valid range. This automatic handling
of periodicity eliminates the need for manual boundary management and minimizes the risk
of indexing errors. To maximize performance, these routines are implemented as inline func-
tions. Inlining ensures that the function calls are replaced directly with their corresponding
code during compilation, avoiding the overhead of a function call. This is particularly im-
portant for performance-critical operations like grid indexing and spacing calculations, which
are frequently executed in loops throughout the solver. By inlining these functions, the im-
plementation achieves faster execution times without sacrificing the clarity and modularity
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of the code.

The class has been optimized for cases where the number of angular nodes, nθ, is a power
of two. Typically, the modulo operator (%) is used to enforce periodicity, but it is com-
putationally expensive compared to other arithmetic operations. By leveraging the binary
representation of numbers, the implementation replaces the modulo operation with a bitwise
AND operation. Specifically, the expression

i_theta & (n_theta - 1)

efficiently computes the wrapped index with lower computational overhead when nθ is a
power of two. This micro-optimization is especially beneficial in performance-critical loops,
as it accelerates indexing by fully exploiting both the inherent periodicity of θ and the
efficiency of bitwise operations.

4.3 Algorithmic Changes

The refactoring effort introduces a series of optimizations aimed at improving the perform-
ance, scalability, and maintainability of the GMGPolar solver. These optimizations focus
on restructuring key algorithmic components, such as the residual computation, the direct
solver and the smoothers. By using the inherent structure of the problem, we transition from
generic sparse matrix representations to more efficient data structures, such as tridiagonal
matrices, which enable the use of specialized solvers and reduce storage requirements. Ad-
ditionally, we streamline the solver’s workflow to enhance cache efficiency, ensuring better
performance on modern hardware architectures.

4.3.1 Enhanced Residual and Direct Solver

To achieve a high level of modularity and flexibility, the residual and direct solver operators
are implemented as abstract base classes. This design choice mandates that all derived
classes override a set of pure virtual functions, thereby enforcing a consistent interface while
allowing for customized implementations.

1 virtual void Residual::computeResidual(Vector<double>& result,
2 const Vector<double>& rhs,
3 const Vector<double>& x) const = 0;
4

5 virtual void DirectSolver::solveInPlace(Vector<double>& solution) const = 0;

Figure 16: Virtual function declarations for the Residual and DirectSolver classes.

This abstraction is pivotal in enabling the separate implementation of the two complement-
ary stencil distribution strategies, referred to as ‘Take’ and ‘Give’. These strategies are
encapsulated in dedicated subclasses: ResidualTake and ResidualGive manage the resid-
ual computations, while DirectSolverTake and DirectSolverGive handle the direct solver
operations.
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Each subclass implements its own version of the abstract methods, as depicted in Fig-
ure 16, enabling the dynamic selection of the algorithmic approach specified by the user.
Specifically, the DirectSolverTake class constructs the symmetric solver matrix by utilizing
precomputed coefficients from the LevelCache and applying the stencil in accordance with
the ‘Take’ strategy. On the other hand, the DirectSolverGive class assembles the matrix by
distributing stencil contributions to neighboring nodes based on the ‘Give’ approach, where
transformation coefficients may be computed dynamically during execution. Similarly, the
residual computation benefits from this design. Through distinct implementations in the Re-
sidualTake and ResidualGive classes, the framework provides two complementary strategies
for computing the residual, both adhering to the matrix-free paradigm.

Direct Solver Implementation Details

The direct solver is designed to efficiently resolve the discretized system of equations while
preserving the symmetry of the solver matrix. In our formulation, the system is partitioned
into interior and boundary components, leading to the following symmetric block formula-
tion (

AΩΩ 0
0 I

)(
uΩ
uΓ

)
=
(

f̃Ω −AΩΓuD

uD

)
. (34)

In this formulation, AΩΩ represents the symmetric system matrix corresponding to the in-
terior nodes Ω, while the identity block I enforces the Dirichlet boundary conditions on Γ
by directly assigning the prescribed boundary values uD. The modification of the right-hand
side via the term AΩΓuD shifts the contribution of the Dirichlet boundaries away from the
matrix, thereby preserving the symmetry of the interior operator and enabling the use of
efficient symmetric solvers.

The construction of the system matrix relies on stencil patterns that define the connectivity
and contributions of neighboring nodes. These stencils vary depending on the type of node
being processed, such as interior nodes, nodes on the Dirichlet boundary, or nodes near the
origin. Table 4 summarizes the stencil patterns for different node types.

Interior Dirichlet boundary Across the
origin

Next to inner
Dirichlet boundary

Next to outer
Dirichlet boundary5 3 6

1 0 2
7 4 8


− − −
− 0 −
− − −


− 3 5

1 0 2
− 4 6


− 2 4
− 0 1
− 3 5


4 2 −

1 0 −
5 3 −


Table 4: Stencil patterns for different node types used in the symmetric system matrix.

To solve the linear system, we use the MUltifrontal Massively Parallel Solver (MUMPS) [30].
MUMPS is a direct solver that is especially effective for large, sparse, and symmetric sys-
tems. It employs a multifrontal technique to factorize the matrix, which makes it suitable for
parallel processing and scalable on high-performance computing systems. To optimize the
factorization process, MUMPS integrates the METIS graph partitioning library [31]. METIS
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reorders the rows and columns of the system matrix to minimize fill-in, the introduction of
new nonzeros during factorization, thereby reducing memory usage and improving computa-
tional efficiency. We use the MPI-free version of MUMPS, which is suitable for single-node
execution. This version simplifies the setup and integration process while still providing the
robust capabilities of the MUMPS solver.

Our implementation stores the system matrix using the Coordinate (COO) format in a
custom SparseMatrix class. In the COO format, the sparse matrix is represented by three
separate arrays: one for the row indices, one for the column indices, and one for the nonzero
values. This format is simple and flexible, which is beneficial when building the matrix
from stencil-based contributions. In contrast, the Compressed Sparse Row (CSR) format
is generally more memory efficient because it compresses the matrix by storing only the
nonzero values along with pointers to the beginning of each row. Since MUMPS does not
support the CSR format directly, we opted for the COO format instead. This choice is
justified by the fact that the memory requirements of the direct solver are negligible, as it
is only utilized at the coarsest level of the multigrid method.

Each node in the grid contributes to the sparse matrix according to its stencil pattern,
which determines how many nonzero entries it will introduce. To keep these contributions
organized, every node is allocated a continuous segment in the COO arrays. The starting
position of this segment is not arbitrary; it is computed by adding together the stencil sizes
(i.e., the number of nonzero entries) of all nodes that appear before the current node in the
overall ordering. Once this starting index (or offset) is established, the exact placement of
each nonzero entry within the node’s block is determined by its relative stencil offset. These
relative offsets, which are fixed and defined by the stencil pattern (as shown in Table 4),
indicate the specific position of each matrix entry within the node’s allocated segment. This
structured method ensures that the entire sparse matrix is assembled in a predictable and
correct order.
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Figure 17: Stencil sizes and corresponding starting indices used to assemble the full sym-
metric solver matrix. The discretization spans across the origin, with Dirichlet
boundary conditions enforced on the outer boundary.
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Note that the symmetric system matrix must first be fully constructed. This requirement
arises because the number of nonzero entries contributed by each node cannot be determined
a priori if only the upper or lower triangular portion of the matrix is stored initially. Once
the complete matrix is assembled, a secondary matrix is generated by retaining only the
upper (or lower) triangular part. By leveraging the inherent symmetry of the matrix, this
approach can enhance the efficiency of the factorization process, potentially leading to a
factorization time reduction on the order of 20% in some cases, though the actual benefit
may vary depending on the specific circumstances.

Remark 4.1. A key detail when interfacing with MUMPS is the difference in indexing
conventions. The GMGPolar framework employs zero-based indexing, meaning that the
first element is indexed as 0, while MUMPS uses one-based indexing, with the first element
indexed as 1. Consequently, a conversion from zero-based to one-based indexing is required
before passing the matrix data to MUMPS to ensure that the solver processes the data
correctly.

Verification and Unit Testing

To ensure the correctness and consistency of the refactored code, I conducted thorough veri-
fication, both manually and through automated unit tests, to confirm that the results align
with the original implementation under equivalent conditions. For the residual computation,
I manually verified that the refactored implementation matches the original results when the
input vector satisfies the prescribed Dirichlet boundary conditions. As discussed in Chapter
3, the residual computation was corrected to handle cases where boundary conditions are not
fulfilled, which may lead to differences between the original and refactored implementations.
To ensure consistency between the ‘Take’ and ‘Give’ strategies, I implemented automated
unit tests to confirm that both approaches produce identical results for the residual compu-
tation.

For the direct solver, I validated that the refactored implementation yields the same results
as the original code when the boundary condition assumptions of the original implementation
are met. Specifically, the original code assumed zero boundary conditions when solving for
the error correction term, and I confirmed that the new implementation behaves identically
under these conditions. Additionally, I added unit tests to verify that the ‘Take’ and ‘Give’
implementations of the direct solver produce matching results. Furthermore, I ensured that
the computed solution from the direct solver results in a residual close to zero, confirming
the solver’s accuracy. These automated tests, implemented using the Google Test frame-
work1, along with manual verification, provide a robust validation mechanism to ensure the
reliability and correctness of the refactored code.

1Google Test framework, GitHub repository, accessed 3rd March 2025, https://github.com/google/
googletest.
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4.3.1 Refactored Smoother Design

The smoother plays a central role in the iterative multigrid process by efficiently damping
high-frequency errors across the computational domain. It operates by solving the system
of equations for each line, which is either orientated in the radial or angular direction, in-
dependently. The optimized smoothing procedure, as detailed in Algorithm 2, follows a
block Gauss-Seidel relaxation strategy where distinct groups of points are updated sequen-
tially. The smoother update is governed by the system of equations shown in (21). In this
formulation, the update for a particular group of nodes is expressed as

Asc usc = fsc −A⊥
sc u⊥

sc, (35)

where the index s specifies whether the smoother type is circular or radial and c indicates the
color grouping of the nodes. This expression encapsulates the three fundamental components
of the smoother: the construction of the local line smoother matrices A

(i)
sc , the subtraction

of orthogonal components from the right-hand side, and the direct solve step.

In the original implementation, the local line smoother matrices were stored in the COO
format, a sparse matrix representation that requires explicit storage of row and column in-
dices along with the corresponding nonzero values. This format, while flexible, introduced
significant complexity due to the need for stencil vectors and functions to determine the
local starting indices of each node. These stencils, which define the connectivity and con-
tributions of neighboring nodes, were essential for constructing the smoother matrices but
required intricate indexing and storage mechanisms. For instance, Table 5 illustrates the
stencils corresponding to the various node types used in both the circle and radial smoother
matrices.

Circle-smoother
(across the origin)

Circle-smoother
(interior)

Radial-smoother
(next to circular section)

Radial-smoother
(interior)

Radial-smoother
(next to Dirichlet){− 1 −

3 0 −
− 2 −

} {− 1 −
− 0 −
− 2 −

} {− − −
− 0 1
− − −

} {− − −
1 0 2
− − −

} {− − −
1 0 −
− − −

}

Table 5: Stencil patterns for different node types used in the smoother matrices.

In order to solve the linear systems that arise from these matrices, the stored COO matrices
were first converted to the compressed sparse row (CSR) format. The CSR format is widely
used in numerical linear algebra for its efficient row-wise access pattern, which is particularly
advantageous for algorithms like LU factorization. Once the matrices are in CSR format, an
LU factorization is applied to decompose each matrix into a lower triangular matrix L and
an upper triangular matrix U . The factorization is a numerical method that systematically
eliminates the elements below the main diagonal, storing the factors used for elimination
in L while forming U from the transformed coefficients. This decomposition is particularly
valuable because it allows the solution of the original linear system to be achieved through
a sequence of simpler steps: first, a forward substitution solves the system Ly = b for an
intermediate vector y, and then a backward substitution solves Ux = y to obtain the final
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solution. While this approach worked, it was not optimal in terms of memory usage or
computational efficiency.

The improved strategy eliminates these inefficiencies by directly constructing and storing the
smoother matrices in a tridiagonal format. By taking advantage of the inherent structure of
the problem, only the main diagonal, the sub-diagonal, and the super-diagonal are stored.
This approach removes the need to store explicit row and column indices, thereby halving the
memory requirement, as each double value in the original format was previously paired with
two integer indices. Furthermore, additional optimizations can be achieved by constructing
the matrices directly in a symmetric form. Symmetric tridiagonal matrices have identical
sub- and super-diagonals, further reducing storage requirements and enhancing the overall
performance of the smoother.

It is worth noting that only the radial smoother matrices are truely tridiagonal. In contrast,
the circle smoother matrices exhibit a cyclic tridiagonal structure due to the periodicity
of the grid. In the original implementation, factorizing these cyclic matrices led to the
creation of extra nonzero entries, a phenomenon known as fill-in. This increase in nonzero
entries meant that the memory required for the factorized matrix surpassed that of the
original matrix, preventing it from being stored directly within the allocated memory. For a
comprehensive overview of the original factorization approach and its implementation details,
we refer the reader to [6]. To resolve this issue, we developed a method that factorizes
symmetric cyclic tridiagonal matrices directly within their original memory space without
generating any additional fill-in. This new approach significantly reduces memory usage and
enhances computational performance.

The discretization across the origin poses unique challenges because the resulting line smoother
matrix does not maintain the tridiagonal structure found in the radial cases. Instead, its
pattern is irregular due to the complex connectivity across the origin. To accommodate this,
we store the matrix on the interior boundary in COO format, which allows for flexibility in
representing its sparsity pattern and rely on the MUMPS solver to perform the factoriza-
tion. This specialized solver is designed to efficiently handle matrices with arbitrary sparsity,
ensuring that we can accurately and robustly solve the system even in this more challenging
scenario.

Implementation Details

The implementation of the smoother operators follows an object-oriented approach that
mirrors the design used for both the Residual and Direct Solver components. In this archi-
tecture, an abstract base class is defined to specify the interface for smoother operations.
This base class contains pure virtual functions that enforce a consistent set of functionalities
across all derived smoother classes. The virtual function declarations for the Smoother op-
erators are shown in Figure 18. The concrete implementations, which include SmootherTake
and SmootherGive, as well as their extrapolated counterparts ExtrapolatedSmootherTake
and ExtrapolatedSmootherGive, are required to provide specific implementations for these
functions.
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1 virtual void Smoother::smoothingInPlace(
2 Vector<double>& x,
3 const Vector<double>& rhs,
4 Vector<double>& temp) = 0;
5

6 virtual void ExtrapolatedSmoother::smoothingInPlace(
7 Vector<double>& x,
8 const Vector<double>& rhs,
9 Vector<double>& temp) = 0;

Figure 18: Virtual function declarations for the Smoother operators.

In this section, we present a detailed explanation of the implementation of Algorithm 2.
The algorithm comprises a series of sequential steps that iteratively update the solution by
solving the system of equations (35).

The update process begins with the computation of the modified right-hand side, which is
obtained by subtracting the orthogonal contribution A⊥

sc u⊥
sc from fsc. This step is crucial

as it isolates the influence of stencil contributions not accounted for in the smoother matrix
Asc. The stencil of A⊥

sc captures the contributions from the system matrix A that are not
included in the smoother matrix Asc, depicted in Table 5. These contributions correspond
to the connections between nodes that are excluded from the current smoothing step. For
example, consider an interior radial-smoother node: the stencil of A⊥

sc includes contributions
from the adjacent bottom and top neighbors, as well as contributions from the diagonally ad-
jacent nodes. When the orthogonal component A⊥

sc u⊥
sc is applied, it selectively modifies the

vector entries corresponding to the nodes being smoothed in the current step, while leaving
nodes of the opposite color unchanged. This selective updating is advantageous as it enables
independent processing of nodes associated with one color, thereby facilitating efficient par-
allel updates. For instance, every second line can be processed in parallel. However, in the
‘Give’ approach, the transformation coefficients of neighboring nodes must be incorporated
to fully capture the stencil of A⊥

sc. This requires iterating over the complementary nodes, as
updates to these nodes modify the values of their surrounding counterparts. Consequently,
the remaining lines are covered, by processing every fourth line in parallel. The complete
dependency graph for this process is illustrated in Figure 19.

The original implementation processed every third line in parallel, similar to the standard
application of the system matrix A. However, this approach introduced additional complex-
ities when handling the periodicity of the grid in the radial smoother section, particularly
when nθ mod 3 ̸= 0. In such cases, up to two leftover lines at the end of the grid required
special treatment, complicating the implementation and potentially introducing inefficien-
cies. The updated strategy completely avoids this issue by restructuring the parallelization
to ensure that all lines are processed uniformly, regardless of the grid dimensions.

To address the scalability limitations observed in the original implementation, we replaced
the OpenMP task-based parallelism with a more efficient loop-based approach. The task-
based model, while flexible, incurred significant overhead due to task creation, scheduling,
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and dependency management, which limited its scalability as the number of threads in-
creased. In contrast, the updated implementation uses standard parallel for loops, which
are better suited to the uniform workload of the smoother updates. In this approach, all
vertices at the same horizontal level in the dependency graph can be processed in parallel,
with explicit barriers inserted between update steps to enforce the necessary execution order.
This eliminates the need for complex task dependency graphs and reduces synchronization
overhead, resulting in improved scalability.

In the refactored implementation of the smoother using the ‘Give’ strategy, we classify the
A⊥

sc u⊥
sc updates into two categories based on the color of the nodes being processed. Nodes

that share the same color as the currently active smoother are classified as ‘inside’, while
nodes of the opposite color are classified as ‘outside’. The dependency graph is designed to
process ‘inside’ updates first, followed by ‘outside’ updates. After the orthogonal updates
have been applied, the algorithm invokes the line smoothers to solve the system along each
individual line, updating the solution.
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Figure 19: Parallelization of the smoother using the ‘Give’ approach. In this diagram, the
grid is divided divided into two sections: the circle smoother section, which con-
sists of 9 lines, and the radial smoother section, consisting 8 lines. Each vertex
represents a computational task corresponding to a line of nodes, while the edges
illustrate dependencies between tasks, ensuring conflict-free execution during par-
allel processing. The dashed arrows account for the periodicity of the grid, which
introduces additional dependencies between tasks.
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Extrapolated Smoother

The extrapolated smoothing procedure, as outlined in Algorithm 3, introduces a key modi-
fication to the standard smoothing process by excluding coarse nodes from the smoothing
operation. We opt to retain the coarse nodes in the system because doing so simplifies the
implementation. Their values are enforced to remain unchanged during the smoothing pro-
cess by setting a one on the diagonal and fixing the right-hand side with the initial values.
This ensures that the values of the coarse nodes remain fixed, effectively decoupling them
from the smoothing updates.

In Figure 20, we illustrate the node indexing for the local extrapolated smoother matrices
A

(i)
sc,ex, highlighting that coarse nodes are retained in the system but excluded from the

smoothing process. In this approach, nodes located on a smoother line between two coarse
nodes contribute only their center value to the system matrix. The interactions to their
neighboring coarse nodes (e.g., top, bottom, left, or right) are instead incorporated into the
orthogonal component A⊥

sc,ex. This modification simplifies the smoother matrices with coarse
nodes to diagonal matrices.
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Figure 20: Node indexing for the local extrapolated smoother matrices A
(i)
sc,ex on the periodic

7 × 4 example grid. The coarse nodes marked with a green cross are eliminated
from the smoothing procedure. Adapted from [11].

For a comprehensive explanation of the construction of the matrices Asc,ex and A⊥
sc,ex, we

refer the reader to [11].

Remark 4.2. When using the across-the-origin discretization, the circle smoother matrix
near the origin is not diagonal. This non-diagonality arises because the left neighbor, being a
fine node within the same smoother region, contributes off-diagonal terms. Consequently, we
store the inner boundary matrix in COO format and employ MUMPS for its factorization.
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Verification and Unit Testing

During the refactoring process, significant changes were made to the implementation of
the smoothers, particularly in how the colors of the smoother circles are defined. In both
the original and refactored implementations, the black color takes precedence over white.
However, the strategy for assigning colors to the smoother circles was revised, leading to
differences in behavior between the two versions.

In the original implementation, the innermost circle of the smoother section was designated
as black. This meant that the coloring of the circles proceeded outward, alternating between
black and white as the circles expanded toward. While this approach worked, it delayed the
start of operations for the radial smoothers, as they had to wait for the innermost circle to
be processed first.

In the refactored version, this definition was revised so that the outermost circle of the
smoother section is now defined as black. This change allows the radial smoothers to begin
their operations earlier, as the outermost circle is processed first. While this modification
improves efficiency, it also introduces a key difference in behavior: when the number of
smoother circles is even, the coloring of the circles is effectively inverted compared to the
original implementation. This inversion occurs because the outermost circle is now black,
causing the alternating color pattern to propagate inward differently than before.

To ensure the correctness and consistency of the refactored smoothers, I conducted extensive
verification and testing. Specifically, I verified that both the extrapolated and standard
smoothers yield results identical to those of the original implementation under two key
conditions:

• The coloring of the smoother circles is consistent between the original and refactored
implementations,

• The boundary values satisfy the prescribed Dirichlet boundary conditions.

In cases where the number of smoother circles is even, the results differ due to the inverted
coloring scheme, as expected. This behavior was carefully validated to confirm that the
refactored implementation behaves as intended.

To further validate the smoothers, I implemented a series of tests to ensure that they it-
eratively converge to the solution provided by the direct solver. This convergence testing
is critical, as it confirms that the smoothers are functioning correctly and are capable of
refining the solution toward the desired accuracy. Additionally, I wrote unit tests to verify
that the ‘Take’ and ‘Give’ versions of the smoothers produce identical results, ensuring con-
sistency between the two strategies. These tests, combined with manual verification, provide
a robust validation framework that ensures the reliability and correctness of the refactored
smoothers. The automated tests were implemented using the Google Test framework, which
allows for efficient and repeatable testing of the smoothers under various conditions.
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Tridiagonal Solver Improvements

Efficiently solving tridiagonal systems is a critical component in many numerical algorithms,
particularly in the context of line smoothers for iterative solvers [12]. In this section, we
explore strategies to improve the efficiency of serial tridiagonal solvers, which are frequently
used in the radial section of the combined smoother. We optimize the performance of these
solvers by significantly reducing the memory footprint. This is achieved by constructing the
matrix symmetrically and leveraging the inherent structure of the problem. The Thomas
algorithm, a specialized form of Gaussian elimination for tridiagonal matrices, provides a
computationally efficient solution with linear complexity in the number of unknowns [32].
However, when the same system must be solved repeatedly, the Thomas algorithm is not the
most efficient method. Instead, for symmetric positive-definite tridiagonal systems, we em-
ploy an in-place Cholesky decomposition and reuse the resulting factorization across multiple
solves. These optimizations are designed to minimize computational overhead and enhance
scalability, contributing to the broader objective of improving the performance of iterative
methods in large-scale simulations.

In the original implementation, the local radial smoother matrices, though inherently tri-
diagonal, were constructed without enforcing symmetry and stored using the Coordinate
(COO) format. While the COO format is flexible and widely used for sparse matrix stor-
age, it is not optimal for tridiagonal systems due to its explicit storage of row and column
indices alongside non-zero values. As demonstrated in [6], the LU factorization of such tri-
diagonal systems can be performed efficiently in 3n +O(1) operations without introducing
additional fill-in, and the subsequent solve phase requires 5n +O(1) operations. While these
computational complexities are already favorable, the memory footprint of the original im-
plementation remained suboptimal, as the COO format did not fully exploit the structured
sparsity of tridiagonal matrices. This inefficiency becomes particularly significant in large-
scale simulations, where memory usage and data access patterns play a crucial role in overall
performance. By transitioning to a more specialized storage format and enforcing symmetry
where applicable, we aim to address these limitations and further optimize both memory
consumption and computational efficiency.

Consider the tridiagonal system of equations Ay = x, where A ∈ Rn×n is a symmetric
tridiagonal matrix, y ∈ Rn is the solution vector, and x ∈ Rn is the right-hand side vector.
The matrix A and vectors y and x are defined as follows

A =



a0 b0 0
b0 a1 b1

b1 a2
. . .

. . . . . . bn−2
0 bn−2 an−1


, y =


y0
y1
y2
...

yn−1

 , x =


x0
x1
x2
...

xn−1

 . (36)

The Thomas algorithm, a specialized form of Gaussian elimination for tridiagonal systems,
exploits the sparse structure of A to solve the system efficiently in 8n+O(1) operations. The
algorithm consists of the two main phases: forward elimination and backward substitution.
During forward elimination, the matrix A is transformed into an upper bidiagonal form, and
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the right-hand side vector x is modified accordingly. In the backward substitution phase,
the solution vector y is computed by solving the resulting upper bidiagonal system.

Algorithm 4 Thomas Algorithm:
Solve Ay = x for a symmetric tridiagonal matrix in 8n +O(1) operations.
1: Input: A symmetric tridiagonal matrix A with main diagonal a[n], subdiagonal b[n − 1], a

right-hand side vector x[n], and a temporary vector t[n].
2: Output: Solution vector y (overwriting x).
3: function Thomas Algorithm(a, b, x, t)
4: Forward Substitution:
5: t[0]← b[0]/a[0]
6: x[0]← x[0]/a[0]
7: for i = 1 to n− 1 do
8: m← a[i]− b[i− 1] · t[i− 1]
9: if i < n− 1 then

10: t[i]← b[i]/m
11: end if
12: x[i]← (x[i]− b[i− 1] · x[i− 1])/m
13: end for
14: Backward Substitution:
15: for i = n− 2 downto 0 do
16: x[i]← x[i]− t[i] · x[i + 1]
17: end for
18: end function

During the forward elimination phase, the algorithm utilizes a temporary vector t[n] to store
intermediate results. When multiple tridiagonal systems are solved in parallel, this extra
storage has a negligible impact on overall memory usage. Each CPU thread is allocated
its own temporary vector, which confines the additional memory requirement to individual
threads rather than accumulating across the entire system. As a result, the memory overhead
introduced by the temporary vector is minimal, preserving both scalability and efficiency in
parallel implementations.

The stability of the Thomas algorithm is guaranteed under certain conditions. Specifically,
if the tridiagonal matrix A is diagonally dominant, the algorithm is numerically stable and
never encounters a division by zero [32]. This property is particularly important in practical
applications, as it ensures the reliability of the algorithm for a wide range of problems. In
the context of the local smoothing matrices in the radial section, diagonal dominance can be
confirmed by examining the structure of A

(i)
sc using the properties of the underlying stencil.

Moreover, a symmetric strictly diagonally dominant matrix with positive diagonal entries
is also positive definite, further reinforcing the stability and robustness of the algorithm in
these scenarios.
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Cholesky Decomposition for Symmetric Tridiagonal Systems

For symmetric positive-definite tridiagonal systems, the Cholesky decomposition offers a
more efficient alternative to the Thomas algorithm when the same system must be solved re-
peatedly. The Cholesky decomposition factorizes the matrix A into the product A = L·D·LT ,
where L is a unit lower bidiagonal matrix and D is a diagonal matrix. This factorization
allows for efficient forward and backward substitution steps, reducing the computational cost
of solving the system after the initial factorization. The matrices L and D are defined as
follows:

L =



1 0 0
l0 1 0

l1 1 . . .
. . . . . . 0

0 ln−2 1


, D =



d0 0 0
0 d1 0

0 d2
. . .

. . . . . . 0
0 0 dn−1


, (37)

where li are the subdiagonal entries of L and di are the diagonal entries of D. The factor-
ization process ensures that di > 0 for all i if A is positive definite, which guarantees the
numerical stability of the decomposition.

The Cholesky decomposition algorithm for symmetric tridiagonal systems consists of three
main phases: factorization, forward substitution, and backward substitution. The factor-
ization phase computes the entries of L and D in-place, overwriting the original matrix
A. Once the factorization is complete, the system can be solved efficiently for multiple
right-hand sides by reusing the factorization. The forward substitution phase solves the
lower triangular system L · z = x, while the backward substitution phase solves the upper
triangular system LT · y = D−1 · z.

The stability of the Cholesky decomposition is guaranteed for symmetric positive-definite
matrices, as the diagonal entries di remain positive throughout the factorization process.
This property ensures that the algorithm is numerically stable and avoids division by zero,
making it suitable for a wide range of applications.

Algorithm 5 outlines the Cholesky decomposition and solution process for symmetric tridi-
agonal systems. The computational complexity of the Cholesky decomposition is 4n +O(1)
operations for the factorization phase and 5n +O(1) operations for the solve phase, making
it highly efficient for repeated solves. This efficiency is particularly advantageous in iterative
methods, where the same tridiagonal system must be solved multiple times with different
right-hand sides.

The algorithm begins by checking whether the matrix has already been factorized. If not,
it performs the Cholesky decomposition, overwriting the diagonal and subdiagonal entries
of A with the entries of D and L. Once the factorization is complete, the system is solved
using forward substitution, diagonal scaling, and backward substitution.

By using the Cholesky decomposition, we achieve significant performance improvements for
repeated solves of symmetric tridiagonal systems. This optimization is particularly beneficial
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Algorithm 5 Tridiagonal Cholesky Decomposition: A = L ·D · LT

Solve Ay = x for a symmetric tridiagonal matrix. The algorithm performs factorization in
4n +O(1) operations and solves the system in 5n +O(1) operations.
1: Input: A symmetric tridiagonal matrix A with main diagonal a[n], subdiagonal b[n − 1], a

right-hand side vector x[n].
2: Output: Solution vector y (overwriting x).
3: function Tridiagonal Cholesky Decomposition(a, b, x)
4: Cholesky Decomposition:
5: if factorized = false then
6: for i = 1 to n− 1 do
7: b[i− 1]← b[i− 1]/a[i− 1]
8: a[i]← a[i]− b[i− 1]2 · a[i− 1]
9: end for

10: Set factorized = true.
11: end if
12: Forward Substitution:
13: for i = 1 to n− 1 do
14: x[i]← x[i]− b[i− 1] · x[i− 1]
15: end for
16: Diagonal Scaling:
17: for i = 0 to n− 1 do
18: x[i]← x[i]/a[i]
19: end for
20: Backward Substitution:
21: for i = n− 2 downto 0 do
22: x[i]← x[i]− b[i] · x[i + 1]
23: end for
24: end function

in the context of iterative methods, where the same system must be solved multiple times
with different right-hand sides. The reduced computational cost and memory footprint
contribute to the overall efficiency and scalability of the numerical algorithms in large-scale
simulations.
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Cyclic Tridiagonal Solver Improvements

Cyclic tridiagonal matrices, characterized by their non-zero corner elements, arise in various
numerical applications, particularly in problems with periodic boundary conditions. These
matrices introduce additional complexity compared to standard tridiagonal systems due to
the coupling between the first and last rows. Efficiently solving such systems is crucial for
maintaining the performance of numerical algorithms. In this section, we explore strategies to
improve the efficiency of cyclic tridiagonal solvers, leveraging the Sherman-Morrison formula
and specialized algorithms to reduce computational overhead and memory usage.

In the original implementation, the cyclic tridiagonal matrices were solved using a LU de-
composition, which introduced additional fill-in due to the cyclic structure. Specifically, the
factorization resulted in 4n nonzero entries, significantly increasing the memory footprint
compared to the 3n entries required for standard tridiagonal systems. While the LU fac-
torization could be computed in 10n + O(1) operations and the solve phase in 9n + O(1)
operations, the additional fill-in and memory usage made this approach suboptimal. The
Coordinate (COO) format, though flexible for sparse matrix storage, further exacerbated the
inefficiency by explicitly storing row and column indices alongside non-zero values, which is
unnecessary for the structured sparsity of tridiagonal systems. These limitations highlighted
the need for a more specialized approach that leverages the inherent symmetry and structure
of cyclic tridiagonal matrices. By transitioning to a solver based on the Sherman-Morrison
formula and Cholesky decomposition, we aim to reduce both the computational complex-
ity and memory footprint, addressing the inefficiencies of the original implementation and
improving scalability for large-scale problems.

Consider the cyclic tridiagonal system of equations Ay = x, where A ∈ Rn×n is a symmetric
cyclic tridiagonal matrix, y ∈ Rn is the solution vector, and x ∈ Rn is the right-hand side
vector. The matrix A and vectors y and x are defined as follows

A =



a0 b0 c
b0 a1 b1

b1 a2
. . .

. . . . . . bn−2
c bn−2 an−1


, y =


y0
y1
y2
...

yn−1

 , x =


x0
x1
x2
...

xn−1

 . (38)

The presence of the corner elements c in the matrix A breaks the tridiagonal structure, mak-
ing standard solvers like the Thomas algorithm inapplicable. However, the cyclic tridiagonal
system can be expressed as a rank-one modification of a standard tridiagonal matrix B,
such that A = B + uvT , where u and v are vectors. This decomposition allows us to apply
the Sherman-Morrison formula, which provides an efficient way to compute the inverse of A
using the inverse of B.
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Theorem 4.3 (Sherman-Morrison Formula). Let B ∈ Rn×n be an invertible matrix, and let
u, v ∈ Rn be column vectors. The matrix B + uvT is invertible if and only if

1 + vT B−1u ̸= 0.

When this condition holds, the inverse of B + uvT is given by

(B + uvT )−1 = B−1 − B−1uvT B−1

1 + vT B−1u
. (39)

Proof. A detailed proof of the Sherman-Morrison formula can be found in [33].

The matrix B and vectors u and v are defined as

B :=



a0 − γ b0 0
b0 a1 b1

b1 a2
. . .

. . . . . . bn−2
0 bn−2 an−1 − c2

γ


, u :=


γ
0
0
...
c

 , v :=


1
0
0
...

c/γ

 . (40)

where γ is a parameter chosen to ensure the stability and efficiency of the decomposition.
We define γ := −a0, assuming a0 > 0. This choice ensures that the matrix B remains
diagonally dominant. Specifically, the updated diagonal entries of B satisfy a0− γ ≥ a0 and
an−1 − c2

γ ≥ an−1, which strengthens the diagonal dominance of B. Diagonal dominance
is a key property that guarantees the stability of the decomposition and the subsequent
numerical computations. With this choice of γ, we can now apply the Sherman-Morrison
formula to efficiently solve the cyclic tridiagonal system.

This Sherman-Morrison formula allows us to solve the cyclic tridiagonal system Ay = x by
first solving the standard tridiagonal system Bz = x and Bq = u, and then combining the
results to obtain the solution y

y = A−1x = (B + uvT )−1x = B−1x− B−1uvT B−1x

1 + vT B−1u
= z − q

vT z

1 + vT q
. (41)

Algorithm 6 outlines the Cyclic-Thomas algorithm, which leverages the Sherman-Morrison
formula to solve cyclic tridiagonal systems efficiently. The algorithm consists of three main
phases: forward substitution, backward substitution, and Sherman-Morrison reconstruction.
The computational complexity of the algorithm is 15 +O(1) operations, making it suitable
for large-scale applications.

The stability of the Cyclic-Thomas algorithm is ensured by the properties of the Sherman-
Morrison formula and the diagonal dominance of the matrix B. This approach is particularly
advantageous in iterative methods, where the same cyclic tridiagonal system must be solved
multiple times with different right-hand sides. By reducing the computational cost and
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memory footprint, this optimization contributes to the overall efficiency and scalability of
numerical algorithms in large-scale simulations.

The cyclic tridiagonal system can be solved more efficiently, when multiple solves are re-
quired, by using the Cholesky decomposition. This approach combines the computational
efficiency of Cholesky decomposition with the flexibility of the Sherman-Morrison formula,
resulting in a highly optimized solver. Specifically, the factorization requires only 4n +O(1)
operations, while each subsequent solve requires 12n + O(1) operations, which is less than
the 15n +O(1) operations of algorithm 6. The implementation of this method is detailed in
Algorithm 7.

Algorithm 6 Cyclic-Thomas Algorithm (using the Shermann-Morrison formula):
Solve Ay = x for a symmetric, cyclic tridiagonal matrix in 15 +O(1) operations.
1: Input: A symmetric, cyclic tridiagonal matrix A with main diagonal a[n], subdiagonal b[n− 1],

cyclic corner element c, a right-hand side vector x[n], and temporary vectors u[n] and t[n].
2: Output: Solution vector y (overwriting x).
3: function Cyclic-Thomas Algorithm(a, b, c, x, u, t)
4: Shermann-Morrison Adjustment:
5: γ ← −a[0]
6: A1← a[0]− γ
7: An← a[n− 1]− c2/γ

8: Forward Substitution:
9: t[0]← b[0]/A1

10: x[0]← x[0]/A1
11: u[0]← γ/A1
12: for i = 1 to n− 2 do
13: s← a[i]− b[i− 1] · t[i− 1]
14: t[i]← b[i]/s
15: x[i]← (x[i]− b[i− 1] · x[i− 1])/s
16: u[i]← (0− b[i− 1] · u[i− 1])/s
17: end for
18: s← An− b[n− 2] · t[n− 2]
19: x[n− 1]← (x[n− 1]− b[n− 2] · x[n− 2])/s
20: u[n− 1]← (c− b[n− 2] · u[n− 2])/s

21: Backward Substitution:
22: for i = n− 2 downto 0 do
23: x[i]← x[i]− t[i] · x[i + 1]
24: u[i]← u[i]− t[i] · u[i + 1]
25: end for
26: Shermann-Morrison Reconstruction:
27: dot_x_v← x[0] + c/γ · x[n− 1]
28: dot_u_v← u[0] + c/γ · u[n− 1]
29: factor← dot_x_v/(1 + dot_u_v)
30: for i = 0 to n− 1 do
31: x[i]← x[i]− factor · u[i]
32: end for
33: end function

59



4.3 Algorithmic Changes

Algorithm 7 Cyclic Tridiagonal Cholesky Solver (with Shermann-Morrison formula):
Solve Ay = x for a symmetric, cyclic tridiagonal matrix.
Factorization in 4n +O(1) operations and solves the system in 12n +O(1) operations.
1: Input: A symmetric, cyclic tridiagonal matrix A with main diagonal a[n], subdiagonal b[n− 1],

cyclic corner element c, a right-hand side vector x[n], and temporary vectors u[n].
2: Output: Solution vector y (overwriting x).
3: function Cyclic Tridiagonal Cholesky Decomposition(a, b, c, x, u)
4: Cholesky Decomposition:
5: if factorized = false then
6: Shermann-Morrison Adjustment:
7: γ ← −a[0]
8: a[0]← a[0]− γ
9: a[n− 1]← a[n− 1]− c2/γ

10: for i = 1 to n− 1 do
11: b[i− 1]← b[i− 1]/a[i− 1]
12: a[i]← a[i]− b[i− 1]2 · a[i− 1]
13: end for
14: Set factorized = true.
15: end if
16: u[0]← γ
17: Forward Substitution:
18: for i = 1 to n− 1 do
19: x[i]← x[i]− b[i− 1] · x[i− 1]
20: if i < n− 1 then
21: u[i]← 0− b[i− 1] · u[i− 1]
22: else
23: u[i]← c− b[i− 1] · u[i− 1]
24: end if
25: end for
26: Diagonal Scaling:
27: for i = 0 to n− 1 do
28: x[i]← x[i]/a[i]
29: u[i]← u[i]/a[i]
30: end for
31: Backward Substitution:
32: for i = n− 2 downto 0 do
33: x[i]← x[i]− b[i] · x[i + 1]
34: u[i]← u[i]− b[i] · u[i + 1]
35: end for
36: Shermann-Morrison Reconstruction:
37: dot_x_v← x[0] + c/γ · x[n− 1]
38: dot_u_v← u[0] + c/γ · u[n− 1]
39: factor← dot_x_v/(1 + dot_u_v)
40: for i = 0 to n− 1 do
41: x[i]← x[i]− factor · u[i]
42: end for
43: end function
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4.4 Full Multigrid and W- and F-Cycles

The multigrid method is a powerful iterative technique for solving large-scale linear sys-
tems arising from discretized partial differential equations. While the V-cycle is the most
commonly used multigrid cycle, more advanced cycles such as the W-cycle and F-cycle can
further improve convergence rates and computational efficiency. Additionally, the Full Mul-
tigrid (FMG) method provides a robust framework for obtaining high-quality initial approx-
imations, significantly reducing the number of iterations required in subsequent multigrid
cycles. In this section, we discuss the implementation and benefits of W- and F-cycles, as
well as the FMG method, with a focus on its interpolation strategy and its impact on overall
performance.

W- and F-Cycles

The W-cycle and F-cycle are extensions of the standard V-cycle, designed to improve con-
vergence by increasing the number of coarse-grid corrections. In a V-cycle, the algorithm
traverses from the finest grid to the coarsest grid and back, performing smoothing and cor-
rection steps at each level. The W-cycle, on the other hand, performs additional coarse-grid
corrections by revisiting intermediate levels during the upward traversal. This results in
a more thorough error reduction on coarser grids, which can be particularly beneficial for
problems with high-frequency error components. The F-cycle, a hybrid between the V-cycle
and W-cycle, combines the efficiency of the V-cycle with the robustness of the W-cycle by
selectively applying additional coarse-grid corrections [12, 15].

(a) Structure of the multigrid W-cycle. (b) Structure of the multigrid F-cycle.

Figure 21: Comparison of W-cycle and F-cycle multigrid methods, designed to enhance con-
vergence by increasing the number of coarse-grid corrections. The black vertices
represent smoothing operations, while the white circles denote direct solves. Ad-
apted from [12].

In practice, the choice between these cycles depends on the trade-off between convergence
speed and computational cost. For problems where high-frequency error components decay
rapidly, a standard V-cycle may suffice. However, for problems with slow error reduction or
significant low-frequency error components, the additional coarse-grid corrections provided
by W- or F-cycles can significantly improve convergence. It is important to note that the
computational cost increases with the number of coarse-grid corrections. Therefore, achiev-
ing optimal performance requires a careful balance between the level of error reduction and
the overall solution time.
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Full Multigrid

A crucial step towards further improvement is the implementation of the Full Multigrid
(FMG) method, which introduces nested iterations to refine the initial approximation before
applying the standard multigrid cycles. This approach significantly accelerates the conver-
gence process by ensuring that the initial guess at each level is already close to the actual
solution, reducing the number of smoothing and correction iterations required in subsequent
steps.

The Full Multigrid (FMG) cycle begins by solving the problem exactly on the coarsest grid
level, establishing a highly accurate foundation for subsequent refinements. This solution is
then interpolated to the next finer grid level using a higher-order prolongation operator. As
noted by [12], “FMG will deliver an approximation up to discretization accuracy if [...] the
order of the FMG interpolation is larger than the discretization order” of AL. Standard bi-
linear interpolation has been found to be insufficient for maintaining the necessary accuracy.
To address this limitation, a dedicated FMG_Interpolation() function has been added to
the codebase. This function employs bicubic interpolation [12], which is better suited to the
problem’s demands, ensuring higher precision and improved convergence properties.

The interpolation process begins by refining the fine-grid nodes located between coarse-grid
nodes along the angular direction. Due to the periodic nature of the domain, no special
treatment for boundary conditions is required. The interpolation is performed using Lag-
range polynomial interpolation, leveraging four surrounding coarse-grid nodes to achieve a
higher-order approximation. For a uniform mesh, the resulting approximation takes the form
of

uh(x, y) = − 1
16(u2h(x− 3h, y) + u2h(x + 3h, y)) + 9

16(u2h(x− h, y) + u2h(x + h, y)). (42)

Once the interpolation in the angular direction is complete, the same procedure is applied
along the radial direction to determine the remaining fine-grid nodes. Next to the boundary,
where fewer coarse-grid nodes are available, standard linear interpolation is used to ensure
stability and avoid introducing artifacts. In the interior, however, the higher-order Lagrange
interpolation is retained to maintain accuracy. This two-step interpolation ensures that the
transferred solution maintains high accuracy, providing a well-refined initial guess for the
subsequent multigrid cycles. By employing this higher-order prolongation technique, FMG
significantly enhances the efficiency of the multigrid solver, reducing both iteration count
and overall computational time.

By combining higher-order interpolation with nested iterations, FMG significantly enhances
the efficiency of the multigrid solver. The algorithm reduces both the iteration count and
the overall computational time, making it a powerful tool for solving complex problems. The
FMG cycle is summarized in Algorithm 8, which outlines the steps for performing FMG with
V-cycles and implicit extrapolation.
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Algorithm 8 Full Multigrid Cycle (FMG) with V-Cycles and Implicit Extrapolation
1: Input: Number of FMG iterations M , system matrices {Al}Ll=0, right-hand sides {fl}Ll=0
2: Output: Approximate solution uL of ALuL = fL

3: function FMG(M, {Al}Ll=0, {fl}Ll=0)
4: Solve on the coarsest level:
5: Compute the exact solution to A0u0 = f0 directly
6: for l = 1 to L do
7: FMG-Interpolation:
8: ul ← Πl

l−1ul−1
9: for i = 1 to M do ▷ Perform M smoothing iterations at the current level.

10: if l < L then
11: Call: V-Cycle(l, ul, Al, fl)
12: else
13: Call: IEMG V-Cycle(L, uL, AL, fL)
14: end if
15: end for
16: end for
17: return uL

18: end function

Figure 22 provides a visual representation of the Full Multigrid (FMG) method, illustrating
the hierarchical refinement process and the interaction between different grid levels. The
diagram highlights the FMG interpolation step with a double edge, emphasizing its critical
role in efficiently propagating solution approximations from coarser to finer grids.

By following a structured approach that combines exact coarse-grid solutions, high-order
interpolation, and nested multigrid cycles, FMG ensures rapid convergence with minimal
computational overhead. The depicted 2x F-cycle further demonstrates the recursive nature
of the method, where corrections and refinements are systematically applied across multiple
levels to achieve high-accuracy solutions.

Figure 22: Structure of the Full Multigrid (FMG) method using a 2x F-cycle. The FMG
interpolation is highlighted with a double edge.
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Numerical Results

To assess the performance improvements provided by the Full Multigrid (FMG) approach,
various configurations were tested on a grid of size 4097 × 8192. Table 6 summarizes the
results, comparing the standard multigrid method (without FMG) against several FMG
configurations, including different numbers of V-cycles and F-cycles.

The iteration count refers to the number of multigrid iterations required to reduce the abso-
lute error to 1×10−12. Importantly, this count does not include the FMG initialization phase,
as FMG serves only to provide a high-quality initial approximation. The total computation
time, measured in seconds, includes both the FMG initialization phase and the subsequent
multigrid iterations. This metric reflects the overall efficiency of the solver. Finally, the
initial residuum represents the residual error of the FMG approximation.

Test Case Iteration Count Time (seconds) Initial Residuum
No FMG 53 33.6 6.5× 10−3

FMG 1x V-Cycle 32 21.2 7.4× 10−6

FMG 2x V-Cycle 18 13.1 2.3× 10−8

FMG 3x V-Cycle 13 9.6 1.9× 10−9

FMG 1x F-Cycle 27 18.6 1.3× 10−6

FMG 2x F-Cycle 11 8.2 2.3× 10−9

FMG 3x F-Cycle 6 7.5 5.5× 10−10

Table 6: Performance comparison of the standard multigrid method and various FMG con-
figurations on a grid of size 4097× 8192. The iteration count refers to the number
of multigrid iterations required to reach an absolute error of 1 × 10−12. The total
computation time, measured in seconds, includes both the computation of the FMG
approximation as well as the subsequent multigrid iterations.

The results demonstrate that FMG significantly reduces both the iteration count and the
total computation time compared to the standard multigrid method. For example, without
FMG, the solver requires 53 iterations and 33.6 seconds to converge, whereas with FMG
and 3x F-cycles, the iteration count drops to just 6, and the computation time is reduced to
7.5 seconds. This improvement is achieved because FMG provides a highly accurate initial
approximation, which reduces the number of multigrid iterations needed to reach the desired
error tolerance. This highlights the effectiveness of FMG in generating a well-refined initial
guess, which is critical for accelerating convergence.
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5 Performance Evaluation and Results

In this chapter, we present a comprehensive performance evaluation of the GMGPolar solver,
focusing on memory usage, runtime efficiency, scalability, and overall performance improve-
ments. The evaluation is designed to provide a thorough understanding of the solver’s beha-
vior under realistic high-performance computing (HPC) conditions, highlighting the impact
of optimizations and algorithmic choices on its performance. We analyze the memory foot-
print of both the original and refactored implementations, comparing their efficiency and
identifying key areas of improvement. Additionally, we evaluate the runtime performance
of the ‘Give’ and ‘Take’ methods, and assess their trade-offs in terms of memory usage and
computational overhead. We employ the Roofline Model to assess the solver’s computational
efficiency, identifying potential bottlenecks and guiding further optimization efforts. Scalab-
ility benchmarks, including weak and strong scaling tests, are conducted for both the setup
and solve phases of the multigrid solver, offering insights into its performance as problem
sizes and computational resources scale. Together, these analyses provide a detailed pic-
ture of the GMGPolar solver’s performance characteristics, demonstrating its suitability for
large-scale simulations in modern HPC environments.

Unless otherwise specified, all benchmarks presented in this chapter were executed on Mar-
vin, a state-of-the-art Tier 3 high-performance computing (HPC) cluster acquired by the
University of Bonn in October 2022 [29]. Delivered in summer 2023 and operational since
March 2024, Marvin currently ranks 423rd on the TOP500 list of the world’s most powerful
supercomputers. Each node of the IntelSR partition is equipped with 2 × Intel Xeon “Sap-
phire Rapids” 48-core/96-thread CPUs running at 2.10 GHz and 1024 GB of DDR5 RAM.
For our benchmarks, we utilized a single node, leveraging up to 96 physical cores. This
configuration provides a robust environment for evaluating the scalability and performance
of GMGPolar under realistic HPC conditions.

5.1 Memory Usage

In this section we analyze and compare the memory footprint of the original implementation
with that of the refactored code. The memory consumption was measured using Valgrind
[34], a powerful tool for profiling application memory usage. Additionally, we estimate
memory usage by tracking the number of vectors allocated in the multigrid setup and examine
the storage requirements for the smoother matrices. This estimation serves to validate the
plausibility of the maximum memory usage recorded during profiling.

Memory Estimation for the Original Code

When implicit extrapolation is enabled, the original implementation creates four primary
vectors on the finest grid level to store the right-hand side, the solution, the residual, and
the extrapolated residual. The tridiagonal smoother matrices, stored in COO (Coordinate)
format, were not built symmetrically. Thus each node contributes three double-precision
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values (64 bits each), as well as six integers (32 bits each) to store the row and column
indices. Additional fill-in during the factorization may increase this estimate further.

To account for the multigrid hierarchy, which introduces a scaling factor of 4
3 , we can estimate

the maximum memory usage by
4
3 · nr · nθ · (4× 64 bits + 3× 64 bits + 6× 32 bits).

The scaling factor arises because each coarser grid level has roughly one quarter as many
nodes as the next finer level, resulting in a geometric series:

1 + 1
4 + 1

42 + · · · = 4
3 .

Memory Estimation for the Refactored Code

The refactored code was carefully engineered to enhance memory efficiency without sacrifi-
cing computational performance. At the finest multigrid level, three primary vectors are al-
located: rhs_f (right-hand side), solution, and residual. The error_correction vector,
which is used exclusively on coarser levels, contributes negligibly to the overall memory us-
age. We optimized the memory consumption further by constructing the smoother matrices
symmetric. This symmetry allows only the upper or lower triangular part of the matrices to
be stored, reducing the memory required for these components. Furthermore, by leveraging
their tridiagonal structure, the code avoids storing row and column indices entirely, signi-
ficantly reducing memory overhead. Thus each node only contributes two values, stored as
double-precision floating-point numbers (64 bits each), to the tridiagonal smoother matrices.
As a result, the memory usage on the finest level is equivalent to five 64-bit vectors, ensur-
ing efficient storage while maintaining computational accuracy. The memory usage can be
estimated by

4
3 · nr · nθ · (3× 64 bits + 2× 64 bits).

Note that this is a rather conservative estimate, since in the case of implicit extrapolation,
half of the smoother matrices are stored in purely diagonal matrices, decreasing the memory
usage further.

Measured Memory Usage

Table 7 compares the maximum memory usage of the original and refactored codes across
various grid resolutions. The refactored code demonstrates a significant reduction in memory
consumption for all grid sizes. The refactored memory estimate closely aligns with the
observed values, with minor discrepancies that could arise from the smoother matrices, that
are partially constructed to be diagonal in the case of extrapolation. The measured memory
usage for the original implementation was slightly higher than the estimate. It is likely
that the additional fill-in from the factorization of the circle smoother matrices, as well as
potential auxiliary vector allocations, contributed to this discrepancy.
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Maximum Memory Usage
nr × nθ 129 × 256 257 × 512 513 × 1024 1025 × 2048 2049 × 4096 4097 × 8192
Original Code 4.86 MB 17.67 MB 68.90 MB 273.13 MB 1089.15 MB 4.32 GB
Estimate 3.52 MB 14.04 MB 56.03 MB 223.91 MB 895.22 MB 3.58 GB
Refactored Code 1.84 MB 6.74 MB 26.17 MB 103.54 MB 412.36 MB 1.65 GB
Estimate 1.76 MB 7.02 MB 28.02 MB 111.96 MB 447.61 MB 1.79 GB

Table 7: Comparison of maximum memory usage of the ‘Give’ method for different grid res-
olutions between the original and refactored code, as well as the refactored memory
estimate.

Overall, the refactored code achieves a memory reduction of approximately 61.5% compared
to the original implementation. This improvement is attributed to the optimized storage of
smoother matrices and the elimination of unnecessary data structures, making the refactored
code more suitable for large-scale simulations where memory efficiency is critical.

The current analysis was based on the ‘Give’ approach. If we consider the ‘Take’ approach,
then the memory requirements of the refactored code would increase by the equivalent of
three 64-bit vectors to store the transformation coefficients arr, arθ and arθ, thus increasing
the memory usage by 60%.

5.2 Comparison: A-Take and A-Give Methodology

In the ‘Take’ method, transformation coefficients (arr, aθθ, and arθ) are precomputed and
stored in the setup phase of the multigrid solver. This upfront cost ensures that during the
solve phase, coefficient retrieval is fast and independent of the domain geometry, resulting
in stable and predictable runtimes.

In contrast, the ‘Give’ method calculates these coefficients dynamically during the application
of the system matrix. This design choice reduces the memory footprint by approximately
35.5%, as it eliminates the need to store geometry-dependent transformation coefficients.
While the ‘Give’ method could alternatively store these coefficients, the decision to recalcu-
late them dynamically was made to prioritize memory efficiency over computational over-
head. For a more detailed analysis of this trade-off, see the following section on “Performance
Analysis Using the Roofline Model”.

Figure 23 illustrates the strong scalability performance of the ‘Take’ and ‘Give’ methods,
evaluated on the Shafranov, Czarny, and Culham geometries. The ‘Take’ approach consist-
ently outperforms the ‘Give’ method in terms of runtime, completing the solve phase in 2.8
seconds using 96 cores, regardless of the domain geometry’s complexity. For moderately
constrained problems where memory availability is not a limiting factor, the ‘Take’ method
is likely the optimal choice due to its efficiency and predictable performance.

However, in scenarios involving extremely large-scale simulations where memory usage is a
critical constraint, the ‘Give’ method provides a viable alternative, despite its higher compu-
tational overhead. The runtime for the ‘Give’ method varies with geometric complexity: the
simpler Shafranov geometry requires 3.4 seconds, the Czarny geometry takes 3.6 seconds,
and the more intricate Culham geometry demands 5.5 seconds when using 96 cores. For
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Figure 23: Performance comparison between the ‘Take‘ and ‘Give‘ approaches for different
test geometries on a grid of size 2049 × 4096, measuring the solve phase of the
multigrid method.

simpler geometries, the ‘Give’ method’s performance is similar to that of the ‘Take’ method.
However, with more complex geometries, like the Culham geometry, the ‘Give’ method takes
nearly twice as long. The choice between these methods should be guided by the specific
needs of the application, balancing the trade-offs between memory usage and computational
performance.

Roofline Model

The Roofline Model is a performance analysis framework used to assess the computational
efficiency of an application by examining its operational intensity (FLOPs/byte) in relation to
the hardware’s peak performance capabilities. The model provides a visual representation of
the performance limits imposed by either the processor’s peak floating-point performance or
the memory bandwidth, depending on the application’s operational intensity. Applications
with high operational intensity are typically compute-bound, meaning their performance
is limited by the processor’s computational capacity. Conversely, low operational intensity
suggests a memory-bound application, where data transfer rates are the limiting factor.

Floating-point operations per second (FLOPS) are a key metric for evaluating a computer’s
computational performance. Essentially, FLOPS measure the number of arithmetic opera-
tions, such as additions, subtractions, multiplications, and divisions, that a processor can
perform every second. This metric is especially important in scientific computing and sim-
ulations, where high-precision calculations are routine. In our analysis, we use FLOPs to
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quantify the raw computational throughput during the solve phase of the multigrid method,
comparing the observed performance against the hardware’s theoretical peak. By examining
the ratio of FLOPs to memory usage (i.e., operational intensity), we can determine whether
our application is primarily limited by the processor’s computational capacity or by memory
bandwidth.

Figure 24 illustrates the performance comparison between the ‘Take’ and ‘Give’ approaches
for varying grid sizes, measuring the FLOPs and memory bandwidth of the solve phase of the
multigrid method. The plot demonstrates how close each approach comes to the hardware’s
theoretical limits, offering insights into potential bottlenecks and areas for optimization. By
analyzing the Roofline Model, we can identify whether the application is compute-bound
or memory-bound and prioritize optimization efforts accordingly. This model serves as a
powerful tool for understanding performance constraints and guiding improvements in com-
putational efficiency.

The roofline model benchmark was conducted on the HPDA-Cluster of the DLR Institute.
Each compute-node is equipped with four Intel Xeon Scalable Processor “Skylake” Gold 6132
CPUs, running at 2.60 GHz with 14 cores per socket. The system is supported by 384 GB
of DDR4 memory, a 256 GB SSD. Additionally, the nodes are equipped with an InfiniBand
EDR card, providing a bandwidth of 100 Gb/s.

Figure 24: Performance comparison between the ‘Take‘ and ‘Give‘ approaches for varying
grid sizes for the Czarny geometry, measuring the operational intensity and
memory bandwidth of the solve phase of the multigrid method. The data repres-
ent the parallel performance utilizing 56 cores.
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The performance measurements were obtained using LIKWID [35], a lightweight performance
monitoring tool that enables precise profiling of hardware performance counters. LIKWID
was used to measure the FLOPs and memory bandwidth during the solve phase of the
multigrid method, providing accurate data for the roofline analysis. The peak memory
bandwidth and peak computational performance values used in the Roofline Model were
taken from the cluster documentation. These values were also verified numerically using
LIKWID to ensure their accuracy and alignment with the observed hardware capabilities.

SIMD: Potential for Performance Optimization

SIMD, or Single Instruction, Multiple Data, is a parallel computing technique that allows
a single instruction to operate on multiple data points simultaneously. This is achieved
through specialized hardware units in modern processors, known as SIMD units, which can
execute the same operation on multiple data elements in parallel. SIMD is particularly
useful for tasks that involve repetitive operations on large datasets, such as vector and
matrix computations, image processing, and scientific simulations. By leveraging SIMD,
applications can achieve significant performance improvements, as multiple computations
are performed in a single clock cycle. Common SIMD instruction set extensions include
Intel’s SSE (Streaming SIMD Extensions), AVX (Advanced Vector Extensions), and ARM’s
NEON. These extensions provide a set of instructions that enable the processor to handle
multiple data elements in parallel, thereby increasing throughput and reducing the time
required for computationally intensive tasks.

In the context of our performance evaluation using the Roofline Model, it is important to note
that we did not utilize SIMD operations. Although our analysis highlights the computational
efficiency of the multigrid method’s solve phase, the measured performance does not benefit
from SIMD vectorization, which could further accelerate computations. As a result, our
findings reflect a more conservative performance baseline, which could be further improved
if SIMD optimizations were implemented.

Performance Analysis Using the Roofline Model

The measured performance data for both the ‘Take‘ and ‘Give‘ methods lies below the
horizontal SIMD line, which represents the processor’s peak floating-point throughput. This
indicates that both approaches are compute-bound, meaning their performance is primarily
limited by the processor’s computational capacity rather than memory bandwidth. This
suggests that the methods are effectively utilizing the available memory bandwidth.

While the performance data for the ‘Give‘ and ‘Take‘ methods provide valuable insights, they
are only partially comparable due to the fundamentally different strategies each method em-
ploys for applying the system matrix. The ‘Give‘ method prioritizes recomputing transform-
ation coefficients on-the-fly, which is computationally intensive but reduces memory traffic.
In contrast, the ‘Take‘ method precomputes and stores these coefficients in memory, trading
computational effort for increased memory bandwidth usage.
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This distinction is reflected in their operational intensities: the ‘Give‘ method exhibits higher
operational intensity, as a significant portion of its runtime is dedicated to recomputing coeffi-
cients dictated by the domain geometry. On the other hand, the ‘Take‘ method demonstrates
lower operational intensity, as it relies more heavily on memory accesses to load precomputed
coefficients. These differences highlight the trade-offs between computational workload and
memory bandwidth, which are critical considerations for optimizing performance in the con-
text of the multigrid method.

As the grid size increases from 769×1024 to 6145×8192, the performance in GFLOPS for both
the ‘Take‘ and ‘Give‘ methods also increases. This behavior can be attributed to improved
utilization of computational resources at finer grid resolutions. Larger grids involve more
computational work per iteration, as the number of grid points and associated floating-point
operations grow quadratically with grid size. This increased workload allows the processor
to better exploit its parallel capabilities, such as multi-core and multi-threaded execution,
leading to higher overall throughput. Additionally, finer grids tend to exhibit better data
locality, as the working set of data becomes larger and longer contagious data items to be
processed identically, reducing the relative overhead of memory access latency. However,
the rate of performance improvement diminishes as the grid size grows, indicating that the
methods are approaching the hardware’s computational limits.

5.3 Strong– and Weak Scalability

Scalability is a critical aspect of evaluating the performance of parallel algorithms and applic-
ations. It measures how well a system can handle increasing workloads by utilizing additional
computational resources, such as CPU cores or nodes. Scalability is typically analyzed in
two dimensions: strong scaling and weak scaling. Both approaches provide insights into the
efficiency of parallelization and help identify bottlenecks that may limit performance as the
problem size or the number of processors grows.

Strong Scalability

Strong scaling examines how the execution time of a fixed problem size decreases as the
number of processors or cores increases. The goal is to achieve near-linear speedup, where
doubling the number of processors results in halving the execution time. Strong scaling
is particularly important for applications where the problem size is constrained, and the
primary objective is to reduce the compute time.

In this study, we conducted a strong scalability benchmark to evaluate the performance of
the refactored GMGPolar solver. The benchmark scales the number of cores up to 96 and is
performed on a fine-grained mesh of size 6145× 8192. The solver employs the ‘Give’ meth-
odology and utilizes the Czarny geometry, which provides a realistic and computationally
demanding test case for assessing scalability.

The analysis is divided into three subfigures, each highlighting a different aspect of the mul-
tigrid process. Figure 27a presents the overall timing of the GMGPolar solver. It details
the total setup and solve times, as well as the durations needed to compute the initial full
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multigrid (FMG) approximation, verify convergence by checking the residual norm, and ex-
ecute the multigrid cycle. Figure 27b delves into the details of the setup phase, which is
subdivided into three principal components: level creation, smoother initialization, and dir-
ect solver configuration. The level creation component involves constructing the PolarGrids,
setting up the LevelCaches, and most critically, allocating the vectors that are essential for
the multigrid algorithm. In the smoother initialization phase, resources are allocated and the
corresponding smoother matrices are populated. Finally, the direct solver configuration is
achieved by forming the solver matrix and performing its factorization. Figure 27c provides
an in-depth breakdown of the multigrid cycle itself, highlighting the contributions of indi-
vidual components such as the smoothers, the residual evaluation process, and the direct
solver. This detailed view facilitates an understanding of how computational resources are
distributed and utilized throughout the cycle.

(a) Performance of the GMGPolar solver.

(b) Performance during the setup phase. (c) Performance during the multigrid cycle.

Figure 25: Strong Scalability of the refactored GMGPolar solver on a grid of size 6145×8192,
utilizing the Czarny geometry and the ‘Give‘ methodology.
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The results indicate that the GMGPolar solver exhibits excellent scalability in its multigrid
components up to 48 threads. In these parts of the algorithm, such as the smoothing process
and the residual evaluation, increasing the number of threads significantly reduces execution
time, almost ideally following a near-linear trend. The overall performance improvement is
noteworthy, with the solve time achieving a speedup of approximately 25.

In the setup phase, the situation is similar but slightly more constrained. While certain
elements of the setup, like constructing the smoother matrices, the overall setup phase scales
effectively only up to 16 threads. This limited scalability is primarily due to the sequential
nature of critical tasks, such as memory allocations, which are itinerantly sequential and
ultimately restrict the overall speedup achievable by the solver.

Strong Scaling Performance Across Varying Grid Sizes

Figure 26 provides a comprehensive analysis of the GMGPolar solver’s performance for
multiple grid sizes. In Subfigure 26a, the execution time for the setup phase is detailed,
highlighting the poor scalability. Meanwhile, Subfigure 26b presents an in-depth examination
of strong scaling of the solve phase, showing how efficiently the solver utilizes additional
processing resources across different grid sizes. Notably, the results reveal that as the grid
size decreases, the efficiency of strong scaling declines. This degradation is primarily due to a
reduced computational workload per processor, which amplifies the impact of communication
overhead and synchronization delays. These findings underscore the delicate balance required
between grid resolution and parallel efficiency, emphasizing the importance of optimizing
both factors to fully leverage the potential of the GMGPolar solver in high-performance
computing applications.

(a) Setup phase of the GMGPolar solver. (b) Solve phase of the GMGPolar solver.

Figure 26: Performance evaluation of the GMGPolar solver: (a) Setup phase and (b) Solve
phase.
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Weak Scalability

Weak scaling evaluates how the system performs as both the problem size and the number
of processors increase proportionally. The goal is to maintain a constant execution time
while scaling the workload, ensuring that the algorithm can handle larger problems effi-
ciently as more computational resources are added. Weak scaling is particularly relevant for
applications where the problem size is not fixed and can grow with available resources.

In this study, we conduct a weak scalability benchmark to evaluate the performance of the
refactored GMGPolar solver. The benchmark scales the number of cores up to 96 and is
performed on a series of meshes ranging from 1537 × 2048 to 12289 × 16384. The solver
employs the ‘Give’ methodology and utilizes the Czarny geometry, which provides a realistic
and computationally demanding test case for assessing scalability. In this weak scalabil-
ity evaluation, we adopt the same figure configuration as used in the strong scaling tests,
ensuring a consistent visual framework for comparison.

(a) Performance of the GMGPolar solver.

(b) Performance during the setup phase. (c) Performance during the multigrid cycle.

Figure 27: Weak scalability of the refactored GMGPolar solver on a grid of sizes 1537×2048
to 12289× 16384, utilizing the Czarny geometry and the ‘Give‘ methodology.

The findings from the solve phase reveal that parallel efficiency declines as the computational
workload and the number of processors increase. Specifically, efficiency starts at an ideal
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100% for the baseline case, then drops to 92.6%, further declines to 71.7%, and eventually
decreases to 30.0% with 64 cores. This trend highlights that while the solver initially scales
efficiently, the benefits diminish significantly with more OpenMP threads.

5.4 Runtime Comparison

In order to evaluate the improvements achieved through the refactoring process, a series
of serial performance tests were conducted. The experiments were executed on the Czarny
geometry using a single thread over 10 iterations, across a range of grid resolutions. The
timings are reported separately for the setup phase (initial configuration and pre-processing)
and the solve phase (iterative solution process). Table 8 summarizes the results in seconds.

Timings in Seconds (1 Thread, Czarny Geometry, 10 Iterations)
nr × nθ 129 x 256 257 x 512 513 x 1024 1025 x 2048 2049 x 4096 4097 x 8192

Original Setup 4.1 × 10−2 4.9 × 10−2 2.0 × 10−1 7.6 × 10−1 3.4 × 100 1.4 × 101

Original Solve 3.9 × 10−1 1.4 × 100 5.5 × 100 2.2 × 101 1.0 × 102 4.3 × 102

Refactored Setup 5.6.1 × 10−3 1.6 × 10−2 5.2 × 10−2 1.9 × 10−1 7.5 × 10−1 2.9 × 100

Refactored Solve 1.8 × 10−1 6.6 × 10−1 2.5 × 100 1.0 × 101 4.0 × 101 1.7 × 102

Table 8: Comparison of Original vs. Refactored Setup and Solve Timings.

The data presented in Table 8 indicate that the refactored code exhibits approximately twice
the performance of the original implementation in a serial execution context. Both the setup
and solve phases are significantly faster, confirming that the refactoring process not only
improves code maintainability but also enhances computational efficiency.

To assess the scalability and efficiency of the refactored code in a parallel environment, per-
formance tests were conducted using 32 threads on the Czarny geometry over 10 iterations.
The experiments measured the execution times for both the setup phase (which encompasses
initialization and pre-processing) and the solve phase (which involves the iterative solution
process) across various grid resolutions. The detailed results are presented in Table 9.

Timings in Seconds (32 Threads, Czarny Geometry, 10 Iterations)
nr × nθ 257 x 512 513 x 1024 1025 x 2048 2049 x 4096 4097 x 8192 8193 x 16384 16385 x 32768

Original Setup 5.6 × 10−2 1.8 × 10−1 8.0 × 10−1 3.4 × 100 1.4 × 101 6.0 × 101 2.5 × 102

Original Solve 2.3 × 100 5.1 × 100 8.4 × 100 2.2 × 101 7.4 × 101 2.8 × 102 8.7 × 102

Refactored Setup 1.4 × 10−2 3.5 × 10−2 1.3 × 10−1 4.5 × 10−1 1.5 × 100 5.7 × 100 1.9 × 101

Refactored Solve 1.5 × 10−1 3.1 × 10−1 9.0 × 10−1 2.4 × 100 8.3 × 100 3.1 × 101 1.2 × 102

Table 9: Comparison of Original vs. Refactored Setup and Solve Timings in a Parallel En-
vironment (32 Threads, Czarny Geometry, 10 Iterations).

The results demonstrate that the refactored implementation achieves approximately a tenfold
speedup in parallel performance relative to the original code. Both the setup and solve phases
benefit from significant reductions in execution time, confirming the effectiveness of the
refactoring process and the scalability of the new approach in multi-threaded applications.
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6 GPU Implementation with CUDA

Graphics Processing Units (GPUs) were originally developed for rendering graphics, but their
highly parallel architecture has made them a valuable tool in scientific computing [36]. Unlike
Central Processing Units (CPUs), which have a small number of powerful cores designed
for sequential execution, GPUs consist of thousands of smaller cores optimized for parallel
task execution. This makes them well-suited for problems that apply the same operation
independently to large datasets, such as matrix-vector multiplications in simulations.

GPU acceleration has become indispensable for large-scale simulations. Modern GPUs typic-
ally offer an order of magnitude higher memory bandwidth (e.g., NVIDIA H100’s 3TB/s vs.
CPU’s 460GB/s) and greater computational throughput for parallel workloads compared
to CPUs [37, 38]. However, achieving peak performance requires careful algorithm design
to expose sufficient parallelism to utilize thousands of cores, and optimize memory access
patterns to mitigate latency despite high bandwidth.

CUDA provides a programming framework that allows developers to harness the parallel
processing power of GPUs in a straightforward and accessible way. In a CUDA program,
the fundamental unit of work is the kernel function, a special routine that runs on the GPU.
When a kernel is launched from the CPU, it is executed concurrently by a multitude of
threads, each processing different segments of data. These threads are organized into blocks,
which together form a grid representing the entire workload. This hierarchical structure
simplifies parallel programming, allowing developers to focus on dividing the problem into
smaller pieces that can be executed simultaneously.

Within each block, threads have the advantage of sharing a fast, on-chip memory known
as shared memory. This memory is much quicker to access than the larger global memory
available on the GPU, making it ideal for storing temporary data that needs to be accessed re-
peatedly during computation. Shared memory enables efficient collaboration among threads,
allowing them to exchange information and synchronize their operations without the per-
formance penalty of accessing slower memory. The careful use of shared memory is key
to maximizing the performance of CUDA applications, as it can significantly reduce the
overhead associated with data movement.

The programming model offered by CUDA allows developers to write code in familiar lan-
guages like C or C++, with added constructs that simplify the expression of parallelism. This
paradigm shift has made CUDA a cornerstone of scientific computing and high-performance
application development, opening up new possibilities for tackling complex problems that
were once considered intractable with traditional CPU-based methods.

6.1 Porting GMGPolar to CUDA

The object-oriented design introduced in the refactored codebase provides a solid foundation
for porting the GMGPolar algorithm to CUDA. By leveraging the modular structure of
the refactored code, we can systematically identify and parallelize computationally intensive
components of the algorithm. This approach ensures that the transition to GPU acceleration
is both efficient and maintainable.
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GPU Vector Management

To facilitate this transition, we introduce a templated class, GPU_Vector<T>, which replicates
the functionalities of the existing Vector<T> class but is specifically designed to handle GPU
memory management. The GPU_Vector<T> object resides on the host (CPU) but manages
memory allocation and data transfers to and from the device (GPU). This abstraction allows
developers to work with GPU-accelerated vectors using a familiar interface while ensuring
efficient use of GPU resources.

In CUDA programming, host and device refer to the CPU and GPU, respectively. Host
memory includes system RAM and the CPU cache hierarchy (L1, L2, often L3), offering
low-latency access for sequential tasks. In contrast, the GPU utilizes its own dedicated
memory called global memory or VRAM, which is optimized for high-throughput parallel
data access. The GPU also includes several levels of on-chip memory such as L1/L2 caches
(depending on architecture), shared memory (which is fast and accessible by threads in a
block), and registers (the fastest form of storage available to a thread). Because the host
and device maintain physically separate memory spaces, data must be explicitly transferred
between them for GPU computations.

Figure 28 shows how CUDA is used to perform vector assignments in parallel. The kernel
assign_kernel is executed by multiple threads, each computing its index and assigning
a value to the corresponding GPU vector element if within bounds. The host function
assign determines thread and block counts, launches the kernel, and synchronizes the device.
This separation of tasks not only simplifies GPU memory management but also leverages
parallelism to boost performance in vector operations.

1 // Kernel function to assign a value to all elements of the vector
2 template <typename T>
3 __global__ void assign_kernel(T* device_values, int size, T value)
4 {
5 int idx = blockIdx.x * blockDim.x + threadIdx.x;
6 if (idx < size) device_values[idx] = value;
7 }
8

9 // Host function for assigning a value to all elements of the vector
10 template <typename T>
11 void assign(GPU_Vector<T>& v, T value)
12 {
13 int block_size = 256;
14 int num_blocks = (v.size() + block_size - 1) / block_size;
15

16 assign_kernel<T><<<num_blocks, block_size>>>(v.data(), v.size(), value);
17 cudaDeviceSynchronize();
18 }

Figure 28: Code snippet demonstrating the implementation of a CUDA kernel and host
function for assigning a value to all elements of a GPU_Vector<T>.
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The code snippet in Figure 29 demonstrates how the GPU_Vector<T> class is integrated into
the application to enable GPU-accelerated vector operations. It encapsulates the necessary
CUDA memory management, such as allocation, data transfers, and deallocation, while
providing a familiar interface that mirrors the functionality of the CPU-based Vector<T>
class. This approach simplifies the development process by hiding the low-level details of
GPU programming, allowing developers to focus on implementing algorithms efficiently.

1 const int n = 10;
2 Vector<double> h_x(n); // Host vector
3 assign(h_x, 1.0); // Initialize host vector
4

5 GPU_Vector<double> d_x(n); // Device vector
6 copyHostToDevice(h_x, d_x); // Copy data from host to device
7

8 // GPU-accelerated vector operations
9 GPU_Vector<double> d_y(n);

10 assign(d_y, 2.0);
11 const double result = dot_product(d_x, d_y);

Figure 29: Code snippet demonstrating the usage of the GPU_Vector<T> class, highlighting
its interactions with the Vector<T> class.

The GPU_Vector<T> class also enables efficient parallel reduction methods, such as computing
the dot product, by leveraging CUDA’s warp-level primitives to minimize thread divergence
and maximize computational throughput, as demonstrated in the optimization techniques
discussed in [39].

Integrating GPU Support into PolarGrid

To maintain consistency and avoid unnecessary complexity, we do not introduce an addi-
tional GPU_PolarGrid class. Instead, we extend the existing PolarGrid class to support
GPU-accelerated computations. A key feature of this integration is the ability to use the
index() function, marked with the __host__ and __device__ specifiers, on both the host
(CPU) and device (GPU). This allows the same function to compute grid indices seamlessly,
regardless of whether the computation is performed on the CPU or GPU. By embedding
GPU-specific functionality directly into the PolarGrid class, we ensure a unified interface
that works across both execution environments without duplicating code or introducing re-
dundant abstractions. This design choice not only simplifies the implementation but also
maintains the modularity and readability of the codebase, enabling efficient GPU accelera-
tion for polar grid-based computations.

Virtual Input Functions classes

CUDA’s programming model does not support virtual functions, posing a challenge when
designing input function classes that rely on runtime polymorphism. Virtual functions, a
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cornerstone of object-oriented design in C++, allow for dynamic dispatch, enabling flexible
and extensible code. However, since CUDA requires all configurations to be resolved at
compile time, virtual functions cannot be used in device code. To address this limitation, the
input functions must be implemented without runtime polymorphism, often requiring them
to be templated or designed with compile-time configurations. This approach ensures that
the necessary functionality is available on the GPU while adhering to CUDA’s constraints.

Multigrid Hierarchy

In the multigrid hierarchy, different levels of resolution are used to solve problems efficiently.
GPUs excel at handling fine levels due to their massive parallelism, while CPUs are bet-
ter suited for coarser levels, particularly for solving the coarse system where parallelism is
limited. To optimize performance across the multigrid hierarchy, we introduce a new para-
meter to the simulation, gpu_levels, which determines the number of levels processed on
the GPU. Note that we require the coarsest level to be a CPU level, since the coarse system
often involves smaller problem sizes and sequential computations that are better handled by
the CPU’s architectural strengths. Additionally, we define three processing types for each
level: GPU, CPU_Hybrid, and CPU, each tailored to different computational needs.

A level marked as GPU allocates all vector memory and constructs multigrid operators directly
on the GPU. This is ideal for fine levels, where the GPU’s parallelism can significantly
accelerate computations. On the other hand, a level marked as CPU handles everything on the
CPU, including memory allocation and operator construction. The CPU_Hybrid type serves
as a middle ground: it allocates vector memory on both the CPU and GPU but constructs
operators only on the CPU. This hybrid approach allows for efficient data transfers between
devices while keeping the computational logic on the CPU, providing flexibility in managing
resources. All operators on CPU levels are implemented using the ‘Take’ method, as it
provides the fastest execution with minimal memory overhead, particularly since CPU levels
are only used for the coarsest levels where memory consumption is not a concern.

6.1.1 Implementation of the Residual

The application of the system matrix A using the standard ‘Take’ approach is an excellent
candidate for GPU acceleration. Since each grid node can be processed independently,
the computation is inherently parallel, requiring minimal synchronization across threads.
This makes it well-suited for execution on the GPU, where thousands of threads can work
concurrently to process the grid nodes efficiently.

A key design decision in this implementation is whether to store the transformation coeffi-
cients arr, aθθ, and arθ in global memory or compute them dynamically during the matrix-
vector operation. Storing these coefficients in global memory would simplify the computation
but come at a significant cost: it would consume a large amount of memory and lead to fre-
quent high-latency global memory accesses. Given the limited bandwidth of global GPU
memory, this approach could severely degrade performance due to memory bottlenecks.
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To address this, we opt to compute the transformation coefficients on the fly during the
matrix-vector operation. This approach reduces the memory footprint and minimizes global
memory accesses, aligning with CUDA’s performance optimization principles. By leveraging
the GPU’s computational power to recalculate these coefficients as needed, we avoid memory
bandwidth limitations and achieve better overall performance. This design choice exempli-
fies the importance of balancing computation and memory access in GPU programming to
maximize efficiency.

In the ‘Take’ implementation, each grid node requires the transformation coefficients not
only for its own position but also for its neighboring nodes to fully apply the stencil. A
naive approach would have each thread compute the coefficients for all five nodes involved
in the stencil. However, this leads to significant redundancy, as multiple threads would end
up recalculating the same coefficients for overlapping regions. This redundancy not only
wastes computational resources but also increases the runtime, as the performance becomes
dominated by these repeated calculations.

Shared Memory Optimization for Stencil Computations

To overcome this inefficiency, we employ a shared memory optimization strategy. Shared
memory is a fast, on-chip memory accessible to all threads within a CUDA block, making it
ideal for storing data that needs to be reused by multiple threads. In our implementation,
each thread computes the transformation coefficients only for its own node and stores the
result in the shared memory of its block. Once all threads in the block have completed their
computations, a block-wide synchronization step ensures that all coefficients are available in
shared memory before any thread proceeds to the next stage. After synchronization, each
thread can efficiently access the coefficients of its neighboring nodes directly from shared
memory, eliminating the need for redundant calculations and reducing the number of costly
global memory accesses.

This approach offers two key benefits. First, it minimizes redundant computations by en-
suring each coefficient is calculated only once per block. Second, it reduces reliance on
global memory, which has significantly higher latency than shared memory. By leveraging
shared memory and synchronization, we achieve a significant performance improvement, as
the computation becomes both faster and more memory-efficient. This optimization is par-
ticularly important for large-scale simulations, where performance and memory bandwidth
are critical factors.

The use of shared memory and synchronization exemplifies the importance of designing GPU
algorithms that align with the hardware’s strengths. GPUs excel at parallel computation
but are sensitive to memory access patterns and latency. By carefully organizing data and
computations to maximize shared memory usage and minimize global memory accesses, we
can fully harness the GPU’s massive parallelism and achieve substantial performance gains.
This approach is a cornerstone of efficient GPU programming and is especially valuable
in matrix-free methods, where memory efficiency and computational throughput are para-
mount.
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When using shared memory to optimize stencil computations, we divide the computational
grid into blocks of size 16 × 16 threads. Each block loads a corresponding 16 × 16 chunk
of the grid into shared memory. However, stencil operations require access to neighboring
nodes, which introduces a challenge at the boundaries of each block. Specifically, the stencil
update for a node requires data from its immediate neighbors, meaning that nodes on the
edges of the block cannot perform the stencil operation without accessing data from adjacent
blocks.

To address this, we focus only on the interior 14 × 14 nodes within each 16 × 16 block for
the stencil update. The outermost layer of nodes (one row and column on each side) serves
as a halo region that provides the necessary boundary data for the interior nodes but does
not itself perform the stencil computation. This approach ensures that all interior nodes
have access to their required neighbors within the shared memory of the block, avoiding the
need for expensive global memory accesses or inter-block communication during the stencil
computation.

6.1.2 Implementation of the Smoother

Serial line smoothers are well-suited for CPU architectures due to their reliance on sequential
dependencies (e.g., forward/backward substitutions in tridiagonal solves), which align with
CPUs’ deep cache hierarchies and low-latency cores. On GPUs, where thousands of threads
execute in parallel, serial algorithms fail to utilize the hardware’s full potential, leading to
significant performance bottlenecks. To address this, we employ a parallel approach for
solving tridiagonal systems, which are central to line smoothing. Specifically, we utilize the
cuSPARSE library [40], a highly optimized CUDA library for sparse matrix operations, to
perform batched tridiagonal solves efficiently.

The cuSPARSE function cusparseSgtsv2StridedBatch is particularly well-suited for the
task at hand. It solves multiple tridiagonal systems in parallel, where the systems are stored
within three vectors representing the lower (dl), main (d), and upper (du) diagonals of the
coefficient matrix. This batched approach allows multiple threads to participate in solving
tridiagonal systems simultaneously, significantly improving performance compared to serial
methods. The function combines the Cyclic Reduction (CR) and Parallel Cyclic Reduction
(PCR) algorithms, optimized for GPU execution [40]. By leveraging cuSPARSE, we achieve
efficient parallelization of line smoothing, making it feasible to handle large-scale problems
on GPUs without sacrificing performance.

Cyclic Reduction revolves around recursively reducing the system to a smaller set of equa-
tions by eliminating half of the unknowns at each step. Initially, the algorithm reorders the
equations, separating them into even and odd indices. The odd-indexed equations are then
eliminated by expressing them in terms of the even-indexed ones, effectively halving the
number of unknowns [41]. This process is repeated recursively until the system is reduced
to a small, manageable size, typically one or two equations, which can be solved directly.
Once the reduced system is solved, the algorithm proceeds to the back-substitution phase,
where the eliminated unknowns are computed in parallel using the solutions from the reduced
system.
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Notably, cuSPARSE lacks built-in methods for solving cyclic tridiagonal matrices, which
frequently arise in practical applications. To address this limitation, we adopt the same
strategy used in the CPU implementation, leveraging the Sherman-Morrison formula. This
approach involves solving a perturbed tridiagonal system twice, where the perturbation
effectively removes the cyclic dependency. By combining the solutions of these two systems,
we can reconstruct the solution to the original cyclic tridiagonal problem. This method
ensures that the cyclic nature of the matrix is handled efficiently while maintaining the
parallel performance benefits of GPU execution.

However, a further challenge arises when using the across-origin discretization. In this case,
the circle smoother on the interior boundary does not result in a tridiagonal system. Neither
cuSPARSE nor cuSOLVER [42] provide functionalities to factorize and solve such sparse
matrices directly on the GPU. To overcome this limitation, we adopt a hybrid approach: the
inner boundary smoother is solved on the CPU using MUMPS, and the resulting solution
is transferred back to the GPU. While this introduces some overhead due to CPU-GPU
data transfer, it ensures that the problem is solved accurately and efficiently, maintaining
the overall performance of the GPU-accelerated smoother. This hybrid strategy strikes a
balance between leveraging GPU parallelism and addressing the limitations of current GPU
libraries for non-tridiagonal systems.

6.2 Benchmark: CPU vs. GPU Performance

The benchmarks comparing CPU and GPU performance were conducted on the same node
partition within the Marvin cluster, specifically on the A100 GPU nodes designed for highly
scalable GPU applications (SGPU partition). The node is equipped with two AMD EPYC
"Milan" 64-core/128-thread processors running at 2.00 GHz, 1024 GB of DDR4 memory op-
erating at 3200 MHz, and four NVIDIA A100 80 GB GPUs connected via NVLink. Each
NVIDIA A100-SXM4-80GB GPU has 81.05 GB of total global memory, 48 KB of shared
memory per block, and 13,824 cores, making it well-suited for parallelized and computation-
ally demanding tasks.

The benchmark evaluates two configurations: a GPU-accelerated version with L − 1 GPU
multigrid levels and a CPU-only version where all computations are performed without GPU
acceleration, effectively setting the variable gpu_levels to zero. In this configuration, all
levels execute using the ‘Take’ approach on the CPU, corresponding to the refactored CPU
implementation. The Czarny geometry served as the test case for both configurations. This
setup enables a direct comparison of computational efficiency between the CPU and GPU
implementations.

The results, shown in Figure 30, indicate that the GPU implementation begins to outperform
the CPU implementation when

√
N ≈ 400, where N represents the problem size. Beyond

this threshold, the GPU achieves significant speedups, reaching up to 8x faster performance
than the CPU on the finest grid considered. This demonstrates the GPU’s ability to handle
larger and more complex problems efficiently, leveraging its parallel processing capabilities
to deliver superior performance.
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(a) Scaling performance of the solver on CPU
and GPU.

(b) Speedup achieved by the GPU implementa-
tion over the CPU.

Figure 30: Comparison of CPU and GPU performance for the GMGMPolar solver, using
the the Czarny geometry, where the CPU implementation uses the ‘Take’ method
with precomputed coefficients.
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7 Conclusion

This thesis has successfully achieved its primary objectives: transforming the legacy GMG-
Polar solver into a robust, maintainable, and scalable system, while further developing a
GPU-accelerated implementation to significantly enhance its computational performance.
Through a systematic refactoring process, the solver’s architecture was restructured to im-
prove modularity, readability, and adaptability. These enhancements not only ensure the
solver’s longevity but also facilitate its seamless integration into future gyrokinetic codes,
such as GyselaX. By combining modern software engineering practices with high-performance
computing techniques, this work provides a strong foundation for advancing large-scale
gyrokinetic simulations and paves the way for further innovation in the field.

In large-scale simulations, efficient memory usage is critical. The sheer volume of data
processed—across thousands of cross-sections and millions of time steps—can quickly over-
whelm computational resources. To address this challenge, the refactoring of GMGPolar
prioritized minimizing the memory footprint. By restructuring the computational grid, we
not only enhanced cache efficiency but also enabled additional structural and algorithmic
improvements to the smoother. These changes resulted in a 60% reduction in memory con-
sumption and a significant decrease in computational complexity. Additionally, replacing
the task-based approach with standard for-loop parallelization proved to be a pivotal step,
ultimately resulting in a highly scalable solver.

To further enhance performance, we introduced support for the ‘Take’ method, exploring
its potential to significantly accelerate execution times at the expense of increased memory
usage. We also incorporated full multigrid cycle support to provide a robust initial approx-
imation, which drastically reduced the number of iterations needed for convergence. The
inclusion of W-cycle and F-cycle support further contributed to improved solver efficiency.
Moreover, refactoring the code into a more object-oriented design not only streamlined the
overall structure but also greatly facilitated the process of porting the solver to the GPU.

Despite these advancements, certain challenges persist. The current grid configuration re-
mains a limitation in terms of flexibility, which could hinder the seamless integration of
GMGPolar into the GyselaX framework. Addressing this issue will require further research
and innovation. Potential solutions may lie in domain decomposition and multipatch meth-
ods, which could divide the computational domain into smaller, more manageable regions.
Such approaches would enable more flexible handling of complex geometries and pave the
way for broader applicability in advanced simulation frameworks.

In summary, the work presented in this thesis establishes a solid foundation for the evolution
of the GMGPolar solver. The improvements in memory efficiency, computational speed, and
code organization not only enhance current performance but also open up new possibilities
for its application in complex, large-scale simulation environments.
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