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Abstract—This paper addresses the problem of federated
learning (FL) over a random access channel. In this setting, a
group of remote users train a centralized deep neural network
model using stochastic gradient descent with support from
a parameter server. Model updates are transmitted using a
contention-based slotted ALOHA protocol. A natural tension
arises: while learning accelerates as more users transmit over
the channel, increased transmissions lead to a higher likelihood
of packet collisions. To address this trade-off, we propose the Age-
of-Gradient (AoG) policy, which optimizes user participation and
communication efficiency. AoG integrates gradient sparsification,
dynamic transmission probabilities based on gradient freshness,
and error feedback to mitigate the effects of packet collisions and
gradient compression. Inspired by the age of information concept
in communication theory, AoG quantifies the freshness of local
gradients to guide transmission decisions. Numerical simulations
demonstrate the superior performance of AoG compared to
baseline policies, showcasing its scalability and effectiveness in
resource-constrained FL scenarios.

I. INTRODUCTION

Random access channels (RACHs), epitomized by the
slotted ALOHA protocol, are widely used in wireless and
sensor networks to facilitate uncoordinated communication
over shared media. These channels are particularly suited for
scenarios where a large number of users sporadically access
a medium to communicate with a central server. In fact,
the grant-free access paradigm allows to send data at will,
simplifying protocol design, and avoiding the communication
overhead undergone by channel negotiation procedures of
grant-based approaches. On the other hand, the use of RACHs
for communications pose challenges such as contention, col-
lisions, and packet losses, which must be addressed to ensure
efficient data transmission. The impact of these aspects be-
comes particularly interesting when uncoordinated access is
used to perform a federated learning (FL) task. In this setting,
which we refer to as RACH-FL, users intermittently participate
in training a centralized deep neural network (DNN), sending
updates over a contention-based channel to a parameter server
(PS), which aggregates the content of successful transmissions
to update the global model. From this standpoint, an efficient
operation of the system requires designing joint training and
communication strategies that address the trade-off between
gradient compression, user selection, and packet transmission
reliability — not only tuning the RACH channel load, but also

prioritizing in a distributed fashion access of clients which
may trigger a quicker evolution of the model.

Existing work on FL has explored communication con-
straints through gradient compression [1]-[3] and user se-
lection [4], [5]. These approaches typically assume noiseless
channels or rate constraints, yet overlook the contention-based
facets of RACHs. In this perspective, instead, initial insights
were provided in [6], considering a slotted ALOHA channel
access for clients that also have to serve background traffic,
and leaning on retransmissions in case of collision following
a binary exponential backoff. For FL over a multi-channel
ALOHA uplink, the transmission probability was optimized
in [7] aiming to minimize the error between the aggregated
weight vector attained at the PS over the RACH and what
would be gathered with an ideal polling. The solution was
later extended to a multi-model case in [8]. A fully distributed
setting where each client tries to update its model based on
gradients received from its neighbors is tackled via stochastic
geometry in [9], capturing the role of mutual interference.
Different flavors of random access were tackled instead in
[10], focusing on carrier-sense based networks.

While these works have provided interesting remarks, the
setting of RACH-FL remains largely unexplored. Taking the
lead from this, we propose and discuss in this paper the Age-
of-Gradient (AoG) policy. Inspired by the notion of age of
information (Aol) [11] in monitoring systems, AoG leverages
gradient informativeness to manage user transmission proba-
bilities dynamically, balancing learning performance and com-
munication efficiency. Aol has provided valuable insights into
optimizing update freshness across various systems, including
server systems, queueing networks, and multi-hop wireless
networks [11]. Our work demonstrates, through numerical
results, that the extension of this concept to AoG outperforms
baseline policies for RACH-FL, balancing the trade-off be-
tween user participation and packet transmission success.

Notation. Lowercase boldface letters (e.g., z) are used for
vectors, while calligraphic uppercase letters (e.g., .A) denote
sets. The shorthand [m:n] £ {m,...,n} and [n] £ {1,...,n}
is used for indexing. The use of the indexes is consistent
throughout the paper, e.g., with the independent variable
iterating over the set [U]. Accordingly, we use the shorthand
Yee) Tu = 2, Ty after the first time the notation is used.



II. PRELIMINARIES
A. Federated Learning (FL) setting

Consider the scenario in Fig. 1, where each of U remote
users possesses a local dataset
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including J pairs, each comprising a data point dgu) and the
label vj(-u) for u € [U]. Users collaborate with the PS to
minimize the loss function £, evaluated across all the local
datasets and over the choice of the model w € R?, that is
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For the loss function £ in the LHS of (2), we assume that
there exists a unique minimizer w*, which we refer to as the
optimal model.

A common approach for numerically determining this
unique minimizer, w*, is through the iterative application
of (synchronous) SGD. In the SGD algorithm, the model
parameter w is updated at each iteration n by taking a step
toward the negative direction of the stochastic gradient vector,
leading to the update rule

Wnt+1 = Wy — Nn8n (3)

for n € [N], a choice of initial model wg, and where g, is
the stochastic gradient of £(-) evaluated in w,,, that is

Elg,] = VL <wn, D<“>) . @)

Finally, n,, in (3) is an iteration-dependent step size, referred
to as the learning rate.

In the FL setting, the SGD iterations are distributed among
U users and are orchestrated by the PS as follows: (i) each user
u € [U] receives the current model estimate w,, of the optimal
model w* from the PS. Following a common approach [7], we
assume that enough resources are available in the downlink to
ensure reliable delivery of w,, and neglect the corresponding
transmission time. The user u then (ii) accesses its local dataset
D) and computes the local stochastic gradient gslu ), Finally
(iii) each node communicates the gradient estimate g, to the
PS which then computes the term g, as
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and uses it to update the model estimate as in (3). We refer
to this algorithm as federate averaging (FedAvg) [12].

B. Access policy and random access channel

Throughout the paper, we focus on a RACH implementing
a (framed) slotted ALOHA policy, as shown in Fig. 2. In
particular, we assume the overall time-horizon to be sub-
divided in N time-frames, each lasting T’ (sec), and comprising
K slots of equal duration. The transmission parameters of the
learning agents are set such that each of them can attempt
delivery of a single packet over a slot, containing its current

Wni1 = Wn+ & Zue[U] ggu)

Fig. 1. The Federated Learning (FL) setting Sec. II-A.
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Fig. 2. The RACH setting discussed in Sec. II-B.

gradient estimate. Specifically, we denote by R floats/sec the
transmission rate, so that TR/K floats can be transmitted in
each slot by an agent.'

Remark 1: While the assumption that a single slot can
accommodate all the parameters of a model is not realistic
in general, it allows us to focus on the primary contributions
of this work without delving into the specifics of practical
model compression schemes, which would require extensive
discussion. To elaborate further, one may consider the sce-
nario in which the learning process corresponds to continued
learning [13] or a fine-tuning [14]. As such, either (i) a small
subset of the network is updated [15] or (ii) a low-dimensional
representation of the weights is used during the updates
[16]. Furthermore, the size of the uplink messages can be
shortened observing that weight updates can both (i) undergo
quantization and (ii) compression [17]. For this reason, we
anticipate that the training progress can be implemented with
a reasonable a data rate, e.g. in the order of megabit/s.
Furthermore, we expect the fundamental trends that will be
discussed in the paper not to alter substantially if quantization
or compression are applied.

Remark 2: Since this work focuses solely on communication
efficiency, we assume that all computation times, e.g. gradient
updates, gradient compression, and model aggregation, are
negligible.

The PS does not provide any feedback to the agents within
one frame, and only distributes model updates once the frame
is over. This approach is common to many practical imple-
mentations of framed-slotted ALOHA. During time-frame n,

user u transmits in each slot with probability p%"). Leaning on

The assumption of measuring the rate of the RACH in floats/second is
done to simplify the presentation and to avoid specifying the number of bits
used to represent each unit of information.



the well-established collision channel model [18], we assume
that whenever two or more agents transmit over the same slot
(collision), no update can be decoded by the PS. Conversely,
if only one user accesses the channel over a slot, its mes-
sage is successfully delivered. Note that, with the considered
approach, an agent may transmit (and potentially deliver)
mutliple times its message over a frame. This inefficiency is
intrinsic to the uncoordinated nature of the considered policy
and to the lack of intermediate feedback, as agents are not
aware of the outcome of their transmissions.

We also remark that the transmission probability may differ
among users, and may vary over time frames. The selection of
such parameter is not trivial, and yet paramount for an effective
implementation of FL. over RACH as discussed in Sec. IV. In
this perspective, it is useful to recall that — in the absence
of feedback from the PS — the best option is to maximize
throughput, i.e., the average number of messages that can be
collected per slot (and thus per frame) by the PS. For a slotted
ALOHA channel, in the special case of all users employing
the same access probability, this is attained by picking the
value as the inverse of the number of contenders, leading to a
throughput of ~1/e (packet/slot) [18].

III. RACH-FL MODEL

In the remainder, we shall study the setting in which the
model updates for the FL setting in Sec. II-A are transmitted
over the RACH of Sec. II-B. Specifically, /N rounds of FedAvg
are performed in N time-frames, as in Fig. 2. The time-frame
n € [N] begins at wall-clock time ¢ = nT. At time ¢ = 0,
the model initialization wyq is distributed from the PS to the
remote users, whereas the model update w,, is broadcast at
the beginning of the (n+1)-th frame. Along with the model
updates, the PS transmits a set of parameters h to control the
user policy. As discussed, the remote users can employ the
K slots within one time frame to transmit the current model
gradient estimates to the PS using slotted ALOHA.

The RACH-FL model is thus defined by the set of parame-
ters P = {R, T, U, K, N}, along with a learning problem as in
(2). In this setup, the learning architect is tasked with designing
a policy for (i) compressing the local gradients to meet the
rate constraint over an ALOHA slot, (ii) determining the
transmission probability, and (iii) devising an error feedback
mechanism to minimize the loss in (2). This policy can depend
on the parameters h transmitted from the PS to all the users,
and its design will be tackled in Sec. IV. We assume that
the parameters in P are fixed and cannot be changed by
the learning architect, addressing a system where the medium
supports multiple learning instances, potentially in parallel.

Furthermore, we consider the case RT' = 1 in the following
case. This allows us to reduce the model parameters and
simplify the discussion of the results, and is referred to as
the normalized rate assumption.

A. Introductory Example

To illustrate the relevance of the RACH-FL setting, consider
a training process where users access the RACH using a slotted
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Fig. 3. The RACH-FL example discussed in Sec. III-A, where 10 users
transmit their model updates with probability 1/10 in each slot. The curves
show results for different number of slots K in a time-frame. Detailed
simulation settings are described in Sec. V-A.

ALOHA protocol, transmitting in each slot with probability
p=1/U. As discussed in Sec. II-B, this maximizes through-
put, i.e., the fraction of slots with success at the PS. To address
rate constraints, top,, sparsification is applied such that, under
the normalized rate assumption:

RT 1
[top. (1) = 7 = ¢ (6)
where top, (x) extracts the x largest magnitude elements from
x. The approach ensures that each slot accommodates the
sparsified gradient updates, and provides a meaningful baseline
where training and communication strategies are independent.

In particular, it is insightful to evaluate the performance of
this setting for different K, adjusting the sparsification level
accordingly. In other words, the wall-clock time duration of a
time frame remains the same, and varying the number of slots
in a frame results in two effects. On the one hand, larger K
impose a stronger sparsification, potentially negatively impact
the model update at the PS. On the other hand, more slots
may allow to collect packets from a larger number of nodes,
allowing the PS to leverage more gradient updates.

In this perspective, Fig. 3, reporting the evolution of the
mean accuracy over time-frames, and obtained considering the
parameters specified in Sec. V-A, reveals some key observa-
tions. First, accuracy improves with K, as top,. sparsification
benefits larger values of K. With K = 10 (i.e., top,, = 0.1),
the increased number of slots allows to collect updates from
more clients, enabling more frequent, albeit sparser, updates
that yield rapid initial improvements. In contrast, the K = 5
configuration (with top,, = 0.2) produces denser updates that
offer richer information supporting finer model adjustments in
later training stages.

This example highlights the inherent tension between chan-
nel contention and training accuracy. The next section focuses
on designing joint training and communication strategies to
maximize learning performance in the RACH-FL model.



IV. AGE OF GRADIENT (AOG) STRATEGY

In this section, we introduce the core contribution of the
paper: the Age-of-Gradient (AoG) strategy. Inspired by the
notion of Aol [11], which focuses on optimizing the timeliness
of status updates in constrained systems, AoG adapts this
concept to RACH-FL setting. Specifically, we define the
“freshness of the gradient” as a combination of the current
gradient and the errors due to gradient compression and user
selection, specifying the AoG policy as follows.

(1) Gradient compression strategy: the gradient entries are
sparsified to RT'/K floats to fit a slot duration using top,,
sparsification over the memory plus local gradient term
[19]. Specifically, we have

toprr, K (g;u)
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where the memory term m;“) will be defined shortly in
(9). Accordingly, the PS only accumulates the compressed
gradients from the set R,, of users which manage to deliver
a message over the current time frame, and the FedAvg
training presented in Sec. II is modified as

Wnt1 = Wy — 1 E gglu)
k:eR’Vl

3)
(ii) Error correction strategy: To address the difference be-
tween w,, in (3) and w,, in (8), we use an error feedback
mechanism at the remote user [20]. To this aim, we define

(u)

my,, ’ in (7) evolving as
m(), =ym{" + e, ©)
where
el = { R (10)
gn u & Ry
and initial conditions set as m{") = 0, e/ = 0 for all

users. Note that the term e,(f) corresponds to the error

arising in FedAvg from either gradient compression, if
u € Ry, or from user exclusion, if v & R,. We refer
to v € [0, 1] as the memory coefficient.

User selection/contention strategy: determining which
agents shall be prioritized in a fully distributed way, and
how they shall contend for the channel is the core of the
AoG policy. To address these aspects, we propose that, at
the start of frame n + 1, the PS distributes together with
the updated model w,,, the parameter pair (75,11, Pn+1)-
Leaning on this, a user becomes active in frame n + 1,
contending for the channel, only if

185, + m{ [l > 7.

(iii)

Y

In this case, the user will attempt delivery of its sparsified
gradients over the whole frame, transmitting in each slot
with probability p,+1. We indicate the set of active users
as KC,,, and refer by 7,, and p,, the activation threshold and
active user transmission probability, respectively.
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Fig. 4. Accuracy and number of active users over time for the genie-aided
policy. Results obtained with the setting of Sec. V-A, K = 10.

(iv) Fallback protocol: in the unlikely event that no slot in
frame n leads to delivery of a message to the PS, e.g., due
to a run of collisions, the server will send w11 = w,,.
In this case we can assume that the same user selection
strategy is again employed.

Two final remarks are in order. First, we note that (11) uses
the magnitude of the current local gradient plus the memory
as a measure of the freshness of the contribution of the user.
Second, we recall from Sec. II-B that the parameter p,, should
be chosen as the inverse of the number of active users. In
the next section, we discuss the optimization of the activation
threshold and the active user transmission probability.

A. Distributed user selection in the AoG policy

The crucial insight of the paper lies in the choice of which
users shall be active over the RACH in each time-frame. We
begin by numerically investigating this non-trivial problem
through a genie-aided policy. Assume that, for each time
frame, the PS collects all the sparsified gradient-plus-memory
magnitudes from all the users, simulates the channel multiple
times considering different subset of users that could have been
active over that frame, and observes which choice yields the
best accuracy when averaged over the RACH behavior. This
idealized approach yields KC¥, i.e., the optimal set of active
users at time frame n. The genie-aided policy then has only
these users contend in the next frame, using access probability

1

el
Note that this solution indeed represents a useful upper
bound for the RACH-FL, as it maintains the random channel
contention, yet it centrally selects which users shall attempt
delivery of their gradients relying on information that is not
available in the fully uncoordinated setting of interest. We
report the behavior of the genie-aided solution in Fig. 4.
In the plot, the circle-marked curves refer to the right y-
axis and report the mean accuracy obtained by the optimized
policy, whereas the square-marked curves refer to the left
y-axis, showing the optimal number of users that shall be
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active at each time frame. Solid lines are obtained with no
memory, whereas dashed ones for v = 0.2. Interestingly, a
low value of |XC,,| shall be preferred initially, increasing the
likelihood of decoding all the active users and providing few
yet successful gradients sets at the PS to quickly increase
accuracy. After a first phase, collecting gradients from more
agents becomes favorable providing a more diverse gradient
set for aggregation. Notably, the behavior remains similar for
both considered values of v, although memory allows for a
generally lower number of active users.

An extensive study of this setting revealed that a good
approximation for the optimal number of active users over
frame n + 1 can be obtained starting from the norm of the
aggregated gradients over frame n. Specifically, we will prove
in Sec. V that a reasonable choice is to rely on the parameter

~

Un+1 :CHgnHQ_FUmina (13)

to approximate |KX| in a non-genie aided setting. In (13),
Umin corresponds to a minimum number of active users
and c is a hyper-parameter controlling the influence of the
gradient magnitude on the transmission probability. We remark
that U,y1 can be computed based on information that is
indeed available at the PS in the RACH-FL setup. Next, the
threshold 7,, is determined as follows. We assume that the
gradient magnitude distribution at each user, across iterations
and multiple random seeds, follows an i.i.d. shifted Rayleigh
distribution. This assumption arises from prior knowledge of
the gradient statistics of neural networks after sparsification,
which are typically trained for generic tasks.

While this assumption might initially appear specific and
overly optimistic, it is supported by the fact that the gradient
magnitudes are derived from the summation of a large number
of weights—on the order of thousands—making this distribu-
tion stable and consistent across diverse learning problems.
R The threshold 7, is then selected to ensure that, on average,
U,, users have gradient magnitudes above this threshold. More
precisely, 7, is computed as the value corresponding to the
mean of the U,,-th order statistic of the gradient magnitude
distribution. This guarantees that the desired number of users
are activated in each frame. Mathematically, this involves solv-
ing for 7,, given the cumulative distribution function (CDF) of
the shifted Rayleigh distribution. Finally, the access probability
pn is simply set as 1/U,,, completing the AoG policy. This
framework enables us to align the number of active users with
the desired optimization goal while respecting the statistical
properties of the gradient magnitudes.

V. NUMERICAL RESULTS

To prove the effectiveness of the AoG policy, we report the
outcome of extensive simulations, extending the initial insights
provided in Sec. IV. Before delving into the details, we specify
the simulation settings used throughout the paper.

A. Simulation settings

e« DNN: We consider the distributed training of the VGG16
network, comprised of 16 layers: 13 convolutional layers
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Fig. 5. Mean accuracy over time of the AoG policy, compared with the
reference benchmarks. The simulation settings are as in Sec. V-A, K = 10.

followed by 3 fully connected layers. The total number of
parameters is 1.38 x 10%. The network is trained over the
CIFAR-10 for image classification, using the SGD optimizer
with learning rate n = 0.01. Training is repeated with 5 ran-
dom seeds. The number of simulation for each configuration
of the RACH varies between 5 and 100, averaging over the
randomness introduced by uncoordinated access.

e FL: We set U = 10 remote users, each with local dataset
of size — 3000 — obtained by sampling without replacement
from the original CIFAR-10 dataset.

e RACH: For simplicity (see Remark 1), we assume that the
whole set of VGG16 parameters can be transmitted over a
whole time-frame. For this reason, the capacity of every slot
is R = 1.38 x 108/T. Note that one could normalize 7T to
be unitary and adjust the rate R accordingly. Due to space
limitations, we do not discuss this normalization here.

In addition to the proposed AoG solution, we report the
performance of some relevant benchmarks:

o genie-aided: as discussed in Sec. IV-A, this case assumes
that the number of active users and the transmission proba-
bility are optimally chosen;

o fix/random: all users contend for the channel with probabil-
ity 1/U. This protocol can be implemented in a distributed
manner using a random number generator and has no further
complexity or memory requirement, and corresponds to the
what discussed in the initial example of Sec. III-A.

In all simulations, we consider the memory parameter v = 0.2
as it yields the best performance. Generally values of v > 0.4
results in memory accumulation and convergence no longer
occurs. Moreover, as users may not have access to local
memory in some applications, we also report some curves for
the special case v = 0, i.e. no memory available.

B. Results and discussion

The key result of our study is reported in Fig. 5, showing
the mean accuracy obtained over time with the proposed AoG
policy in comparison to the benchmarks. Notably, the channel
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Fig. 6. Mean accuracy of the AoG policy compared to the genie-aided
strategy, considering different number of slots per frame. In all cases, v = 0.2.

access and user selection procedure discussed in the paper
offers very good performance, approaching the ideal genie-
aided solution, and providing noticeable gains with respect
to the fix/random approach. This confirms that the AoG
strategy strikes a non-trivial balance, remaining true to the
fully uncoordinated nature of the RACH and allowing nodes to
decide their contention only relying on the pair of parameters
simply computed and distributed by the PS. For the basic
solution not relying on AoG, the case v = 0 does not provide
a significant degradation with respect to the case with memory
(v=10.2).

In Fig. 6 we compare the AoG policy (blue, solid lines) and
the genie-aided policy (red, dashed curves) for three values
of K, investigating the trade-off between sparsification level
and gradient diversity already highlighted in the introductory
example. In general, we observe how the optimization of
the joint training/communication policy improves over the
separate strategy discussed in Sec. III-A for K = 5 and
K = 10. Moreover, the plot confirms that, even with the more
advanced policies, lower sparsification levels (low K) lead to
a quick rise of accuracy in very early phases, yet underperform
at later stages. From this standpoint, for X = 10 and K = 20
the AoG scheme is very close to the genie-aided bound already
after 4-5 frames, supporting the proposed idea.

VI. CONCLUSIONS

In this paper, we tackle the problem of federated learning
over a random access channel (RACH-FL). We highlighted
some fundamental trade-offs between the training efficiency
and user contention in accessing the communication medium,
and introduced the Age-of-Gradient (AoG) strategy to op-
timize the communication between remote users and the
parameter server. Numerical results show the potential of the
strategy, showing that it approaches a relevant genie-aided

bound, and outperforms a plain policy in which users access
the channel without considering the informativeness level of
their gradients. The promising initial results are meant to
encourage further research on the topic.
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