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Abstract

The increasing demand for real-time performance in autonomous systems requires
precise and deterministic execution of critical tasks such as object detection. This
thesis evaluates the real-time capabilities of Xenomai 3, Xenomai 4, and PREEMPT-
RT in enabling predictable performance for object detection tasks on the Raspberry
Pi platform. The research focuses on analyzing the behavior of these real-time ex-
tensions under varying workloads and timing constraints, emphasizing their impact
on latency, jitter, and system responsiveness. The study implements real-time ob-
ject detection algorithms to benchmark the performance of each real-time option.
Comparative experiments assess their ability to maintain strict deadlines and de-
liver consistent results under real-world conditions. Results are analyzed to identify
the strengths, limitations, and suitability of Xenomai and PREEMPT-RT for ap-
plications requiring real-time pattern recognition and decision-making capabilities.
By exploring the interplay between real-time configurations and object detection
tasks, this work contributes to a deeper understanding of achieving deterministic
performance in autonomous systems. The findings provide practical insights for
developers and researchers aiming to optimize real-time workloads on constrained
platforms like the Raspberry Pi.

Keywords: Real-Time Systems, Xenomai 3 and 4, PREEMPT-RT, Ob-
ject Detection, pattern recognition
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1 Introduction

In recent years, Autonomous systems are reshaping a wide range of industries includ-
ing robotics, transportation, healthcare, and manufacturing—by enabling machines
to make intelligent decisions without human intervention. These systems are often
deployed in fast-changing environments, where timely and reliable decision-making is
critical to maintain safety, optimize performance, and ensure precision [5]. A critical
aspect of these systems is their ability to handle time-sensitive tasks, such as object
detection, navigation, and control, where even small delays or missed deadlines can
have significant consequences. Meeting these strict timing requirements requires
the use of real-time operating systems (RTOS), which are specifically designed to
guarantee deterministic performance for critical operations [11].

Real-time systems are generally divided into two main types: hard real-time sys-
tems, where meeting deadlines is critical, and soft real-time systems, where occa-
sional delays are tolerable. Hard real-time systems are designed to ensure that no
deadlines are ever missed, as failure to do so could result in catastrophic outcomes,
such as a failure in an industrial control process or an autonomous vehicle crash.
On the other hand, soft real-time systems can tolerate occasional deadline misses,
although such occurrences may degrade overall performance [33]. While hard real-
time systems offer stricter guarantees, they often come with additional complexity
and resource demands. Balancing the trade-offs between these two types of systems
is a crucial area of research, particularly in the context of deploying autonomous
systems on resource-constrained hardware.

This thesis focuses on implementing and evaluating real-time systems for au-
tonomous object detection tasks using the Raspberry Pi platform. The Raspberry
Pi is widely recognized for its affordability, versatility, and accessibility, making it an
attractive choice for prototyping and experimentation in real-time applications [5].
However, its limited computational resources pose unique challenges for meeting the
timing constraints required for real-time operations. This research investigates two
key approaches to achieving real-time performance: Xenomai and PREEMPT-RT.
Both solutions are designed to enhance the Linux kernel’s capabilities to handle
real-time workloads, but they do so in fundamentally different ways [11].

Xenomai is a real-time framework that extends the Linux kernel to support hard
real-time performance. It achieves this through a dual-kernel architecture, where
time-critical tasks are executed by a real-time core, bypassing the standard Linux
kernel to minimize latency and ensure deterministic behavior. This makes Xenomai
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particularly well-suited for hard real-time applications [48]. Xenomai 3 and the
newer Xenomai 4 are explored in this thesis, with a focus on understanding their
features, differences, and compatibility with modern hardware and software [48].
PREEMPT-RT, on the other hand, is a patch for the Linux kernel that reduces
kernel latency by improving preemption capabilities. Unlike Xenomai, it operates
within the standard Linux kernel, making it more accessible for applications where
strict hard real-time guarantees are not required [14]. This thesis compares the
strengths and weaknesses of both approaches in the context of real-time object
detection.

Object detection is chosen as the primary task for evaluation due to its relevance
in autonomous systems and its computational complexity. Cameras are used as the
primary sensors to capture real-world scenes, and detection algorithms are imple-
mented to identify objects in these scenes. The performance of the real-time systems
is evaluated based on key metrics such as latency, jitter, task scheduling efficiency,
and their ability to meet deadlines under different workload conditions. These evalu-
ations are conducted on the Raspberry Pi, which serves as a representative platform
for resource-constrained embedded systems. The challenges of integrating hardware
drivers for cameras and ensuring reliable performance in the presence of varying
workloads are central to this investigation.

One of the key challenges addressed in this thesis is handling missed deadlines in
weakly-hard real-time systems [22]. While hard real-time systems are designed to
avoid deadline misses entirely, weakly-hard real-time systems must be tolerant to oc-
casional misses while minimizing their impact on overall system performance [23,24].
This research explores strategies for managing missed deadlines, ensuring that the
system remains responsive and functional even under heavy workloads. Addition-
ally, the thesis examines the impact of task scheduling and prioritization on real-
time performance, highlighting the trade-offs between efficiency and predictability
in multi-tasking environments.

The primary contribution of this thesis is a comprehensive evaluation of the real-
time capabilities of Xenomai and PREEMPT-RT for object detection tasks on the
Raspberry Pi platform. The findings provide practical insights into the suitability of
these approaches for autonomous systems, helping developers and researchers make
informed decisions when selecting and configuring real-time solutions. Furthermore,
this work sheds light on the broader challenges of achieving real-time performance
on resource-constrained platforms, offering valuable guidance for optimizing system
design and implementation.

Beyond its technical contributions, this thesis aims to advance the understand-
ing of real-time system design in autonomous applications. As autonomous systems
continue to grow in complexity and importance, ensuring their reliability and perfor-
mance remains a critical priority. By investigating the interplay between real-time

10



1 Introduction

frameworks, hardware constraints, and application requirements, this research con-
tributes to the development of more robust and efficient autonomous systems.

1.1 Contribution of the Thesis

This thesis addresses the challenge of scheduling high-performance pattern recogni-
tion tasks—such as real-time object detection—in embedded systems. Specifically,
it focuses on proposing and evaluating efficient scheduling mechanisms suitable for
systems with real-time constraints.

1.2 Problem Context

Real-time computer vision tasks, such as object detection using deep neural net-
works, are highly demanding in terms of both computation and determinism. En-
suring timely execution in constrained environments (e.g., Raspberry Pi 4) requires
robust scheduling mechanisms. However, general-purpose operating systems often
fail to guarantee predictable latencies and deadline adherence.

1.3 Research Goal

The primary objective was to explore and implement scheduling strategies that
enable real-time responsiveness in object detection pipelines. Two widely used real-
time extensions are considered:

e Preempt-RT: A soft real-time kernel patch for Linux.

e Xenomai 3: A hard real-time framework based on a dual-kernel architecture
(Cobalt).

1.4 Proposed Contribution
This work makes the following key contributions:

1. Implementation of a real-time stereo object detection pipeline using
YOLOv4-Tiny on a Raspberry Pi 4.

2. Design of custom thread scheduling mechanisms for both Preempt-RT
and Xenomai 3, including:

e Task prioritization using SCHED _FIFO (Preempt-RT) and RT_TASK (Xeno-
mai)

e CPU core affinity mapping to reduce context switching

11
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e Real-time latency-aware logging and job control

3. Quantitative evaluation and comparison, based on:
e Detection accuracy vs. time interval
e Job killing frequency at various scheduling intervals
e Measured system latency using cyclictest (Preempt-RT) and latency
(Xenomai)
4. Analysis of trade-offs between Preempt-RT and Xenomai, in terms
of:
e Real-time determinism
e Job reliability

e System overhead and complexity

1.5 Summary

By implementing, tuning, and analyzing both Preempt-RT and Xenomai-based
scheduling strategies for a practical object detection system, this thesis provides
actionable insights into the suitability of soft and hard real-time systems for vision
workloads. The results demonstrate how careful scheduling, task design, and tim-
ing control can significantly improve performance and determinism in embedded Al
pipelines.

12



2 State of the Art

2.1 Real-Time Operating Systems

Real-time operating systems (RTOS) play a vital role in time-sensitive applica-
tions by providing predictable and consistent system responses under strict tim-
ing constraints. [7,33,57]. Two primary approaches have emerged for enhancing
the real-time capabilities of Linux: PREEMPT-RT and Xenomai'. These frame-
works address the challenges of latency, task scheduling, and deadline adherence,
making them suitable for applications such as pattern recognition in autonomous
systems [16, 64].

e PREEMPT-RT: A soft real-time solution, PREEMPT-RT modifies the Linux
kernel to reduce latencies and improve task scheduling [11,62]. It integrates
seamlessly with standard Linux environments, making it easier to adopt. How-
ever, it exhibits higher latencies compared to hard real-time systems, making
it less ideal for tasks with strict timing requirements [42].

e Xenomai 3 and Xenomai 4: Xenomai extends Linux with hard real-time
capabilities by using a dual-kernel architecture. Xenomai 3 excels in providing
low latency and efficient multicore task management, while Xenomai 4 intro-
duces enhanced scalability and a refined co-kernel design, making it suitable for
high-performance applications requiring strict deadline adherence [19,48, 51].

Despite their potential, both frameworks present challenges in driver integration,
scalability, and maintaining determinism under heavy workloads [13,52]. Compar-
ing their performance, usability, and adaptability for object detection on resource-
constrained platforms, such as the Raspberry Pi, remains a vital area of research
[37,65].

2.1.1 PREEMPT-RT

PREEMPT-RT is a Linux kernel patch designed to enhance the real-time capabil-
ities of the Linux operating system to provide soft real-time guarantees [64]. Its
primary goal is to reduce the non-deterministic behavior of standard Linux by en-
abling preemption of almost all kernel tasks. This allows higher-priority tasks to
interrupt ongoing lower-priority processes, ensuring quicker response times and im-
proved scheduling predictability [1,8].

Thttps://v4.xenomai.org/
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2 State of the Art

The fundamental changes introduced by PREEMPT-RT include converting ker-
nel spinlocks into mutexes, making them preemptible, and adding high-resolution
timers to support accurate time measurement. These modifications enable Linux to
handle time-sensitive tasks with greater reliability [50]. PREEMPT-RT is partic-
ularly attractive for its ease of use, as it retains compatibility with existing Linux
applications and drivers. This compatibility makes it a popular choice for developers
who need real-time functionality without sacrificing the rich ecosystem of Linux [21].

However, PREEMPT-RT has its limitations. Its latencies, while reduced com-
pared to standard Linux, are generally higher than those of hard real-time sys-
tems like Xenomai [50]. For applications requiring strict adherence to deadlines,
such as safety-critical systems, this can be a significant drawback. Additionally,
PREEMPT-RT’s performance can vary significantly depending on the workload,
hardware configuration, and system tuning [2].

Despite these challenges, PREEMPT-RT has been widely adopted in domains
where soft real-time performance is sufficient. It is used in robotics, multimedia
processing, and certain industrial automation tasks [34]. In these scenarios, its
simplicity and seamless integration into Linux systems outweigh the need for the
stricter guarantees provided by hard real-time solutions [50].

2.1.2 Xenomai

Xenomai is a real-time framework that extends Linux to provide hard real-time capa-
bilities. Unlike PREEMPT-RT, which modifies the existing Linux kernel, Xenomai
uses a dual-kernel architecture. This approach separates real-time tasks from the
Linux kernel, running them in a co-kernel environment. By bypassing the standard
Linux kernel for critical operations, Xenomai achieves deterministic performance
with minimal latency and jitter [48].

Xenomai 3 builds on this foundation by introducing enhanced support for multi-
core processors, making it well-suited for modern applications that require parallel
processing. It includes the Cobalt core, which manages real-time tasks indepen-
dently of the Linux kernel. The architecture ensures that real-time tasks can ex-
ecute without interference from non-real-time processes, even under heavy system

loads [48].

Xenomai 4 further refines this architecture, offering improved scalability and flexi-
bility for high-performance real-time applications. It adopts a modular architecture,
enabling developers to tailor the system to meet the requirements of specific appli-
cations. This makes it particularly suitable for tasks such as autonomous systems,
where strict timing requirements and computational demands must be balanced [48].

14



2 State of the Art

Despite its advantages, Xenomai has its own challenges. The dual-kernel approach
requires specialized drivers and careful integration, which can be more complex than
using PREEMPT-RT [2]. Additionally, the need for a separate co-kernel can make
debugging and system maintenance more complicated. However, for applications
where meeting hard deadlines is critical, these complexities are often justified by
the performance benefits [50].

Xenomai has found widespread use in fields such as robotics, aerospace, and indus-
trial automation, where deterministic performance is non-negotiable. Its efficiency
in managing high-priority tasks with very low latency makes it a popular option
among developers building time-sensitive applications [41]. For instance, in indus-
trial automation, Xenomai’s real-time capabilities are leveraged to manage precise
control loops, ensuring system reliability [56]. Similarly, in aerospace applications,
Xenomai’s dual-kernel architecture provides the necessary framework to meet strin-
gent real-time requirements [2].

2.2 Real-Time Data and Scheduling Frameworks

Real-time systems must integrate various elements, such as publicly available datasets
and scheduling frameworks, to meet the demands of time-critical applications. This
section delves into two key aspects: datasets relevant to real-time system develop-
ment and scheduling methodologies used to optimize their performance. The focus
is on their application to autonomous systems, including pattern recognition tasks.

2.2.1 Public Datasets for Real-Time Systems
Importance of Public Datasets

Datasets are indispensable for evaluating and benchmarking real-time systems, par-
ticularly in tasks involving autonomous systems and pattern recognition. They
provide standardized inputs for testing algorithms under varied conditions, enabling
researchers to compare results and optimize performance. Public datasets help as-
sess the robustness of real-time frameworks, especially under scenarios with high
computational demands [27].

Common Datasets for Real-Time Applications

Several well-known datasets are widely utilized in the development and testing of
real-time systems. Table 2.1 illustrates the comparastion and capabilities:

1. COCO (Common Objects in Context)

e Focus: Tasks such as object detection, image segmentation, and caption gen-
eration.

15



2 State of the Art

e Size: Approximately 330,000 images across 80 categories.

e Applications: Ideal for complex real-time Al tasks, such as autonomous
navigation and robotic vision [58].

2. KITTI Dataset

e Focus: Autonomous driving tasks, including 3D object detection and track-
ing.

e Size: Around 15,000 annotated samples with dense labels.

e Applications: Suited for real-time perception and planning in vehicular sys-
tems [30].

3. PASCAL VOC Dataset
e Focus: Object classification and detection.
e Size: Over 20,000 images with object annotations.
e Applications: Often used for preliminary testing in general object detection

[58].

Dataset Comparison

Dataset Focus Size Applications Real-Time Use

CcOCO Object 330,000 images | Advanced Al tasks High — Diverse
detection, (e.g., robotics) object
segmenta- categories [38]
tion

KITTI Autonomous 15,000 samples Real-time perception | High —
driving, in vehicles Specialized for
3D driving [18]
tracking

PASCAL Object 20,000 images Preliminary object Medium —

VOC classifica- detection tasks Simplified
tion benchmarks [10]

Table 2.1: Comparison of Common Datasets for Real-Time Applications

16



2 State of the Art

Dataset Selection Process

For real-time pattern recognition tasks on autonomous platforms, selecting the ap-
propriate dataset depends on several factors. Firstly, Task Complexity plays a cru-
cial role; complex tasks, such as object tracking, require datasets like KITTT, which
offer detailed annotations suitable for these applications [18]. Secondly, Hardware
Constraints must be considered; platforms with limited computational resources
may benefit from smaller datasets, such as PASCAL VOC, to ensure efficient pro-
cessing without overloading the system [10]. Lastly, Real-Time Relevance is
essential; datasets with diverse annotations, like COCO, enhance algorithm adapt-
ability to real-world scenarios, thereby improving real-time performance [38].

2.2.2 Scheduling and Real-Time Performance
Importance of Scheduling

Scheduling ensures that tasks are executed within predefined deadlines, a critical
feature for real-time systems. Without effective scheduling, even powerful hard-
ware cannot guarantee timely task completion. Precise timing plays a vital role in
many real-world systems, especially in areas like embedded devices and industrial
automation where even small delays can affect overall performance [7].

Scheduling Approaches in Real-Time Systems
1. Static Scheduling

e Tasks are scheduled before runtime.
e Advantages: Predictable and low overhead.

e Disadvantages: Lack of adaptability to dynamic workloads [7].

2. Dynamic Scheduling

e Tasks are scheduled at runtime based on system state.
e Advantages: High flexibility and adaptability.

e Disadvantages: Increased computational overhead [7].

3. Priority-Based Scheduling

e Assigns priorities to tasks, executing higher-priority tasks first.

e Widely used in real-time systems, especially with fixed-priority algorithms like
Rate Monotonic Scheduling (RMS) [39].

17
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Response Time Analysis

A key metric in real-time systems is the response time of tasks. Table 2.2 shows
task parameters for response time analysis. This is calculated using the following
equation:

R =Ci+ —l C; (2.1)

where:
e R;: Response time of task ;.
e (;: Execution time of task ;.
e HP(7;): Set of higher-priority tasks than 7;.
e Tj: Period of task 7;.
e [-]: Ceiling function.

This equation ensures tasks are scheduled within their deadlines under a given
scheduling policy [7].

Example Calculation

Assume three tasks with the following parameters:

Task | Execution Time (C) | Period (T) | Priority
Task A 2 ms 10 ms High
Task B 3 ms 15 ms Medium
Task C 5 ms 20 ms Low

Table 2.2: Task Parameters for Response Time Analysis [7]

Response Time Calculations

e For Task A:
RA:CAZQHIS (22)
e For Task B:
Rp
Rp=Cs+ |—1|Cy (23)
T'a

18
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Substituting values iteratively:

1 RO 3
RY =Cp+ |22 CA_3+[—OW Xx2=3+2=05ms

e For Task C: .
Re = Ceo + —ﬂ C; (2.4)

7
T S {A,B}
Substituting values iteratively:

R((?):C'C:5ms

(0) (0)
Rg) =Cc + |VR—C“ Cy + |VR—C“ Cp
Ty

5} 5!

=5+2+3=10ms
Rczloms

Flowchart: Scheduling Decision Process

Figure 2.1 is simplified flowchart for task scheduling and Table 2.3 shows comparison
of scheduling approaches:

Challenges in Scheduling

1. Deadline Misses:
e Soft real-time systems may tolerate occasional deadline misses; however,
frequent misses can significantly degrade performance [7].

e In contrast, hard real-time systems cannot tolerate any deadline misses,
as such failures can lead to catastrophic outcomes [7].

2. Latency Variability:

e Kernel-level latencies, such as those observed in PREEMPT-RT, can ad-
versely affect task execution timing, leading to unpredictable system be-
havior [46].

3. Overhead Management:

e Dynamic scheduling introduces computational overhead, which must be
carefully balanced against real-time constraints to maintain system effi-

ciency [7].
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Start

l

Identify Task Priorities

i

Assign Time Slots

l

Check Feasibility

l

Execute Tasks

|
|
v

Missed Deadline?

SN

Yes No

¥ v

Handle Deadline Miss Complete

Figure 2.1: Flowchart: Scheduling Decision Process [7]

Comparison of Scheduling Approaches

Scheduling Advantages Disadvantages | Use Case

Method

Static  Schedul- | Predictable, low | Inflexible for dy- | Embedded systems [7]

ing overhead namic workloads

Dynamic Flexible, adap- | High computa- | Cloud and edge com-

Scheduling tive tional overhead | puting [7]

Priority-Based Simple, widely | Prone to priority | Autonomous systems
used inversion [7]

Table 2.3: Comparison of Scheduling Approaches [7]

20




2 State of the Art

Diagram: Priority-based Scheduling
Figure 2.2 describes flowchart for priority based task scheduling:

High Priority Task

|

Executed

!

Medium Priority Task

Executed
'

Low Priority Task

|

Wait
'

Turn Completed

Figure 2.2: Diagram of Priority-based Scheduling [7]

Advanced Scheduling Equations

In real-time systems, determining the utilization of the CPU across multiple tasks
is crucial. The total utilization of a system can be calculated as:

)
U= ; T (2:5)
Where:
e UU: Total CPU utilization.
e (;: Computation time of task 1.
e T;: Period of task 7.

For systems with fixed-priority scheduling, the Liu and Layland utilization bound
is given by:
U < n(2Y" —1) (2.6)
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This equation determines whether a set of periodic tasks can be feasibly scheduled
under a fixed-priority policy [39].

2.3 Summary

2.1.2 Xenomai

Xenomai is a real-time framework that extends Linux with deterministic perfor-
mance capabilities, crucial for time-sensitive tasks in autonomous systems. Its dual-
kernel architecture enables the execution of real-time tasks alongside the standard
Linux kernel, ensuring minimal latency [48]. Xenomai 3 introduced enhanced sup-
port for multicore processors, improving parallel task execution [48]. Building upon
this, Xenomai 4 further refines scalability and introduces a compact, scalable real-
time core, making it suitable for high-performance applications [48]. These features
make Xenomai particularly suitable for applications requiring stringent timing guar-
antees, such as object detection and control in embedded systems.

2.2 Real-Time Data and Scheduling Frameworks

Real-time systems rely on structured data and robust scheduling methodologies
to ensure consistent performance. This section explores two critical components:
datasets for real-time testing and scheduling frameworks for task management.

2.2.1 Public Datasets for Real-Time Systems

Public datasets like COCO, KITTI, and PASCAL VOC are instrumental in bench-
marking real-time systems. COCO provides diverse images for object detection
and segmentation tasks, making it ideal for complex real-time AI applications [10].
KITTI, with its emphasis on 3D object detection and tracking, is tailored for au-
tonomous driving scenarios [2]. PASCAL VOC, a simpler dataset, supports ob-
ject classification and preliminary testing [10]. These datasets serve as benchmarks
for validating algorithms under real-time conditions, considering system constraints
such as task complexity and hardware limitations.
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Effective data representation is the foundation of any machine learning or object
detection task. Raw inputs like images or video frames need to be transformed into
a structured format that can be effectively analyzed. For object detection, data is
represented as images paired with annotations, typically in the form of bounding
boxes, class labels, and confidence scores [38]. This structured representation ensures
that the model can learn spatial and contextual relationships critical for accurate
object detection [10].

3.1 Data Preprocessing

Data preprocessing is a critical step in preparing raw data for training object de-
tection models. The accuracy and reliability of input data play a crucial role in
determining a model’s performance and the efficiency of its training process. For
object detection tasks, preprocessing involves several stages, including data cleaning,
augmentation, normalization, and annotation formatting.

3.1.1 Data Cleaning

Data cleaning ensures that the dataset is free from irrelevant, noisy, or corrupted
samples that might hinder the training process. Images with poor quality, incorrect
labels, or missing annotations are identified and removed [66].

3.1.2 Data Augmentation

Data augmentation enhances the variety within the training dataset without the
need to gather more real-world samples. By applying techniques like rotation,
scaling, flipping, cropping, and adding noise, new variations of existing data are
created [54]. This process is essential for helping the model generalize better and
perform reliably across a range of environments [47].

3.1.3 Normalization

Normalization ensures that all input images are scaled to a uniform size and pixel
values are standardized. For deep learning models, normalization often involves
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rescaling pixel intensities to a range of 0 to 1 or normalizing them to have zero mean
and unit variance [29]. This step accelerates training convergence and stabilizes the
learning process [35].

3.1.4 Annotation Formatting

Annotations are formatted to match the requirements of the object detection algo-
rithm. Bounding boxes, class labels, and confidence scores are converted into formats
such as YOLO, Pascal VOC, or COCO, depending on the model used [38,49]. Fig-
ure 3.1 illustrates all the levels of data preprocessing. Consistent formatting ensures
compatibility with the chosen training pipeline [10].

Raw Data

|

Data Cleaning

|

Data Augmentation

v

Normalization

|

‘ Annotation Formatting ‘

|

Preprocessed Data

Figure 3.1: Stages of data Preprocessing

24



3 Data Processing, model training and object detection

3.2 Training Process

The training process for object detection involves using labeled datasets to teach
models to recognize and locate objects within images. This process encompasses
several key steps: dataset preparation, model initialization, forward pass, loss cal-
culation, backward pass (gradient descent), and model optimization. Each step is
crucial for developing models capable of accurate real-time object detection, Figure
3.2 defines whole process.

3.2.1 Dataset Preparation

Training begins with the preparation of a dataset, which includes labeled images
and corresponding annotations. Annotations usually include bounding boxes, class
labels, and confidence scores to describe the objects within an image. To properly
evaluate how well the model performs, the dataset is usually split into training,
validation, and testing sets. This setup helps ensure that the model is tested on data
it hasn’t seen during training, providing a more reliable measure of its generalization
ability. Well-known public datasets, such as Caltech 101, are commonly used for
training and benchmarking object recognition models [12].

3.2.2 Model Initialization

In this step, a pre-trained model or an untrained architecture is initialized. Pre-
trained models, such as those based on Region-Based Convolutional Neural Networks
(R-CNN), are often utilized due to their ability to transfer knowledge from general
datasets to specific tasks [20]. Using pre-trained models can speed up the training
process and often improves overall performance, particularly in cases where the
available data is limited.

3.2.3 Forward Pass

In the forward pass, the input image is fed through the neural network, where each
layer processes and extracts increasingly abstract features. The model produces out-
puts like bounding boxes and class probabilities, and these predictions are compared
with the ground truth annotations to evaluate how accurate the model is and how
well it performs overall. Techniques like selective search are employed to generate
region proposals during this phase [60].

3.2.4 Loss Calculation

The loss function quantifies the gap between the model’s predictions and the actual
values, guiding the learning process. In object detection tasks, the loss function is
usually made up of several parts, each focusing on a different aspect of the prediction
process:
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1. Localization Loss: This part checks how close the predicted bounding boxes
are to the actual ones, helping the model learn to position objects more accu-
rately.

2. Confidence Loss: Assesses how certain the model is about the presence of
an object within a predicted bounding box.

3. Classification Loss: Measures the accuracy of predicted object classes.

3.2.5 Combined Loss Function

The combined loss function can be represented as:

S? B
»C :Acoord Z Z ]-;')ij |:(331 - £2)2 + (yz - gz)2i|

1=0 75=0

S? B

2 : 2 : obj — / ~\2 / 7 \2
1=0 75=0

+ Eclass + Econﬁdence
(3.1)
where:
e 1°% is an indicator function that denotes if object j appears in cell .

ij

(x;, yi, w;, h;) are the coordinates and dimensions of the bounding box.

(Z4, Ui, Wi, fn,) represent the ground truth values for the bounding box’s position
and size.

Acoord serves as a weighting factor to emphasize the importance of accurate
localization.

This kind of structure is commonly used in real-time object detection models,
including YOLO (You Only Look Once) [49].

3.2.6 Backward Pass and Gradient Descent

During the backward pass, the model computes how the loss changes with respect
to its internal parameters by applying backpropagation. These gradients are then
passed into the gradient descent algorithm, which updates the model’s weights in a
way that helps lower the overall loss. Optimizers like Stochastic Gradient Descent
(SGD) are frequently used during this phase to efficiently guide the training process
[4].
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3.2.7 Optimization

Optimizers such as Adam or SGD (Stochastic Gradient Descent) help fine-tune the
model’s parameters, making the training process faster and often leading to better
accuracy. The selection of an optimizer plays a key role in determining how efficiently
a model trains and how well it performs in the end [32].

3.2.8 Models
Introduction to YOLO for Object Detection

YOLO (You Only Look Once) is a popular real-time object detection algorithm,
known for balancing speed and accuracy effectively. Unlike traditional approaches
that rely on region proposals, YOLO reformulates object detection as a single re-
gression task.It processes the whole image in a single forward pass to predict both
bounding boxes and class probabilities, which makes it efficient enough for real-time
applications [49)].

Architecture of YOLO

YOLO’s architecture is built on a deep convolutional neural network (CNN) that
splits the input image into a grid of S x S. Each grid cell takes on the task of
predicting B bounding boxes, along with confidence scores for those boxes, and C'
class probabilities for identifying the object categories. The architecture includes:

1. Feature Extraction Backbone: Often a pre-trained CNN such as Darknet
is used for feature extraction [49].

2. Detection Head: Converts the extracted features into bounding box coordi-
nates, objectness scores, and class predictions.

Predictions and Grid System

Each grid cell in YOLO is responsible for detecting objects whose center lies within
the cell. YOLO outputs a fixed-size tensor for all detections, significantly reducing
computation time compared to region-based methods [49].

Loss Function in YOLO

YOLO uses a multi-part loss function that accounts for localization, confidence, and
classification errors [49]:

1. Localization Loss (Lj,.):
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Dataset Preparation

|

Model Initialization ‘

|

‘ Forward Pass

|

Loss Calculation

|

Backward Pass and

Gradient Descent

|

‘ Model Optimization

|

Trained Model

Figure 3.2: Training process flow

This term ensures the predicted bounding boxes are close to the ground truth:

=23 |t =+ (V- V) (m_ﬁﬂ

=0 7=0
(3.2)
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2. Confidence Loss (Leonf):

This term measures the accuracy of objectness confidence scores:
conf - Z Z |:“40b] C C) + )\noobj “4?;)0}3]' (C’L - Oz>2] (33)
=0 5=0

3. Classification Loss (Ls):

This term penalizes incorrect class predictions:

cls Z“AObJ Z pl(c) - ﬁl(c))2 (34)

c€Eclasses
Combined Loss Function

L= )\coordﬁloc + ‘Cconf + Lcls (35)

Where:

. H‘;?;j — Indicator function that is 1 if object exists in grid cell ¢ and box j,
otherwise 0.

e z;,y; — Center coordinates of the predicted bounding box.

e 1, 1; — Center coordinates of the ground truth bounding box.

e w;, h; — Width and height of the predicted bounding box.

e ;, h; — Width and height of the ground truth bounding box.

e (; — Predicted confidence score of object presence.

° OZ — Ground truth confidence score.

® Anoobj — Scaling factor for confidence loss when no object is present.
e p;(c) — Predicted probability for class c.

e p;(c) — Ground truth probability for class c.

® \ora — Weighting factor for localization loss.

Training YOLO

Training YOLO requires labeled datasets such as COCO or Pascal VOC. The dataset
is preprocessed, and the model’s weights are initialized, often using pre-trained
weights from a general dataset. The model is trained using backpropagation along
with gradient descent, which work together to reduce the loss function over time.
YOLO is designed for efficiency, enabling fast detection speeds that make it well-
suited for real-time applications [49]. Figure 3.3 shows the process of object detection
of yolo.
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Advantages and Limitations
Advantages
YOLO’s advantages include:

e Real-time performance: YOLO’s one-stage architecture allows it to de-
tect objects significantly faster than traditional two-stage detectors, making it
highly effective for real-time applications [49].

e End-to-end learning without region proposals: Unlike R-CNN-based
approaches that rely on region proposal networks, YOLO directly predicts
bounding boxes and class probabilities, simplifying the detection pipeline [3].

e High generalization capability: YOLO’s architecture allows it to general-
ize effectively across varied datasets, making it robust for real-world scenar-
ios [61].

Limitations
Limitations of YOLO include:

e Struggles with small objects in densely packed scenes: Due to its
grid-based detection approach, YOLO has difficulty detecting small objects,
particularly when they are close to one another [49].

e Coarse localization for overlapping objects: When multiple objects over-
lap, YOLO may struggle with precise localization due to its fixed anchor
boxes [61].

3.2.9 Optimizers

In deep learning, optimizers are essential for fine-tuning a model’s parameters to
reduce the loss function and improve overall performance during training. In real-
time object detection tasks, selecting the right optimizer significantly influences the
model’s convergence speed, accuracy, and computational efficiency.

Stochastic Gradient Descent (SGD)

Stochastic Gradient Descent (SGD) is a fundamental optimization method often
used in deep learning to help train models effectively. It works by iteratively updat-
ing the model’s weights using the gradients of the loss function, calculated from a
small batch of training data rather than the entire dataset. The weight update rule
follows:

Wiy = wy — 1 - VL(wy) (3.6)

Here:
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Figure 3.3: YOLO object detection process [49]

e w;: Weights at iteration ¢.
e 1: Learning rate, controlling the step size of the updates.

e VL(w;): Gradient of the loss function with respect to the weights.

SGD is computationally efficient and works well for large-scale datasets. How-
ever, it is sensitive to hyperparameter selection and may exhibit instability during
convergence due to oscillations in the optimization path [4].

Adam Optimizer

Adam is an advanced optimizer that combines the benefits of SGD and RMSProp.It
updates the learning rate for each parameter separately by estimating the first and
second moments of the gradients, which helps make the training process more stable
and efficient. The update rules are:
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1. Compute biased moment estimates:

my = B -my_1 + (1 — p1) - VL(wy) (3.7)
v =B v+ (1 - 52) ) (VL(wt))2 (3-8)

2. Bias Correction: ) m, ) ”
mtzl—ﬂf’ Ut:l—ﬁé (3.9)

3. Weight Update Rule:

~

my
wt-ﬁ-l:wt_n'\/A—
Vg + €

(3.10)

Here:

e my, vy Biased first and second moment estimates.

e (31, B2: Exponential decay rates are used to control how quickly the moving
averages of past gradients and squared gradients adjust, helping to smooth
out the updates in optimizers like Adam.

e c:A small constant is added to prevent division by zero and ensure numerical
stability during optimization.

Adam is less sensitive to hyperparameter tuning and converges faster than SGD,
making it a preferred optimizer for object detection tasks [32].

Optimizer Selection for Object Detection

For YOLO-based models, Adam is often used during initial training due to its
adaptive learning rate, leading to faster convergence. However, fine-tuning the model
may require switching to SGD with a reduced learning rate to stabilize training and
improve final accuracy [63]. Figure 3.5 demonstrates the optimization process.

3.2.10 Evaluation Metrics

Evaluation metrics play a crucial role in measuring how well object detection models
perform. They help quantify both the accuracy of object identification and the
effectiveness of localization within images. [36]. Common metrics include Precision,
Recall, Intersection over Union (IoU), Mean Average Precision (mAP), and Inference
Time. This section explores these metrics with their mathematical formulations, and
their application in evaluating models like YOLO.
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Figure 3.4: Optimization process flow [32]

Precision and Recall

e Precision shows how many of the model’s positive predictions were actually
correct, based on the total number of instances it marked as positive:

True Positives (TP)

Precision —
recision True Positives (TP) + False Positives (FP)

(3.11)

A high precision value means the model makes very few false alarms, which
is especially important in scenarios where incorrect detections could lead to
serious consequences. [17].

Recall indicates how well the model identifies actual positive instances from
the total number of true positives:

True Positives (TP)

Recall =
eea True Positives (TP) + False Negatives (FN)

(3.12)

High recall shows that the model is effective at detecting most of the relevant
objects, reducing the likelihood of missing important detections. [17].
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Intersection over Union (loU)

IoU is a key metric for measuring how closely the predicted bounding box matches
the actual ground truth box. It is calculated as the ratio of the overlapping area
to the total area covered by both boxes, providing a clear measure of prediction
accuracy. It is defined as:

U — Area of Overlap

Nl
Area of Union (3.13)

The Intersection over Union (IoU) score falls between 0 and 1, with higher values
showing a stronger overlap between the predicted bounding box and the ground
truth. A prediction is generally considered a true positive if the IoU exceeds a
certain threshold, commonly set at 0.5 [6].

Mean Average Precision (mAP)

Mean Average Precision (mAP) is a commonly used metric in object detection
that gives an overall score by summarizing how well the model balances precision
and recall across all classes. For each class, Average Precision (AP) is computed as
the area under its precision-recall curve, and mAP is obtained by averaging these
AP values across all classes:

1
AP = / P(R)dR (3.14)
0
The mAP is then calculated as:

N,
1 c
mAP = A ;1 AP; (3.15)

Where N, is the number of classes and AP; is the average precision for class i [9].

Inference Time

Inference time refers to how long the model takes to analyze an input image and
generate its predictions. It serves as an important metric to judge whether the model
is efficient enough for real-time use. Real-time systems require minimal inference
time to meet latency constraints, making this a critical metric for evaluation [45].

Application in YOLO

For YOLO, these metrics are computed during testing to evaluate the model’s per-
formance. YOLO is designed to achieve high mean Average Precision (mAP) while
keeping inference times low, making it ideal for real-time use cases [45].
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Figure 3.5: Hyper-parameter Optimization [45]

3.2.11 Hyperparameter Optimization

Hyperparameter optimization involves systematically adjusting a model’s hyperpa-
rameters to enhance its overall performance. By finding the most effective com-
bination of values, the model can achieve better accuracy, faster convergence, and
improved generalization. Hyper-parameter Optimization process flow defined in Fig-
ure 3.5. In the context of object detection with YOLO, hyperparameters such as
learning rate, batch size, momentum, and the IoU threshold significantly impact the
model’s accuracy and speed. Proper optimization ensures that the model converges
efficiently and achieves high detection accuracy [55].

Key Hyperparameters in YOLO

1. Learning Rate (7): It controls how much the model’s weights change during
training. A learning rate that’s too high might cause the model to miss the best
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solution, while one that’s too low can make training slow and less effective [55].

2. Batch Size: Specifies how many training samples are processed in one forward
and backward pass before the model’s weights are updated. It impacts both
training stability and the efficiency of gradient estimation. Larger batch sizes
stabilize the gradient updates but require more memory [55].

3. Momentum (p): Helps accelerate gradient descent by dampening oscilla-
tions. It is typically set between 0.8 and 0.99 [55].

4. TIoU Threshold: Specifies the minimum IoU score required to classify a pre-
dicted bounding box as a true positive [6].

5. Anchor Boxes: Predefined shapes and sizes of bounding boxes used for de-
tection. These are critical for detecting objects of varying scales [55].

Hyperparameter Tuning Techniques

1. Grid Search: It goes through all possible combinations of hyperparameters
within a given range to find the best-performing setup. While it offers thorough
coverage of the search space, it can be highly time-consuming and resource-
intensive [55].

2. Random Search: Randomly selects hyperparameter combinations, covering
a wider range in less time and often finding good configurations more efficiently

[55).

3. Bayesian Optimization: Employs probabilistic models to estimate how well
various hyperparameter settings might perform. It intelligently explores the
search space by prioritizing combinations that are likely to yield better results,
while still considering new possibilities [55].

4. Gradient-Based Optimization: Adjusts hyperparameters during training
based on their gradient, allowing for dynamic tuning but requiring careful
implementation to avoid instability [55].

Objective Function

The optimization process aims to minimize the validation loss, which can be ex-
pressed as:

mein L(0) (3.16)

Where L is the validation loss and 6 represents the hyperparameters [55].
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Application in YOLO

For YOLO, hyperparameter optimization is critical for achieving the right balance
between accuracy and speed which shown in Figure 3.6. Techniques like learning
rate scheduling, early stopping, and adaptive optimization (e.g., using Adam) are
often employed during training [55].

Define Hyperparameter
Space

l

Select Hyperparameter

Combination

Train the Model

i

Evaluate Performance

Y/ \N

| .

End Optimization ‘ Update Search Strategy

Figure 3.6: Hyperparameter optimization flow [55]

3.3 Object Detection

Object detection is a computer vision task that involves both classifying objects and
accurately locating them within an image using bounding boxes. Unlike image clas-
sification, which only identifies what is present, object detection returns both class
labels and spatial coordinates for each detected object [67]. This task is essential in
many real-world applications such as surveillance, autonomous driving, and robotics,
where understanding both the presence and position of objects is critical [66].
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In deep learning-based approaches, object detection models are typically trained
on annotated datasets, where each image is paired with labels that include object
class and bounding box coordinates. The model learns to map raw image data
to structured outputs such as (x,y,w, h) for bounding box position and size, along
with a class probability distribution. This structure enables the model to understand
both spatial relationships and visual patterns in the input data [10,49]. The process
is visually represented in Figure 3.7.

S X S X Bbounding boxes
confidence = Pr(object) x loU(pred, truth)

Final detections

Pr(Class,| object)

Class probability map

Figure 3.7: Basic object detection pipeline including input image, bounding box
regression, and class label prediction [2§]

Modern detectors like YOLO, SSD, and Faster R-CNN use convolutional neural
networks (CNNs) to extract hierarchical features from images. These features are
passed through detection heads to predict object classes and bounding box coordi-
nates. SSD and Faster R-CNN use region proposal methods, while YOLO simplifies
the detection pipeline by dividing the input image into a grid and predicting bound-
ing boxes and class probabilities directly from each cell [49]. This architectural
difference makes YOLO particularly suitable for real-time object detection, espe-
cially on resource-constrained devices [3].

Object detection models are typically evaluated using performance metrics such
as Intersection over Union (IoU), mean Average Precision (mAP), Precision, and
Recall. These metrics help determine how accurately the model identifies and lo-
calizes objects (see Section 3.5). Evaluation frameworks such as COCO and Pascal
VOC are commonly used to benchmark performance across different model archi-
tectures [10, 38].
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Throughout this work, object detection forms the foundation for exploring the
capabilities of YOLO in real-time environments. The entire training process, from
data preprocessing and loss function design to optimizer selection, is geared toward
improving detection speed, accuracy, and reliability for practical deployment in em-
bedded systems ( [33,61]).

39



4 Implementation

The implementation phase of this project involves deploying and evaluating real-
time capabilities on embedded Linux platforms, specifically using the Raspberry
Pi 4 Model B as the core hardware. This section outlines how three real-time
approaches—PREEMPT-RT, Xenomai 3, and Xenomai 4—were investigated for
suitability in camera-intensive applications such as stereo vision processing and real-
time data acquisition.

Raspberry Pi 4, with its quad-core ARM Cortex-A72 processor, serves as a cost-
effective yet powerful base for experimenting with real-time operating system con-
figurations. To simulate a realistic embedded vision environment, multiple camera
modules were interfaced. These included standard Logitech USB cameras and the
advanced Arducam stereo camera system (dual IMX477 sensors with hardware syn-
chronization via the Camarray HAT), chosen to emulate time-sensitive and high-
bandwidth scenarios common in robotics and autonomous systems [5].

Three different kernel configurations were explored. PREEMPT-RT enhances
the Linux kernel’s real-time behavior by transforming it into a fully preemptible
kernel, improving latency predictability without diverging significantly from the
mainline Linux ecosystem [14]. Xenomai 3 employs a co-kernel model for hard
real-time execution and supports deterministic interrupt handling, making it more
suitable for stringent real-time guarantees [19,51]. Meanwhile, Xenomai 4 introduces
a significant architectural shift by embedding the EVL core directly within the
Linux kernel, replacing the traditional I-Pipe based co-kernel model. While EVL
integrates into the kernel space, it still maintains a distinct execution context for
real-time tasks, which is why the official documentation refers to this as a dual
kernel architecture via a companion core, though it remains experimental and lacked
adequate support for ARMvS8 and Raspberry Pi platforms at the time of this project
[48].

This section provides detailed technical steps, software dependencies, cross-compi-
lation procedures, driver setups, and architectural choices made during implemen-
tation. Each approach’s integration is described systematically, highlighting both
successful deployments and limitations encountered during testing.
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4.1 Hardware Configuration

The hardware configuration forms the foundational backbone of this real-time em-
bedded system. The set-up was initially designed to support high-resolution stereo
vision processing, relying on a combination of the Raspberry Pi 4 single-board com-
puter and advanced stereo camera modules. However, due to evolving requirements
in real-time scheduling and integration limitations with the selected software stack,
especially Xenomai, several changes were made throughout the hardware phase.
This section presents the complete overview of hardware used, decisions made dur-
ing development, and the rationale for these adaptations.

4.1.1 Raspberry Pi 4 Model B

The core computational unit for all experimentation is the Raspberry Pi 4 Model
B. This device was selected due to its balance of performance, accessibility, and
compatibility with a wide range of peripherals and Linux kernel configurations. It
includes the following specifications:

e Quad-core Cortex-A72 (ARM v8) 64-bit SoC @ 1.5GHz
4 GB LPDDR4-3200 SDRAM

Dual-band 2.4GHz and 5.0GHz IEEE 802.11ac wireless

Gigabit Ethernet, two USB 3.0 and two USB 2.0 ports

MicroSD card slot with support for up to UHS-I speeds
e GPIO header with 40 pins for peripheral communication

e Broadcom BCM2711

The availability of USB 3.0 interfaces was particularly important as it allowed
stable, high-bandwidth data transfer from USB cameras, which was essential for
stereo vision applications.

4.1.2 Initial Attempt with Arducam Camarray Stereo Camera
HAT

At the start of the project, the implementation was based on the Figure 4.1. This
setup includes two high-quality Sony IMX477P 12.3MP camera modules and a dedi-
cated Camarray HAT, which synchronizes both cameras at the hardware level. Each
module supports a CS lens mount, offering better control over focal length and depth
of field, crucial features in depth estimation and 3D vision applications.
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Figure 4.1: Initial Setup for Raspberry Pi with Arducamamrray HAT

The rationale behind choosing this kit was the desire to simulate a real-world
stereo vision system with precise frame-level synchronization. The Camarray HAT
provides built-in synchronization and multiplexing of video signals over the camera
serial interface (CSI), freeing the USB ports for other peripherals and theoretically
offering better performance through the MIPI lanes. However, several limitations
were encountered during integration:

e The Camarray HAT uses internal synchronization and hardware scheduling,
limiting software-level control over the camera frame acquisition timing.

e The drivers for this module are optimized for standard video streaming rather
than real-time scheduling of frame capture.

e The integration of this kit with Xenomai, especially Xenomai 3, proved prob-
lematic. Xenomai’s co-kernel model requires user-space interaction with device
drivers through RTDM (Real-Time Driver Model), but the proprietary nature
of the Arducam driver stack restricted such low-level access.
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e In Xenomai or PREEMPT-RT patched environments, camera initialization
and stream management often require explicitly defined user-space handlers,
which the Camarray setup did not support reliably.

Due to these constraints, especially the inability to control frame scheduling at
the level required for deterministic behavior, the Arducam stereo kit was deemed
unsuitable for this specific real-time research use case. Additionally, while Arducam
provided support for standard Raspberry Pi OS environments, no official patches,
headers, or modules were available that could easily interface with the custom kernels
configured for real-time execution. This made synchronization within a real-time
kernel almost impossible without rewriting major portions of the V4L2 driver stack.

4.1.3 Final Setup with USB Logitech Cameras

Following the challenges encountered with Arducam, as shown in Figure 4.2 the
hardware configuration was revised to use two USB Logitech C270 cameras. These
devices provide 720p resolution and are supported natively under Linux using the
UVC (USB Video Class) driver. While these cameras do not provide hardware
synchronization, they allowed for precise software-based scheduling using thread-
based image acquisition mechanisms.

Figure 4.2: Improvised final Setup for Thesis

The decision to shift to USB cameras was primarily influenced by the following
factors:
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e Full compatibility with V4L2 (Video4Linux2) framework, which integrates well
with both PREEMPT-RT and Xenomai user-space applications.

e Flexibility in frame grabbing using pthreads and timing functions within real-
time threads.

e Easier integration with OpenCV for stereo image processing and frame differ-
ence analysis.

e Available documentation and support for user-defined frame acquisition inter-
vals and software-synchronized streaming pipelines.

Each camera was individually connected to a dedicated USB port on the Rasp-
berry Pi 4, ensuring reliable data transfer and minimizing bandwidth conflicts. Care
was taken to connect them to different USB controllers (USB 3.0 and USB 2.0) to
minimize bandwidth contention. A multithreaded acquisition module was devel-
oped where each camera stream was handled by a dedicated high-priority thread,
and timestamps were embedded in frame metadata for synchronization purposes.

This shift in hardware setup provided full control over frame rate, thread priority,
and acquisition intervals—critical elements in real-time systems where deterministic
behavior is needed. Although hardware-level synchronization was sacrificed, the
resulting flexibility and compatibility outweighed the limitations for this stage of
experimentation.

Summary

In summary, although the initial plan to use Arducam’s synchronized stereo system
offered theoretical benefits for hardware-level vision processing, practical limitations
in driver access and real-time scheduling prevented its successful integration. The
fallback to dual USB cameras proved to be more suitable for real-time operating

system experiments, offering better control, transparency, and compatibility with
kernel-level real-time patches such as Xenomai and PREEMPT-RT [5,13,51].

4.2 PREEMPT-RT Setup

The PREEMPT-RT patch modifies the standard Linux kernel to support full pre-
emption, allowing for deterministic and low-latency responses. This makes it suit-
able for applications where meeting precise timing requirements is critical. This
section details the process of configuring and building a PREEMPT-RT enabled
kernel natively on the Raspberry Pi 4 Model B, ensuring that the system meets the
stringent requirements of real-time operations. [44]
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4.2.1 Prerequisites and Initial Setup

Before embarking on the kernel customization, it is imperative to prepare the Rasp-
berry Pi 4 with a suitable operating system and necessary tools:

1. Operating System Installation: Utilize the Raspberry Pi Imager tool to
write the Raspberry Pi OS Full (64-bit) to a microSD card. This version
includes a desktop environment, providing a user-friendly interface for subse-
quent operations.

2. System Configuration: Upon first boot:

e Configure the system locale, timezone, and keyboard layout.

e Enable SSH to facilitate remote access:

sudo systemctl enable ssh
sudo systemctl start ssh

e Update the system packages to their latest versions:

System Update

sudo apt update && sudo apt upgrade -y

Kernel Source Acquisition

1. Install Git:

sudo apt install git -y

2. Clone Kernel Repository:

Clone Kernel Repo

git clone —depth=1 https://github.com /raspberrypi/linux

Applying the PREEMPT-RT Patch
1. Check Kernel Version:

‘ uname -r \
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2. Download Patch:

Download PREEMPT-RT Patch

wget  https://cdn.kernel.org/pub/linux/kernel /projects/rt /6.1 /patch-
6.1.19-rt12.patch.gz

3. Apply Patch:

gunzip patch-6.1.19-rt12.patch.gz
cd linux
patch -pl < ../patch-6.1.19-rt12.patch

Kernel Configuration

1. Install Dependencies:

Install Dependencies

sudo apt install libncursesb-dev be flex bison libssl-dev -y

2. Load Default Config:

Load Default Config

cd linux
KERNEL=kernel8
make bem2711 _defconfig

3. Enable RT Preemption:

Enable Real-Time Preemption

make menuconfig

Navigate to General setup — Preemption Model — Fully Preemptible
Kernel (Real-Time)

4. Set Local Version:

Set Local Version

General setup —— > Local version - append to kernel release

Set it to -rt
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Kernel Compilation and Installation

1. Compile the Kernel:

Compile Kernel

make -j$(nproc) Image.gz modules dtbs

2. Install Modules:

Install Kernel Modules

sudo make modules_install

3. Copy Files to Boot:

Deploy Kernel Files

sudo cp arch/arm64/boot/Image.gz /boot /S KERNEL.img

sudo cp arch/arm64/boot/dts/broadcom/*.dtb /boot/

sudo cp arch/arm64/boot/dts/overlays/*.dtb* /boot/overlays/
sudo cp arch/arm64/boot/dts/overlays/README /boot/overlays/

Finalizing the Setup
1. Update config.txt:

Edit /boot/config.txt

sudo nano /boot/config.txt

Add or modify:

Set Kernel Entry

kernel=$KERNEL.img

2. Reboot:

Reboot System

sudo reboot

3. Check Kernel:

Verify Kernel

uname -a
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4.2.2 Real-Time Scheduling

In this implementation, real-time scheduling was a critical component to ensure de-
terministic behavior during concurrent execution of vision and computation tasks. A
multi-threaded architecture was developed in C++ using POSIX threads (pthread)
to divide the stereo processing pipeline into six parallel tasks. These threads were
each assigned a fixed priority using the SCHED_FIFO policy, ensuring strict execution
order based on task urgency.

CPU Affinity and Thread Isolation: Each thread was bound to a specific
core of the Raspberry Pi 4 using the pthread setaffinity np function. For ex-
ample, the left and right camera capture threads were bound to CPU cores 2 and
3 respectively. This core isolation helped in reducing context-switching overhead
and ensured that I/O operations (camera reads) were not interrupted by compute-
intensive threads such as YOLO inference. Figure 4.5 shows task scheduling and
execution process.

Thread Prioritization: Thread priorities were assigned according to task criti-
cality, with higher numeric values indicating higher scheduling priority in real-time
systems as refernced in Table 4.1:

e Capture Threads (tl, t2): Priority 99 — Highest priority (critical for
minimizing frame loss)

e Preprocessing Thread (t3): Priority 98 — Very High priority (ensures
timely frame preparation)

e YOLO Inference Thread (t4): Priority 97 — High priority (object detec-
tion must run close to real-time)

e Scheduler (t5): Priority 96 — Medium priority (manages coordination and
timing)

e Result Display Thread (t6): Priority 95 — Lower priority (can tolerate
slight delays)

This hierarchy ensures that frame capture is never delayed, thereby preserving
real-time synchronization between the stereo camera inputs. The lower-priority
display and logging threads execute opportunistically, without interrupting critical
computation or I/0.

Frame Buffering: Double buffering was implemented using a two-element Mat
array to avoid race conditions. The frame buffer index toggles for read /write access
between threads, preventing partial or corrupted frame data from being passed down
the pipeline.
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4.2.3 Object Detection with PREEMPT-RT

To evaluate the soft real-time capabilities of the PREEMPT-RT patch, the same
stereo vision object detection pipeline was implemented using standard POSIX
threads. Unlike Xenomai, PREEMPT-RT integrates directly with the mainline
Linux kernel by converting most kernel spinlocks into mutexes and making nearly
all of the kernel preemptible. This allows real-time tasks to be scheduled with de-
terministic behavior using native Linux APIs.

Each functional block of the application—frame capture, preprocessing, YOLO
inference, scheduling, and display—is assigned a separate POSIX thread with SCHED
_FIFO scheduling policy. Threads are prioritized according to task criticality using
pthread setschedparam(). This enables high-priority tasks like image capture and
inference to preempt lower-priority display or I/O routines, ensuring reduced end-
to-end latency.

Timing accuracy is achieved using clock nanosleep() for precise periodic task
scheduling, and mutexes (pthread mutex_t) are employed for thread-safe data ex-
change between stages. The YOLOv4-tiny model is executed using OpenCV’s DNN
module, operating on CPU to ensure compatibility across all Linux-based RT tar-
gets. While PREEMPT-RT does not offer hard real-time guarantees, this imple-
mentation demonstrates its ability to meet soft real-time requirements for computer
vision tasks in embedded systems. [25]

YOLO Optimization: To improve responsiveness, only every third frame was
passed to YOLO inference. This lightweight scheduling optimization significantly
reduced CPU load while maintaining acceptable detection latency.

Screenshot Suggestions:

e htop output showing CPU core usage with thread priorities.
e Terminal logs showing detection output from YOLO.

e Screenshot of the combined left-right image in 416x416 frame used for detection
as shown in Figure 4.3 whhich is for better understanding, Figure 4.4 describes
how it is going to work in system or application.

This thread-based design, combined with PREEMPT-RT’s kernel guarantees, en-
sured minimal latency and predictable task execution even under high CPU load.

4.3 Xenomai 3 Setup

This section outlines the native setup and configuration process of Xenomai 3 on
Raspberry Pi 4 Model B.
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Thread Name | CPU Core | Priority

Policy

Function Descrip-
tion

t1

t2

t3

t4

t5

t6

2 99

3 99

1 98

Any 96

SCHED_FIFO

SCHED_FIFO

SCHED_FIFO

SCHED_FIFO

SCHED_FIFO

SCHED_FIFO

Captures left camera
frames asynchronously.

Captures right camera
frames asynchronously.

Preprocesses stereo im-
ages and concatenates
them for inference.

Runs YOLO object
detection on the com-
bined frame using

OpenCV DNN.

Checks soft deadlines
and  logs  periodic
scheduling events.

Displays detection re-
sults in terminal output
with minimal delay.

Table 4.1: Real-Time Thread Scheduling Configuration
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Step 1: Capture

Step 3: Detection (YOLOv4—Tiny)

Figure 4.3: Example Object Detection output(For Xenomai and preempt_rt both)

4.3.1 Prerequisites and Initial Setup

To prepare the environment for kernel patching and compilation:

1. Operating System Installation: Flash Raspberry Pi OS Lite (64-bit) using
the official Raspberry Pi Imager.

2. Imitial Configuration: On first boot:
e Configure regional settings and enable SSH.

e Update existing packages:
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Figure 4.4: Object Detection output of system or application

System Update

sudo apt update && sudo apt upgrade -y

Kernel Source Acquisition and I-Pipe Patch Application

1. Install Prerequisites:

Dependencies Installation

sudo apt install git bc bison flex libssl-dev libncurses-dev -y

2. Clone Raspberry Pi Kernel:

Kernel Clone

git clone —depth=1 https://github.com/raspberrypi/linux -b- rpi-5.4.y
cd linux

3. Download and Apply I-Pipe Patch:
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Left Camera Right Camera
(t1) (£2)
Preprocessing
(t3)
Y
Scheduler . | YOLO Detection .| Display Output
(t5) g (t4) g (t6)

Figure 4.5: Thread Communication and Execution Pipeline for Preempt-rt

Apply I-Pipe Patch

https://xenomai.org/downloads/ipipe/patches-5.4- /ipipe-core-

5.4.83-arm64-1.patch
patch -pl < ipipe-core-5.4.83-arm64-1.patch

wget

Kernel Configuration for Xenomai

Use menu configuration to enable I-Pipe and other real-time options:

Kernel Config

make bem2711_defconfig
make menuconfig

Enable the following options:
e CONFIG_IPIPE (Enable interrupt pipelining)

e CONFIG_COBALT (Enable Xenomai co-kernel)

e CONFIG_PREEMPT (Kernel preemption model)

Append a custom suffix to distinguish the kernel:

General setup — Local version — append -xeno3
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Kernel Compilation and Installation

1. Compile Kernel:

Kernel Build

make -j$(nproc) Image.gz modules dtbs

2. Install Modules:

‘ sudo make modules_install \

3. Copy Kernel Files to /boot:

Copy Kernel to Boot

sudo cp arch/arm64/boot/Image.gz /boot /kernel8-xeno3.img
sudo cp arch/arm64/boot/dts/broadcom/.dtb /boot/
sudo cp arch/arm64/boot/dts/overlays/.dtb /boot/overlays/

Bootloader and Kernel Activation

Modify the Raspberry Pi bootloader to use the new kernel:

Edit Boot Config

sudo nano /boot/config.txt

Add or modify the following line:

Boot Setting

kernel=kernel8-xeno3.img

Reboot the device:

‘ sudo reboot \

Verify the new kernel:

‘ uname -a \
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Xenomai User-Space Libraries

Once booted into the I-Pipe enabled kernel, install Xenomai libraries:

Install Xenomai

git clone https://gitlab.denx.de/Xenomai/xenomai.git

cd xenomai

./scripts/bootstrap

./configure ~with-core=cobalt —enable-smp —disable-doc -
prefix=/usr/xenomai

make -j$(nproc)

sudo make install

Add the Xenomai environment variables to your shell profile:

Export Variables

export PATH=/usr/xenomai/bin:$PATH

export LD_LIBRARY _PATH=/usr/xenomai/lib:$LD_LIBRARY _PATH
export PKG_CONFIG_PATH=/usr/xenomai/lib/pkgconfig:
$PKG_CONFIG_PATH

Testing the Xenomai Environment

Compile and run a basic latency test:

xeno-config —skin=alchemy —cflags —1dflags
cd xenomai/testsuite/latency

make

sudo ./latency

A correctly functioning system will show minimal jitter and microsecond-level
latency, validating that the co-kernel is intercepting tasks as expected.

4.3.2 Real-Time Scheduling (Xenomai 3)

In this Xenomai 3-based implementation, real-time scheduling played a central role
in achieving deterministic execution for stereo vision and deep learning tasks. Lever-
aging the Cobalt core and the Alchemy API (RT_TASK), the system was structured to
run with strict timing guarantees, minimizing latency and jitter in critical threads.

A total of six real-time tasks were created using rt_task_create(), each assigned
a fixed priority level. The system uses a non-preemptive SCHED _FIF0-style scheduling
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model provided by Xenomai, where higher-priority tasks run to completion unless
explicitly suspended or blocked.

Multi-Core Thread Isolation and CPU Affinity: Tasks were strategically
pinned to specific CPU cores using pthread setaffinity np (in user space) or
optionally through rt_task set_affinity() for real-time kernel threads. For ex-
ample:

e The left and right camera capture tasks (T1 and T2) were bound to CPU cores
2 and 3 respectively to prevent resource contention.

e The YOLOv4-Tiny inference task (T4), being compute-intensive, was also
assigned to a dedicated core for consistent performance.

Priority Assignment and Functional Mapping:
Tasks were assigned priorities based on their criticality to the real-time pipeline,
more explained in Table 4.2:

e T1, T2 (Capture) — Priority 99/98: Highest priority to ensure no frames
are dropped from the stereo cameras.

T3 (Preprocess) — Priority 97: Processes combined frames for neural infer-
ence.

T4 (YOLO Inference) — Priority 96: Executes object detection using a
lightweight CNN.

T5 (Scheduler) — Priority 95: Periodically checks and synchronizes task
timing.

T6 (Display) — Priority 94: Displays output and logs results; lowest priority
to avoid interfering with real-time tasks.

Determinism and Performance: The tasks executed using Xenomai’s periodic
real-time model showed highly consistent latency, with minimal jitter. For instance,
using Xenomai’s latency test, the system maintained a worst-case latency of just
23 ps under a 1000 ps scheduling period, with average latencies around 8.3 ps due
to early wakeups — a positive characteristic of real-time determinism.

This design ensures frame integrity, real-time synchronization between cameras,
and reliable inference — all running in a tightly controlled and predictable environ-
ment as it is visible in Figure 4.6, ideal for embedded vision workloads.

4.3.3 Object Detection with Alchemy API

To validate the real-time capabilities of Xenomai 3, a complete stereo vision applica-
tion was implemented. This application leverages OpenCV DNN to run YOLOv4-
tiny object detection on preprocessed stereo camera frames, all managed through
real-time threads using Xenomai’s Alchemy API. The real-time scheduler handles
task prioritization, I/O acquisition, preprocessing, inference, and result display.
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Task | Function Thread Priority | CPU Core | Real-Time?

T1 | Capture Left Camera 99 Core 2 Yes
(/dev/videoO)

T2 | Capture Right Camera 99 Core 3 Yes
(/dev/video?2)

T3 | Preprocess Frames (Resize, 98 Core 1 Yes
Grayscale)

T4 | Object Detection (YOLOv4- 97 Core 3 Yes
Tiny)

T5 | Scheduler (Ensures Dead- 96 Any Yes
lines)

T6 | Show Detected Objects in 95 Any No
Terminal

Table 4.2: Xenomai 3 Task Configuration with Thread Priority and CPU Mapping

Each stage of the application is encapsulated in a dedicated real-time task (‘RT-
TASK") with a specific priority level. This ensures that latency-critical operations,
such as frame acquisition and inference, are never preempted by lower-priority
tasks. The real-time sleep functionality is handled by ‘rt-task-sleep()‘, which al-
lows nanosecond-precision delays to ensure strict periodic behavior.

Shared data between threads is protected using a standard ‘pthread-mutex-t‘,
avoiding data races during buffer read/write operations. The YOLOv4-tiny model
is loaded using OpenCV’s DNN module and executed on the CPU backend for
compatibility. Every task is wrapped within an infinite loop, emulating continuous
video stream processing in embedded robotics or real-time surveillance systems. [15]

Code Reference: Each task is defined using Xenomai’s rt_task_create() and
rt_task start (). Object detection uses OpenCV’s DNN backend with YOLOv4-
Tiny and COCO labels. Detected objects are logged and updated in shared memory
space.

Outcome: The Xenomai co-kernel ensures isolation from Linux processes, re-
sulting in low jitter, minimal missed deadlines, and a high degree of predictability
in visual tasks. Average detection latency remained stable with negligible variance
across multiple runs. [15,59]

4.4 Xenomai 4 Attempt and Limitations

Xenomai 4 introduces a significant architectural shift from its predecessor by replac-
ing the dual-kernel I-Pipe co-kernel model with the EVL (Embedded Virtual Linux)
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RT Scheduler
(t5)

Right Cam
(t2)

v

Preprocessing YOLOvV4 Inference
(t3) (t4)

Y
[Terminal Output]

(t6)

Figure 4.6: Task Communication and Execution Layout under Xenomai 3

core. EVL is integrated into the Linux kernel itself and introduces a companion
real-time core designed to handle bounded-latency events and real-time tasks. Al-
though EVL runs in the same kernel space, it isolates real-time processing from
standard Linux execution paths. This design retains the benefits of a dual-kernel
architecture, but in a more modern and maintainable form, without relying on
an external co-kernel. [48] However, during the implementation on Raspberry Pi 4
Model B (ARMv8), the integration of Xenomai 4 encountered critical limitations
that rendered it non-functional.

4.4.1 EVL Kernel Preparation and Configuration

The setup was initiated by cloning the EVL-enabled Linux kernel and attempting
to configure it similarly to Xenomai 3. The steps followed were:

1. Cloned the EVL kernel repository:

git clone https://github.com/evlproject/kernel linux-evl
cd linux-evl

2. Applied default ARM64 defconfig and adjusted local version:

make ARCH=arm64 defconfig
make menuconfig
# Set CONFIG_EVL=y and enabled required options

3. Compiled the kernel using:

make -j$(nproc) Image.gz modules dtbs
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Compilation Failures and Kernel Header Issues

Despite successful configuration, the kernel build process failed due to critical errors
in the ARM64 atomic operations header files. The following log trace summarizes
the failure:

/arch/arm64/include/asm/atomic.h:37:16: note: in expansion of macro
’__lse_11_sc_body’

/arch/arm64/include/asm/atomic.h:44:9: note: in expansion of macro

>ATOMIC_FETCH_OP’

/arch/arm64/include/asm/atomic.h:48:1: note: in expansion of macro

>ATOMIC_FETCH_QOPS’

/arch/arm64/include/asm/1se.h:21:36: error: ’ARM64_HAS_LSE_ATOMICS’
was not declared in this scope

/arch/arm64/include/asm/lse.h:20:1:

error: void value not ignored as it ought to be

These errors occurred during expansion of the ‘atomic-fetch-add-relaxed()‘ and
similar operations, due to undefined symbols such as ‘ARM64-HAS-LSE-ATOMICS".
The build process terminated as the atomic and LSE (Large System Extensions)
functionalities could not be resolved.

Errors and Solutions

During further exploration, additional issues were identified related to hardware
driver compatibility. Specifically, initial tests failed to support the IMX477 camera
sensor due to missing driver integration in the EVL kernel tree.

To resolve the issues and errors, the following steps were taken:

e .config Changes: Enabled driver support by setting CONFIG_VIDEQ_IMX477=m.

e Makefile Update: Included the IMX477 object file in the camera driver’s
Makefile to ensure it was compiled.

e Device Tree Adjustments: Modified the becm2711-rpi-4-b.dts file to in-
clude necessary i2c configuration for the IMX477 camera module.

Despite these adjustments, overall camera functionality remained inconsistent due
to broader multimedia driver incompatibilities in the EVL subsystem.

List of Supported Cameras

The following sensors are typically supported across mainline Linux and partially in
real-time environments, depending on driver availability:
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o IMX208, IMX214, IMX258, IMX274, IMX290, IMX291, IMX296, IMX297,
IMX298, IMX317,

o IMX318, IMX334, IMX335, IMX378, IMX383, IMX386, IMX390, IMX400,
IMX401, IMX415

Many of these sensors work reliably with V4L2 on PREEMPT-RT or Xenomai 3
configurations, but support under Xenomai 4 remains limited or experimental.

Root Cause Analysis

The underlying reasons for failure include:

e The EVL kernel does not provide fully patched or supported atomic head-
ers and synchronization constructs for ARMvS, specifically the Broadcom
BCM2711 SoC on Raspberry Pi 4.

e Many dependencies like cpu-set-t for scheduling and real-time task map-
ping were either missing or only partially implemented, blocking core features
required by real-time camera processing.

e The EVL subsystem lacks official support for multimedia and image-processing
drivers (e.g., V4L2), which are essential for camera and OpenCV-based appli-
cations.

Additionally, even if kernel compilation was to succeed with local fixes or header
patching, EVL lacked drivers and runtime tools needed to execute OpenCV-based
image processing under real-time scheduling constraints.

Community Updates and Status

As of this writing, the Xenomai 4 (EVL) project has not issued stable support for
Raspberry Pi 4 or other ARMvS8 devices. Although documentation for x86 plat-
forms exists, ARM-related contributions are limited. The official GitHub repository
remains under active but issues regarding ARM64 are open and unresolved.

Conclusion on Xenomai 4 Attempt

Due to the missing atomic symbols, header mismatches, and lack of real-time driver
support for Raspberry Pi 4 hardware, Xenomai 4 was deemed unusable for this
thesis. The focus remained on the more mature and reliable Xenomai 3 (co-kernel)
and PREEMPT-RT implementations. Future iterations of the EVL project may
address these gaps, but at the time of testing, no feasible workaround or patch set
was available from the official maintainers or community contributors. [19]
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4.5 OpenCV DNN and Stereo Image Construction

The object detection system developed in this project utilizes the OpenCV library for
camera input, image processing, and deep learning inference. OpenCV is a popular
open-source library that provides a variety of tools for working with images, videos,
and computer vision tasks. Because of its lightweight design and strong support
for different hardware, it works especially well on embedded systems. For neural
network-based object detection, OpenCV’s dnn module was integrated to run a pre-
trained YOLOv4-Tiny model.

4.5.1 DNN Model Configuration and Integration

YOLOv4-Tiny is a compact version of the YOLO (You Only Look Once) object
detection model optimized for real-time inference on low-resource devices like the
Raspberry Pi 4. The model is defined using the following files:

e yolov4-tiny.cfg — Model configuration file defining the architecture.
e yolov4-tiny.weights — Pre-trained weights on the COCO dataset.
e coco.names — List of 80 object classes for classification.

The model was loaded into the DNN backend of OpenCV as follows:

net = readNet("yolov4-tiny.weights", "yolov4-tiny.cfg");
net.setPreferableBackend (DNN\_BACKEND\_QOPENCV) ;
net.setPreferableTarget (DNN\_TARGET\_CPU) ;

After preprocessing, frames were converted into a blob using:
blobFromImage (frame, 1/255.0, Size(416, 416), Scalar(), true, false);
and passed through the network using:

net.setInput(blob);
net.forward(outs, net.getUnconnectedOutLayersNames());

4.5.2 Stereo Frame Construction and Merging

The system uses two cameras (left and right), which are accessed independently
using OpenCV’s VideoCapture () function. These frames are read asynchronously
and then combined into a single stereo image frame. The purpose of this merging is
not to perform depth estimation, but to allow simultaneous object detection from
two slightly different viewpoints within one YOLO inference frame.

The stereo image is constructed using the hconcat() method in OpenCV as
described in Table 4.3:
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hconcat(leftFrame, rightFrame, combinedFrame);

Figure Figure 4.7 illustrates that hconcat () creates a side-by-side stereo frame
with the left camera image on the left and the right camera image on the right. The
combined frame is resized to 416x416 pixels to match the input dimensions required
by YOLOv4-Tiny.

Before merging, both camera inputs are preprocessed using:

cvtColor (frame, frame, COLOR\_BGR2RGB);
resize(frame, frame, Size(640, 480));

Step 1: Capture

Step 3: Resize to 416x416

Figure 4.7: Image Processing for Preempt_rt and Xenomai

Advantages of This Approach

e Enables efficient YOLO inference on a combined frame from two spatially
offset perspectives.
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Step Left Cam- | Right Cam- | Combined
era Frame | era Frame | Stereo Frame
(frameLeft) (frameRight) (combinedFrame)
1. Raw Capture 1280x 720 1280x 720 =
(BGR) (BGR)
2. Resize 640x 480 640x 480 -
3. Color Conversion | RGB format RGB format -
4. Horizontal Merge | — - hconcat (left,
right) —
1280480

5. Resize for DNN

resize (416,
416) for YOLO
input

6. Blob Creation | — - blobFromImage
(...). — 4D
Tensor

7. Inference Input | — - Sent to

net.setInput
(blob)

8. Output

Detections from
YOLO: class
IDs, confidence,
boxes

Table 4.3: Stereo Image Formation and Processing Pipeline
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e Reduces computational cost by processing both camera inputs in a single net-
work pass.

e Offers the flexibility to later compute disparity maps or 3D object localization,
if required.

This strategy aligns well with the real-time architecture developed under both
PREEMPT-RT and Xenomai environments, allowing stereo camera input to be syn-
chronized, processed, and passed to the DNN in a thread-safe, low-latency pipeline.

[3,50]
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5 Tests and Results

5.1 Coding Overview and explanation

5.1.1 Xenomai Coding overview

Real-Time Frame Capture with Xenomai In Xenomai 3, camera capture threads
are executed periodically using rt_task sleep() to ensure deterministic timing.
Each capture runs at 30 FPS (33 ms) and writes to shared memory protected by a
real-time mutex. This prevents jitter in image acquisition and maintains synchronic-
ity in stereo pipelines.

Xenomai Frame Capture

void captureleftCamera(void *arg) {

VideoCapture cap(0);

while (1) {
Mat frame;
cap >> frame;
rt_mutex_acquire (&rt_mutex, TM_INFINITE);
framelLeft = frame;
rt_mutex_release (&rt_mutex) ;
rt_task_sleep (33000000); // ~30 FPS

YOLOv4 Inference and Logging (Xenomai) YOLO inference is run as a real-
time task with latency tracking using rt_timer read(). The system records how
long each detection takes and logs both time and outcome (success or failure). This
supports deadline evaluation and time-based performance tuning.
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Xenomai Inference Timer

RTIME start = rt_timer_read();

vector <Mat> outs;
net.forward (outs, net.getUnconnectedOutLayersNames ()) ;

RTIME end = rt_timer_read();
double elapsed = (end - start) / 1e9;
logfile << elapsed << " " << !detectedObjects.empty() << endl;

CPU Core lIsolation in Xenomai To reduce contention and boost determinism,
real-time tasks are pinned to dedicated cores using rt_task_set_affinity. This en-
sures that high-priority threads are never preempted by unrelated system processes.

RT Task CPU Affinity

void assignAffinity (RT_TASK *task, int cpu_id) {
cpu_set_t cpuset;
CPU_ZERO (&cpuset) ;
CPU_SET (cpu_id, &cpuset);
rt_task_set_affinity(task, &cpuset);

Valid Frame Handling in Xenomai Before frames are sent to YOLO, they are val-
idated to prevent errors. This includes checking for emptiness and dimensions, with
messages printed using rt_printf. This is essential to avoid wasted computation
or segmentation faults in real-time pipelines.

Xenomai Frame Check + Resize

rt_mutex_acquire (&rt_mutex, TM_INFINITE) ;
if (!frameleft.empty() && framelLeft.cols > 0 &&
< frameLeft.rows > 0) {
resize (framelLeft, processedFrame, Size (416, 416));
} else {
rt_printf ("[PREPROCESS] Invalid frame\n");
}

rt_mutex_release (&rt_mutex) ;

5.1.2 Preempt_rt Coding overview

Frame Capture with Preempt-RT In Preempt-RT, each capture thread uses
clock nanosleep() to simulate periodic hardware access. It ensures fixed inter-
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vals and low jitter under the SCHED _FIFO policy.

Preempt-RT Frame Capture

struct timespec ts = { .tv_sec = 0, .tv_nsec = 33000000 };
while (true) {

cap >> frame;

pthread_mutex_lock (&mutex_lock);

framelLeft = frame.clone();

pthread_mutex_unlock (&mutex_lock) ;

clock_nanosleep (CLOCK_MONOTONIC, O, &ts, NULL);

r

Measuring Inference Latency (Preempt-RT) To track object detection latency
in Preempt-RT, standard Linux high-resolution clocks like clock_gettime() are
used. Results are written to disk for later analysis.

YOLO Inference Timing

struct timespec start, end;
clock_gettime (CLOCK_MONOTONIC, &start);

net.forward (outs, net.getUnconnectedOutLayersNames ());

clock_gettime (CLOCK_MONOTONIC, &end);

double elapsed = (end.tv_sec - start.tv_sec) +
(end.tv_nsec - start.tv_nsec) / 1e9;
logfile << elapsed << " " << detectionSuccess << endl;

Task Affinity in Preempt-RT To isolate real-time threads, Preempt-RT uses
pthread setaffinity np(), assigning specific cores to threads and reducing pre-
emption from non-critical tasks.

Binding Thread to CPU

cpu_set_t cpuset;

CPU_ZERO (&cpuset) ;

CPU_SET (2, &cpuset);

pthread_setaffinity_np(pthread_self (), sizeof (cpu_set_t),
< &cpuset) ;

Frame Validation in Preempt-RT To maintain pipeline integrity, each thread
validates its input before processing. This avoids unnecessary computation and
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prevents corrupted inference output.

Preempt-RT Frame Check

pthread_mutex_lock (&mutex_lock) ;
if (!frameleft.empty () &&
hconcat (framelLeft, frameRight,
resize (processedFrame,
}

pthread_mutex_unlock (&mutex_lock) ;

! frameRight .empty ()) {
processedFrame) ;
processedFrame,

Size (416, 416));

5.1.3 Functions and Advantages

Table 5.1 compares the real-time execution techniques between Preempt-RT and
Xenomai 3 across key aspects such as timing control, inference latency logging,
CPU affinity, and synchronization methods. It highlights the differences in API
usage, timing precision, and real-time guarantees provided by each approach.

(CLOCK_MONOTONIC) and
logged to text file. Moderate-
resolution timing.

tency Logging

Feature/Task Preempt-RT Xenomai 3

Frame Capture | Uses clock nanosleep() | Uses rt_task sleep() from

Timing for periodic capture with | Alchemy API, providing pre-
SCHED FIFO scheduling. Tim- | cise periodic task control in
ing depends on kernel scheduler | hard real-time context.
behavior.

Inference La- | Measured with clock_gettime | Uses rt_timer_read() with

nanosecond precision. Tight in-
tegration with Cobalt core for
deterministic logging.

CPU Affinity
Assignment

Set via
pthread setaffinity np() to
isolate threads on dedicated
cores. Works in soft real-time
context.

Set

rt_task set_affinity()
to tightly bind tasks to CPU
cores with real-time guaran-
tees.

via

Frame Prepro-
cessing Valida-
tion

Protected by pthread mutex,
checks for empty frames before
processing. Helps prevent seg-
mentation faults.

Uses rt_mutex_acquire()
with diagnostic logging us-
ing rt_printf(). Ensures
real-time-safe access and error
visibility.

Table 5.1: Comparison of Real-Time Execution Techniques: Preempt-RT vs. Xeno-

mai 3
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5.2 Job Killing Frequency Analysis

This experiments conducted to compare the job killing behavior between Preempt-
RT and Xenomai 3 real-time frameworks. A total of 1000 running cycles were
simulated across different assigned time intervals ranging from 0.4s to 0.71s. In
each cycle, a job was either executed successfully within the allowed deadline or was
considered "killed” (missed deadline) if it exceeded the latency threshold.

The job killing percentages observed across various time frames are visualized in
the following graphs. Each bar represents the proportion of job terminations out
of total cycles. These results demonstrate how each framework handles deadline
pressure under tighter timing constraints.

Preempt-RT Job Killing Xenomai Job Killing
| | | | | | |
100
100 |- 100 -
g 80 - 180
a0 60
g - | -
= 60 60 50
R 4
o 40F J 140 -
S
=
20 |- 10 120 ;
0 0
O ! T 0 I I I T
0.4 0.5 0.6 0.71 0.4 0.5 0.62 0.65
Interval (s) Interval (s)
(a) Preempt-RT (b) Xenomai 3

Figure 5.1: Comparison of Job Killing Frequency between Preempt-RT and Xenomai
across different time intervals.

The results shown in Figure 5.1 present the percentage of killed jobs at each
tested interval. As expected, tighter time intervals (e.g., 0.4s) caused a higher rate
of deadline misses, while looser intervals (>0.65s) allowed the tasks to complete
successfully within deadlines.

Xenomai outperformed Preempt-RT, especially at critical thresholds:

e At 0.4s, Preempt-RT had 60% job killing vs. Xenomai’s 100% (both over-
loaded).

e At 0.5s, Preempt-RT dropped to 40% while Xenomai handled it with 50%.
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e Xenomai showed superior response starting from 0.62s, with just 5% killing.

e Irom 0.65s onward, both frameworks achieved 100% completion with 0%
job Kills.

These results confirm that Xenomai provides better real-time performance
under tighter constraints and is more deterministic in scheduling behavior.

5.3 Detection Accuracy in Time Frame

Preempt-RT Accuracy Xenomai Accuracy

| |
100 |

100 100

T

Accuracy (%)

0.4 0.5 0.6 0.71 0.4 0.5 0.62 0.65

Interval (s) Interval (s)

(a) Preempt-RT (b) Xenomai 3

Figure 5.2: Detection Accuracy comparison between Preempt-RT and Xenomai at
different execution intervals.

To further evaluate the performance of the two real-time systems, experiment
measured the detection accuracy across different execution intervals during a
controlled 1000-cycle experiment. Accuracy was calculated based on how many
times an object detection task completed successfully and returned valid results

within its assigned time frame.

The bar chart in Figure 5.2 illustrates how detection accuracy varies with time
intervals for both Preempt-RT and Xenomai.

e At 0.4s, both systems showed limited accuracy (Preempt-RT: 40%, Xenomai:
40%) due to heavy deadline pressure.

e At 0.5s, both systems improved slightly (50% each) but still experienced no-
table frame drops.
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e At 0.6s, Preempt-RT reached 70% accuracy, but Xenomai data was not recorded
for this specific interval.

e At 0.62s, Xenomai showed significant performance with 95% accuracy, out-
performing Preempt-RT.

e At 0.65s, Xenomai achieved 100% accuracy, and at 0.71s, Preempt-RT also
reached 100%.

These results indicate that Xenomai provides more accurate and determin-
istic detection responses under tighter deadlines compared to Preempt-RT,
achieving full reliability sooner with lower time requirements.

5.4 Understanding the Missing Execution Qutcomes

Across both Preempt-RT and Xenomai, It is observed that the sum of job killing
percentage and detection accuracy does not always equal 100%. This consistent
gap — varying across different time intervals — represents a category of execution
outcomes that completed within the deadline but failed to yield a valid detection.

It refers to these as timely but incorrect executions, where jobs were not
terminated by the scheduler but also did not contribute to detection accuracy. This
third category includes:

e Empty detections: The model completed inference but found no recogniz-
able objects in the frame.

e Low-confidence results: Predictions fell below the detection confidence
threshold and were filtered out.

e Partial processing errors: Image data may have been corrupted, resized
improperly, or passed between threads too late for valid evaluation.

This behavior is expected in real-time workloads, especially those involving deep
learning, where the outcome depends not only on timing but also on content and
inference confidence.

Thus, even when a task completes before its deadline, it may not be considered a
success from the application’s perspective.
It defines three mutually exclusive execution outcomes for every job:

1. Job Kill (Deadline Miss) — task forcibly terminated due to overrun.
2. Detection Success — valid detection result within the allowed time.

3. Timely Failure — task completed on time but with no valid output.

This third category fills the observed gap in our results. Incorporating it provides
a more complete and realistic evaluation of real-time system performance.

71



5 Tests and Results

5.5 Latency Comparison: Preempt-RT vs Xenomai

To evaluate system responsiveness, Experiment measured the scheduling latency of
both Preempt-RT and Xenomai under similar test conditions using the cyclictest
and latency tools respectively. Each test ran for approximately 6000 seconds.

Latency reflects the time between when a task is scheduled and when it actually
executes. Lower latency indicates more deterministic and real-time behavior. ex-
perimentalso calculated jitter (difference between max and min latency) to assess

stability.
The results are summarized in the Figure 5.3 and Table 5.2:

¢ Xenomai demonstrated significantly lower average latency than Preempt-RT.

e Preempt-RT showed slightly better minimum latency but higher jitter.

e Xenomai provided more consistent and deterministic response, making it
more suitable for hard real-time tasks.

Latency Comparison: Preempt-RT vs Xenomai
| |

80 | |
65
— 57 i
7 oL
=
2 i
=
O
=
— i
I
Min Avg Max Jitter

IiPreempt-RT I8 Xenomai

Figure 5.3: Latency metrics measured from 600-second real-time test runs.

Metric Preempt-RT (us) Xenomai (us)
Min Latency 4.0 3.6
Avg Latency 10.0 8.6
Max Latency 69.0 D7.7

Jitter (Max - Min) 65.0 48.0

Table 5.2: Latency Statistics Comparison
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5.6 Discussion

This section reflects on the experimental outcomes, comparing Preempt-RT and
Xenomai in terms of their real-time performance, detection reliability, and system-
level behavior under timing pressure.

The results from the job killing analysis clearly show that Xenomai is more capable
of handling tighter deadlines without compromising stability. At shorter intervals
such as 0.4s and 0.5s, both systems experienced noticeable job drops, but Xeno-
mai managed to recover and maintain performance more rapidly as the interval
was increased (Figure 5.1). This confirms Xenomai’s stronger real-time schedul-
ing abilities, attributed to its dual-kernel design and Cobalt core, which supports
deterministic thread control [26].

In contrast, Preempt-RT showed slightly better minimum latency and occasion-
ally faster response times in less constrained conditions (Table 5.2). However, its
higher jitter and more inconsistent response made it less suited for scenarios de-
manding strict determinism. This aligns with findings in [40], which evaluated both
frameworks and highlighted Xenomai’s tighter latency bounds for hard real-time
tasks.

When looking at detection accuracy, both systems improved as execution time
increased, but Xenomai consistently outperformed Preempt-RT at tighter thresholds
(Figure 5.2). At 0.62s, Xenomai achieved 95% accuracy, whereas Preempt-RT lagged
behind. This suggests that under real-time constraints, Xenomai not only schedules
tasks reliably but also ensures timely and valid completion of inference operations.

The latency tests further emphasize these trends. While Preempt-RT showed de-
cent performance overall, its latency distribution had greater variation, which could
introduce unpredictability in applications where timing precision is critical. Xeno-
mai’s average and maximum latencies were lower and more stable, confirming its
readiness for hard real-time applications like robotics or high-speed visual inspection
systems [28, 33].

Another important takeaway comes from the analysis of “timely but incorrect ex-
ecutions.” These instances, which were neither deadline misses nor valid detections,
highlight the complexity of deploying deep learning in real-time environments. Even
when the scheduler completes the task on time, the frame content or inference out-
put may not meet the detection criteria. This behavior has also been discussed in
prior work such as [31], emphasizing the need for not just timing success but output
reliability when evaluating system performance.

Overall, the experiments demonstrate that while both Preempt-RT and Xenomai
can support real-time object detection, their performance characteristics are quite
different. Preempt-RT is easier to integrate within standard Linux systems and may
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be sufficient for soft real-time needs. On the other hand, Xenomai is more suitable
when strict determinism, minimal jitter, and high task reliability are required [40].

These findings suggest that choosing between the two should depend on the ap-
plication’s real-time demands, system constraints, and the criticality of detection
accuracy within the allowed time window.
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6.1 Summery

This thesis presents a comprehensive evaluation of real-time scheduling mechanisms
for embedded pattern recognition applications, with a particular focus on object
detection using stereo vision. The work investigates and compares two prominent
real-time Linux extensions—PREEMPT-RT and Xenomai 3—on a Raspberry Pi 4 plat-
form running a YOLOv4-Tiny inference pipeline.

A multi-threaded C++ architecture was designed to divide the stereo processing
task into six concurrent threads, each with specific responsibilities ranging from
camera capture to inference, scheduling, and output display. Real-time priorities
were assigned using SCHED FIFQ under PREEMPT-RT and Alchemy APIs under
Xenomai. Threads were isolated to specific CPU cores using affinity control to
minimize latency and prevent interference.

The hardware setup included a Raspberry Pi 4 Model B equipped with two USB
Logitech webcams for left and right stereo image capture. The use of USB cameras
ensured compatibility across both real-time environments and provided consistent
input for vision-based benchmarks.

The study introduced robust logging mechanisms, job killing simulations, and
performance tracking through task success rates. Detection accuracy and job inter-
ruption frequencies were evaluated under varying time intervals, revealing key behav-
ioral differences between the two systems. Latency measurements using cyclictest
(PREEMPT-RT) and latency (Xenomai) provided insights into timing precision
and jitter across real workloads.

Experimental results show that Xenomai achieved full detection accuracy and
zero job interruption at 0.65s intervals, while PREEMPT-RT required up to 0.71s
to achieve the same reliability. Additionally, Xenomai demonstrated tighter latency
bounds and greater determinism under stress. Visualizations and LaTeX-rendered
bar charts supported these findings, showcasing the relationship between time in-
tervals, job reliability, and task accuracy.

The thesis concludes that while both systems are capable of real-time execution,
Xenomai provides more deterministic behavior and earlier stabilization, making it
better suited for time-critical perception systems. The work also highlights the
trade-offs between usability, integration complexity, and performance guarantees.
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6.2 Future Work

This thesis primarily focused on the scheduling mechanism optimization, patterns
recognition, comparison between PREEMPT-RT and Xenomai 3 for real-time object
detection workloads. While the findings provide valuable insights into scheduling
efficiency and latency behavior, several promising directions remain open for explo-
ration.

Evaluating Xenomai 4 and EVL Core

The development of Xenomai 4 introduces the EVL (Embedded Virtual Linux)
core, which merges real-time capabilities within the standard Linux kernel, replacing
the dual-kernel model of Xenomai 3 [48]. While it reduces architectural complex-
ity, current adoption is limited due to hardware support constraints. Evaluating
Xenomai 4 on compatible platforms like x86 boards or newer SoCs is an important
direction, especially to verify latency bounds under real-world vision workloads.

Comparative Study of Other RTOS Options

In addition to Linux-based solutions, real-time operating systems like RTEMS,
Zephyr RTOS, and FreeRTOS are designed for ultra-low-latency use cases in
embedded domains. A future comparative study could explore task scheduling,
context-switching overhead, and their ability to run vision models such as YOLOv4-
Tiny on constrained edge devices [43].

Hardware-Level Optimizations and GPU Co-Scheduling

Hardware accelerators (e.g., Jetson Nano, Coral TPU) offer rich potential for offload-
ing compute-intensive detection tasks. Integrating Xenomai or PREEMPT-RT with
GPU co-scheduling mechanisms—while retaining real-time guarantees—may yield
efficient inference pipelines. Technologies like TensorRT and OpenVINO could be
incorporated into the pipeline, enabling faster object recognition under deterministic
scheduling [53].
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