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Workflow engines play an important role for modern engineering, especially when the
complexity of the subject is high. Large Language Models could potentially provide a powerful
user interface, if they can be set up to reliably transform natural language inputs into correct
workflow instructions. Previous works investigated this possibility with a single proprietary
Large Language Model as the only involved AI system. The accompanying part A of the current
work enhances that method by implementing a multi-agent architecture of proprietary models
and Open Weight Models resulting in reduced context window sizes, and by also incorporating
a data provenance system. The present part B addresses the real-world problem of ambiguity
of workflows and how to solve this problem in a scalable manner. The main contributions are
twofold. First, the non-uniqueness of results of queries to knowledge graphs of realistic workflows
for computational engineering is classified as either "by multi-fidelity" or "by redundancy".
Second, it is shown that LLMs with large context window can be capable of resolving such
non-uniqueness whereas fine-tuned Small Language Models contribute in other ways to the
scalability of the multi-agent system of part A.

I. Nomenclature

AI = Artificial Intelligence
API = Application Programming Interface
FT = Fine Tuning
GTlab = Gas Turbine Laboratory
JSON = JavaScript Object Notation
LLM = Large Language Model
KG = Knowledge Graph
RAG = Retrieval Augmented Generation
SLM = Small Language Model
SysML = Systems Modeling Language
WfMS = Workflow Management System

II. Introduction
Holistic engineering platforms provide solutions to create, edit, and manage workflows. Such functionality is

called a Workflow Management System (WfMS) in this paper. Depending on the chosen approach for the WfMS, the
user experience may differ significantly. On highly complex platforms, even the issue of providing the user an easily
digestible overview of all (or just all relevant) process elements is non-trivial. In the scope of the current work, the
suitability of an assistance by means of AI is investigated. More specifically, Large Language Models (LLMs) are to be
employed as a user interface to the workflow engine. The main reasons to do so are:

1) Productivity: LLM assistance can accelerate the successful interaction of users with the WfMS.
2) Accessibility: the astonishing LLM capabilities of natural language processing can make expert processes

accessible to non-experts.
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3) Knowledge management: the maintenance and transfer of expert knowledge within organization is of great
importance and would benefit from an AI-assisted WfMS.

Probably the most prominent example for productive general natural language processing capability is the utilization
of LLMs for programming assistance [1]. A more workflow-based approach to coding was presented in [2]. There,
API-calling coding tasks have been realized with a classical retrieval-augmented generation (RAG) approach with API
documentations being referenced in a vector database. More general tasks in the context of state-defined workflows
have been shown to be realizable with LLMs using prompt-engineering in [3]. Various domain-specific solutions have
been proposed, e.g. in [4] where API-calling workflows in finance have been realized by means of LLMs with, too,
prompt-engineering. In the field of design engineering, high-level architectures of AI-assisted engineering systems have
been reviewed in [5].

These and related works reveal interesting approaches to the overarching goal of automated and user-friendly
workflow creation for specific use cases or contexts. The present series of papers focuses on computational engineering
workflows in a complex, multi-disciplinary, and collaborative setting.

In the preceding work [6], a straight-forward application of LLMs at the interface of the user and the workflow
engine of a design platform has been studied. The results have been promising and have encouraged the continuation of
research in this direction. In part A [7] of the present two-part series of works, the procedure originally developed in [6]
is enhanced by multiple aspects. For one, the problems of limited context window size and varying distribution of
attention within that window is addressed by means of a multi-agent system equipped with a classical, context-enriching
RAG scheme. The resulting AI-driven system is more reliable and performant due to specialized sub-systems.

In the present Part B, the focus is placed on a practical problem with an example application drawn from computational
structural mechanics processes for jet engine development, particularly addressing real-world engineering workflows
encountered in both industry and academia: the ambiguity of possible workflows. The guiding question of this paper is:

"How can we solve the problem of non-uniqueness in a scalable way?"
An AI system is scalable if its architecture does not need to change substantially even if its context or environment

becomes drastically more complex. For instance, if it needs to interact with 100 times the amount of external data
or processes, it should not require major adaptions. Also, in such a case the setup pipeline (data generation and
pre-processing, training, evaluation) must remain very similar. In other words, scalability of an AI system means that
the system as-is keeps much of its usefulness in a scaled environment. The obvious next question is, how to achieve a
scalable AI system?

A key factor of scalability is efficiency. In the context of LLMs, every decrease of the utilized context window
length and any savings in model memory size is a contribution to efficiency, provided that the quality of the responses
does not deteriorate. Efficiency is always recommended, even if certain individual use cases can be covered by less
efficient methods. Efficiency of LLMs directly manifests in many concrete ways, each of which itself is a contribution to
scalability. For instance, a fixed hardware setup hosting a more efficient LLM system could

• have reduced latency,
• handle of more queries per unit of time,
• return higher-quality responses, or
• incorporate larger amounts of dynamically added data.

In essence, scalability is a prerequisite for operational sustainability and efficiency heavily contributes to scalability.

III. Methodology and data

A. State of the art

1. Generic Workflows
The foundation for this work is built on the findings of a previous study that explored the use of LLMs for generating

engineering workflows, [6]. In that study, workflows have been constructed for a dataset of four generic examples, each
with a unique solution, cf. Figure 1. Users have provided both precise inputs and outputs and the LLM has proposed a
corresponding workflow. While effective, the approach is limited to cases where a single, unambiguous solution existed.

Part A of this two-part series addresses challenges posed by context window limitations in LLMs when handling
more complex workflows. By leveraging function calling and multi-agent systems, the authors demonstrate that even
smaller-scale models, such as Gemma or LLaMA, could generate workflows effectively. They introduce a graph-based
structure to represent workflows, enabling pathfinding algorithms to identify optimal solutions. This approach is
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integrated into the GTlab framework (a collaborative engineering software platform, [8]), ensuring compatibility with
existing engineering tools. However, the focus remains on workflows with unique solutions.

This paper builds upon these advancements by addressing the limitations of the unique solution assumption.
While the methods in part A are effective for constrained examples, real-world engineering workflows often exhibit
non-uniqueness. These complexities necessitate a more adaptive approach, which is explored in the following section.

2. Non-unique solutions in real-world tool landscapes
In real-world engineering workflows, non-uniqueness arises from two primary factors: tool redundancy and

multi-fidelity options. Tool redundancy occurs when multiple tools perform the same function within a workflow. For
example, two mesh generators may produce identical or interchangeable finite element meshes for the same geometry,
leading to ambiguity in selecting the optimal path in the landscape of tools.

Multi-fidelity options further complicate workflow generation. Consider the design of turbine disks: a parametric
method may provide quick but inaccurate approximations, whereas an optimization-based approach may yield highly
detailed results at the cost of computational time. As a third, intermediate option, a surrogate model based on machine
learning methods may balance speed and accuracy, yet only within its training range. Each method has distinct
advantages and trade-offs, making it challenging to determine the most suitable tool for a given context. Figure 2 shows
two examples of ambiguous workflows.

To address these challenges, we propose leveraging the decision-making capabilities of LLMs. By integrating
contextual information, the LLM can evaluate the trade-offs between tools and recommend the most appropriate path
through the workflow graph. This approach extends the software infrastructure developed in part A and can be combined
with multi-agents, enabling it to handle the inherent complexity of real-world workflows. Whereas multiple LLMs
ought to be investigated for their suitability for this purpose, the most ambitious undertaking of this work is to evaluate
the respective capabilities of a fine-tuned Small Language Model (SLM).

B. Model Selection
Starting with the release of Llama by META, a vast amount of open-weight models and fine-tunes were released

up to date, from which a selection of promising models must be made. To quantify the abilities of a model, various
established benchmarks are available. When selecting benchmarks for evaluating LLMs in specific tasks, it is crucial
to consider the benchmark relevance and the difficulty level. The specific task of workflow generation resembles
a programming task where a natural language prompt should lead to a specific language syntax describing process
elements as well as their inputs and outputs. The most promising benchmarks therefore are the ones that best evaluate
logic reasoning, follow direct instructions, and exhibit strong programming capabilities. Established benchmarks for
these use cases include:

• HellaSwag [9]: A test of commonsense inference, which is easy for humans ( 95%) but challenging for
state-of-the-art models.
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Fig. 1 Generic unique workflow examples from [6]
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Fig. 2 Categories for ambiguity in engineering workflows

• MBPP [10]: A set of introductory programming problems in Python that is useful for evaluating an LLM’s ability
to handle fundamental coding tasks that a novice programmer would encounter.

• GSM8k [11]: Diverse grade school math problems in text form to measure a model’s ability to solve multi-step
mathematical reasoning problems.

A combination of these benchmarks should lead to a well-rounded view of an LLM’s performance for the workflow
generation task.

By considering these factors and by also taking into account the hardware requirements to finetune LLMs, the
language model Phi-3.5-mini-instruct [12] was chosen for this work. With its "only" 3.82 billion parameters, it falls into
the subcategory of SLM. The following models are used to compare the results and get insights into the specific abilities
needed to generate real world engineering workflows:

• Llama3-70B-instuct and Llama3-8B-instruct
• Qwen2.5-72B
• ChatGPT-4o

C. Fine-tuning GTlab information (FT-GTlab)
The first step of improving the efficiency of the multi-agent system of part A [7] is to fine-tune the user interface

agent. By incorporating knowledge of the software platform GTlab directly into the LLM, it should be possible to
effectively reduce the utilized context window length.

FT-GTlab step 1: raw data
The starting point for the collection of training data containing information about GTlab are snippets from the

(preliminary) developer documentation linked on the website www.gtlab.de. The collected data contains less than
7,100 characters (approximately 1.5 pages of A4 paper). It consists of natural language describing various aspects
of the framework, such as its name, origin, purpose, architecture, modularity, intended use cases, etc. Moreover,
information about its systems engineering aspects such as the possibilities of handling diverse data models, versioning,
and provenance. Other mentioned aspects include the workflow management system, scripting possibilities, the included
CAD kernel, and data analysis tools. Elementary user instructions are also provided, such as how to create, load, save,
close, and rename GTlab projects via interaction with the graphical user interface (GUI).

FT-GTlab step 2: inflation of manually curated conversational data
In order to convert and extend this running text into a conversational setting, a commercial LLM is employed. In

essence, the approach of synthetic data generation or data augmentation with the help of LLMs is followed, which
is known at least in principle since [13] and has been extensively reviewed in [14]. More precisely, the commercial
product GPT-4o (gpt-4o-2024-08-06) by OpenAI is queried with the following basic settings:

• System prompt: contains the raw data and instructions to provide responses in a strict conversational format,
concatenating the entire history into a single conversational history.

• Structured output: JSON schema compatible with the apply_chat_template function from the Huggingface
Transformers library [15].
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With this setup, seven artificial conversations are created. These vary in length between two and seven ques-
tions/instructions and answers, totaling 29 pairs of contents by the user and the assistant and more than 25,000
characters.

Next, an automated script is created to further inflate this dataset with the following settings:
• System prompt: contains instructions to reformulate the following conversation, i.e. the contents of both the user

and the assistant. Details are given about paraphrasing, avoidance of literal repetitions, formulations of similar
questions and similar answers, etc. A few examples of alternative user questions and the intents behind them are
also given.

• Structured output: same as above.
• Messages: one entire conversation of the seven conversations that were previously created.
The repeated (trivially in parallel) execution of this script, looping over the original seven conversations, leads to a

large dataset. The dataset consists of an ASCII file in JSONL format with each line containing one single, complete
conversation. It, however, contains duplicates which need to be removed with a one-line batch command. The final
result is a dataset of 1102 artificial conversations with a user asking questions about or requesting information on GTlab,
its purpose, and how to use it, and an assistant delivering replies. These conversations contain approximately 2.3 million
content characters, i.e. not counting those related to the schema.

FT-GTlab step 3: fine-tuning Phi-3.5
The JSONL file is loaded onto a compute node with four NVIDIA A100 Tensor Core GPUs with 40 GB of RAM.

The Huggingface Transformers library is utilized for the supervised fine-tuning task based on the template script [16]. It
also includes the libraries Accelerate by Huggingface [17], Deepspeed by Microsoft [18], and PyTorch 2 [19]. Due to
limited available time for this case study, this template script is only minimally adjusted until satisfactory results are
achieved. A sophisticated hyper-parameter optimization is omitted.

D. Knowledge graph retrieval-augmented generation
The foundation of Graph Retrieval-Augmented Generation (Graph RAG) lies in the construction of a robust

knowledge graph that encodes the relationships between tools, data, and their dependencies and was first introduced
by Microsoft [20]. Unlike classical RAG, which relies on vector databases for similarity-based retrieval, Graph RAG
directly utilizes the structure and properties of a knowledge graph to retrieve relevant information. This distinction
allows Graph RAG to better represent complex engineering workflows, where dependencies and multi-step processes
are critical.

In a conventional RAG setup, textual or numerical data is embedded into a vector space using a pre-trained
embedding model. When a user submits a query, similarity search techniques, such as cosine similarity, are employed to
identify the most relevant entries in the vector database. These entries are appended to the prompt and passed to the
LLM for generating a response. Graph RAG, on the other hand, replaces the vector database with a graph database.
Here, information is stored as nodes and edges, where nodes represent entities (e.g., tools, data points) and edges capture
their relationships (e.g., input-output dependencies). In Graph RAG, embeddings are attached as properties of the nodes
rather than existing as standalone entities associated with text chunks as visualized in Figure 3.

Fig. 3 Graph embedding principle

For instance, a node representing a tool might include properties such as its name, description, input requirements,

5



and output characteristics. These properties can be embedded into vector representations to facilitate similarity search
within the graph. When a user submits a query, the system identifies the most relevant nodes using similarity metrics
and retrieves either a single node or a subgraph containing related nodes and edges. This subgraph is then appended to
the LLM prompt as natural language, enabling the model to generate responses enriched with contextual information
from the graph, cf. Figure 4. The schema of the knowledge graph used for the graph RAG method is designed to captureIntegration von Domainwissen und Unternehmensdaten
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Fig. 4 Graph-RAG Architecture

the essential elements of engineering workflows. In our framework, the graph is constructed using two primary types of
nodes:

Tool Nodes
These nodes represent the individual tools or processes available within the engineering framework. Each tool node

includes properties such as its name, description, input requirements, and output characteristics. For example, a tool
node might describe a finite element mesh generator with inputs like geometry and mesh density parameters and outputs
like a finite element mesh.

Data Nodes
These nodes represent data entities, which serve as inputs or outputs for the tools. Data nodes include properties

such as their name and description. For instance, a data node might represent a geometry file or a set of eigenfrequency
results.

Edge Types
Edges in the graph represent the relationships between tools and data. Specifically, edges are labeled as "INPUT_OF"

or "OUTPUT" to indicate the flow of information. An edge might connect a data node representing a geometry description
to a tool node representing a mesh generator, labeled as "INPUT_OF." This structure encodes the dependencies between
tools but also enables the determination of execution order within workflows.

One of the key challenges in engineering workflows is the presence of non-unique solutions. Multiple tools may
perform the same function (tool redundancy), and different fidelity levels (multi-fidelity options) may offer varying
trade-offs between speed, accuracy, and memory. A user query to compute the eigenfrequencies of a rotor blade
might be addressed using an analytical method, an optimization-based approach, or a machine learning surrogate.
Each path through the graph represents a potential workflow, and the choice of path depends on the specific context
and requirements. To address this, the knowledge graph enables pathfinding algorithms to identify all possible paths
from a starting node (e.g., a data node representing rotor geometry) to a target node (e.g., a data node representing
eigenfrequency results). All of these feasible paths are then presented to the LLM, along with the descriptions of the
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tools involved. The LLM is tasked with the evaluation of the trade-offs and the selection the most appropriate path
based on the query context.

The integration of LLMs into the Graph RAG framework enhances its decision-making capabilities. The detailed
descriptions stored in the graph allow the LLM to assess the suitability of different tools and workflows. If a user
prioritizes computational efficiency, the LLM might recommend a low-fidelity analytical method and if accuracy is
more important, the LLM might suggest a high-fidelity optimization-based approach.

The system architecture allows for high scalability as each node in the graph can be treated as a "black box" or
"white box," depending on the level of detail required. In the black-box view, a node represents a single tool or process,
abstracting its internal workings. In the white-box view, the node can be expanded to reveal its internal steps, which
may themselves form a subgraph. This hierarchical representation allows the framework to scale from simple workflows
to highly complex, multi-step processes. To test this hypothesis, a KG with high enough complexity is created. The
dynamic scalability of the KG is a critical advantage of the Graph RAG approach. By treating nodes as modular entities,
the graph can accommodate new tools and data types without requiring significant restructuring.

In summary, the combination of knowledge graphs, pathfinding algorithms, and LLMs provide a framework for
generating adaptive engineering workflows. This adresses the challenges of non-unique solutions and uses the contextual
understanding of LLMs, the Graph RAG approach represents a promising method to integrate highly specialized
engineering knowledge into the process of generating non-unique workflows.

E. Fine-tuning knowledge graph node descriptions (FT-KG)
After general information on GTlab is incorporated directly into the LLM and information on process elements can

be supplied in the prompt rather efficiently by means of the KG-RAG technique, the next step is now to further the
efficiency. If the definitions and descriptions of the process elements can also be fine-tuned into the LLM, the required
context window length is greatly reduced.

In a productive real-world workflow environment, such an undertaking would be advisable only under certain
circumstances. Fine-tuning is a comparatively involved process, in contrast to editing a KG. Whereas the latter can be
modified quite dynamically without many dependencies, the former affects the LLM’s parameters and potentially the
general model performance. Therefore, only well-established process elements that are unlikely to change fundamentally
or to vanish in the future are recommended for fine-tuning their definitions and descriptions.

FT-KG step 1: raw data
The raw data for this fine-tuning task consists of the JSON description of the KG function nodes. The following

example describes the node representing a contour plotting function:

{
"type": "Function",
"properties": {
"Name": "Kontur_Plotter",
"Input": ["VMAP_Results"],
"Output": ["KonturPlot"],
"Description": "Generates a visual representation of stress or displacement
fields. The color coding is fixed to rainbow. Through visualization peaks in the
stress distribution can easily be detacted and also the deformation mode of the
blade can be seen. Is useful for static as well as dynamic analysis types"

}
}

It is obvious that not much care has been taken while creating this node object: there are fragments of other languages
than English ("Kontur"), a mixture of naming conventions (class names with or without underscores), plain misspellings
("detacted", sic) and, generally speaking, a lack of rigor in the description. This example is representative of the whole
set of node definitions.

Such inaccuracies are a deliberate feature of this dataset because the LLM is challenged to handle such uncertainties
and brevity. In productive real-world scenarios, it should not be assumed that much effort is being made in the creation
and maintenance of such process labels. Robustness with respect to meta-data curation can only be of advantage,
lowering the barrier for practical application.
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Note that it would be straight-forward to adopt a SysML schema in order to couple this approach with the actual
GTlab workflow management system as described in part A [7, III.B.]. Nevertheless, the JSON format was more
straight-forward for use in the present feasibility study.

FT-KG step 2: data inflation and consolidation
Similar to section III.C, an inflation pipeline is set up based upon the commercial product GPT-4o and its structured

outputs functionality. The setup is as follows:
• System prompt: the entire definition of a function node of the KG and instructions to reply to the request of the

user. The goal of this task is explicitly set to create a diverse database for the purpose of fine-tuning an LLM.
Further instructions are given, such as paraphrasing, occasional spelling out of acronyms, brevity, correct spelling
despite errors in the descriptions, etc.

• Structured output: same as in section III.C.
• Message: a single user message out of a list of 16 possible messages, such as "What is the functional-

ity of [NAME_OF_NODE]?", "Why would I use [NAME_OF_NODE]?", "tell me a possible use case of
[NAME_OF_NODE]", etc., where [NAME_OF_NODE] is replaced by the name of the function of which the
description is included in the current system prompt.

This request is executed in a script iterating through the 16 user messages for each of the 21 function nodes in the
KG. The process is repeated with a slightly different system prompt, resulting in 672 conversations each consisting of a
single pair of question/instruction by the user and the corresponding response by the assistant. This database contains
more than 180,000 content characters.

It is merged with the database of section III.C, i.e. the two JSONL files are concatenated. Furthermore, the lines of
the concatenated file are shuffled in order to prevent artifacts related to ordering of this training data.

FT-KG step 3: fine-tuning Phi-3.5
Finally, the original base model is fine-tuned on the combined training data, i.e. on both the general GTlab

information and the KG function node descriptions. The corresponding pipeline from step 3 of section III.C can be
reused.

IV. Results

A. Fine-tuning GTlab information
The setup described in section III.C was found only after some iterations. Initial attempts at fine-tuning revealed

an underwhelming performance of the model when answering questions about GTlab. After some attempts, effective
conversations could be held with the resulting model. Representative examples of such conversations are listed in
Table 1.

The responses of the assistant in conversations 1 and 2 are outright correct and concise. Conversation 3 contains a
rather diffuse answer to a an admittedly imprecise question. The intent of the user was clarified in conversation 4 which
lead to a more precise answer.

The training time for the final setup was approximately 1h 20min, which is a one-time computational price to pay for
the permanent reduction of the required context window length. The number of parameters of the model was increased
from initial 3,821,079,552 by 25,165,824; i.e. the number of model parameters was increased by less than 0.66%.

Two key factors enabled this expert-like assistant behavior of an isolated SLM:
1) large amounts of training data with verbally diverse and eloquent contents and
2) an elevated number of 10 training epochs.

B. Fine-tuning knowledge graph node descriptions
The fine-tuned model described in section III.E additionally contained the entire definitions of function nodes of

the knowledge graph. As the tool definitions are rather short and the inflation stage also puts emphasis on brevity, the
fine-tuning process consumed very similar computational resources and lead to an equal model size.

First, questions about the available tools were asked to the fine-tuned Phi. The example of the "Kontur_Plotter" tool
as defined in section III.E is taken here. Representative examples are listed in Table 2 in order of increasing difficulty.
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Conver. # User Assistant
1 What is GTlab? GTlab is a comprehensive software tool for the design and analysis of

gas turbine engines. It supports various types of engines, including
civil, military, and aerospace applications.

2 How can I open a project in
GTlab?

To open a project in GTlab, follow these steps: 1. Launch GTlab. 2.
Navigate to the ’File’ menu. 3. Select ’Open Project’. 4. Choose the
project file you wish to open. This will load the project into GTlab for
further analysis and design.

3 Tell me about workflow man-
agement in GTlab.

Workflow management in GTlab is a systematic approach to designing,
analyzing, and optimizing processes. It involves creating a sequence of
tasks that are interconnected, ensuring efficient and effective operation.

4 Tell me about workflow man-
agement and how processes
are defined and executed in
GTlab.

Workflow management in GTlab involves defining and executing
processes that simulate the behavior of gas turbine engines. Processes
are defined using a graphical interface, where nodes represent different
components or steps, and edges represent the flow of data or materials
between them. Each node can have inputs and outputs, and the
execution follows the defined path, allowing for complex simulations
of engine operations.

Table 1 Four examples of entire conversations with the fine-tuned version of Phi-3.5-mini-instruct. No additional
context was required, i.e. no special prompting, no system messages, and no RAG was utilized.

One can see that specific questions are answered quite accurately, e.g. regarding the tool descriptions. However, a
slight tendency towards "hallucination" can be noticed even in simple cases, e.g. pseudo-code when no programming
language has been defined. In the third example, an open question is answered with general knowledge, hinting at the
fact that the model was not overfitted even with an epoch count of 10.

To put this on a larger empirical basis, the fine-tuned model was also asked very general questions, like about
commonly used Python packages or the past presidents of the United States of America. The model gave accurate
responses for all general questions not related to GTlab or the KG data. A rigorous benchmarking of such general ability
was not part of this case study.

The fine-tuned model’s ability to select workflows from multiple possibilities was also investigated. The results are
stated in the next subsection.

C. Knowledge graph retrieval-augmented generation
To evaluate the system’s ability to generate workflows in scenarios with multiple possible paths, four benchmark

workflows were defined. Each benchmark presents unique challenges, testing the system’s capacity to handle redundancy,
optional inputs, varying fidelity levels, and complex combinations of these factors. The benchmark workflows are shown
in Figure 5. The principles of these examples apply equally well to other fields of computational engineering, even if the
concrete examples all come from the context of structural engineering of jet engines.

Test Case A: Tool Redundancy
This benchmark examined the system’s ability to resolve redundancy in tool selection. A stator geometry, referred

to as "Stator 2," can be processed by two measurement tools, both capable of exporting data in identical formats
(VMAP [21] or ANSYS). The subtle difference lies in the ease of use of the tools. The user query for this test case was:
"Generate a PERMAS model for Stator 2." The system should correctly identify the "BladeMesher" tool as the optimal
choice due to its better usability compared to the alternative.

Test Case B: Multi-Input Scenarios
In this benchmark, the system was tested on a workflow involving a finite element solver that requires a finite

element model and a material specification as input. The material options included aluminum, steel, and titanium. The
user query was: "I want a static stress analysis for Rotor 1 of the low-pressure compressor." The system should select
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Conver. # User Assistant
1 Contour plotter Generates a contour plot from a given dataset. Input: - Dataset: The

data to be plotted, typically a matrix or a table. Output: - Contour
Plot: A visual representation of the data showing contours of equal
value. Example:
ContourPlot(dataMatrix)

2 What are the inputs and the
outputs of Kontur_Plotter?

The inputs for Kontur_Plotter are a mesh and a scalar field. The
output is a contour plot. Inputs: - Mesh: A structured or unstructured
mesh representing the domain of interest. - ScalarField: A scalar field
defined on the mesh, which could be a result of a finite element analysis
or any other numerical computation. Output: - ContourPlot: A visual
representation of the scalar field values over the mesh, showing lines
of constant value (contours).

3 Which tool can I use for visual-
ization of displacement fields?

ParaView is a versatile tool that can be used for visualizing displace-
ment fields. It supports various formats and provides a range of
visualization options.

Table 2 Three examples of entire conversations with Phi-3.5-mini-instruct fine-tuned with additional KG data.

titanium as material, citing its suitability for low-pressure compressors due to its strength-to-weight ratio. Aluminum is
generally too weak, while steel is too heavy for the application.

Test Case C: Multi-Fidelity Options
This test case involved designing a disk geometry for a low-pressure compressor. Three tools were available:

an analytical design tool (fast but inaccurate), a disk optimization tool (accurate but slow), and a machine learning
surrogate model (fast and accurate within its training range, cf. [22]). The user query was: "Generate a disk mesh for a
low-pressure compressor." The system should select the machine learning surrogate model, as it provided a balanced
solution suitable for the given context of low pressure compressors.

Test Case D: Complex Workflow Integration
The final benchmark combined the challenges of redundancy, multi-input options, and multi-fidelity tools. The

query was: "Generate a Campbell diagram for Rotor 3 of the low-pressure compressor, name all necessary tools."
The benchmark queries were processed with the Graph RAG system shown in Figure 4 and the resulting sub-graph

presented to a selection of different LLMs. The answer quality is visualized in Figure 6 for all test cases.
The results show that a certain level of "intelligence" is needed to solve the challenge of finding the most suitable

path provided by the knowledge graph. The smallest tested model, Phi-3.5-mini both in its original and its fine-tuned
configuration, failed to solve any testcase. In contrast, an also low-tier model like LLama 8B was able to give correct
answers for testcases A and C. Starting from 70B parameters the models perform equally well as the latest ChatGPT
model at the time of writing.

All models failed so solve the most complex testcase D. While the answer was technically feasible starting from
models size 8B and higher, all models failed to identify the use of the surrogate model for disk generation in the complex
scenario. Since this testcase works in isolation, an explanation could be the limited context window.

V. Conclusion and Outlook
This study demonstrated somewhat impressive capability of small models, SLMs, to gain expert knowledge about

WfMS via fine-tuning. Transferring this finding to some of the specialized agents of part A could permanently reduce the
required context window length with only moderate one-time computational investments. This would be a sustainable
gain in efficiency and an easily scalable part of the multi-agent system.

Moreover, the potential of LLMs in generating engineering workflows, even for complex, multi-disciplinary and
non-unique problems was shown. Larger models, such as ChatGPT-4o but also Llama3.1-70B, exhibited strong
performance on the test cases A, B, and C, yet struggled with the most complex test case D, showing the limitations in
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Test Case A: Redundancy

Test Case B: Multi Input

Test Case C: Mult Fidelity

Fig. 5 System testcases for ambigous engineering workflows

logical reasoning and context window capacity. Smaller models, even when fine-tuned, were completely unable to solve
the problem, underscoring the necessity for a minimum level of logical capability in addressing such tasks.

A key challenge identified was the context window limitation, particularly for complex workflows requiring the
description of numerous tools from the benchmark knowledge graph. To address this, we propose integrating the
multi-agent systems and graph-based approaches developed in part A of this series combined with both classical RAG
and Graph RAG techniques.

An iterative pathfinding strategy is suggested as a promising solution. Instead of presenting the entire workflow
graph to the LLM at once, such a step-by-step agent would evaluate each decision point sequentially, recognizing
unsuitable paths early on. This approach could reduce the critical context window usage, especially when thinking
about scaled-up context, such as very large and complex tool collections.

Future work will also investigate the potential of combining Graph Neural Networks (GNNs) and Transformers
to address the challenges of generating workflows in multi-disciplinary engineering environments. GNNs could be
employed to encode the structural relationships within the workflow graph, where nodes represent tools and edges and
capture dependencies between them. This representation would allow the model to understand the interdependencies
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Fig. 6 Results for each testcase for different llms

between tools, such as how the output of a mesh generator influences subsequent finite element analysis. By propagating
information across the graph, GNNs could provide a robust encoding of the workflow structure, ensuring that generated
workflows respect tool compatibility and dependency constraints.
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