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Abstract—In multiple object tracking applications for traffic
monitoring the underlying algorithms often use rectangular,
axis-aligned bounding boxes from deep-learning based object
detection systems as a measurement input. Often the association
of the measurements to trajectories is performed in the image
domain, where after for every bounding box an already associated
pseudo-measurement in a world coordinate system is estimated,
which is finally used as a measurement input to a Kalman Filter.
In contrast to this approach this article examines a multiple
object tracking system with a measurement model which maps
the estimated state of objects in world coordinates to the afore-
mentioned rectangular bounding boxes in an image coordinate
system. In addition the choice of the state vector elements
modelled to represent the vehicles is shown and discussed. The
approach presented in this article allows for association founded
in physical reality, the estimation of the spacial dimensions
of tracked objects and avoids shortcomings of a two-staged
approach with association in the image coordinate frame.

Index Terms—Kalman filters, state estimation, deep learning,
traffic monitoring, measurement models

I. INTRODUCTION

The DLR Institute of Transportation Systems operates sta-
tionary camera networks in urban and highway environments
in order to perform research on the interaction between dif-
ferent road users, the assessment of critical situations [1], and
connected autonomous vehicles (CAV) [2]. In both use cases,
correct 3D position estimates for the visible 2D objects in the
camera are crucial. The accuracy requirements for these tasks
vary depending on the use case. An examples of a camera
system operated by DLR is given in Fig. 1. More information
on these systems can be found in [3]

The assessment of whether or not a situation is critical is
often based on the time to collision (TTC) surrogate safety
measure. In [4] it is shown, that the required accuracy of
position estimation should be in the range of 0.1 . . . 1.0m if
the false positive rate of the detector should not exceed the true
positive rate for a TTC threshold of 0.5 s. Knowing precisely
where a road user is in a local Cartesian coordinate system
like Universal Transverse Mercator (UTM) helps automating
the perception of a traffic scene.

There are several sensors that can be considered for traf-
fic monitoring. Cameras are ubiquitous and low in cost.
Camera data is rich in information and easy to interpret
by humans. In order to convert the unstructured information

Fig. 1. Example of a camera system operated by DLR. Detail of a camera
mast in Braunschweig at the research intersection. The installations carry
further hardware for e.g. communication.

into measurements that can be further processed, deep neural
networks (NN) for object detection are a timely choice. In the
simplest case NN detectors draw rectangles around objects in
the image plane. To estimate vehicle trajectories in a local
Cartesian coordinate frame multiple target tracking methods
are applied. These commonly incorporate Kalman filters for
state estimation.

The scene depicted in Fig. 2 was recorded during a mea-
surement campaign at Test Bed Lower Saxony, an open re-
search and development platform constructed by DLR. The car
moving towards the camera in this scene recorded a reference
trajectory in a world coordinate system which is used in the
evaluation part of this article. The reference trajectory was
composed of Global Navigation Satellite System (GNSS) data
and corrected with Real Time Kinematic (RTK) [5].

In this article we present a multiple object tracking system
for traffic monitoring that uses a physically plausible motion
model for filtering and association, which also estimates the
physical extent of vehicles. The system is robust to changing
camera perspectives, allows for multiple sensors and correctly
computes the measurement emission of vehicles only partially
visible in the image. As an input only axis-aligned bounding
boxes on monocular camera images, generated by NN detec-



Fig. 2. An example perspective recorded at Test Bed Lower Saxony. An
RTK-corrected reference trajectory recorded by the car moving towards the
camera is used for the evaluation in this article.

tors are used. We also present an approach to optimize the
camera calibration needed for this tracking system.

Sec. II provides pointers to the relevant tracking and deep
learning literature. Sec. III presents a typical tracking pipeline
for traffic monitoring. The choice of the state vector and the
motion model are discussed in Sec. IV. The measurement
model equations are presented in Sec. V. Challenges and real
world implications are discussed in Sec. VI. Following the
experiments in Sec. VII some concluding remarks are given.

II. BACKGROUND AND RELATED WORK

There are different communities that work on tracking prob-
lems. Early work has focused on radar for air traffic control
problems. Distant aircraft are modeled as point objects. Radar
detectors provide range and bearing measurements. False
alarms and missed detections are common. A comprehensive
source is [6]. The individual tracks are commonly processed
using Kalman filter (KF) variants [7], [8], often EKF and
UKF [9]. More recently, extended target tracking [10] has been
investigated. Here, each object can cause multiple detections
in the measurement domain. An elegant aspect is that much
of the underlying theory of the above references is agnostic to
the employed sensors or dynamic models. This facilitates its
transfer between domains.

The system presented in this article is methodically closer
to point tracking applications, because every object generates
at most one measurement, although the object extents are
considered in the tracking process.

In the computer vision community, tracking is often un-
derstood as following a given image patch (template) over
consecutive video frames in the image plane. In general, this
involves evaluating correlation in the sense of calculating the
similarity between the image patch in a reference image at
time tk (template) and the moved image patch at tk+1. Early
approaches involved gradient descent on a cost function over
some parameter space, e.g. the sum of squared pixel grey-value
differences [11], [12]. Besides linear translation, also zoom,
rotation and affine transformation between the template and

current image patches can be used for modelling motion. The
demand for an image representation that is robust to changes
in gray level and deformations in general led to approaches
such as the Histogram of oriented Gradients representation
(HoG) [13]. Kernel methods, such as support vector machines
(SVM) [14] allow to learn a representation of the tracked
image patch that is stable under arbitrary deformation of the
object. Therefore, popular visual tracking algorithms do cor-
relation based tracking with kernelized filters [15]. Kernelized
methods are capable not only of successfully tracking image
patches that change their appearance, but also of re-identifying
image patches after being fully occluded.

While the HoG representation is a human engineered so-
lution, finding the feature mapping is part of the learning
process in deep learning approaches. Since the resurgence
of Artificial Neural Networks in image processing due to
the success of AlexNet [16] in the ImageNet large scale
visual recognition challenge [17] a lot of tracking work in
the computer vision community has shifted to deep-learning
based tracking systems. These systems can either be end-to-
end deep learning architectures like GOTURN [18], [19] or
conduct only the object detection task with a deep NN and
use a more traditional tracking pipeline with KF variants as
introduced in the first paragraph of this section like SORT [20]
and DeepSORT [21]. Every one of these methods from the
computer vision community described so far conducts the
tracking of an image patch in the image plane. The resulting
trajectories have to undergo an additional coordinate transform
from the image coordinate system to a local Cartesian coordi-
nate frame. A prerequisite for this transformation is sufficient
information about the inner and exterior orientation of the
camera used to acquire the images [19], [22]. Further, some
estimation procedure for the pose of the vehicle in the local
Cartesian coordinate frame is needed. Fitting the convex hull
of a projected cuboid to the semantic mask of the vehicle has
been reported to yield acceptable accuracy in this regard [23]–
[25]. In principle, deep learning based object pose estimation
in 6 degrees of freedom [26] can tackle this problem.

Once object and track hypotheses exist, linear programming
techniques have been demonstrated to solve the K-Shortest
paths optimization problem of assigning object ids to tracks
and track fragments [27] in multiple target tracking. Employ-
ing this technique can be seen as a post processing approach.
It proved to reduce ID-switches and track fragmentation on
real-world tracking benchmarks significantly [28].

Multiple object tracking systems for traffic monitoring ap-
plications can be built as a two-staged approach as in [29]. The
first stage of the system applies a tracker that solely works in
the image space like SORT [20], [21]. In this initial stage the
detections are each associated to an individual object ID, based
on an intersection over union in a Kalman Filter framework
[20], [21]. Because of this approach, the association is not
based on a motion model based in physical reality like in
more traditional KF based tracking methods. Another problem
of applying SORT for the association of measurements to
vehicles is that it uses assumptions that were tailored to the



tracking of pedestrians like a static aspect ratio for each object
[20], which does not necessarily apply for vehicles typically
present in traffic monitoring scenarios.

After the association the detections are projected to an esti-
mated ground plane. Because the central point of a bounding
box in the image is not necessarily projected to the center
of a vehicle on the ground plane, some heuristics need to be
applied to get a suitable estimate of the vehicle’s location [29],
[30]. The extensions of objects can not be determined by such
a system and need to be supplied by prior knowledge about the
average spatial dimensions of objects within the corresponding
object class.

The approaches of this article treat the deep learning based
object detection as the measurement in a KF based multiple
target tracking framework, with the position of each tracked
target defined in a Cartesian world coordinate frame. An
implementation of such a system is Urban Traffic Surveillance
(UTS) [30]. In contrast to UTS, our choice of the measurement
function does not need any special treatment for objects only
partially visible in the image. Because our measurement func-
tion is parameterized with the camera calibration data, using
a moving camera as well as multiple sensors with different
calibration data are possible. For measurement association we
use a squared Mahalanobis distance metric to facilitate a sta-
tistically sound association with a gating threshold motivated
by confidence intervals around the measurements [31].

III. TRACKING PIPELINE

Multiple target tracking problems are best addressed in a
modular fashion. In the simplified pipeline of Fig. 3 each block
represents a software module that communicates with the other
blocks via messages in a predefined protocol. In the block
diagram only one camera is depicted, but the content of this
paper is also applicable to a tracking pipeline with multiple
cameras. The multiple target tracking system described here
is based on [32]. The system described here is simplified and
adapted to camera sensors instead of Radar.

The camera captures one video image where a deep-learning
based object detection system recognizes objects. For the
scope of this paper the specific architecture of the object
detector is not relevant. For an overview on object detection
algorithms refer to [33]. The output of the object detection
is a set of rectangular, axis-aligned bounding boxes around
the objects visible in the video frame. Each bounding box is
treated as a single measurement.

In an association step each measurement is either assigned
to a previously initiated track or used to initiate a new
tentative track. Tentative tracks that do not match an incoming
measurement are deleted. New tracks are initialized if two
consecutive measurements are associated to a tentative track.
The centers of the detections are projected on the estimated
ground plane. These two points are sufficient to get an initial
rough estimate of the vehicles heading angle ϕw and speed
vw. The initial estimate of the extensions of an object are
read from a previously prepared lookup table, which contains
average extents of vehicles based on their class (car, van,

bus, lorry, . . . ). As argued in Sec. II the projected bounding
box centers are not necessarily good estimates for the actual
vehicle centers. Thus this preliminary state vector is optimized
with the Nelder-Mead method [34] to best fit the current
measurement. Assigned pairs and confirmed tentative tracks
are forwarded to the filtering block. An optimized version
[35] of the Kuhn-Munkres algorithm can be used for the
association.

The filtering block contains a filter for each tracked object
and estimates the object state x by recursively updating the
parameters of a probability density function (PDF). The most
common choice is a Gaussian distribution N (x̂,P). The
filtering algorithm is a KF variant that can handle the noise
assumptions and nonlinearities, including the measurement
function for NN detections of Sec. V. The state of each tracked
object is represented by a mean state vector x̂k and a state
covariance Pk at timestep k. The specific configuration of
x̂k depends on the motion model used to predict the state at
the next timestep x̂k+1. A reasonable state representation for
a vehicle in a traffic context is shown in Sec. IV. The state
vector resides in a local Cartesian coordinate frame, while the
measurements are defined in pixel coordinates in the input
image coordinate system. To enable the filtering algorithm
to correct the tracked state, a measurement function which
describes the image acquisition and object detection process
must be known.

IV. STATE AND MOTION MODEL

For tracking vehicles in traffic scenarios it is sensible to
model the motion of the objects of interest in a manner that is
grounded in physical reality. Because the motion takes place
in world coordinates, the state representation is also located
in the world coordinate frame, with a position in Cartesian
coordinates. In this case UTM-coordinates are used. In contrast
to the position the velocity is represented in polar coordinates.
Such a motion model is referred to as a coordinated turn
model. This model describes the motion of road vehicles more
accurately than a constant velocity model by facilitating the
modeling of steering angle and thrust [9]. The choice of a
suitable state vector is not only dependent on the motion or
state transition model but also on the measurement model. The
state vector needs to incorporate all information necessary to
compute an emitted measurement from the state by the use of
the measurement model, which is discussed in detail in Seq. V.
Because the measurements are dependent on the extensions of
an object in world coordinates, these need to be represented
as well. The state vector x⃗ consists of a point location in 3D
Cartesian coordinates, the speed vw, a heading angle ϕw, the
derivatives of speed and heading angle, as well as width, length
and height of the vehicle wv, lv and hv . The indices w and
v denote that the respective values are either relative to the
world coordinate frame or they are attributes of the vehicle
which is represented by this vector.

x⃗ =
(
xw yw vw ϕw v̇w ϕ̇w wv lv hv

)⊺
(1)
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Fig. 3. A simplified multiple target tracking pipeline. Track management and initialization have been omitted in the diagram.

Through the use of the heading angle 0 ≤ ϕw < 2π and
the vehicle’s speed vw ≥ 0 the assumption that vehicles
move only forward is modeled implicitly. Because of the
representation of the motion in polar coordinates, the state
transition function becomes nonlinear. Thus a Kalman Filter
variant that can handle nonlinear functions needs to be used.
In the implementation presented here, an Unscented Kalman
Filter is used [36].

For a linear Kalmin Filter the motion model discussed leads
to the state transition function in eq. 2. This function computes
an estimation of the expected value of the state x̂ at timestep
k, after the time interval ∆t has passed since timestep k. In
the UKF, this function is used in the unscented transform.

x̂k|k−1 = f(x̂k−1) =



xw + vw cos (ϕw)∆t
yw + vw sin (ϕw)∆t

vw + v̇w∆t

ϕw + ϕ̇w∆t
v̇w
ϕ̇w

wv

lv
hv


(2)

The values of the acceleration v̇w, the angular velocity ϕ̇w

and the object dimensions lv , hv and wv are untouched by the
state transition function, but are still modeled to be affected
by state transition noise.

In contrast to the kinematic elements of the state vector, the
static elements like the object dimensions are updated during
the measurement update.

V. CAMERA MEASUREMENT

In a scenario where images are captured by a camera, a
simple conceivable measurement function is the projection
of points in world coordinates to a point measurement on
the camera sensor. Such a measurement model is consistent
with the point models in early tracking literature mentioned
in Sec. II. The measurement model described here is based on
the pinhole camera model. For points in the image plane p⃗,
the equation for the projection can be written as

p⃗ = KRtP⃗ , (3)

with the camera matrix K, the rotation and translation matrix
Rt, which transforms from the world coordinate frame to the
camera coordinate frame and the point in world coordinates
P⃗ .

In the context of this article states and measurements are
not only points in 3D or 2D coordinates respectively. The state
vector in eq. (1) is described in Sec. IV.

The measurement is defined by a vector y⃗. It represents an
axis-aligned rectangle in the acquired camera image as shown
in eq. (4).

y⃗ =
(
xf yf wb hb

)⊺
(4)

The measurement model used in the Kalman Filter is
represented by the function h, which relates the state vector
x⃗ to the observations in noise v⃗ as shown in eq. (5).

y⃗ = h(x⃗) + v⃗. (5)

To be able to use the pinhole camera projection described
by eq. (3), a matrix consisting of the world coordinates of
eight corner points of a cuboid around the vehicle described
by x⃗ is computed.

As an example on how to compute the single elements of
X, the equations for the rear left corner point of the cuboid
are shown in eq. (6). After the conversion to the cuboid
corners, the resulting points are independent from the velocity
components of x⃗.

xrl = xw − lv
2
cos (ϕ)− wv

2
sin (ϕ)

yrl = yw − lv
2
sin (ϕ) +

wv

2
cos (ϕ)

(6)

With the projected cuboid points in the image Xf , equation (3)
can be rewritten in matrix form, which leads to eq. (7).

Xf = Kv(M

[
R t⃗
0 1

]
X)) (7)

The index f indicates that the points in the matrix are located
in the video frame coordinate system. The function v scales
the extent of a projected object to its size in the image plane
by dividing by the z-element, as shown in eq. (9) [19]. This
function can additionally be used to model lense distortion.[
R t⃗
0 1

]
is the matrix, which performs the rotation and trans-

lation from the world to the camera frame in homogeneous
coordinates. M is a matrix, which converts the result from
homogeneous to Cartesian coordinates.

To be able to write the following equations in a more
compact way, we introduce a matrix containing the cuboid
points in the camera coordinate frame Xc.

Xc = M

[
R t⃗
0 1

]
X (8)



The index c indicates that the points in the matrix are located
in the camera coordinate system.

v(Xc)
⊺ = v


xc1 yc1 zc1
xc2 yc2 zc2

...
...

...
xc8 yc8 zc8


⊺

=


xc1

zc1

yc1

zc1
1

xc2

zc2

yc2

zc2
1

...
...

...
xc8

zc8

yc8

zc8
1


⊺

(9)

Because the third coordinate is always 1 after this transforma-
tion, with zci

zci
= 1, Xc also contains homogeneous coordinates.

K is the intrinsic camera matrix.

K =

fx 0 cx
0 fy cy
0 0 1

 (10)

The focal lengths fx and fy and the principal point
coordinates cx and cy are measured in pixel units (px).
To convert the focal lengths from mm to px, the scaling
factors sx and sy have to be known, which represent the
scale for pixels per millimeter on the image sensor: fx = f ·sx.

Xf = Kv(M

[
R t⃗
0 1

]
X) (11)

The nonlinear function w maps the 2D projections of the
corner points of the 3D cuboid to a rectangular bounding box
containing all corner points.

w(Xf ) =


xmin + xmax−xmin

2

ymin + ymax−ymin

2
xmax − xmin

ymax − ymin

 = h(x⃗) (12)

xmax = min (wf ,max (xi))

ymax = min (hf ,max (yi))

xmin = max (0,min (xi))

ymin = max (0,min (yi))

(13)

Because the width wf and height hf of the video frame are
used in eq. (13) this measurement model only generates valid
measurements within the boundaries of the image, even if
some points of the object in world coordinates lie outside
the image. The incorporation of this into the measurement
equation leads to a correct description of the detection of
vehicles only partially within the image.

Within the whole transformation from the state vector to the
measurement vector, there are three nonlinear transformations:
u(·), v(·) and w(·). u(·) is the mapping from the state vector
for a constant velocity model of a car to the corner points of
its surrounding cuboid. The nonlinear function v(·) represents
nonlinearities in the camera projection like distortion param-
eters. The third nonlinear function w(·) exists because of the
choice of the measurements as axis-aligned rectangles around
the projected corner points.
In the context of tracking vehicles in traffic scenarios all three
nonlinearities exist in the measurement model. Thus we arrive
at the measurement equation in (14).

h(x⃗) = w(Kv(M

[
R t⃗
0 1

]
u(x⃗))) (14)

Fig. 4. Correct estimation of the bounding box around a car only partially
visible in the scene.

VI. CHALLENGES

While the preceding section introduced the measurement
model of a camera that is recording a traffic scene, the
following paragraphs discuss typical phenomena and charac-
teristic errors that can be observed in tracking with such a
measurement setup. In this section a single camera with a
neural network for object detection is considered.

First, effects of the camera position and perspective are
considered. For the application of tracking a vehicle in an
estimated ground plain, a bird’s eye view on the traffic would
be suited better than the perspectives considered in this article.
With the structural constraints of the environment, this cannot
be realized for stationary cameras in most cases. Instead the
traffic is observed from an elevated position. The perspective
lets closer objects occupy more space in the image plane. Dis-
tant objects appear smaller. Hence, the sensor resolution and
error characteristics depend on the object position. From a KF
perspective this can be seen as state-dependent measurement
noise.

Especially urban traffic scenarios can be densely populated,
with relevant objects on roads and side walks etc. Because
of the camera perspective full or partial occlusion will always
happen, either by dynamic or static objects. Occlusion by static
objects can be handled by prior annotation of occluded areas
in the image, as suggested in [30]. Another possible approach
to solve the occlusion problem is the use of multiple cameras.

Two-staged tracking systems like [29] have problems with
correctly estimating the location of objects that are only
partially inside the image boundaries. This issue can be solved
by using a suitable measurement function as described in
Sec. V. A vehicle only partially visible is shown in Fig. 4.

There are dynamic effects related to the cameras mounted
on masts and beams. Wind or vehicles can cause vibrations.
The former induces camera motion that can be interpreted
as a dynamic calibration error. From a KF perspective the
white noise assumption is violated. The temporal correlation
in measurements can degrade the tracking performance. Traffic
induced vibrations typically exhibit higher frequencies. Hence,



they can be seen as a temporal change in the measurement
noise intensity, for example, whenever heavy vehicles pass.

Camera images are sensitive to lighting conditions. The
contrast in less illuminated areas has an effect on the visibility
of objects. Reflections and direct sunlight can cause overex-
posure and bright areas in the images. Both effects relate to a
degradation of the detection performance in the entire camera
image or regions of it.

Regardless of the specific processing, typically a deep
neural network, a number of challenges can be observed.
There are false alarms, i.e. reported bounding boxes which
do not actually contain objects. There are missed detections
for actual objects which are not reported by the object detector.
The detection performance depends on various parameters
including the aforementioned lighting conditions and varying
distances.

As described in Sec. V bounding boxes are in the best
case tight rectangles around an object of interest in the image
plane. With objects that enter and leave the observed region,
it inevitably happens that detections are drawn around parts
of a vehicle. Similar effects can be observed in the case of
occlusion. The bounding boxes then represent only the visible
part. The relation to the state vector in a KF framework is
no longer obvious, specifically the components that relate to
the object extent. In order to alleviate this, it makes sense to
use metrics for the residual computation that are robust with
respect to occlusion.

Beyond the scope of rectangles in camera images, the
detection of an object can be complemented with further
information on the object class, color, size, etc. provided by
a NN. These advanced features can be employed in the mea-
surement association of a tracker, for instance. Furthermore,
velocity information can be extracted from the optical flow in
consecutive images.

VII. EXPERIMENTS AND RESULTS

To evaluate the performance of the multiple object tracking
system discussed in this article, it is applied to the tracking of
a vehicle, which recorded an RTK-corrected GNSS reference
trajectory and compared against this trajectory. To show the
advantage in comparison to the two-staged tracking system
presented in [29], this system is applied as well and shown
in this section. Both methods are compared, using the same
camera calibration parameters.

To get a sufficiently accurate camera calibration, a multi-
stage calibration process is applied. At first, a rough estimate
of the intrinsic calibration, represented by the matrix K is
constructed from the information in the camera datasheet.
A reference video image from the camera is compared to
a geotiff of the area and twenty point correspondences are
manually annotated. With these point correspondences, an
initial estimate of the exterior orientation is computed. Using
this initial camera calibration to plot the reference trajectory to
the video showed that this estimate is not good enough to yield
optimal results from the algorithms. So, in the next stage of
the calibration process, the cuboid points around the reference

Longitudinal Lateral
Front Rear Front Rear

2-stage max 2.30 m 1.61 m 2.00 m 1.36 m
mean 1.98 m 1.28 m 0.32 m 0.17 m
min 0.10 m 0.14 m 0.14 m 0.17 m

our tracker max 0.49 m 1.55 m 0.19 m 0.21 m
mean 0.24 m 0.73 m 0.07 m 0.05 m
min 0.00 m 0.02 m 0.00 m 0.00 m

TABLE I
ERRORS OF LONGITUDINAL AND LATERAL DIFFERENCES BETWEEN THE

REFERENCE TRAJECTORY AND THE TRACKERS.

trajectory are manually annotated in each video frame. These
point correspondences are then used to solve the Perspective-
n-Point problem. To get a globally optimal solution and to be
able to also use the out of ground plane points of the cuboids
the SQPnP algorithm is used [37].

A summary of the results of the experiments is presented
in table I. The mean error of our tracker is in every case
significantly lower than the mean error of the 2-stage tracker.

To further look into the behaviour of the two different
tracking systems, the evolution of the errors needs to be
evaluated. The time series of the longitudinal errors of the
2-stage tracker is presented in red in Fig. 5. The error slightly
increases after the track initialization, drops when the vehicle
is close to the camera and then increases drastically towards
the end of the trajectory.
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Fig. 5. Longitudinal errors of the different tracking systems

The lateral errors of the 2-stage tracker are presented in
Fig. 6. The error increases slightly throughout the whole track
and then drastically increases at the end as well.

The initial increase in the errors can be explained by the
heuristic nature of the estimation of the actual position of the
vehicle. The drastic increase towards the end of the trajectory
is due to the inability of this tracking system to correctly model
vehicles, which are only partially visible in the image like in
Fig. 4.

The time series of the longitudinal errors of the tracking
system explored in this paper is shown in blue in Fig. 5.
The longitudinal errors decrease after the initialization of the
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Fig. 6. Lateral errors of the different tracking systems

trajectory during the filtering and increase again towards the
end of the tracking. The decrease in the errors is the expected
outcome of the filtering. The increase towards the end of
the tracking is due to the fact that the vehicle front is not
visible anymore and the dynamics are from that point on no
longer updated with measurements. The longitudinal errors of
the vehicle rear are on average higher then the errors of the
front, because to the tracker the influence of the vehicle length
versus the influence of the height is not easily discernible. This
problem may be solved by the use of additional cameras as
well as by a different camera perspective.

The lateral errors are shown in Fig. 6. The errors are
throughout the whole tracking very low compared to the noise
with which this process is modeled. So, the evolution over time
is not as expressive as in the other plots. However a significant
increase in the errors is clearly visible towards the end of the
trajectory. This increase is probably due to remaining issues
with the camera calibration.

VIII. CONCLUSION AND FUTURE WORK

This article has illustrated the application of Kalman filter
based multiple target tracking pipelines with deep learning
object detection systems for measurements. Real world chal-
lenges have been elaborated. The measurement model has been
examined in detail. The experimental results show that the
measurement model in combination with the applied state tran-
sition model poses a viable option to use in traffic monitoring
applications. The proposed system shows a significantly better
tracking performance than the 2-stage tracking system it is
compared against. The choice of the measurement function
also enables the system to be used with multiple and non-
stationary sensors.

Future work includes the incorporation of the above insights
within our tracking pipeline. This tracking pipeline will be
evaluated on more real-world data, which is to be collected.
For better comparability the creation and release of a bench-
mark dataset is planned.

Whereas this paper only treated bounding boxes, future
work should also address further NN results like semantic
masks. Other examples are fingerprint or identifier information
for the detected objects or optical flow from consecutive
images. Especially the latter provides another nonlinear mea-
surement for tracking in the traffic monitoring context.
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