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Abstract: This paper describes the safety assessment conducted in SESAR2020 project PJ.10-W2-96 ASR
on automatic speech recognition (ASR) technology implemented for air traffic control (ATC) centers.
ASR already now enables the automatic recognition of aircraft callsigns and various ATC commands
including command types based on controller–pilot voice communications for presentation at the
controller working position. The presented safety assessment process consists of defining design
requirements for ASR technology application in normal, abnormal, and degraded modes of ATC
operations. A total of eight functional hazards were identified based on the analysis of four use cases.
The safety assessment was supported by top-down and bottom-up modelling and analysis of the causes
of hazards to derive system design requirements for the purposes of mitigating the hazards. Assessment
of achieving the specified design requirements was supported by evidence generated from two real-time
simulations with pre-industrial ASR prototypes in approach and en-route operational environments. The
simulations, focusing especially on the safety aspects of ASR application, also validated the hypotheses
that ASR reduces controllers’ workload and increases situational awareness. The missing validation
element, i.e., an analysis of the safety effects of ASR in ATC, is the focus of this paper. As a result of the
safety assessment activities, mitigations were derived for each hazard, demonstrating that the use of
ASR does not increase safety risks and is, therefore, ready for industrialization.

Keywords: safety assessment; air traffic control; automatic speech recognition; workload; situational
awareness; en-route sector; approach sector

1. Introduction

Automatic speech recognition (ASR) in the air traffic management (ATM) domain
is seen as a promising technology for improving efficiency and safety [1]. Use of ASR
technology in ATC environments consists of three conceptual steps. First, a speech-to-
text conversion is performed, i.e., an ATC utterance such as “lufthansa two seven victor
descend flight level two hundred” is transcribed from the speech signal into a sequence of
words. This is followed by the text-to-concepts transformation, i.e., the semantics of the
transcription are extracted as machine-readable ontology-conforming annotations with
aircraft callsigns and various command elements such as “DLH27V DESCEND 200 FL”. In
the third step, the output of the two preceding steps is directly presented on the air traffic
controllers’ (ATCO) human machine interface (HMI) enabling, amongst other benefits, the
replacement of manual HMI inputs by the ATCOs. The following ASR functionalities were
covered by the safety assessment relevant to this paper:

1. Recognition of relevant aircraft callsigns from ATCO and pilot utterances as well as
highlighting the callsigns on the controller working position (CWP) HMI display.
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2. Recognition of ATCO commands and input of the command contents into the aircraft
radar data labels displayed at the ATCO CWP HMI.

As the ASR technology is relatively new, it is not yet deployed in the various ATM sys-
tems developed by the industry. This is due in part to the fact that European regulation [2]
requires any new technology introduced into the operational environment undergoes a
rigorous safety assessment conducted at the design phase, providing relevant evidence that
the physical design satisfies the design requirements. The safety of two ASR prototypes for
air traffic control (ATC) purposes supported by artificial intelligence (AI) has been assessed
by Integra in accordance with the Single European Sky Air Traffic Management Research
(SESAR) safety reference materials [3] in the course of SESAR2020 project PJ.10-W2-96-
ASR [4,5]. The safety assessment includes several steps, starting at the design level with the
assessment of the introduction of a new system—or a change to an existing system—for
the identification of any hazards introduced by the new system elements, and possible
associated increase in risks. The system must be proven to be safe in a specific environment
by demonstrating that the level of safety is not degraded, and that at least the same level of
safety can be achieved as prior to the introduction of the change.

The considered ASR prototypes were designed to improve ATCOs’ situational aware-
ness, reduce their workload and increase their productivity. The scope of the safety assess-
ment considered application of ASR supporting ATCOs with the aforementioned goals in
approach and en-route sectors of medium traffic complexity.

The main goal of this article is to evaluate possible safety risks introduced by the
implementation of ASR and the possible impact of these risks on ATC operations, in
order to derive mitigations formulated as system design requirements. In the next step,
these system design requirements are implemented into two pre-industrial prototype
platforms to demonstrate the feasibility of the evaluated design and expected safety levels
of system performance.

In the next section, we provide background work of ASR applications in the ATM
domain, including previous safety-related work performed on the topic. In Section 3,
the safety assessment performed in the context of ASR application developed in project
PJ.10-W2-96 to derive the safety requirements for the design is described. In this section,
we also describe the setup of the human-in-the-loop simulations that were conducted to
gather the evidence required for the safety assessment. Section 4 presents the results of the
two simulations and the safety assessment related results and also the limitations of this
study, which is based on only two validation experiments. Concluding remarks are given
in Section 5. Lastly, two appendices are included containing additional information for the
hazard analysis performed.

2. Background

The SESAR2020 project PJ.16-04 “CWP HMI” (Controller Working Position Human Ma-
chine Interface) [6] investigated the feasibility of ASR with early prototypes applied in the air
traffic control domain. Those prototypes were validated in laboratory-like environments
equivalent to technology readiness level (TRL) 4 as per industrial research development
standards [7]. Technology readiness levels (TRLs) are a method for estimating the ma-
turity of technologies during research and development phase, that enables consistent
and uniform assessment. TRLs are based on a scale from 1 to 9 with 9 being the most
mature technology.

The basis of this paper, i.e., the follow-up project PJ.10-W2-96 [4,5] continued devel-
oping the application with the aim of demonstrating the technology feasibility in relevant
operational environment (TRL6). In parallel, the project PJ.05-W2-97 HMI Interaction
modes for Airport Tower aimed to develop an ASR system for an aerodrome control tower
environment [8]. The ATCO2 platform [9] aims at collecting, pre-processing, and pseudo-
anonymizing ATC communications’ audio databases of more than 5000 h of audio data
with the objective of increasing robustness of speech recognition in the air traffic man-
agement domain. The ATCO2 corpus has also been used to detect speaker roles in voice
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communication, i.e., pilot or ATCO, and clustering speakers [10]. Given enough training
data, automatic speech recognition and understanding systems also build the base to train
ATCOs [11]. A common goal of prior presented ASR research projects was to define an
initial ontology for the annotation of ASR recognized ATC concepts such as command
types, values, units, and qualifiers, to be later coordinated and agreed between major
European ATM stakeholders enabling industrialization of the technology [12].

Early results demonstrated that ASR facilitated safety in operational environments by
detection of read-back errors from comparison of controller and pilot radio communication
at aerodrome control towers [13]. ASR together with deep-learning-based methods were
applied as safety monitoring function by translating the pilot–controller voice communi-
cations into texts, which were then converted to contextual data to be analyzed for flight
conformance verification, and potential conflict detection [14]. The Venture capital funded
project AcListant® [15] and AcListant®-Strips for ATC approach areas focused on ASR with
the aim to significantly reduce controllers’ workload [1] and increase ATM efficiency [15].
The exercise of DLR and Austro Control of SESAR2020 project PJ.10-W2-96-ASR, described
in detail in Section 3.4, has the same objectives, using Vienna approach and not Dusseldorf
as validation airspace. The main difference is that the focus of project PJ.10-W2-96 is on
investigating safety aspects regarding the number of erroneous recognitions of ASR that
are undetected by the ATCO [5]. These results are summarized in Section 4.2.2.

The STARFiSH (Safety and Artificial Intelligence Speech Recognition) [16] project
integrated AI-based speech recognition into an A-SMGCS (Advanced Surface Movement
Guidance and Control System) for ground traffic control and monitoring at Frankfurt
Airport. The joint application of ASR and A-SMGCS recognized the instructions given by
apron controllers to pilots, extracted the commands contained therein and integrated the
outputs to the user interface of the A-SMGCS. An additional safety net for AI applications
in ASR is intended to ensure that errors in AI-based speech recognition do not have any
negative effects on the overall system [16]. The benefits of callsign recognition from flight
crew utterances and highlighting the callsign at an en-route CWP HMI were investigated
in [4]. The study demonstrated feasibility of the integrated ASR system for the identification
of callsigns from flight crew utterances which provide benefits in terms of workload and
situational awareness. The papers also highlighted the importance of further work on
recognition and timeliness of outputs.

Incorporating ASR into ATC specifically as a safety enhancing feature has been re-
searched by various practitioners, especially in conjunction with integrating ASR into
various other safety features contained in an ATM system such as conformance monitoring
and trajectory prediction. Karlsson et al. previously hypothesized in 1990 on this basis
that the introduction of ASR technology into ATC could result in a reduced occurrence of
human-generated errors enabling in turn increased safety of the overall system [17]. More
recently in 2023, the use of ASR as a safety enhancing application in ATC operations was
investigated and noted that the solutions investigated can improve the safety of ATC oper-
ations and can contribute to the reduction in ATCO workload [18]. Zhou et al. argued that
ASR represents a gateway between the ATM system and the ATCO in converting speech
signal to text inputs and that after spoken instruction understanding (SIU) is applied to the
converted text the output information can be used to support safety-critical applications
(SCA), enabling safety and reducing possible human errors [19]. The European Union
Aviation Safety Agency recently developed a roadmap for the approval and deployment
of safety-related AI systems for end-user support (pilots and ATCOs) [20]. In following
guidance [21], the process of safety assurance for AI level 1 (assistance to human) and AI
level 2 (human machine teaming) is developed with the further classification for different
level of safety analysis depending on the AI application level. According to the guidance,
AI-supported ASR application can be classified as AI Level 2A: human/machine teaming
representing human and AI-based system cooperation. The work presented in this paper
did not explicitly address the trustworthiness of AI application as the elements of the safety
analysis. This paper concentrates on the initial part of safety assessment in the design
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phase for such an application. The safety assessment must be continued “in-service” via a
data-driven AI safety risk assessment based on operational data and occurrences.

3. Materials and Methods

The validated applications demonstrated ASR capability to effectively support AT-
COs by showing evidence appropriate at the pre-industrial feasibility level. This section
describes the safety assessment process conducted in accordance with the SESAR Safety
Reference Material [3] and its guidance [22] at the design phase to ensure that the proposed
implementation of ASR in ATM operations is capable in satisfying the performance require-
ments as stipulated by European regulation [2]. The SESAR safety assessment process has
to demonstrate that the design is safe by using two different approaches:

1. A success approach, in which the effectiveness of the new concepts and technologies is
assessed, when they are working as intended, i.e., how much the pre-existing risks
that are inherent and already present in aviation will be reduced by the changes to
the ATM system under assessment, i.e., defining the positive contribution to aviation
safety that the ATM changes under assessment may deliver in the absence of failure.

2. A failure approach, in which the ATM system generated risks, induced by the ATM
changes under assessment are evaluated. This approach defines the negative contri-
bution to the risk of an accident that the ATM changes under assessment may induce
in the event of failure(s), however caused.

This paper focuses on the process of deriving the performance requirements for the
failure approach based on identification of potential hazards presented by the introduction
of ASR, thus ensuring safe implementation of ASR technology to ATC operations.

3.1. Selected Use Cases

The safety assessment covered TRL 5 system development phase, representing technol-
ogy validated in relevant operational environment, and TRL 6—technology demonstrated
in relevant operational environment. For this reason, the operational use cases were se-
lected by a group of subject matter experts from the field who represent the possible users
of the technology. The scope of the assessment described was limited to the following
uses cases:

3.1.1. Use Case “Highlight of Callsigns (Aircraft Identifier) on the CWP Based on the
Recognition of Pilot Voice Communications”

In the scope of this use case, the pilot’s voice signal was extracted, processed by ASR
for callsign recognition and further verified against contextual flight plan data. This type of
use of ASR technology supports the ATCO by identifying new flights entering the sector
and making initial contact on the ATC VHF channel, and flight crews requesting actions
from ATCOs, e.g., trajectory change, flight level change or information.

3.1.2. Use Case “Highlight of Callsigns on the CWP Based on the Recognition of ATCO
Voice Communications”

The ATCO voice signal was extracted, processed by ASR for callsign recognition
and further verified against contextual flight plan data. This type of ASR application,
where the aircraft callsign is highlighted and is based on the recognition of ATCO voice
communications, provides a safety check to the ATCO who will be able to detect, whether
there is a difference between the aircraft callsign mentioned and the flight radar data label
on the CWP HMI, for which commands are being input.

3.1.3. Use Case “Annotation of ATCO Commands”

The ATCO voice command was extracted, processed, and verified against contex-
tual data to provide the annotation of a specific command on the CWP HMI. This type
of ASR application, where annotation of given commands is made available to ATCOs
for consultation, enables increased situational awareness and provides a safety check of
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clearances and instructions given to flights. This use case is an intermediate step prior to
the semi-automatic/automatic input of commands in the CWP using ASR.

3.1.4. Use Case “Pre-Filling of Commands in the CWP”

The recognized (and validated) commands were presented to the ATCOs together
with the command values in the CWP. ATCOs were able to accept, reject or correct the
commands.

Two validation exercises were selected, which jointly address all of the use cases
noted above:

1. The exercise performed by CRIDA, Indra and ENAIRE places emphasis on a very
low callsign recognition error rate (approx. 0%). Consequently, a lower callsign
recognition rate (between 50% and 85%) is foreseen. This exercise will be referred to
as the Callsign Highlighting exercise in the rest of the text.

2. The second exercise performed by DLR and Austro Control attempts to identify a
compromise between low callsign recognition error rate (<1%) and acceptable callsign
recognition rate (>97%). This exercise will be referred to as the Radar Label Maintenance
exercise in the rest of the text.

Both approaches are different with regard to solving the callsign highlighting use
cases and are, therefore, very interesting from the perspective of safety considerations.
More details of the two validation exercises are provided in Section 3.3 for the Callsign
Highlighting exercise and in Section 3.4 for the Radar Label Maintenance exercise. The safety
assessment methodology is addressed before the exercise descriptions.

3.2. Safety Assessment Methodology

The focus of this paper is to present the “failure” part of the assessment, thus the
contribution of ASR to the risk of an accident that the ATM changes under assessment
may induce in the event of failure(s). The process starts with a hazard identification based
on the analysis of the use cases using the walk-through technique supported by sequence
diagrams as shown in Figure 1.
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with indications of the hazard’s occurrence, (indicated by the exclamation marks).

Sequence diagrams were produced and analyzed for each use case. The sequence
diagrams were used for the walkthrough with subject matter experts to identify potential
hazards, meaning each situation that could trigger the unsafe situation. The identified
hazards were further assessed according to Functional Hazard Assessment as per Safety
Assessment Methodology [23] by applying the following steps:

1. Identification of hazards’ effects on operations, including the effect on aircraft operations.
2. Assessment of the severity of each hazard effect.
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3. Specification of target performance (safety objectives), i.e., determination of the maxi-
mum tolerable frequency of the hazard’s occurrence.

A top-down causal analysis was performed for each functional hazard, their causes
and associated mitigations. The identified mitigations refer to preventive mitigations for a
functional hazard, which either prevent a basic cause from occurring or protect against the
propagation of the basic cause effect up to the functionality hazard occurrence.

A complementary bottom-up analysis of the failure modes of the ASR elements/element-
to-element interfaces and of their effects was performed in order to determine potential common
cause failures.

3.3. Callsign Highlighting Exercise with Focus on Low Callsign Recognition Error Rates

ENAIRE, Indra and CRIDA, conducted an exercise to validate the performance of the
pre-industrial ASR prototype covering the following use cases [4]:

• Use Case 1. Highlight of callsigns . . . based on the recognition of pilot voice,
• Use Case 2. Highlight of callsigns . . . based on the recognition of ATCO voice,
• Use Case 3. Annotation of ATCO commands.

This validation exercise used two complementary approaches aiming at providing
evidence of ASR applications’ performance by providing the following outputs:

1. Collection of subjective operational feedback from ATCOs gathered by means of
questionnaires, debriefings and observations. This was achieved through a real-time
human-in-the-loop simulation.

2. Collection of statistically significant objective data regarding ASR performance. This
was achieved through the analysis of operational recordings of real-life communica-
tions between ATCOs and flight crew. Audios from different Spanish en-route sectors
were processed by the ASR system to obtain the accuracy on callsign identification
and command annotation.

The human-in-the-loop validation exercise simulated two en-route sectors of Madrid
Flight information Region (FIR) during the nighttime. The sectors are presented in Figure 2
obtained from Enaire’s Aeronautical Information web application [24], each sector in a
different color. The sectors are quite wide and have several entry points where flight crew
performs their first call (related to use case 1). There are very different traffic flows that
require different type of control commands (related to use case 3) and facilitate the creation
of situations where the traffic is focused in one area or dispersed along the whole sector
(related to use cases 1 and 2).
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The validation exercises were performed in an integrated sector, where one ATCO
performs both the executive controller and planning controller roles as is typical in many
ACCs during the nighttime. One simulation pilot was assigned for each sector [4]. The
exercises were designed with medium-to-high traffic load. A total of two ATCOs from
Enaire took part in the simulations in November 2021.

To overcome the limitations of the validation activity (the low number of scheduled
runs and participating ATCOs and (simulation) pilots, and the locations specificity to
the validated operational environment) a statistical approach was applied. The statistical
approach included the analysis of operational recordings from different types of sectors
and several actors, both controllers and flight crew. The operational data also serve as a
reference to compare performance between laboratory data with real-life data.

During the real-time simulation, it was possible to enable only ATCO speech recogni-
tion, pilot speech recognition or both. The different ASR functionalities (callsign recogni-
tion and command history window) were activated or deactivated to assess the three use
cases separately.

Communications between ATCO and pilot were performed using COMETA, the
communication system that ENAIRE has deployed in Spanish ATC units. COMETA uses
VoIP and the version used for the exercise was the latest available.

When a radio voice communication is performed the ASR is triggered. The ASR
system identifies the callsign in the communication and highlights the corresponding
aircraft radar track symbol on the CWP. The ASR also extracts relevant information from
ATCO utterances and proceeds to annotate them in a separate window that the ATCO is
able to consult.

Context information, i.e., information regarding flight plans and their updates, were
sent to the ASR prototype by the simulation platform to reduce callsign recognition error
rate. Only callsigns that were completely recognized and present in the flight plans were
displayed to the ATCOs, i.e., wrong or partial callsign recognition was considered as not
identified, and no flight was highlighted on the screen.

As presented in Figure 3, the callsign recognition is indicated by displaying a white
circle around the radar track symbol. The circle flashed for five seconds before disappearing.
The functionality allowed highlighting several aircraft at the same time by flashing the
indicator around their respective radar track symbols simultaneously.
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The annotation window, shown in Figure 4, contains information regarding the com-
mands provided by the ATCO. It includes the callsign of the addressed aircraft, the issuing
time, the command annotation in accordance with the standard agreed between the SESAR
partners, and an action column. The text in the action column and the colors in the anno-
tation window are coherent with other elements in the CWP. As presented in the figure,
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if a callsign was not identified by the ASR system, it appeared as NO_IND but the tran-
scription was available in the text field. An annotation window per flight, where only the
communications exchanged with the selected flight appeared, was also available.
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Figure 4. Annotation window with callsign, time, and command content.

The annotation window was displayed only for consultation. ATCOs did not update
the information displayed but were able to navigate and sort it.

A mixture of subjective and objective data was used to assess the achievement of the
objectives of the exercise. Subjective data were collected via:

• Individual questionnaires: standard and specific questionnaires were developed to
assess the validation objectives. The questionnaires were agreed with the subject
matter experts participating in dedicated Safety and Human performance workshops.

• Debriefing sessions: after each simulation run the findings, i.e., opportunities, dif-
ficulties, general findings observed during the exercise were discussed among all
participants (operational and simulation staff).

• Over the shoulder observations: direct and non-intrusive over-the-shoulder observa-
tion were carried out by human factors expert, during the runs. This non-intrusive
observation had the purpose of providing detailed, complete and reliable information
on the way the activity is carried out, especially, if further commented and discussed
with the observed users during the debriefing.

Additionally, objective data were obtained from system data recorded during each
session by the replay and post-analysis tools. These data contained information on callsign
transcription and command annotation generated during the simulation. Data on system
reaction times were also recorded. Further quantitative data were obtained from the
analysis of operational recordings. The recognized callsigns were compared to the correct
callsigns resulting from manual annotations (gold standard annotations).

Two statistical analyses of the outputs were performed: The first one used objective
data collected from the real-time simulation (RTS) screen and audio recordings. The second
one used operational recordings from different Spanish en-route ATC sectors. These sectors
were selected taking into account their complementary characteristics that provided a wide
sample of technical (i.e., signal-to-noise ratio, native speakers origin) and operational (i.e.,
type of commands) characteristics. The statistical analyses were obtained by manually
transcribing the recordings, creating the callsign and command annotation standards, and
then comparing them against the ASR outcome.

Further details can be found in the project final report [25].

3.4. Radar Label Maintenance Exercise with Focus on High Callsign Recognition Rates

DLR together with Austro Control conducted a real-time human-in-the-loop simula-
tion at DLR’s premises in Braunschweig to validate the performance of the pre-industrial
ASR prototype covering the following use cases:

• Use Case 2. Highlight of callsigns . . . based on the recognition of ATCO voice,
• Use Case 3. Annotation of ATCO commands,
• Use Case 4. Pre-filling of commands in the CWP.

The focus of the simulation was to quantify the benefits of ASR with respect to
operational safety and ATCO workload. The traffic scenarios consider inbound flights to
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Vienna airport runway 34. Departures and overflights were not modelled. The ATCO,
however, was responsible for the four adjacent approach sectors BALAD, MABOD, PESAT
and NERDU plus the terminal maneuvering area (TMA) including the landing clearance
roughly 6 to 10 miles before touch down, see Figure 5 taken from [5].
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around the four metering fixes with the same names, taken from [5].

Simulation pilots managed flights and interacted with the ATCO via voice commu-
nication. Subjective feedback was gathered by means of questionnaires, debriefings and
observations. Objective data regarding system performance were recorded (e.g., flown
trajectory length and command recognition rates).

Two different scenarios were created: a medium-density traffic scenario with 30 ar-
riving aircraft per hour and a heavy-density traffic scenario with 42 arriving aircraft per
hour. A total of 12 ATCOs from Austro Control took part in the simulations lasting from
September to November 2022.

In the baseline scenario, the ATCO was not supported by ASR, but was working and
inputting the various commands manually using the current operating method consisting
of mouse inputs. The ATCO had to click on one of the nine underlined data fields of the
radar labels shown in Figure 6, taken from [5]. The click opens a drop-down menu and the
ATCO needs to manually enter the given clearance values, e.g., for altitude, speed, heading,
waypoint, etc.
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In solution runs, the values of the ATCO commands are extracted from the radio
telephony utterance by ASR and are automatically input to the radar label cells appearing
in purple color. The right part in Figure 6 shows the appearance when a flight level of 120,
a heading of 110 and a descent rate of 1000 feet per minute or greater were extracted by
the ASR. The dotted line “—” in waypoint field means that a recognized heading value
overwrites a previously recognized waypoint value. Thus, the ATCO only needs to check
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and confirm the automatically generated input with a mouse click on the green checkmark
in the first radar label line, or alternatively correct any values in cases of misrecognition.
Accepted cell values turned into light green as soon as the ATCO accepted them. The
command values are automatically accepted after ten seconds, if the ATCO does not reject
or correct them. More details with respect to the HMI design used are described in [5].

Each ATCO participated in four simulation runs of 35 min duration each. Two runs
were conducted in baseline mode and two in solution mode with ASR support, so that
all combinations of heavy and medium traffic with baseline and solution modes were
simulated by each ATCO. To compensate for sequence effects, i.e., training effects, five
ATCOs started with the baseline run. In addition, seven ATCOs started with the solution
runs. After the baseline run, two solution runs followed or two baseline runs followed,
if the ATCO started with the solution runs. Nevertheless, there were sequence effects. A
technique to compensate for the sequence effects by subtracting or adding the mean value
of all first, second, third and fourth simulation runs was implemented [5].

After each simulation run, the ATCOs filled out several questionnaires, and after the
last validation exercise the ATCOs completed an additional final questionnaire. An informal
semi-structured debriefing with the ATCOs followed the final validation simulation runs.
Table 1 shows the 10 questions, which are safety related and taken from [5].

Table 1. Questions gathering feedback related to safety issues.

Question ID Content

1 How insecure, discouraged, irritated, stressed, and annoyed were you?
(Stress annoyed)

2 What was your peak workload? (Peak workload)

3 In the previous run I . . . started to focus on a single problem or a specific aircraft.
(Single aircraft)

4 In the previous run there . . . was a risk of forgetting something important (such
as inputting the spoken command values into the labels). (Risk to Forget)

5 In the previous run, how much effort did it take to evaluate conflict resolution
options against the traffic situation and conditions? (Conflict resolution)

6 In the previous run, how much effort did it take to evaluate the consequences of
a plan? (Consequences)

7 In the previous working period, I felt that . . . the system was reliable. (Reliable)

8 In the previous working period, I felt that . . . I was confident when working
with the system. (Confidence)

9 I . . . found the system unnecessarily complex. (Complexity)

10
Please read the descriptors and score your overall level of user acceptance
experienced during the run. Please check the appropriate number. (User
Acceptance)

The results from the two validation exercises with focus on safety are presented in the
next section.

4. Results

The first part of this section provides the hazards derived from the assessment and the
requirements to mitigate the hazards. The second part describes two validation activities
conducted to demonstrate the completeness of the design.
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4.1. Hazard, Severity and Corresponding Design Requirements

A total of eight functional hazards (FHz) were identified based on the analysis of the
use cases.

1. FHz#01: Significant delay in ASR callsign/command recognition and/or display
(relevant for use cases 3 and 4)

2. FHz#02: ASR fails to identify an aircraft callsign from pilot’s utterance, i.e., no aircraft
is highlighted (relevant for use case 1)

3. FHz#03: ASR fails to identify an aircraft callsign from controller’s utterance, i.e., no
aircraft is highlighted (relevant for use case 2)

4. FHz#04: ASR erroneously identifies an aircraft callsign from pilot’s utterance, i.e., the
wrong aircraft is highlighted (relevant for use case 1)

5. FHz#05: ASR erroneously identifies an aircraft callsign from controller’s utterance,
i.e., the wrong aircraft is highlighted (relevant for use case 2)

6. FHz#06: ASR fails to identify a command from controller’s utterance, i.e., no given
command is shown to the ATCO (relevant for use cases 3, 4)

7. FHz#07: ASR erroneously identifies a command from controller’s utterance, i.e., a
wrong command or a command never given is shown to the ATCO (relevant for use
cases 3, 4)

8. FHz#08: ASR recognizes an incorrect aircraft callsign, and the (correct or wrong)
command is displayed for the incorrect flight in the CWP HMI (relevant for all
use cases)

Safety assessment requires that the operational effects of identified hazards are clas-
sified in accordance with a Risk Classification Scheme (RSC) based on the severity of
the operational effect the hazard may trigger [22,26]. The RSC classifies the hazards and
provides the safety target, i.e., the maximum tolerable frequency (MToF) for each hazard’s
occurrence per flight hour in a specific unit.

• Severity Class 1: Accidents (max safety target with a probability of less than 10−9, i.e.,
one catastrophic accident per one billion flight hours attributable to ATM.

• Severity Class 2: Serious Incidents (max safety target with a probability of less
than 10−6)

• Severity Class 3: Major Incidents (max safety target with probability of less than 10−5)
• Severity Class 4: Significant Incidents (max safety target with a probability of less

than 10−3)
• Severity Class 5: No Immediate Effect on Safety (no target).

Table 2 provides a list of the identified hazards with their causes, the assessed opera-
tional effect, and mitigations considered in defining the operational effect protecting against
the functional hazard’s effects propagation. The severity classification for each hazard was
derived during a workshop with three ATCOs, concept designers and safety experts. The
severity of the hazard determines the tolerable frequency of hazard occurrence.

As demonstrated in Table 1, based on the discussion with ATCOs participating in the
session, it was recognized that the impacts of the ASR functional hazards are not significant
from a safety perspective according to the Risk Classification Scheme, (RCS) [26]. Therefore,
the requirements set as a mitigation do not require the safety target as such derived from
the RCS and can be derived from operational needs, ensuring performance acceptable for
ATCOs and ensuring no degradation in the execution of the ATCOs’ tasks.

The impact of never attaining a perfect ASR may lead to situations, which are also
present in the current operating method and working procedures impacting human perfor-
mance negatively, i.e., increased workload and decreased situational awareness. With the
support of various tools already used in current operations (such as monitoring aids), these
events will in the current mode and with ASR support not escalate to safety relevant events.
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Table 2. Hazards’ causes, operational effect, possible mitigation and severity of hazards derived
during Functional Hazard Assessment workshop.

Functionality Hazard &
Severity

Potential Causes &
Operational Effect

Mitigations Protecting against
Propagation of Effects

FHz#01 Significant delay in ASR
callsign/command recognition
and/or display

No Immediate Effect on Safety

-Design issue
-ASR provides delayed output

If the use of ASR introduces delays in the usage of speech information
(display of inputs, identification of aircraft, etc.) this may cause the
ATCOs to focus on specific flight/area of the Area of Responsibility,
until they can verify that the action induced by ASR has been correctly
processed and displayed. This may have a negative impact on ATCO
situational awareness.

Contingency measure to switch
off ASR.

FHz#02 ASR fails to identify an
aircraft from pilot’s utterance—no
aircraft is highlighted

No Immediate Effect on Safety

-Pilot utters a non-understandable callsign or noise environment
-Pilot utters a legal and understandable callsign, but ASR fails to
recognize it.

If the pilot performs the radio call and the flight is not highlighted,
ATCO may have to scan the area of responsibility (AoR) to locate the
aircraft. However, if ASR functionality to highlight the callsign is
defined in the new operating method, there is a default expectation by
the ATCO that it is functional and assisting in locating aircraft, resulting
in minor workload increase and situational awareness reduction.

ATCO may have to scan the
Area of Responsibility to locate
the aircraft.
No difference to current
operating method.

FHz#03 ASR fails to identify an
aircraft from controller’s
utterance—no aircraft is highlighted

No Immediate Effect on Safety

-ATCO utters an illegal/non-understandable callsign
-ATCO utters a legal and understandable callsign, but ASR fails to
recognize it.

If ATCO performs the radio call, it is assumed the impact is minor,
because the ATCO’s attention is focused on the aircraft being called and
the impact is negligible.

No difference to current
operating method.

FHz#04 ASR erroneously identifies
an aircraft from pilot’s
utterance—wrong aircraft is
highlighted

No Immediate Effect on Safety

-If pilot performs the radio call and erroneous flight is highlighted, the
ATCO may focus on the highlighted aircraft and issue the clearance
intended for the calling aircraft to the wrong flight.
The difference to the current operating method is that while occasional
callsign confusion may occur between similar callsigns, now the ASR
system is enforcing the ATCO’s perception of issuing the clearance to
what is expected to be the correct flight. If the confusion is not clarified
through read-back and hear-back procedure or with the assistance of
the planning controller, issued clearance to the wrongly highlighted
aircraft may result in an unintended trajectory change. From a safety
perspective, this is not significantly different from the current operating
method, when ATCO enters a clearance into the radar label for the
wrong callsign.

If the confidence level of the
callsign recognition is not
sufficiently high, it is not
highlighted.
For lower confidence levels to
highlight with different color to
emphasize the uncertainty of
correct recognition.
If the erroneous recognition
persists, ATCO switches off the
ASR and continues working as
in today’s operations.

FHz#05 ASR erroneously identifies
an aircraft from controller’s
utterance—wrong aircraft is
highlighted.

No Immediate Effect on Safety

If ATCO performs the radio call and erroneous flight is highlighted, it is
assumed the impact is minor as the ATCO’s attention is on the aircraft
being called and the impact of erroneous highlight is negligible.

If the confidence level of the
callsign recognition is not
sufficiently high, it is not
highlighted.
For lower confidence levels to
highlight with different color to
emphasize the uncertainty of
correct recognition.

FHz#06 ASR fails to identify a
command from controller’s
utterance.

No Immediate Effect on Safety

-ATCO utters an illegal/non-understandable command
-ATCO utters a legal and understandable command, but ASR fails to
recognize it
The failure of ASR to identify a complete command force ATCO to
manually make the input. In such cases the negative impact on ATCO
workload and situational awareness is expected, as in the new
operating method there is a default expectation by the ATCO that ASR
is functional and assisting in inputting commands in the labels.

ATCO inputs
command manually.
If the failure of ASR to
recognize commands persists,
ATCO switches off the ASR and
continues working as in
today’s operations.
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Table 2. Cont.

Functionality Hazard &
Severity

Potential Causes &
Operational Effect

Mitigations Protecting against
Propagation of Effects

FHz#07 ASR erroneously identifies
a command from controller’s
utterance

No Immediate Effect on Safety

-ATCO utters an illegal/non-understandable command
-ATCO utters a legal and understandable command, but ASR recognizes
the incorrect command, and wrong command is displayed in the
CWP HMI.
In cases where inputs are provided but are erroneous, the ATCO will
have to recognize the error and change information already put into
the system.
Depending on the ATM system, some parts of correcting the clearance,
route change, etc., may require manipulation of the flight plan route
data to input the correction. In such cases the impact on ATCO
workload and potential disruption to the ATCO workflow may be
higher than in cases where only missing data need to be input to
complete the clearance.

ATCO corrects ASR input
manually for the
intended callsign.
If the failure of ASR to
recognize commands correctly
persists, ATCO switches off the
ASR and continues working as
in today’s operations.

FHz#08 ASR recognizes an incorrect
callsign, and the command is
displayed for the incorrect flight in
the CWP HMI

No Immediate Effect on Safety

ATCO utters a legal and understandable command, but ASR recognizes
an incorrect callsign, which is being considered by the system, and the
command is displayed for the incorrect flight in the CWP HMI
In cases where inputs are provided but are erroneous (i.e., command
input for wrong aircraft), the ATCO will have to recognize the error and
change information already put into the system.
If the error is not recognized by the controller, the contacted pilot will
nevertheless follow the clearance issued by controller on the frequency.
The erroneous input in the label of another aircraft will soon be detected
by clearance monitoring aids.

If ATCO recognizes the error,
he/she rejects and either repeats
the clearance or inputs it
manually directly into the label
of the correct aircraft radar label.
If ATCO does not recognize the
error, monitoring aids will
detect the discrepancy between
the flown trajectory and the
command inserted in the label
of the erroneous aircraft.

Considering that the hazards identified did not directly impact safety, the requirement
for design are derived from operational and functional needs. The following list of require-
ments was, therefore, developed as preventive mitigations for functional hazards. The
hazards were further analysed via top-down and bottom-up techniques with the support
of fault trees to identify all possible causes for the hazards to occur, and to limit the propa-
gation of the effects of hazards. The details of the derivation for the hazard are presented
in Appendix A: Top-down analysis and Appendix B: Bottom-up analysis. The full list of
the requirements can be found in the CORDIS portal of the European Commission [27]. To
facilitate understanding of the requirements, they are listed here divided into two subcate-
gories: those related to callsign recognition (as a mitigation for hazards FHz#02, FHz#03,
FHz#04, FHz#05 and FHz#08) and those related to command recognition (mitigation to
hazards FHz#01, FHz#02, FHz#06, FHz#07 and FHz#08):

4.1.1. Safety and Performance Requirements Concerning Callsign

ASR should send a recognized callsign to the cooperating ATC system, no later than
one second after the ATCO has ended the radio transmission.

• For 99.9% of the ATCO utterances (except callsign), the system shall be able to give
the output in less than 2 s after the ATCO ended the radio transmission.

• If the confidence level of the callsign recognition is not sufficiently high, it shall not be
highlighted. Confidence level corresponds to a plausibility value derived by ASR. If
the plausibility value is below a given threshold, the callsign is set to ‘not recognized’.

• The HMI shall highlight the track label or part of it (or the track symbol) after recog-
nizing the corresponding callsign.

4.1.2. Safety and Performance Requirements Concerning Commands

• The ASR shall recognize commands of different command categories (such as descend,
reduce, heading).

• The Command Recognition Rate of ASR for ATCOs should be higher than 85%.
• The Command Recognition Error Rate of ASR should be less than 2.5% for ATCOs.
• The Command Recognition Error Rate of ASR should be less than 5% for pilots.
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• The HMI should present the recognized (and validated) command types together with
the command values in the radar label.

• The HMI shall enable manual correction/update of automatically proposed command
value/type.

• The ASR system shall have no significant differences in the recognition rates of differ-
ent command types, if the command types are often used (e.g., more than 1% of the
time).

The set of proposed requirements satisfying “failure approach” enables achieving
sufficient assurances for safety in the design of the system. The next step of the assessment
consisted of demonstrating the evidence for the mitigation of each hazard and achievabil-
ity of the safety requirements in the validation activities: real time, (human-in-the-loop
simulations described in Sections 3.3 and 3.4) conducted in operationally representative en-
vironment. The evidence for each hazard was collected via objective metrics and subjective
feedback from the ATCOs as shown in Table 3.

Table 3. Specific metrics and measures for collecting evidence from demonstration activities.

Hazard Objective Metrics Subjective Feedback on the Statement

FHz#01 Significant delay in ASR command
recognition and/or display (all use cases). Timeliness (processing time)

Applicable to all hazards
The accuracy of the information provided by the
ASR system is adequate for the accomplishment of
operations.
Command Recognition Error Rate stays in the
acceptable limits.

The number and/or severity of errors resulting from
the introduction of the ASR system is within
tolerable limits, considering error type and
operational impact.

The level of ATCO’s situational awareness is not
reduced with the introduction of the ASR system
(ATCO is able to perceive and interpret task relevant
information and anticipate future events/actions).

The level of ATCO’s workload is maintained or
decreased with the introduction of the ASR system.

The number and/or severity of errors resulting from
the introduction of the ASR system is within
tolerable limits, considering error type and
operational impact.

FHz#02: ASR fails to identify an aircraft from pilot’s
utterance—no aircraft is highlighted (use case 1)

Pilot’s callsign recognition rate
(no callsign highlighted)

FHz#04: ASR erroneously identifies an aircraft from
pilot’s utterance—wrong aircraft is highlighted
(use case 1).

Pilot’s callsign recognition
error rate

FHz#03: ASR fails to identify an aircraft from
controller’s utterance—no aircraft is highlighted
(use case 2).

Controller’s callsign recognition
rate (no callsign highlighted)
Controller’s callsign recognition
error rate (wrong callsign
highlighted)

FHz#05: ASR erroneously identifies an aircraft from
controller’s utterance—wrong aircraft is highlighted
(use case 2).

Controller’s callsign recognition
rate (no callsign highlighted)
Controller’s callsign recognition
error rate (wrong callsign
highlighted)

FHz#06: ASR fails to identify a command from
controller’s utterance (use case 3, 4).

Controller’s command
recognition rate

FHz#07: ASR erroneously identifies a command
from controller’s utterance (use case 3 and 4)

Controller’s command
recognition error rate

FHz#08: ASR recognizes an incorrect callsign, and
the command is displayed for the incorrect flight in
the CWP HMI (use case 3, 4)

Controller’s callsign recognition
error rate

4.2. Results of the Validation Activities

The results of the two real-time human-in-the-loop simulations described in
Sections 3.3 and 3.4 are presented in the following two subsections.

4.2.1. Validation Activity “Callsign Highlighting”
Evidence Based on the Objective Metrics

Table 4 presents the total number of callsigns present in the simulation audio logs
and the number of callsigns that were correctly detected by the ASR. The percentage of
correctly detected callsigns is higher for ATCOs than for flight crew in both cases as the
algorithm is optimized for the ATCO locutions.
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Table 4. Callsign recognition rates for ATCOs and Flight Crew.

ATCO Flight Crew

Analysis Type N◦ of Callsigns N◦ Callsigns
Detected Percentage N◦ of Callsigns N◦ Callsigns

Detected Percentage

RTS recordings 859 721 84% 457 687 67%

Operational recordings 143 127 87% 158 77 49%

Regarding the comparison between simulation and operational recordings, the per-
centage for ATCOs are similar but the percentage for flight crew is better in the simulation.
This was already expected as the quality of the recording (signal-to-noise ratio) is better
in the simulation and the accent (mother tongue) of the simulation pilots is unique (Span-
ish), while the one from the operational recordings is very diverse with 29 airlines from
18 different countries.

No callsign was wrongly recognized as only complete callsigns were detected. Feed-
back from ATCOs indicated that they would like to have higher recognition rates even if
some callsigns were incorrectly detected and highlighted. The error allowance is something
to be further investigated in follow-up research.

Table 5 presents the number of commands that were present/detected and the call-
sign + command that were correctly detected for each analysis. Only commands that fall
within the five categories, for which the prototype was optimized, are presented. There
were several other commands that ATCOs used during the simulation such as squawk
change, standard terminal arrival route (STAR) assignment, and information (traffic infor-
mation, barometric pressure setting). In the first column “Only Command Recognition”,
only the type of the command to classify whether the command was detected or not are
considered. In the last three columns “Callsign + Command Recognition”, the command
type plus the callsign must be correctly extracted to count as a detected command. The
results show that the lower callsign recognition rate resulting from the very low callsign
error rate also results in a lower command recognition rate, if both callsign and command
type must be correct.

Table 5. Detected command types, when considering only command type.

Only Command Recognition Callsign + Command Recognition

Analysis Type Commands Detected Commands % Commands Detected Callsign + Commands %

RTS recordings 695 619 89% 695 523 75%

Operational recordings 182 167 92% 182 146 80%

The performance for operational data is better than for RTS recordings. There is a
3% difference between the RTS and the operational recognition percentages regarding
command recognition, and a 5% difference in callsign and command recognition percent-
ages. During the exercise, the participating ATCOs were encouraged to test the recognition
system. They thus issued longer, and more complex authorizations than usually issued
in operational environments. This together with the fact that the ASR prototype was
trained and optimized using operational communications explains the difference between
both percentages.

If not only the command type, but also the information contained in the command are
considered (i.e., values, units, qualifiers), the extraction performance is lower, as shown in
Table 6.
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Table 6. Detected commands, i.e., command, when callsign plus command information, i.e., values,
units, qualifiers are considered.

Complete Command Recognition Callsign + Complete Command Recognition

Analysis Type Commands Detected
Commands % Commands Detected

Commands %

RTS recordings 695 498 72% 695 416 60%

Evidence Based on Subjective Feedback

Accuracy of ASR was collected through tailor-made questionnaires, debriefings, and
data logs. The ATCO feedback was that the tool that needed improvement in the recognition
rates to be able to effectively support them in the execution of their tasks. ATCOs indicated
that they would prefer some occasional false positive callsign recognized if that would
mean higher recognition rates.

Timeliness was collected through tailor-made questionnaires, debriefings, and data
logs. Data logs indicated that when the callsigns were located at the end of an utterance the
radar track and command information was presented in 0.9 s, but when it was located at
the beginning of a sentence it took up to 3.0 s. Controllers subjective feedback indicated that
timeliness was rated as adequate for the callsigns at the end of the utterance but inadequate
when the callsign was at the begging of the utterance.

ATCOs’ situational awareness, measured with SASHA [28], slightly improved with
the use of ASR (score 4.0 in the reference questionnaire and 4.4 in the solution scenario).
During the debriefings, ATCOs stated that situational awareness was improved but they
considered that the ASR recognition rate was not high enough to allow them to completely
confide and exploit the tool. They consider that higher callsign recognition rates would
further improve their situational awareness.

ATCO workload was collected through Nasa-TLX [29] questionnaire, tailor-made ques-
tionnaires, and debriefings. The Nasa-TLX scored 9.1 (out of 20) for the baseline scenario
and 7.9 (out of 20) for the solution scenario questionnaire. The tailor-made questionnaire
and debriefings indicated that workload slightly decreased in the solution scenario.

4.2.2. Validation Activity 2: Radar Label Maintenance
Evidence Based on the Objective Metrics

The validation activities were performed between September 2022 and November
2022 as described in Section 3.4.

Table 7 provides the speech recognition and understanding performance taken from [5].
A word error rate (WER) of 3.1% was achieved, i.e., only every 33rd word was wrongly
recognized. This is extremely good considering that humans usually achieve a WER of 4 to
11%, depending on the noise level and the option to listen more than once [30].

Table 7. Performance at the semantic level quantified as recognition and error rates.

Level of Evaluation WER Cmd-Recog-Rate Cmd-Error-Rate Csgn-Recog-Rate Csgn-Error-Rate

Full Command
3.1%

92.1% 2.8%
97.8% 0.6%Only Label 92.5% 2.4%

These results are based on 118,800 manually transcribed words resulting in 17,100 commands from 8850 utterances.
The word error rate of the used speech recognizer is 3.1%.

Out of all the given commands, 92.1% were recognized and 2.8% were wrongly
recognized. The difference to 100% means rejections, i.e., nothing was recognized for this
command. A command is only correctly recognized, if the callsign of the command, the
command type (descend, reduce, heading. . .), the values, the unit, the qualifier (left, right,
etc.) and the conditions are all correct. Therefore, the callsign recognition rate (column
“Csgn-Recog-Rate”) is always better than the recognition rate of the total command. A
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callsign error rate of 0.6% in the last column corresponds to only one of 165 callsigns being
wrongly recognized. The last row “Only Label” shows the results when we do not consider
all 17,100 recognized commands, but only the 12,600 commands which are also shown in
the radar label cells; e.g., a QNH or a squawk command are not shown in the radar label.

A recognition rate of 92.5% means that 7.5% of the given commands were not correctly
pre-filled by the ASR support functionality, i.e., the remaining 7.5% of the commands need
to be manually input by the ATCOs [5]. Only 50% of them were manually corrected or
inputted, respectively. Out of the 6400 commands given in the solution runs, 219, i.e.,
3.4% remained incorrect in the radar labels [5]. One can then pose the question whether
safety has now decreased, when pre-filling of radar label cells is supported by speech
recognition? It can be argued that no, the contrary is the case. Helmke et al. [5] also
showed that in the baseline runs without ASR support, 617 of the given 6320 radar cell
label relevant commands were not correct or remained missing in the radar label cells, i.e.,
11.6% versus 3.4%.

Evidence Based on the Subjective Metrics

Table 8 shows the mean values of the normalized answer differences of the 12 ATCOs
after having compensated for sequences effects. The answers were scaled into the interval
[1..10]; 1 meaning very good performance and 10 meaning bad performance. Negative
values in column “Diff” mean that the ATCO judged the safety aspect relevant to this
question higher with ASR than without ASR. The p-value is the statistical significance of a
performed t-test. The cells are shaded in green for 0% ≤ p-value < 5%, in light green for 5%
≤ p-value < 10%, and in yellow for no real evidence (absolute p-value ≥ 10%). There were
no single cases which would have provided evidence that working without ASR is safer
than with ASR, i.e., −10% ≤ p-value < 0% was not measured; see [5] for more details.

Table 8. Subjective feedback of ATCOs to safety-related questions.

Question Diff p-Value

Stress annoyed −0.16 34%
Peak workload −0.32 9.9%
Single aircraft 0.04 −41%
Risk to forget −0.64 0.7%

Conflict resolution −0.26 24%
Consequences 0.30 −21%

Reliable −0.24 30%
Confidence −1.59 1.1%
Complexity −1.98 2.0 × 10−4

User Acceptance −1.01 6.3%
Total −0.56 0.4%

It should be noted that the performance achieved was higher than the minimum perfor-
mance as defined by the safety/performance requirements [27]; the command recognition
rate was expected to be higher than 85%, whereas 92.5% was achieved. The command
Recognition Error Rate of ASR showed slightly better performance with 2.4% against 2.5%
set by the requirements.

The callsign recognition rate and error rate, although not quantified by the require-
ments, showed high performance. The subjective data based on the SHAPE Automation
Trust Index (SATI) [28] questionnaire confirmed that the level and quality of information
provided by the system (as displayed in the radar labels) was acceptable with an average
score of 8.8 on a scale from 1 to 10, i.e., 10 indicating the best rating option. With the support
of ASR, the value was 0.8 units better than without ASR support.

Timeliness of the information provided by the ASR.
The design recommendation set an expectation of 99.9% for the ATCO utterances,

except the callsign, being available in less than two seconds after the ATCO has released
the push-to-talk button.
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The ATCO subjective feedback demonstrated that the timeliness of ASR output in the
aircraft radar labels was considered adequate with an average score of 8.5 on a scale from
1 to 10, i.e., 10 indicating the best rating option.

Number and type (nature) of human errors.
ATCOs confirmed that ASR did not increase the potential for human errors with an

average score of 3 on a scale from 1 to 10, i.e., 10 indicating the worst rating option.
An objective analysis actually confirms that the number of errors in the radar label

cells, i.e., missing input, is much less if ATCOs are supported by ASR compared to entering
everything manually with a mouse (α < 10−7%).

Level of ATCO’s situational awareness.
ATCOs confirmed that their situational awareness is maintained at an acceptable level

with ASR with an average score of 8.9 on a scale from 1 to 10, i.e., 10 indicating the best
rating option.

ATCO’s workload.
The secondary validation objective regarding objective workload measurement showed

a statistically significant decrease (p-value = 0.3%) in the workload when ATCOs are sup-
ported by ASR. The ATCO-self-rated Instantaneous Self-Assessment (ISA) [31] score con-
firmed this with the same statistical significance (p-value = 3.1%, see Table IX in [5]). ATCOs
confirmed that ASR supported them in maintaining the workload at an acceptable level
with an average score of 7.9 on a scale from 1 to 10, i.e., 10 indicating the best rating option.
More meaningful, however, is the clicking time. In all baseline runs together, the ATCOs
need 12,700 s for maintaining the radar label contents. In the solution runs with ASR
support, only 405 s were needed, i.e., an improvement by a factor 31.

4.3. Limitations

The safety assessment performed as part of the SESAR2020 PJ.10-W2-96.2 ASR research
and development activities covers specific use cases in specific ATC environments and the
extrapolation of the results of the safety assessment may, therefore, not be applicable to all
operational environments and other ASR applications. The safety analysis described in this
paper focuses on the generic application of ASR technology in the pre-industrial phase.
Thus, the research results achieved may not be fully transferable to live operations and any
local implementation requires further investigation to satisfy the safety requirements as
defined in relevant regulation and/or the local competent authority. The results achieved in
these validations did not contain a long-term assessment of ASR functionality and potential
impacts to safety thereof. Likewise, the impact of external factors such as background noise,
various ATCO accents, and radio transmission quality and interference were not assessed
beyond their possible occurrence in the research environment. Implementation of ASR
capabilities may introduce the ATM system to new cyber security vulnerabilities which
would need to be evaluated through a local cyber security assessment. Further research
may be required for the implementation of ASR in different operational environments with
different traffic demands and complexity characteristics in ATC facilities applying different
ATM platforms. If ASR is used to supplement other safety tools present in an ATM system
(e.g., conformance monitoring, conflict detection) as suggested by some studies [17–19],
the safety considerations of ASR may require a detailed assessment of the various system
components’ interactions as opposed to the comparison between current and new operating
methods focused solely on availability of ASR as presented in this paper. Furthermore,
the acceptance of ASR by ATCOs—and subsequent impact on workload and situational
awareness—may vary between different organizational cultures and a holistic assessment
of ASR suitability to a specific environment would be required.

5. Discussion of Results

Overall, two different approaches for callsign extraction from spoken utterances have
been validated. The first one emphasized a very low error rate. The prize is a lower callsign
recognition rate. As a result, ATCOs reported preference for higher recognition rates with
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an occasional false positive callsign. This was addressed by the second approach trying a
compromise between low error rate and recognition rate. The analysis shows that it is up
to the user, i.e., ATCO, to decide what is preferred on a daily basis. An error rate of 0% will
not be possible, if a reasonable recognition rate is needed. Human actors do not achieve an
error rate of 0% either.

In general, ATCOs confirmed that they are able to perform their ATC tasks when
working with ASR support. The positive results achieved in situational awareness and
workload measurements in both validation exercises indicate the potential for further
benefits in ATCO performance in an operational environment. Timeliness of ASR output in
the first validation—radiotelephony utterances with aircraft callsign at the end only—was
found acceptable. In the second validation the timeliness was found to be adequate.
ATCOs from both validations confirmed that the application of ASR did not introduce any
additional risks for errors.

A recognition rate of 92.5% is still far away from 100%. It means, however, that the
time spent by the ATCOs manually updating the radar labels with clearance information
could be reduced by a factor of 31 from 12,700 s, i.e., 25% of the total simulation time,
without ASR support down to 405 s with ASR support. These numbers are based on a very
heavy traffic scenario, in which ATCO plus simulation pilots blocked the frequency for 70%
of the time.

The safety and hazard analysis of this research work has shown that no severe hazards
exist, when using ASR applications as callsign highlighting or pre-filling radar labels in
an operational environment. In heavy traffic scenarios, 3.4% of the given commands are
not correctly entered into the radar label cells, when ASR support is available. Without
ASR support the missing command rate increases to 11.6%. ASR support does not decrease
safety, but rather increases safety, when ATCO and ASR work as a team.

Research, therefore, should not concentrate on increasing command recognition rate
from 92.5% to 95% or to 99.9%, which is not expected to happen in the near future. Research
needs to focus on attention guidance, which gives hints to the ATCO, when something
might be wrong or missing in the radar labels. This can be done by integration of ASR with
other assistant systems already available in the ops room. Comparing downlinked mode-S
data with radar label cell entries can even further reduce the number of erroneous label
value entries.

6. Conclusions

In this article, we focused on demonstrating the safety of ASR application in ATC
operational environments.

The safety assessment showed that the eight ASR functional hazards have no sig-
nificant effect on overall ATM safety. Mitigations were derived from operational needs,
to ensure acceptable ATCO performance without degrading ATCO’s task execution. A
potential decrease in situational awareness or increase in workload in the case of insufficient
ASR performance were already present in the current operating method, but can be further
mitigated through the use of clearance monitoring tools to prevent the escalation of these
events to safety relevant occurrences.

The requirements developed as part of the safety assessment for the application of
ASR technology in ATM were achieved in operational environments reflecting real-life ATC
centers for en-route and approach control. The technical system, in terms of accuracy and
timeliness, outperformed expectations required by the design and associated targets. The
subjective feedback of ATCOs from two different validation setups was encouraging and
confirmed that ASR application not only generated benefits, but also showed to be feasible
for implementation in currently deployed ATM systems.
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Appendix A. Top-Down Analysis

The hazards were further analyzed by top-down technique with the support of fault
trees to identify all possible causes of the hazards to occur, and to limit the propagation
of the effects of hazards. The details of the derivation for the hazard are presented in this
appendix.

Cause ID (in Fault Tree) Cause Detailed Description Mitigation/Safety Requirement

FHz#01
Significant delay in ASR
callsign/command
recognition and/or display

-ASR provides
delayed output

One or more of the ASR
components is not
performing as expected and
causing the delay in the ASR
output display.

The ASR system should provide the functionality
to be switched off and switched on when necessary.
ASR should send a recognized callsign to the
cooperating ATC system when the controller ends
the radio transmission within a maximum of 1.0 s.
For 99.9% of the ATCO utterances except callsign
itself, the system shall be able to give the output in
less than two seconds after the ATCO has released
the push-to-talk button.
The ASR system shall have no significant
differences in the recognition rates of different
command types, if the command types are not
very seldom use (e.g., less than 1% of the time).

FHz#02
ASR fails to identify an
aircraft from pilot’s
utterance—no aircraft is
highlighted

-Pilot utters a
non-understandable
callsign
-Pilot utters a legal and
understandable callsign,
but ASR fails to recognize it

Pilot performs the radio call
and the flight is not
highlighted in the CWP HMI.

The HMI shall highlight the Track Label or part of
it (or the track symbol) after recognizing the
corresponding callsign.
If the confidence level of the callsign recognition is
not sufficiently high, it shall not be highlighted.

FHz#03
ASR fails to identify an
aircraft from controller’s
utterance—no aircraft is
highlighted

-ATCO utters an
illegal/non-
understandable callsign
-ATCO utters a legal and
understandable callsign,
but ASR fails to recognize it

ATCO performs the radio call
and the flight is not
highlighted in the CWP HMI.

The HMI shall highlight the Track Label or part of
it (or the track symbol) after recognizing the
corresponding callsign.
If the confidence level of the callsign recognition is
not sufficiently high, it shall not be highlighted.

FHz#04
ASR erroneously identifies
an aircraft from pilot’s
utterance—wrong aircraft is
highlighted

-Pilot utters a
non-understandable
callsign
Pilot utters a legal and
understandable callsign,
but ASR recognizes an
existing wrong callsign
-Pilot utters a legal and
understandable callsign,
but ASR recognizes a
wrong callsign not
matching to callsigns
considered by the system

ATCO focuses on the
highlighted aircraft and
issues the clearance intended
for the calling aircraft to the
wrong flight. If the ATCO
issues the clearance to the
wrongly highlighted aircraft,
it may result in an
unintended trajectory change.

The HMI shall highlight the Track Label or part of
it (or the track symbol) after recognizing the
corresponding callsign.
The Command Recognition Error Rate of ASR
should be less than 5% for pilots.

The Command Recognition Rate of ASR for pilots
should be higher than 75%.

If the confidence level of the callsign recognition is
not sufficiently high, it shall not be highlighted.
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Cause ID (in Fault Tree) Cause Detailed Description Mitigation/Safety Requirement

FHz#05
ASR erroneously identifies an
aircraft from controller’s
utterance—wrong aircraft is
highlighted

-ATCO utters an
illegal/non-
understandable callsign
-ATCO utters a legal and
understandable callsign,
but -ASR recognizes an
existing wrong callsign
-ATCO utters a legal and
understandable callsign,
but -ASR recognizes a
wrong callsign not
matching to callsigns
considered by the system

ATCO may get confused and
issue a wrong clearance. If the
ATCO issues the clearance to
the wrongly highlighted
aircraft, it may result in an
unintended trajectory change.

ATCOs will use standard phraseology as per
ICAO Doc.4444 [32].
The ASR shall recognize commands of different
command categories (such as descend, reduce,
heading).

The Command Recognition Error Rate of ASR
should be less than 2.5% for ATCOs.

The Command Recognition Rate of ASR of
ATCOs should be higher than 85%.

If the confidence level of the callsign recognition
is not sufficiently high, it shall not be
highlighted.

FHz#06
ASR fails to identify a
command from controller’s
utterance

-ATCO utters an
illegal/non-
understandable command
ATCO utters a legal and
understandable command,
but ASR fails to recognize it

ATCO manually makes the
input resulting in workflow
disruptions and workload
increase and situational
awareness reduction.

The HMI shall enable manual correction/update
of automatically proposed command value/type.

The HMI should present the recognized (and
validated) command types together with the
command values in the radar label.
The ASR system should provide the
functionality to be switched off and switched on
when necessary.

The Command Recognition Rate of ASR of
ATCOs should be higher than 85%.

FHz#07
ASR erroneously identifies a
command from controller’s
utterance

-ATCO utters an
illegal/non-
understandable command
-ATCO utters a legal and
understandable command,
but ASR recognizes an
incorrect callsign, which is
being considered by the
system, and the command
is displayed for the
incorrect flight in the CWP
HMI
-ATCO utters a legal and
understandable command,
but ASR recognizes the
incorrect command, and
wrong command is
displayed in the CWP HMI

ATCO will have to change
information already input
into the system.
Depending on the ATM
system, some parts of
correcting the clearance, route
change, etc., may require
manipulation of the FPL route
data to input the correction.

The HMI shall enable manual correction/update
of automatically proposed command value/type.

The HMI associated with ASR shall enable the
ATCO to reject recognized command values for
pre-filling radar label values by clicking on a
rejection button.

The ASR system should provide the
functionality to be switched off and switched on
when necessary.

The Command Recognition Error Rate of ASR
should be less than 2.5% for ATCOs.

FHz#08
ASR recognizes an incorrect
callsign, and the command is
displayed for the incorrect
flight in the CWP HMI

-ATCO utters an
illegal/non-
understandable callsign
followed by a command
ATCO utters a legal and
understandable callsign
and a command, but ASR
recognizes the incorrect
callsign

ATCO utters a legal and
understandable command,
but ASR recognizes an
incorrect callsign, which is
being considered by the
system, and the command is
displayed for the incorrect
flight in the CWP HMI.

The Command Recognition Error Rate of ASR
should be less than 2.5% for ATCOs.

The Command Recognition Rate of ASR of
ATCOs should be higher than 85%.

ATCO is supported by the clearance monitoring
aids as in today’s operations.
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Appendix B. Bottom-Up Analysis

In view of complementing the fault tree findings, the bottom-up analysis of the
failure modes of the ASR system elements and element interfaces and of their effects was
conducted to determine potential common cause failures and to allow a more in-depth
causal analysis of certain parts of the functional system design. The details of the derivation
for the hazard of the bottom-up analysis are presented in this appendix.

Technical System Element Failure Mode Effects Mitigation/Safety Requirement

Command Prediction

Fails to forecast possible future
controller commands.

Failure to receive external data
required for forecast of future
controller commands (external data
can be radar data, flight plan data,
weather data, airspace data, and
also historic data of those types).

The speech recognizer relies on the
input of the predicted commands.
Commands which are not predicted
(normally) cannot be recognized. So,
if command prediction accuracy is
worse than recognition accuracy
itself, the command prediction
functionality might have no benefits
for the recognition engine any more.

If ASR is used, the Command
Prediction Error Rate should not be
higher than 10% and also not be
higher than 50% of the opposite
command recognition rate (i.e.,
100% minus the command
recognition rate), without using a
plausibility checker.

Recognize Voice Words
Fails to analyze the voice flow and
to transform into a text string.
Does not receive the Voice Flow.

No callsign or command is
recognized by ASR and displayed
on the CWP HMI.

If ASR does not provide an input,
ATCO proceeds as in current
operations (manual input and with
no highlight of the callsign).

Apply Ontology and
Logical check

Fails to analyze the text string and
to transform into a set of predefined
commands to discard incoherent
commands.

The ASR output is erroneous and
incoherent.

The ASR shall recognize commands
of different command categories.
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