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A B S T R A C T

Pollinators play a key role in plant reproduction, which is critical
to secure our food supply and to maintain the biodiversity of wild
plants. Recent reports on declines in the abundance and diversity of
pollinators has resulted in urgent calls for more studies on pollinators
and their services, with the goal of halting their decline. This requires
better data on plant-pollinator interactions, collected at across broad
spatial and temporal grains. Currently, pollination data are acquired
from field observations of pollinators contacting reproductive parts
of flowers. Pollinators are identified either in the field or in the lab
using microscopy. These methods are labor and time intensive and
require specialised expertise in insect taxonomy, which prevents data
from being collected at the large scales that are needed to address
pressing environmental questions. Thus, there is a need to transform
the way that data is collected in the field of pollination ecology by
developing new techniques that automatically detect and identify
insect pollinators from images. The goal of this study is to use state-
of-the-art deep learning tools for automated monitoring of plant-
pollinators interactions from field images in Europe. There is a need to
develop tools that can more broadly identify several orders of insects
with high taxonomic resolution at an accuracy that matches that of
human entomologists. The development of an automated method
for pollinator identification using the object recognition algorithm
YOLOv5 is presented in this thesis. The selection of the images for the
training dataset was carefully and precisely performed as the images
to train the model are the key driver for the successful identification
of insects. Over 17,000 images of eight groups of insects that can be
considered flower visitors, were retrieved using the open-source online
databases iNaturalist and observation.org. After training the object
detection network, a comparison and evaluation of the experimental
results obtained using different learning approaches showed that
the model can successfully identify the eight insect groups with an
average accuracy of 91%. This provides the first steps into a robust
deep learning method to simplify the laborious process of manual
pollinator classification and contribute to a creation of a pan-European
monitoring system for pollinators.
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K U R Z FA S S U N G

Bestäuber spielen eine Schlüsselrolle bei der Pflanzenvermehrung,
die für die Sicherung unserer Lebensmittelversorgung und die Erhal-
tung der biologischen Vielfalt von wilden Pflanzen unerlässlich ist.
Jüngste Berichte über den Rückgang der Bestäuber und ihrer Vielfalt
haben zu der dringenden Forderung nach mehr Studien über Bestäu-
ber und ihre Leistungen geführt. Dies erfordert bessere Daten über
die Interaktionen zwischen Pflanzen und Bestäubern, die in einem
breiten räumlichen und zeitlichen Rahmen erhoben werden. Derzeit
werden Daten von Bestäubern aus Feldbeobachtungen gewonnen,
die mit den reproduktiven Teilen von Blüten in Kontakt kommen
und anschließend unter dem Mikroskop identifiziert. Diese Methoden
sind arbeits- und zeitintensiv und erfordern spezielles Fachwissen im
Bereich der Insektentaxonomie. Dies verhindert, dass Daten in den
großen Maßstäben erhoben werden können, die für die Beantwor-
tung dringender Umweltfragen erforderlich sind. Es besteht daher
die Notwendigkeit, die Art und Weise der Datenerfassung im Bereich
der Bestäubungsökologie zu verändern, indem neue Techniken entwi-
ckelt werden, die Insektenbestäuber automatisch anhand von Bildern
erkennen und identifizieren. Ziel dieser Studie ist es, modernste Deep-
Learning-Tools für die automatische Überwachung der Interaktionen
zwischen Pflanzen und Bestäubern anhand von Feldaufnahmen in
Europa einzusetzen. Es besteht ein Bedarf an der Entwicklung von
Instrumenten, die mehrere Insektenordnungen, mit hoher taxonomi-
scher Auflösung und mit einer Genauigkeit identifizieren können, die
der von menschlichen Entomologen entspricht. Die Entwicklung eines
automatisierten Verfahrens unter Verwendung des Objekterkennungs-
algorithmus YOLOv5 wird in dieser Arbeit vorgestellt. Die Auswahl
der Bilder für den Trainingsdatensatz erfolgte sorgfältig und präzi-
se, da die Bilder zum Trainieren des Modells einen entscheidenden
Faktor für die erfolgreiche Identifizierung von Insekten sind. Über
17.000 Bilder von acht Gruppen von Insekten, die als Besucher von
Blumen betrachtet werden können, wurden über die Citizen-Science-
Datenbanken iNaturalist und observation.org abgerufen. Nach dem
Training des Modells zeigten ein Vergleich und eine Bewertung der
experimentellen Ergebnisse, dass das Modell die acht Insektengrup-
pen mit einer durchschnittlichen Genauigkeit von 91% erfolgreich
identifizieren kann. Damit werden die ersten Schritte getan hin zu
einer Deep-Learning-Methode, die den mühsamen Prozess der manu-
ellen Klassifizierung von Bestäubern vereinfacht und einen Beitrag zur
Schaffung eines europaweiten Überwachungssystems für Bestäuber
leistet.
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1
I N T R O D U C T I O N

Pollinators and their interactions with plants provide essential ecosys-
tem services for biodiversity and for humanity, and thus recent reports
showing declines in the abundance and diversity of pollinators are
cause for concern (Kluser et al., 2007; Dalsgaard, 2020). Understanding
trends in pollinating insect is more complex than previously thought,
which has led to calls for more studies on wild pollinators and their
services (Abrol, 2012, pp. 583–586; Dicks et al., 2016, p. 416). Studying
pollinator communities across broad spatial gradients is difficult, as
current monitoring methods involve field collections combined with
microscopy and DNA barcoding, which are costly and labor intensive
(Bennett et al., 2018, p. 2; CaraDonna et al., 2021, p. 158). Deep learning
and computer vision offer the possibility to automate the monitoring
of pollinators and their interactions with plants, allowing for more
efficient monitoring that can be expanded to relevant spatio-temporal
grains in the field. These methods have the potential to fundamen-
tally transform and enhance the fields of entomology and pollination
ecology, but to date, developing these methods is in the early stages
and has focused on particular taxa or simple ecological systems (Høye
et al., 2021, p. 8). In this thesis, I used the YOLOv5 deep learning ar-
chitecture to automatically detect and identify insect pollinators from
a wide range of orders from images. The general goal of this research
is to use state-of-the-art deep-learning tools for automated monitoring
of all types of plant-pollinator interactions from field images in Europe.

Pollination provides essential services to plants in all ecosystems
on earth. The reproduction of almost 90 percent of wild flowering
plants depends, at least in part, on the transfer of pollen by pollinators
(Ollerton, 2021, p. 13). According to the Intergovernmental Science-
Policy Platform on Biodiversity and Ecosystem Services (IPBES) 2016,
more than three quarters of the world’s food crops depend on pollina-
tors for the quantity and quality of yields (Eardley et al., 2016, p. 3)
and pollination has an annual economic value that ranges from $235

billion to $577 billion (Gallai et al., 2016, p. 208). Thus, pollinators play
key roles in preserving global biodiversity and in securing the food
supply for animals and humans (Abrol, 2012, p. 545; Doyle et al., 2020,
p. 1).

This master thesis was born out of the desire and the great motivation
to contribute to a solution to observe and monitor pollinators more effi-
ciently. This will allow a better understanding how climate change and
other anthropogenic pressures threaten pollinators and the services
they provide, and will allow us to more effectively manage and secure
ecosystems services in the future. The German Aerospace Center (DLR)
and the Helmholtz Centre for Environmental Research (UFZ) are work-

1



2 introduction

ing in an interdisciplinary collaboration on the project Pollination
Artificial Intelligence (PAI), with the ambitious goal of creating an
automated pipeline for monitoring plant-pollinator interactions across
a wide variety of environmental gradients of Europe. The aim is to au-
tomatically detect pollinators on flowers and classify them to the finest
possible taxonomic level (e.g. to genus or species). Also, information
on the frequency in which pollinators visit flowers gives important
information about the services that pollinators are providing. The in-
volved teams from UFZ and DLR are tackling these challenging tasks by
combining domain-specific entomological knowledge with Artificial
Intelligence (AI) tool development methodologies. In this thesis, I
advance research on this topic by working on the first step in the
developing of PAI, which is to automatically recognize flower visitors
on images and to classify them to broad taxonomic grains (to order).
This project considers all orders of insects known to perform polli-
nation services, and is thus a big and important first step towards
Europe-wide monitoring of plant-pollinator interactions. The team of
Prof. Taubenböck (DLR) supported me with the necessary AI expertise
and the cooperation with the team of Prof. Knight (UFZ) was crucial
for the entomological aspects of the thesis.

AI tools are just beginning to be applied to the problem of automated
insect identification (Høye et al., 2021, p. 8). This research has been a
subject of computer vision research in the past few years and has seen
increasing interest and success (Krauss et al., 2018; Barlow et al., 2020;
Pegoraro et al., 2020). Research on insect pollinators has focused either
on simple ecological systems, such insects that visit a single plant
species (Bjerge et al., 2021), or on particular groups of pollinators, such
as 36 species of North American bumblebees (Spiesman et al., 2021).
There is a need to develop tools that can more broadly identify several
orders of insects that will be observed visiting flowers in a field setting
with high taxonomic resolution at an accuracy that matches that of
human entomologists.

The goal of the thesis was to exploit new deep learning tools to
automatically detect insects on digital images. In order to achieve this
goal, I used the YOLOv5 architectures for object detection in order
to classify insects into eight groups of flower visitors and pollinators
encountered in Europe. YOLOv5 represents the state of the art fam-
ily of object detection architectures and models with support from
a wide and active community, resulting in accessible documentation
and ease to implement in production. A comprehensive image dataset
covering eight groups of flower visitors was created and curated in
collaboration with UFZ. Since the data quality has a substantial im-
pact on the model performance, one intended outcome of this study
was to examine how image size and epochs influence the accuracy of
the model. For this purpose, the model and the experimental results
were compared, evaluated and improved using different learning ap-
proaches. I addressed questions about how exactly insect orders can
be distinguished from each other and also discussed about problems



introduction 3

that can occur during classification. A final aim was to address the
capability of the trained models to generalize on test images that are
very different from the training images.

Pollination ecologists currently find it challenging to acquire suffi-
cient data at the relevant spatial scales necessary to address the most
urgent domain-specific questions. Currently, pollination data is ac-
quired from field observations of pollinators contacting reproductive
parts of flowers and is labor and time intensive, and thus prevents the
massive data collection that is necessary to achieve a general, predic-
tive understanding of how pollination responds to global change. This
thesis aims to contribute to the automation of data collection in the
field of pollination ecology. This facilitates progress in this research
area by providing information of pollinator identity necessary for
monitoring plant-pollinator interactions. This also has the potential
to facilitate the automatic collection of large ecological datasets on
pollinator habitats for further research, especially related to monitor-
ing and predicting habitat shifts due to anthropogenic pressures. The
introduction of an insect order classifier will significantly advance
the field of pollination ecology by simplifying the laborious process
of manual pollinator classification and contribute to a creation of a
pan-European monitoring system for pollinators.

Classifying insect orders is challenging as they are highly diverse
with nearly one million described species of insects in the orders that
are observed visiting flowers. Furthermore, not all species of these
orders that visit flowers are also taking part in pollination. Thus, it
is important to be able to separate pollinating and non-pollinating
taxa. The data curation process is complex, especially being limited by
the unbalanced nature of existing open-source image databases where
certain widespread, abundant and charismatic taxa are disproportion-
ately represented. We addressed this by sampling images with the goal
to cover the morphological diversity of each order. Automated insect
identification is challenged by the complexity in image backgrounds,
image quality and variability in shooting angles, because individuals
of the same taxa vary in their morphology, and because individuals of
different taxa sometimes look very similar. Insect identification also
presents unique challenges, such as multiple insect individuals over-
lapping in the same image and dramatic differences across individual
insects in their size. The incredible variety of insects and images puts
high demands on the AI-tool.

This thesis consists of two fundamental core components: the dataset
and the AI architecture. These two parts are explained in detail in the
following "state of the art" chapter. There the current literature and the
latest developments in these fields are presented. Next, I explained the
technical aspects and methods that are especially related to the chosen
object detection model. The remaining part of the thesis focuses on
the research approach as shown in figure 1.1.



4 introduction

Figure 1.1: Research and development pipeline (image retrieved from Drange,
2020, circuit icon retrieved from Freepik Company, 2022, contrib-
utor: rawpixel.com).

The data in the form of the insect classes and the training as well as
the test datasets are presented in the first step. The annotation of the
datasets consisted in manually placing bounding boxes around the
insects with a corresponding order label. This enables AI training as
well as a reference for testing. In the third step of the research approach,
the experimental setup gets introduced and the model is getting
trained with the training images. After the developed classification
model makes the predictions on our test datasets the results are shown,
evaluated, and discussed. Finally, the conclusions of this thesis are
presented and an outlook on the goals of the future is given.



2
S TAT E O F T H E A RT

The research approach of this work focuses in particular on the interac-
tion of technology and nature. Recognizing and classifying pollinators
in nature automatically, using artificial intelligence can be solved us-
ing object detection. Object detection as a technology is part of the
highly topical and currently essential research field of deep learning.
This chapter focuses on describing the current state of research in
using deep learning methods for pollinator detection. The topic of
pollination and the deep learning methods are touched before the
recent advances in identifying pollinators are presented.

2.1 pollination

Pollination plays a key role as a regulating ecosystem service in nature
and is indispensable for global food security. While pollination has
long been taken for granted, attention has steadily grown in recent
decades, particularly with the ample research evidence that pollinator
numbers are declining. Climate change also ignites the need for further
research increasingly.

2.1.1 What is pollination?

The field of pollination has a long history that started in Germany.
Specifically, Kölreuter pioneered the study of plant fertilization and
was the first to detect self-incompatibility of plants (Kölreuter, 1763,
pp. 8–9). Sprengel was the first to recognize that the function of flowers
was to attract insects, and that cross-pollination was required by many
plants for reproduction (Sprengel, 1793, pp. 1–16). These two authors
set the foundations for the modern study of pollination biology.

The majority of flowering plants have both male and female reproduc-
tive organs within their flowers. The male organs (anthers) produce
pollen, which contain the male sex cells. The act of pollination takes
place when pollen grains arrive on the stigma. At this point the pollen
germinates and sex cells pass down the style to the ovary, where they
fertilize the female sex cells contained within the ovules (Eardley et al.,
2016, p. 5; Walker, 2020, p. 26; Ollerton, 2021, p. 11) (Figure 2.1).

Pollination either takes place on the same flower, different flowers
on the same plant individual (self-pollination), or between different
plants (cross-pollination) (Figures 2.1 and 2.2). Most flowering plants
depend on pollination by animal pollinators, wind, or water (Eardley
et al., 2016, p. 5; Ollerton, 2021, pp. 11–12). Animal pollination has
been estimated to be responsible for over 300,000 species (87.5%) of
the world’s flowering plants (Eardley et al., 2016, p. 5).

5



6 state of the art

Figure 2.1: The basic anatomy of a flower showing the female, male and
sterile parts (Eardley et al., 2016, p. 6).

2.1.2 The diversity of pollinators - more than just bees

Pollinators are a diverse group of animals with an estimated 350,000

species (Wardhaugh, 2015, p. 1; Ollerton, 2017, p. 356; Walker, 2020,
p. 67). In most regions, bees, are the most abundant and diverse
pollinators. Flies are also considered valuable for agriculture with
only some families being effective pollinators. Besides bees and flies,
other insects such as wasps, butterflies, moths, beetles, thrips and ants
predominate (Wardhaugh, 2015, pp. 2–6; Eardley et al., 2016, p. 7).
Butterflies and moths are the most species-rich pollinator group with
over 141,000 verified species (Ollerton, 2017, p. 356). They are present
worldwide, but more abundant and diverse in the tropics (Eardley
et al., 2016, p. 7). Moreover, 1,500 species of birds and mammals serve
as pollinators (Eardley et al., 2016, p. 546). Whereas hummingbirds are
well known pollinators in America, birds (e.g. perching birds) occur
mainly in warm (tropical/subtropical) regions. Bats (e.g. fruit bats
and flying foxes) are considered important to pollinate in tropical
forests and for some desert cacti. Less well known pollinators able to
pollinate in other regions of the world have also been reported, but
have a minor impact on agricultural production. These include, among
others, primates (e.g. lemurs), marsupials (e.g. possums), rodents (e.g.
rock mize and squirrels), reptiles (e.g. geckos and lizards) and even
cockroaches, snails and slugs (Figure 2.3) (Abrol, 2012, p. 546; Eardley
et al., 2016, pp. 7–8).
Pollinators can be divided into wild and managed species, with wild
species accounting for a much larger proportion. For example, there
are over 20,000 species of wild bees. The western honey bee and the
eastern honey bee dominate among the managed species (Eardley
et al., 2016, p. 3).

About 73% of the world’s crops are pollinated by bees, 19% by
flies, 6.5% by bats, 5% by wasps, 5% by beetles, 4% by birds, and
4% by butterflies and moths. Therefore, bees are considered to be
the most important species of pollinators for food production (Abrol,
2012, p. 546; Doyle et al., 2020, p. 1). This is also reflected in the
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Figure 2.2: Plant pollination systems with pollen transfer represented by two
plants A and B. The pollen vector is represented by a bee but
could be any pollinator (Eardley et al., 2016, p. 7).

availability of research and literature. Most publications focus on bees.
Very few consider all pollinator classes. The research of this thesis only
concentrates on Europe, where the focus is only on insect pollinators.

2.1.3 The importance of pollinators and pollination

Pollination is essential for the functioning of ecosystems. These ecosys-
tems and the organisms found in these habitats provide, e.g. oxygen
and clean water, regulate the climate and provide fundamental ecosys-
tem services. The survival of almost 90 percent of wild flowering
plants also depends, at least in part, on the transfer of pollen by pol-
linators. Thus, pollinators play a key role in securing the functions
of food supply for animals and humans while they preserve global
biodiversity (Abrol, 2012, p. 545; IPBESde, 2016, p. 5; Doyle et al., 2020,
p. 1). Humans’ direct dependence on pollinators is illustrated by the
fact that more than three quarters of the world’s food crops depend
on pollinators for the quantity and quality of yields (Eardley et al.,
2016, p. 3). According to the IPBES, pollination service accounts for
an annual economic value of between $235 billion and $577 billion
(Gallai et al., 2016, p. 208). By comparison, the budget of the Federal
Republic of Germany in 2019 comprised 356,4 billion euros (BMF -
Bundesministerium der Finanzen, 2020, Table).
Pollinators can also be attributed a cultural significance. Bees and
honey have inspired human imagination and art for thousands of
years. Be it the order of their bee colony, the sweetness and flavor of
honey or its medicinal uses. 8,000 years ago, bees were models for
cave drawings in Europe and served as models for jewelry. Beeswax
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Figure 2.3: Global diversity of wild and managed pollinators (translated
according to IPBESde, 2016, pp. 6–7).

is also an important ingredient in many musical instruments and has
long been necessary for candles. Bees were also sung about, trivialized
in children’s books and mystified in poetry (IPBESde, 2016, p. 12).
Jeff Ollerton, well known researcher for his extensive work on pollina-
tors and pollinator systems, stresses the importance of pollinators and
pollination in his recent publication (Ollerton, 2021, p. 10): “I strongly
suspect that [pollinators] are more important than we currently know,
and we currently know that they are hugely important. That impor-
tance goes far beyond simply the production of seeds and fruit for
human consumption, or indeed beyond sustaining plant populations”.

2.1.4 Pollinator decline

In the last five decades, the scale of food production that relies on
animal pollination has increased by over 300 percent (Aizen et al.,
2016, p. 154). This trend is making food security for a growing world
population increasingly dependent on pollinators. Yields of crops that
rely on pollinators have been shown to vary more from year to year
than yields of crops that do not rely on pollination (IPBESde, 2016,
p. 13). Extensive research started during the last years and recently
research has been done on the pollinator decline on the pollinator
decline and climate change impact on pollinators and the service they
provide (Hannah et al., 2017; Stoddard, 2017; Hutchings et al., 2018;
Knight et al., 2018; Dalsgaard, 2020; Wagner et al., 2021). According to
Abrol, 2012, p. 545, there is clear evidence of recent decline rates in
both wild and domesticated pollinators, followed by a parallel decline
in the plants that rely upon them. Species are declining at an alarming
rate which has threatened the existence of plant life. A decline in
pollinator populations has credible potential to alter the shape and
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structure of terrestrial ecosystems (Abrol, 2012, p. 545). According to
the European Commission, wild pollinators are in strong decline in
Europe, e.g. one in ten bee and butterfly species being on the verge of
extinction (IPBESde, 2016, p. 1).
Figure 2.4 shows that drivers such as land-use change, intensive farm-
ing and environmental pollution threaten pollinator numbers, diver-
sity and health and thus their pollination services. Further causes of
pollinator decline are agrochemicals, pathogens, genetically modified
crops and invasive alien species as well as climate change (Abrol, 2012,
pp. 563–574; Kovács-Hostyánszki et al., 2016, pp. 30–32; Dalsgaard,
2020, p. 1; Walker, 2020, pp. 204–209).

Figure 2.4: Impacts of different pressures on pollinators and pollination.
Arrows indicate pressure in the direction of either a decrease or
an increase of pollinator numbers (image retrieved from Kovács-
Hostyánszki et al., 2016, p. 104). An enlarged view of this graphic
is shown in the Appendix (A.1)

Consequences following a decline of pollinators can express them-
selves in the form of a less frequent flower visitation followed by a
decrease of seed and fruit production. Pollinator decline rates threaten
a loss of pollination services. This process comes with important neg-
ative ecological and economic impacts that could significantly affect
the conservation and maintenance of biodiversity, wider ecosystem
stability, crop production, food security and human welfare (Abrol,
2012, pp. 545, 574; Dalsgaard, 2020, p. 1).
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2.1.5 The need of pollination monitoring and conservation

As humans rely heavily on pollination, there is an urgent need to act.
According to the IPBES, research and long-term monitoring of wild
and managed pollinator populations, distribution and pollination are
greatly needed (Dicks et al., 2016, p. 416). Large gaps in knowledge
about pollinator and pollinator status and trends could be filled by
providing critical data for rapid response to threats such as pesticide
poisonings and disease outbreaks, as well as long-term data on trends,
chronic problems, and the effectiveness of interventions. Citizen sci-
ence projects can help, to some extent, to monitor wild pollinators
(Dicks et al., 2016, p. 367). In his comprehensive work about the topic
of pollinator decline, Abrol lists that the public must be educated
on the importance of pollinators, awareness of the pollination crisis
has to be raised, and research on alternative pollinators has to be
undertaken (Abrol, 2012, pp. 583–586). Furthermore, Abrol mentions a
larval stage conservation as well as an alternative agriculture as future
goals. With the “The EU Pollinator Initiative”, launched in June 2018,
the European Commission defined ten actions under three priority
themes to address the decline of wild pollinators in the EU (European
Commission - Directorate General for Environment, 2018). Priority
one is to improve knowledge of pollinator decline, its causes and
consequences. By doing this, the initiative is raising awareness to the
importance of monitoring and assessment, research and innovation as
well as facilitating knowledge sharing and access to data (European
Commission - Directorate General for Environment, 2018, p. 3).

2.2 deep learning

Over the course of just a few years, deep learning has gained immense
popularity. It is a part of the process of minimizing the human fac-
tor and making profit in terms of time and labor. Deep learning is
revolutionizing almost all research areas thanks to its high flexibil-
ity, performance and ability to process large and complex data. New
algorithms in pattern recognition are introduced day by day, which
are designed to improve and automate a wide range of processes (e.g.
A. Agrawal et al., 2022; Garg et al., 2022; Manvi et al., 2022; Raman
et al., 2022). Those deep learning solutions are ubiquitous in today’s
digital life and almost indispensable in research. In this chapter, the
history of deep learning is briefly introduced before an overview of
the applications is given. Finally, the field of object detection within
deep learning is looked at in greater detail.

2.2.1 A Brief History

The beginning of deep learning is proposed to be in the 1950s within
the field of AI, with the ability of machines to think and learn (Aziz
et al., 2020, p. 170463; Ketkar et al., 2021, p. 3). Machine learning
algorithms need human supervision to manually feed features to
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the machine. Deep Learning is the evolution of machine learning
when algorithms can learn by themselves, as they are inspired by the
neurons in a human brain (LeCun et al., 2015, p. 1; Boer et al., 2018,
p. 5). The algorithms learn very complex representations of data due
to their multilayered architecture and extract and select features by
themselves (LeCun et al., 2015, p. 1; Christin et al., 2019, pp. 1633,
1637; Almryad et al., 2020, p. 189).
The popularity of deep learning was first slowed down due to high
computational power needs and a lack of big datasets. Not only (did
and still) does the training process require a lot more computer power
than traditional methods, it is also more time consuming (Christin
et al., 2019, p. 1637; Aziz et al., 2020, p. 170463). At the beginning of
the new century, deep learning started getting more popular again.
The main reason was the availability of faster and more powerful
computer hardware, (i.e.: parallel processors and graphics processing
units) and almost unlimited amounts of training data for a given
problem, such as digital images, digitized documents, social media
posts, or observations with geolocation (Wäldchen et al., 2018, p. 2217).
One of the first breakthroughs on deep learning have been achieved
in 2006, when Hinton et al. proposed a deep structured learning
architecture called deep belief network (Hinton et al., 2006). J. Deng
et al., 2009 followed with "ImageNet", creating the availability of a
large, annotated training dataset. The progress achieved in speech
recognition by Hinton et al., 2012b and accuracy records broken in
image classification by Krizhevsky et al., 2012 in 2012 can be described
as the biggest breakthrough in deep learning so far. The deep learning
architecture that Krizhevsky was able to use to immense effect on
image classification was a CNN named after him: AlexNet. Despite
the fact that CNNs were first proposed by Fukushima, 1980 and then
improved by LeCun et al., 1989 9 years later, the use of CNNs have
not gathered momentum yet (Han et al., 2018, p. 86; Wäldchen et
al., 2018, p. 2219). In recent years, CNN technology has advanced
greatly, revolutionizing the process of detecting specific features in
data by AI (Boer et al., 2018, p. 5). L. Deng et al., 2010 and Dahl
et al., 2010 brought significant advances in model architecture and
training strategies that marked the beginning of layer-wise pre-training
strategies. Two years later Hinton et al., 2012a solved the problem of
overfitting 1 during the training process. "ResNet", released in 2016 by
He et al., 2016, introduced Batch normalization for a faster learning
process and deeper model architectures and was the first architecture
to beat human accuracy in the given classification task, according to
Wäldchen et al., 2018, p. 2219.
Deep learning has attracted attention in almost all research areas, and
its success in a wide range of applications will likely grow in the
future.

1 Overfitting occurs when the model performs well with respect to the training images
but not in the test images. More specifically, the model learns the noise patterns
present in the training data so that a large discrepancy occurs between the training
error and the test error (Salman et al., 2019, p. 2).
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2.2.2 Applications

Ketkar et al., 2021, pp. 1–2 give a simple but very apt example of the
variety of deep learning applications and their daily usage. They take
the examples of smartphones, which are deep learning meachines:
“Face detection on the camera, auto-correct and predictive text on
keyboards, AI-enhanced beautification apps, smart assistants like Sir-
i/Alexa/Google Assistant, Face-ID (face unlock on iPhones), video
suggestions on YouTube, friend suggestions on Facebook and cat filters
on Snapchat”.

• Applications for deep learning span scientific and technological
fields such as medicine (e.g. Shen et al., 2017; Linkon et al., 2021),
bioinformatics (e.g. Min et al., 2017; Stiehler et al., 2020) but also
the automobile industry (e.g. Asgarian et al., 2021; Houd et al.,
2021).

• The architecture of deep learning has also been widely applied
in speech recognition and natural language processing (e.g.
Beňo et al., 2021; M. Liu, 2022).

• Moreover, applications are present in finance (e.g. Jiang et al.,
2018; Chai et al., 2020) and the energy sector (e.g. Abueidda
et al., 2022; Sanayha et al., 2022).

• Deep learning is applied in entertainment and media (e.g. Duan,
2021; Iraei et al., 2021), education (e.g. Kotsiantis, 2012; Zhang,
2020) and also video games (e.g. Lample et al., 2017; Pinto et al.,
2021).

• Deep learning approaches also play an important role in image
processing such as earth observation, climate change, and disas-
ter management (e.g. Wurm et al., 2018; Stark et al., 2019; Stiller
et al., 2019; Wurm et al., 2019; Stark et al., 2020).

2.2.3 Basics of Convolutional Neural Networks (CNNs) in deep learning

The way people see images is not the same as the way computers
see them. Computers see images as a series of numbers. Figure 2.5
illustrates this by portraying an image with two insects.

Figure 2.5: Visualization on how computer see images.

Each pixel is assigned a value corresponding to the pixel brightness
(0 to 255). In the second and last image of the figure, this is shown
with 14x18 pixels instead of the original 1920x1521 for demonstration
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purposes. This is how a computer sees an image and CNNs build on
this idea (C. C. Chatterjee, 2019, Section 1; Ogola, 2020, Section 1).
The idea is that you give the computer this array of numbers and it
outputs numbers that describe the probability that the image belongs
to a certain class (e.g. 0.80 for a butterfly, 0.15 for a bumblebee). The
computer is able to classify images by looking for low-level features
such as edges and curves and then moving to more abstract concepts
through a series of convolutional layers. The computer uses the low-
level features obtained in the first layers to generate abstract high-level
features in the later stages of the network (C. C. Chatterjee, 2019,
Section 2).
Convolutional Neural Networks (CNNs) are a type of deep learning
technique that finds patterns in images and performs tasks such as
object recognition (Ogola, 2020, Section 2). A typical CNN architecture
for image classification is shown in figure 2.6 and can be roughly
divided into input, convolutional backbone, and the classifier’s head.

Figure 2.6: Basic CNN architecture. Image adapted from Hoeser et al., 2020,
p. 6.

The input image is passed through a sequence of convolutions, acti-
vations, and pooling operations, called the convolutional backbone, to
extract high-level features. The classifier, located at the head, is a se-
quence of stacked, fully connected layers. It uses the extracted features
from the convolutional backbone to classify them into output classes
and compute their probability (Hoeser et al., 2020, p. 7). The most
important building blocks, convolutional layers, activation functions,
pooling-layers, and fully connected layers are now briefly explained.
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2.2.3.1 Convolutional layers, padding, stride, and activation function

The convolutional layer performs the feature extractions on the input
features, using the convolution operation with its parameters that
consist of a set of learnable filters. Features are detected within local
regions of the input image that are common throughout the dataset
and producing a feature map based on their appearance. A feature
map is obtained for each filter in the layer by repeated application of
the filter across subregions of the complete image (Wani et al., 2020,
p. 20). Different characteristics and aspects of the input image are
extracted (Synho et al., 2020, p. 35).
Padding and striding have an impact on how the convolution proce-
dure is carried out. As the filter matrix moves across the image, the
values that are in the corners and edges of the matrix are considered
less than the values in the center. To fix this, padding adds a dummy
row and a dummy column with the value 0 to all sides of the image
matrix. When striding is applied, the filter is not moved row by row or
column by column, but rather moves on two or three rows or columns
each time. This reduces the number of calculations and the size of the
output matrix and does not lead to data loss (H. S. Chatterjee, 2019,
Section 3).
For feature extraction, the convolution layers (linear operation) as well
as an activation function (non-linear operation) are used. The latter is
added to each layer of convolution and transforms the outputs of the
linear convolutions to non-linear, making the neural network capable
of performing more complex tasks (Synho et al., 2020, p. 35). The
Rectified Linear Unit (ReLU) is the most used activation function in
deep learning (Ogola, 2020, Section 3; Wani et al., 2020, p. 23). Using
ReLU makes for a quicker training and generally produces a higher
performance (Ogola, 2020, Section 3; Kalita, 2022, Section 5).

2.2.3.2 Pooling layer

This layer is a down-sampling operation that reduces the spatial size
of the input feature and makes the representation smaller and more
manageable. The pooling process reduces the number of parameters
and computational resources in the network . In the max-pooling
method, the maximum value is extracted from all values of the output
matrix (Synho et al., 2020, p. 35; Wani et al., 2020, p. 25). The process
causes unwanted feature information to be ignored. It is common to
periodically insert a pooling layer between successive convolutional
blocks. In general, a simple CNN architecture consists of at least three of
these convolutional blocks that perform feature extraction at different
levels (H. S. Chatterjee, 2019, Section 4).

2.2.3.3 Fully connected layer

The output feature maps of the convolutional backbone are flattened,
thus transformed into a one-dimension (1D) array of numbers. The
fully connected layers map the extracted features onto the final output,
that is onto the classification, which outputs the prediction. Here,
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the output is derived using a pseudo-probability function such as
the softmax function (Ogola, 2020, Section 7; Wani et al., 2020, p. 26).
The predicted output gets compared with a ground truth output and
the difference between the two highlights errors in the network. This
is referred to as loss. The weights get updated by the optimization
function, thus the error gets minimized through a process known
as backpropagation. This process is the core algorithm behind how
neural networks learn (Ogola, 2020, Section 7).
The backpropagation can be separated into four distinct processes. In
the forward pass, the model makes a prediction and hands it to the
classifiers head. With help of the loss function, the predictions are
compared to the ground truth and a loss is calculated. An effort is
made to determine which weights contributed most to the loss. The
objective is to minimize the loss, which is an optimization problem
in calculus. Therefore, in the backward pass, the errors are returned
to the beginning as information, and an attempt is made to modify
and update the weights in such a way that the loss at the next epoch
is reduced as much as possible (C. C. Chatterjee, 2019, Section 11-15).
This learning process is repeated in every epoch of the training.

2.3 object detection

Object detection has the purpose of precisely locating objects of a
certain class in images and videos and assigning each object a corre-
sponding class label. With the rapid development of object detection
algorithms and larger datasets with highly textured and rich images,
the performance of object detectors has been greatly improved.
This section will give a brief overview of what object detection is and
to which image-based classification task it is related. A comprehensive
overview of a variety of object detection methods are given. Moreover,
challenges regarding object detection are shortly discussed before the
applications will be finally listed.

2.3.1 Image-based classification tasks

Object detection forms the basis of the fundamental visual recognition
tasks of computer vision: instance segmentation and pose estimation
(X. Wu et al., 2019, p. 1; Zou et al., 2019, p. 1; Ahmed et al., 2021, p. 1;
Arshad, 2021, p. 60; Ketkar et al., 2021, pp. 288–294). Figure 2.7 visually
explains the differences between the image-based classification tasks
mentioned, including image classification and object detection.

Image classification (2.7a) aims to recognize and categorize objects
in pictures. Object detection further locates the objects in the images by
placing a frame, called bounding box, for each object (2.7b). Instance
segmentation locates the objects more precisely as a group of pixels
(2.7c). It aims to assign a specific category label to each pixel, providing
an even richer understanding of an image. Thus, instead of a bounding
box, the actual pixel outline of the object is highlighted (X. Wu et al.,
2019, p. 1; Ketkar et al., 2021, pp. 288–290). Pose estimation predicts
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(a) Image classification (b) Object detection

(c) Instance segmentation (d) Pose estimation

Figure 2.7: Comparison of the four image-based classification tasks of com-
puter vision: image classification (2.7a), object detection (2.7b),
instance segmentation (2.7c), and pose estimation (2.7d) (Images
retrieved from Y. Wu et al., 2019, readme.md).

and tracks the location of object and especially persons, by predicting
the body part or joint positions of a person from an image or a video
(2.7d). Pose estimation is also related to object tracking and activity
recognition (Zou et al., 2019, p. 1; Ahmed et al., 2021, p. 1; Arshad,
2021, p. 60; Ketkar et al., 2021, p. 291).

2.3.2 Historical milestones on object detection approaches

The progress of object detection has generally went through two his-
torical periods: traditional approaches of object detection and modern
approaches with deep learning-based detection, as shown in figure 2.8.
Particularly the Viola-Jones Detector, HOG Detector and Deformable
Part-Based Model characterized the traditional methods until the end
of 2013. After that deep learning heavily influenced and brought
forward object detection.

2.3.2.1 Traditional approaches to object detection

Most of the early object recognition algorithms were developed based
on hand-crafted and sophisticated features. In the absence of effective
image representation at the time, a variety of speed-up capabilities
were employed to exploit the use of limited computer resources (Zou
et al., 2019, p. 2).

Viola et al., 2001 achieved real-time detection of human faces. The
Viola-Jones detector is also known as sliding windows technique. A
sliding window goes through all possible locations and scales in an
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Figure 2.8: Major milestones in the history of object detection research. The
transition from traditional to modern approaches highlighted
by the major breakthrough Alex Krizhevsky achieved with CNN

implementation to image classification ("AlexNet"). Modern ap-
proaches are divided into two-stage and one-stage detectors. An
enlarged view of this graphic is shown in the Appendix (A.2).

image, starting from the top left corner. It then checks whether any
of the windows contains a human face. The calculation behind it was
extremely difficult and beyond the computational power of that time
(Bhagya et al., 2019, p. 2; Y. Wu et al., 2019, p. 2; Zou et al., 2019,
p. 3; Murthy et al., 2020, p. 5). The detection speed has improved
drastically after the invention of the Viola-Jones Detector as it “was
tens or even hundreds of times faster than any other algorithms in its
time” according to Zou et al., 2019, p. 3.

Dalal et al., 2005 proposed the Histogram of oriented gradients
(HOG) feature descriptor. It is considered to be the important im-
provement to the “scale-invariant feature transform” (SIFT) and shape
contexts of its time. HOG descriptor computes on dense grid cells. To
balance both feature invariance and nonlinearity, overlap local contrast
normalization is applied, which improves accuracy (Zou et al., 2019,
p. 3; Murthy et al., 2020, p. 5).

To improve the HOG detector, Felzenszwalb et al., 2008 proposed
the Deformable Part-Based Model (DPM). It can be described as
the peak of traditional object detection methods. Girshick made a
variety of refinements to the DPM detector, speeding up the detec-
tion technique, achieving ten times faster acceleration than traditional
models without sacrificing accuracy (Zou et al., 2019, p. 3; Murthy
et al., 2020, p. 5). One of Girshick’s most important contributions was
the technique of bounding box regression (Zou et al., 2019, p. 3).

2.3.2.2 The time between

Object detection reached a plateau after 2010. The methods were
limited by the available features (Girshick et al., 2013, p. 1; Zou et al.,
2019, p. 3). Girshick et al., 2013, p. 1 said that “progress has been slow
during 2010 and 2012, with small gains obtained by building ensemble
systems and employing minor variants of successful methods”. The
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progress on CNNs achieved by Hinton et al., 2012b and Krizhevsky
et al., 2012 in 2012 completely changed the working of traditional
methods and brought a revolution in object detection. It marked
the turning point of the object detection periods. As a deep CNN

could learn robust and high-level feature representations of an image,
the opportunities and the scope in which it could influence object
detection seemed immense. Girshick et al., 2013 took the lead to break
the stagnation phase that had held object detection progress back by
proposing the Regions with CNN features (R-CNN) for object detection.
Since then, object detection has started to evolve at an unprecedented
speed until today (Zou et al., 2019, p. 3; Arshad, 2021, p. 61).

2.3.2.3 Modern approaches with deep learning-based detection

Deep learning-based object detection algorithms are categorized into
two-stage (classification-based object detectors) and one-stage detec-
tors (regression-based object detectors) (Zou et al., 2019, p. 3).
Two-stage object detection architectures segregate the task of object
localization from the object classification task. In the first stage, the
proposal generator finds possible regions (bounding boxes) where the
likelihood of the existence of an object is maximum (Jiao et al., 2019,
p. 128838; Ahmed et al., 2021, p. 2). In the second step, the features
from each proposed bounding box are getting extracted, followed by
the CNN layer with region classifiers to predict the class (Jiao et al.,
2019, p. 128838; X. Wu et al., 2019, pp. 3–6). The one-stage detectors,
on the other hand, propose the localization and the class directly on
the image by regression. The separate region proposal step is left out
(Jiao et al., 2019, p. 128838; X. Wu et al., 2019, pp. 3–4; Lou et al., 2020,
p. 125; Ahmed et al., 2021, p. 2).
Two-stage detectors are commonly superior in accuracy as well as
localization, whereas the one-stage detectors are significantly more
time-efficient and have greater applicability to real-time detection
tasks (Jiao et al., 2019, p. 128838; X. Wu et al., 2019, pp. 3–4; Jaiswal
et al., 2020, p. 122; Lou et al., 2020, p. 125).
The models after 2013, including R-CNN, were mostly two stage de-
tectors, whereas in the last decade mostly one stage detectors were
proposed (see figure 2.8).

As mentioned above, Girshick et al., 2013 broke the stagnation phase
by proposing the Regions with CNN features (R-CNN) for object detec-
tion in November 2013. Their work was the first to show that a CNN

could lead to dramatically higher object detection performance than
previous methods (Jiao et al., 2019, p. 128839). The authors focused
on choosing those regions that made sense to run on a CNN. Their
approach for region proposal was a selective search algorithm to par-
tition the whole image into groups based on similarity (Bhagya et al.,
2019, p. 2). Despite the great improvement reported by the R-CNN
method, its biggest drawbacks were obvious: training the network
took very long and it could not be implemented in real-time, as the
detection speed was low. To overcome these drawbacks, SPP-net was
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proposed about half a year later and has managed to overcome this
problem (Bhagya et al., 2019, p. 2; Zou et al., 2019, pp. 3–4; Murthy
et al., 2020, p. 6).

Spatial Pyramid Pooling (SPP) proposed by He et al., 2014, intro-
duced a different pooling strategy. The spatial pyramid pooling layer
removed the constraint that input must have a fixed size. The ability
to manage images of different scales, sizes and aspect ratios made
this an adaptive technique that enhanced further CNN-based object
detection algorithms. While using SPP-net, feature maps are calculated
only once from the entire image. SPP-net performed much faster than
R-CNN, without losing any detection accuracy (Han et al., 2018, p. 89;
Bhagya et al., 2019, p. 2; Jaiswal et al., 2020, p. 125; Murthy et al., 2020,
p. 6). To amend the drawbacks of SPP-net, such as training being still
multi-staged and the model only fine-tuning its fully connected layers
while ignoring all previous layers, Fast R-CNN was introduced (Han
et al., 2018, p. 89; Zou et al., 2019, p. 4; Murthy et al., 2020, p. 6).

In April next year, Girshick, 2015 proposed Fast R-CNN, which al-
lowed training both the detector and the bounding box regressor
simultaneously. Although it successfully integrated the advantages
of R-CNN and SPP-net, its detection speed was still limited by the
proposal detection (Zou et al., 2019, p. 4; Murthy et al., 2020, p. 6).

Faster R-CNN, released in June by Ren et al., 2015, achieved the
goal to generate object proposals with a CNN model (Zou et al., 2019,
p. 4). Ren et al., 2015’s main contribution was the introduction of
the region proposal network (RPN): a fully convolutional network to
efficiently predict region proposals with a wide range of scales and
aspect ratios (Jiao et al., 2019, p. 128840; Zou et al., 2019, p. 4; Murthy
et al., 2020, p. 7).

You Only Look Once (YOLO) was proposed by Redmon et al., 2015

only four days later. With YOLO being the first one-stage detector in the
era of deep learning, it was extremely fast and thus opened the door
to achieve real-time CNN-based object detection for images and videos
(Han et al., 2018, p. 90; Jiao et al., 2019, p. 128841; Zou et al., 2019, p. 4;
Jaiswal et al., 2020, p. 136). The main idea of the YOLO approach was
entirely different to previous algorithms as it formulated detection as
a regression problem, the entire image being applied to a single CNN.
YOLO splits the image into regions and predicts bounding boxes and
class probabilities for each region simultaneously (Han et al., 2018,
p. 89; Bhagya et al., 2019, p. 3; Jiao et al., 2019, p. 128841; Zou et al.,
2019, p. 4; Murthy et al., 2020, p. 9). Despite its great improvement
of detection speed, it could not detect multiple objects within a sin-
gle grid while detecting one object multiple times was possible (Han
et al., 2018, pp. 89–90; Bhagya et al., 2019, p. 3; Murthy et al., 2020, p. 9).

Later that year, SSD, another one-stage detector was released. SSD re-
ferring to single shot multi-box detector, was proposed by W. Liu et al.,
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2016, designed for real-time object detection. To amend the drawback
of YOLO, multi-reference and multi-resolution detection techniques
were introduced, which significantly improved the ability to detect
smaller objects. The SSD had advantages in terms of both detection
speed and accuracy at the cost of more classification errors (Zou et al.,
2019, pp. 4–5; Murthy et al., 2020, p. 10).

On the basis of Faster RCNN, Lin et al., 2016 implemented FPN.
The Feature Pyramid Network (FPN) was not a detector itself, but a
feature extractor to alter and further improve other detectors (Bhagya
et al., 2019, p. 3; Zou et al., 2019, p. 4; Murthy et al., 2020, p. 8). Before
FPN, most of the object detectors had run detection only at the archi-
tecture’s final layer. Although the features in deeper layers of the CNN

were beneficial for classification, it was not conductive for localization.
To build high-level semantics at all scales, a top-down architecture
with lateral connections was developed. Through increasing accuracy,
FPN became a basic building block of many latest detectors (Zou et al.,
2019, p. 4; Murthy et al., 2020, p. 8).

In the same month Redmon et al., 2016 launched their second version
of YOLO, YOLO9000, or also called YOLOv2. Their aim was to further
improve the YOLO real-time detector that would now be able to detect
over 9000 object categories. YOLOv2 implemented a novel, multi-scale
training method that could execute at varying sizes (Redmon et al.,
2016, p. 1; Jiao et al., 2019, p. 128841; Jaiswal et al., 2020, p. 137).

He et al., 2017 introduced Mask R-CNN as an extension of Faster
RCNN. Its main contribution was the instance segmentation, by pro-
ducing three outputs: a class label, bounding box coordinates, and a
high-quality segmentation mask. To achieve excellent gains in both
speed and accuracy, Mask R-CNN used a variant of FPN for extracting
features. However, the main drawback was its slow inference speed
(He et al., 2017, p. 1; Jiao et al., 2019, p. 128840; Murthy et al., 2020, p. 9).

In the same year, RetinaNet, another one-stage detector, was launched.
Lin et al., 2017, p. 1 claimed to have discovered that the extreme
foreground-background class imbalance encountered during training
of dense detectors would be the central cause for accuracy difference
in comparison to two-stage detectors. With RetinaNet they proposed
to address this issue and put more focus on misclassifications during
training (Lin et al., 2017, p. 1; Zou et al., 2019, p. 5; Jaiswal et al., 2020,
p. 133; Murthy et al., 2020, pp. 10–11). The algorithm was able to match
the speed of previous one-stage detectors while achieving comparable
accuracy of two-stage detectors (Zou et al., 2019, p. 5; Murthy et al.,
2020, pp. 10–11).

The authors of YOLO introduced YOLOv3 in 2018, making the model
more accurate but also bigger (Redmon et al., 2018, p. 1). The de-
sign changes contained three major improvements to the detector:
a multi-label classification approach to fix issues with overlapping
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labels, utilization of three different scales to predict bounding boxes
and the introduction of a new feature extractor, called Darknet-53

(Redmon et al., 2018, pp. 1–4).

In 2019, EfficientNet and later EfficientDet were launched. With
EfficientNet in May, Tan et al., 2019 proposed a new scaling method
that uniformly scaled all dimensions of network depth, width and
resolution, using a simple yet highly effective compound coefficient to
achieve better detection performances (Tan et al., 2019, p. 1). Half a
year later, Tan et al., 2020 presented EfficientDet to optimize the detec-
tor by introducing a novel Feature Pyramid Network, BiFPN, which
would allow easy and fast multi-scale feature fusion. Furthermore,
they enhanced their scaling method, so that it would be able to scale
for all backbone, feature network, and box prediction networks at the
same time (Tan et al., 2020, p. 1).

While Joseph Redmon stopped further work on YOLO, other authors
took over his work: Bochkovskiy et al., 2020 launched YOLOv4 in
April and introduced several new features to the detector: “WRC,
CSP, CmBN, SAT, Mish activation, Mosaic data enhancement, CmBN,
DropBlock regularization, and CIoU loss” (Bochkovskiy et al., 2020,
p. 1). Just one month later, Jocher et al., 2020 already proposed another
version of YOLO: YOLOv5. The fifth version adverted to be more ac-
curate while being also faster than its concurrent EfficientDet (Jocher
et al., 2022, Section 5).

Over the last years, YOLO has been very popular and widely used
in research. Several alterations of the YOLO architecture from other
authors were built over the years, such as Fast YOLO (Shafiee et al.,
2017), YOLO-Lite (Huang et al., 2018), Faster YOLO (Y. Yin et al.,
2020), YOLOR (C.-Y. Wang et al., 2021), YOLO-Z (Benjumea et al.,
2021), YOLOF (Nguyen et al., 2021) and Dist-YOLO (Vajgl et al., 2022).
All of them claiming to be more accurate or fast about a specific prob-
lem.

This thesis will focus and work with YOLOv5 from Jocher et al.,
2022. The choice fell on YOLOv5 because it is one of the most popular
and recent one-stage-detectors and using a one stage detector has the
distinct advantage of enabling real-time detection, which will be cru-
cial for the future of the project. A detailed overview of its architecture
and method is shown in chapter 3.1.

2.3.3 Applications of Object Detection

Object detection has been attracting increasing amounts of attention
and has been used on a vast scale in recent years due to its wide range
of applications, technological breakthroughs, and advantages to a wide
range of fields in the world. A lot of research work is carried out to
automate systems with the help of object detection. The opportunities
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are endless and incalculable when it derives to possible applications.
Some of the most important fields and applications are going to be
presented now.

• Object Detection is used in video surveillance for security pur-
poses. Applications cover face and pedestrian detection, obser-
vation, people counting and the scan for dangerous goods at
airports (e.g. Ponnusamy et al., 2021; Song et al., 2022).

• Use cases for the military field are, for instance, drone observa-
tion and surveillance and target identification (e.g. Hall et al.,
2021; Ismail et al., 2021).

• The remote sensing field is being benefited from object detection,
as its techniques are applied over remote sensing images to
detect the presence of desert oasis, bush fires, floods, crashed
flights and more. Drone imagery and its scene analysis become
more popular. Object detection can also be useful to monitor the
climate change process like this thesis aims for (e.g. G. Li et al.,
2022; G. Yao et al., 2022).

• Moreover, the industrial use is tremendous. Human-computer
interactions and robotics benefit to a large extend from object
detection (e.g. Khairudin et al., 2021; Saad et al., 2021). Product
detection in manufacturing industries, and logo detection is also
widely applied (e.g. Eldho et al., 2019; Saeed et al., 2021).

• The transportation field with autonomous driving, traffic mon-
itoring and traffic sign and light detection are real-time appli-
cations of object detection that are becoming more and more
popular (e.g. Estrada et al., 2021; Feraco et al., 2022).

• Object detection also has significance in the medical field as
medical imaging for tumor detection and computer tomography
are vital and important (e.g. Chegraoui et al., 2021; S. Yin et al.,
2022).

2.4 recent advances to identify pollinators

Insect identification and classification from images was a subject of
computer vision research in the past few years and since then has
seen an increasing interest and success. Whereas new academic pa-
pers about insect identification are frequently published, research on
identifying pollinators specifically is quite scarce.

The topic of pollinator observation and its benefits has been discussed
in several academic studies during recent years. Krauss et al., 2018

address the effectiveness of camera traps for quantifying visitation by
pollinators. They state that efficient tools to manage camera trap data
are critical, and citizen science can assist. Thus, automated pollinator
detection would have enormous potential for pollination biology stud-
ies (Krauss et al., 2018).
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Barlow et al., 2020 also stress the importance of monitoring polli-
nators in their paper. According to them, technology will continue to
play a key role to monitor pollinators and their decline. The interac-
tion and cooperation of ecologists with the support of AI will be the
future of ecology and will help to better understand pollinators and
the ecosystem services that they deliver (Barlow et al., 2020).
In their review of automated video monitoring of pollinators in the
field, Pegoraro et al., 2020 point out that “[c]oupling automatic recog-
nition of insects (to species or higher taxonomic ranks) with an auto-
mated pollinator monitoring system is going to be one of the most
important challenges for pollination ecology in the coming years“
(Pegoraro et al., 2020).

There have been several approaches to identify a certain pollinator
order or species by researchers with deep learning. Polce et al., 2018

observed and examined 47 different species of Bumblebees across the
European Union. The authors state that the aim of their work was to
provide valuable information for the European Pollinator Initiative
and further research as well as a better understanding of pollination as
an ecosystem service. They further point out that researchers should
focus on extending their observation to other pollinator species (Polce
et al., 2018).
An investigation of another pollinator order had been done by R.
Zhao et al., 2019. In their paper, the authors proposed an automated
identification model that would be able to detect different Lepidoptera
(butterfly) species with the object detection algorithm Faster R-CNN.
Further contribution to butterfly recognition and classification was
achieved one year later (Almryad et al., 2020). To train their model,
the authors constructed a dataset containing 17,769 images of ten
different butterfly species. The identification was also processed by
CNNs with the VGGNet and ResNet. In the same year, Buschbacher
et al., 2020 proposed an identification model capable of classifying
species of wild bees. In their conclusion, the authors stated that the
model they had used, DeepABIS, would be able to not only classify
bees but also other taxonomic orders such as Lepidoptera or Diptera for
example (Buschbacher et al., 2020).
Spiesman et al., 2021 focused their research on bumble bees and com-
pared four classification models (ResNet, Wide ResNet, InceptionV3,
and MnasNet) to identify them. Their training dataset contained over
89,000 images of 36 different bumble bee species. The authors also
transferred their classification model into a web application (https:
//beemachine.ai/) with the name “BeeMachine” for anyone to use
(Spiesman et al., 2021).
Another approach to observe but also track bees was done (M. N. Rat-
nayake et al., 2021). The authors proposed a novel hybrid algorithm to
detect and track honeybees in outdoor environments. This algorithm
contained two state-of-the-art detection tools. The deep-learning-based
detection was performed by a YOLO algorithm, whereas a background
subtraction-based detection was achieved by K-nearest neighbor-based
segmentation.

https://beemachine.ai/
https://beemachine.ai/
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The Coleoptera order, also known as the beetles, was observed. Sev-
eral deep learning approaches were tested by Abeywardhana et al.,
2021 to classify a dataset containing nine genera of subfamily Cicin-
delinae (tiger beetles). The paper presented an in-depth discussion
of the taxonomic differences of body parts (Abeywardhana et al., 2021).

In an effort to improve and extend pollination understanding, re-
search has been done in related fields other than object detection.
Audio sensors are used to detect and distinguish the buzzes of pollina-
tors, specifically bees, to monitor and identify them by their acoustics
(Gradišek et al., 2017; Miller-Struttmann et al., 2017; Heise et al., 2019;
Kawakita et al., 2019).
An early approach in 2017 focused on the interaction between pollina-
tors and their floral environment (Steen, 2017). The aim of Steen, 2017

was to observe diel activity, frequency, and visit duration of bumble
bees and honey bees in the field with camera monitoring.
To further study on the topic of pollinator-plant interaction and behav-
ior, M. Ratnayake et al., 2021 investigated pollen flow direction, flower
visits and foraging time on flowers with a novel algorithm: “Polytrack”
claims to be capable of identifying the position of flowers as well as
detecting and tracking pollinators on video data. In fact, the paper
demonstrates results of detecting honeybees in a strawberry polytun-
nel (M. Ratnayake et al., 2021). The authors admit that the model has
difficulties detecting insects in images with more three-dimensional
structured crops.
With the use of Faster R-CNN, Hicks et al., 2021 were able to estimate
the nectar sugar mass of flowering vegetation to measure the abun-
dance and diversity of pollinators. To train the model, a dataset of
25,000 labelled floral units was trained to detect the nectar-producing
floral units of 25 taxa in the UK (Hicks et al., 2021).
In 2022, progress has been made using Object Detection to determine
whether a flower is ready for pollination or not (Mahesh et al., 2022).
Two single-shot object detectors, YOLOv3 and SSD, were used to de-
tect the stigma and stamen of a Hibiscus flower.
Recently, in February 2022, YOLOv4 was applied to identify the flower
and bud of a kiwi plant for the purpose of robotic pollination (G. Li
et al., 2022). Fast and accurate detection makes precise robotic pollina-
tion possible, G. Li et al., 2022 states. Furthermore, it is supposed to
be able to predict the blooming peak in order to estimate the optimal
pollination timing.
Finally, InsectUp: Crowdsourcing Insect Observations to Assess Demo-
graphic Shifts and Improve Classification should be named before ending
this section. Although Boussioux et al., 2019 were not focusing on
pollinators specifically, the paper is still worth mentioning because
the overall approach is similar to the one of this thesis and also to
the future goals of the whole project (see chapter 8): a classification
model with a huge dataset that will develop in time with the help of
citizen science, a mobile application and autonomous observation by
cameras in the field. The authors further implement a classification to
the lowest taxonomic category possible while considering classifying
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at genus level if the confidence is too low. In their work, Boussioux
et al., 2019 also highlight the importance of observing pollinators such
as the honey bees due to their decline and impact on agriculture.

A promising start has been made on pollinator identification, but
there is still a long road to accurately detect all orders of pollinators
and their taxa, especially when focusing on reaching human accu-
racy. Thus, the relevance of further research on this topic is important.
Progress is needed in this research area to provide information of
pollinator behavior and distribution with respect to climate change
influence, as well as providing large ecological datasets on pollinators
and their habitats.





3
M E T H O D O L O G Y

The research objective of this thesis is to recognize pollinator orders
in images through YOLOv5 object detection and to precisely evaluate
the results using different accuracy measures. The biological part,
concerning the pollinator dataset, is dealt with in the "Data" chap-
ter 4 while the technical aspects and methods are addressed in this
"Methodology" chapter. This chapter focuses on the tools and methods
related in particular to the YOLOv5 algorithm, the hyperparameters
and the accuracy metrics with which the results were evaluated.

3.1 yolov5

After considering all available current detectors in section 2.3.2 and
evaluating them, the choice for this thesis fell on YOLOv5. YOLOv5

was released in May 2020 and had been developed with the continuous
efforts of 222 open source contributors (Jocher et al., 2022, sidemark
contributors) and has been regularly updated since then (Jocher et al.,
2022, sidemark releases). There are ten different model versions avail-
able which are described below in 3.1.2.

Using a one stage detector has the distinct advantage of enabling
real-time detection, which will be crucial for the future of the project
with respect to video monitoring and mobile phone apps (see chapter
8). When dealing with hundreds or thousands of field observation
images or videos, the YOLOv5 algorithm has a significant advantage
in detection speed. Although no corresponding paper has been pub-
lished, the specific implementation is open source on Github (https:
//github.com/ultralytics/yolov5).

Unlike two shot algorithms, YOLO completes the detection of the
object positioning and classification directly. The entire picture is used
as the input of the network and is directly returned to the position
of the bounding box and the category to which the it belongs at the
output. Each bounding box is predicted by the characteristics of the
entire image and contains several predictions and confidences which
are relative to the grid unit in the center of the boundary (Ahmed
et al., 2021, pp. 6–7; J. Yao et al., 2021, p. 2; Padilla et al., 2021, p. 3).
YOLOv5 is based on the PyTorch framework. YOLOv5 adopts the
same Mosaic data enhancement method as YOLOv4. By stitching
the input images by random scaling, cropping and arrangement, the
detection performance of small targets is improved and the model
gets more robust (Sukkar et al., 2021, p. 5; Z. Wu et al., 2021, pp. 35–36).

A detection is represented by a set of three attributes: the rectan-
gular bounding box to locate the object, the label with the predicted
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class and a confidence value between 0 and 1 (Padilla et al., 2021,
pp. 7–8). Each image has a prediction and each line of the annotation
file first contains the class id and then the coordinates of the bounding
box. They are represented by the format:

class id,
xcenter

image width
,

ycenter

image heigth
,

box width
image width

,
box height

image heigth
(3.1)

The advantage of this format is that if the image dimensions are
scaled, the bounding box coordinates do not change, and thus the
annotation file does not have to be changed (Padilla et al., 2021, p. 6).

3.1.1 Architecture

To the best of the authors’ knowledge, there is no peer-reviewed re-
search paper proposing the YOLOv5 architecture. Nonetheless, there
are various research papers (Atas et al., 2021; Dong et al., 2021; Jin
et al., 2021; Luo et al., 2021; Snegireva et al., 2021; Tian et al., 2021;
Wan et al., 2021; Z. Wu et al., 2021; Yang et al., 2021; J. Yao et al., 2021;
Y. Zhao et al., 2021; Zhou et al., 2021a) referring to the architecture.
A simplified and easy to understand representation of the standard
YOLOv5 version is now shown and explained below (figure 3.1). In
addition, a comprehensive and detailed in-depth look at the archi-
tecture is shown in the appendix (A.3). All current changes of recent
updates such as the replacement of the "Focus structure" with a more
complex Conv2d1 or the update from SPP to SPPF (Spatial Pyramid
Pooling - Fast) are also displayed there (Wzmiaomiao, 2022, chapter 1,
as of 03/17/2022). This architecture was confirmed to be correct by
YOLOv5 author Glenn Jocher (Wzmiaomiao, 2022, comments).

YOLO is mainly composed of the four main components Input, Back-
bone, Bottleneck/Neck and Head as well as the six basic components
Focus, CBL, CSP, SPP and the Res Unit (see figure 3.1).

3.1.1.1 Input

The input image size of standard YOLOv5 is 640*640. For image
preprocessing YOLOv5 draws on the CutMix method and uses the
same mosaic data enhancement method as YOLOv4 to improve the
recognition of small targets effectively. Adaptive anchor2 calculation
is added to calculate the value of the optimal anchor frame during
each training and in different training sets adaptively. Adaptive image
scaling is also performed in the Input phase (Dong et al., 2021, p. 734;
Tian et al., 2021, pp. 3–5; J. Yao et al., 2021, p. 3; Y. Zhao et al., 2021,
pp. 2–3; Zhou et al., 2021a, pp. 4–5).

1 The most important layer in a CNN is the convolution layer. Conv2D is a 2D convolu-
tional layer and is used to extract features from the input (Albawi et al., 2017, p. 1;
Kakarla et al., 2020, p. 3).

2 The anchor is a set of reference boxes or frames that define the object or non-object
criterion and the bounding box regression target (Jin et al., 2020, p. 839).
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Figure 3.1: The four main parts: Input, Backbone, Neck and Head of the
YOLOv5 architecture and its six basic components Focus, CBL,
CSP, SPP and the Res Unit (adapted from Atas et al., 2021; Dong
et al., 2021; Jin et al., 2021; Tian et al., 2021; Z. Wu et al., 2021;
Yang et al., 2021; J. Yao et al., 2021; Y. Zhao et al., 2021; Zhou et al.,
2021a)
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3.1.1.2 Backbone

YOLOv5 uses the novel CSP-Darknet53 as Backbone. Here, the main
function is to extract the characteristic information of the input image
(T. Wang et al., 2021, p. 369). The processed images are first fed into the
focus structure that ensures the integrity of the input image informa-
tion and reduces the input size. The image is sliced and divided into
four parts and finally convoluted, transforming the original 640 * 640

* 3 image into 320 * 320 * 32 feature maps. The next module, CBL, is a
basic convolution module that represents Conv2D + BatchNormaliza-
tion3 + LeakyReLu4. YOLOv5 uses Cross stage partial network (CSP)
to perform feature extraction on the feature map. To increase the re-
ceptive field of the network and obtain features of different scales, SPP

is used (Atas et al., 2021, p. 2; Dong et al., 2021, p. 734; Tian et al., 2021,
pp. 3–5; Wan et al., 2021, pp. 6–7; J. Yao et al., 2021, p. 3; Yang et al.,
2021, pp. 343–344).

3.1.1.3 Neck

Yolov5 uses the CSP structure in a combination with PANet (Path
aggregation network) as Neck to aggregate features before passing
them to the Head. The step enriches the diversity of features and
improves the robustness of the model. Feature pyramids are generated
which enhance the model’s detection of objects of different sizes and
scales. The feature extractor of the network adopts a new FPN structure
which enhances the bottom-up path and improves the propagation
of low-level features (Wan et al., 2021, p. 7; Yang et al., 2021, p. 344;
J. Yao et al., 2021, pp. 2–3).

3.1.1.4 Head

The Head or prediction is the output part of the model. It is divided
into three convolutional layer channels, which are calculated through
the loss function, and the result is subjected to maximum value sup-
pression processing. The image features are predicted and bounding
boxes are generated. A class with a specific confidence is allocated to
them that indicates the accuracy of classification (Dong et al., 2021,
p. 734; J. Yao et al., 2021, p. 2; Zhou et al., 2021a, pp. 4–5).

3.1.2 Models

YOLOv5 was released in May 2020 with mainly four different pre-
trained models provided. Table 3.1 illustrates the different models
from YOLOv5s to YOLOv5x. They are distinguished from each other
by the depth of the network, primarily the backbone network with the
number of convolutional layers and subsamples in the CSP layer blocks
of the feature extractor (Snegireva et al., 2021, p. 1005; Z. Wu et al.,

3 The batch normalization layer of a CNN is used to normalize the input, improve
accuracy and speed up training (Santurkar et al., 2018, p. 1; Kakarla et al., 2020, p. 3).

4 LeakyReLu (Leaky Rectified Linear Unit) is a non-linearity layer used to adjust or
cut-off the generated output (Albawi et al., 2017, p. 4).
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Table 3.1: Network performance of all ten pretrained models of YOLOv5 on
the Common objects in Context (COCO) dataset (Lin et al., 2014))
trained with 300 epochs (Jocher et al., 2022, sidemark releases: v6.1)

Model

Size

(pixels)

mAPval

0.5:0.95

mAPval

0.5

Speed

CPU b1

(ms)

Speed

V100 b1

(ms)

YOLOv5n 640 28.0 45.7 45 6.3

YOLOv5s 640 37.4 56.8 98 6.4

YOLOv5m 640 45.4 64.1 224 8.2

YOLOv5l 640 49.0 67.3 430 10.1

YOLOv5x 640 50.7 68.9 766 12.1

YOLOv5n6 1,280 36.0 54.4 153 8.1

YOLOv5s6 1,280 44.8 63.7 385 8.2

YOLOv5m6 1,280 51.3 69.3 887 11.1

YOLOv5l6 1,280 53.7 71.3 1,784 15.8

YOLOv5x6 1,280 55.0 72.7 3,136 26.2

2021, p. 36). As the network size increases, its performance may also
increase, at the cost of additional processing times and computational
cost (see 3.1). Therefore, when selecting the model, the advantages and
disadvantages for the specific application must be weighed (Jocher
et al., 2022, sidemark releases: v1.0).

Until now, five more models have been added (see table 3.1). YOLOv5n
refers to a nano version which fits above the s-version, being even
smaller and faster. With the “P6 versions”, the authors added four
instead of three output layers to the basic models: P3, P4, P5, P6 at
strides 8, 16, 32 and 64. These new versions allow training at image
size 1,280 compared to the standard 640 pixels at the cost of more
computational power and time. The specific representation of all cur-
rently available models are referred to in table 3.1 (Jocher et al., 2022,
sidemark releases: v6.1).

3.2 hyperparameters

The performance of a deep learning model depends mainly on the
input dataset and the choice of hyperparameters. Since the applicant
cannot adjust the input dataset in most cases, the greatest control
the applicant has lies in the proper choice of hyperparameter values
(Sharma et al., 2019, p. 112; Kunstmann et al., 2021, p. 397). Bengio,
2012 describes hyperparameters metaphorical as an outside control
knob of the learning algorithm. According to him, a hyperparameter
is defined as “as a variable to be set prior to the actual application of [a
given learning algorithm] to the data, one that is not directly selected
by the learning algorithm itself” (Bengio, 2012, pp. 7–8). Hyperparam-
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eters are set manually before starting the training (T. Agrawal, 2021,
p. 4).

In their work, Sharma et al., 2019 focus on the question what generally
(across datasets) are the most important hyperparameters with the
most impact to the results. They conclude that the initial learning
rate and the number of epochs are most influential across datasets,
followed by weight decay and momentum. The authors further stress
the fact that all the other hyperparameters must not be left out and
should also be set to adequate values (Sharma et al., 2019, p. 124).
Following, we briefly explain some of the most common and impor-
tant hyperparameters. A full table of all the hyperparameters used in
YOLOv5 is displayed in the appendix (A.1).

• The learning rate is used to quantify the rate and speed of the
model during learning. It controls how quickly or slowly the
model adjusts to the problem. The normal range is between 0

and 1. (Jafar et al., 2020, p. 26; Kunstmann et al., 2021, p. 399).

• The number of epochs is merely the number of training itera-
tions, demonstrating how many times the entire training dataset
is provided to the network during the training process (Bengio,
2012, p. 9; Sharma et al., 2019, p. 117; Kunstmann et al., 2021,
pp. 397–399). As this value increases, the number of adjustments
to the weights in a network also increases. When optimizing
the number of epochs, care must be taken not to exceed the
optimal point and cause overfitting which might happen when
the amount of epochs is greater than required (Bengio, 2012, p. 9;
Kunstmann et al., 2021, p. 399).

• Momentum can accelerate the training process, considering pre-
vious knowledge, and prevents some of the noise and oscillation
that gradient descent exhibits (Bengio, 2012, p. 10; Jafar et al.,
2020, p. 26; Kunstmann et al., 2021, p. 397).

• Weight decay is a regularization coefficient and is implemented
to reduce overfitting (Bengio, 2012, p. 12).

• The batch size defines the number of subsamples given to the
network at each iteration (Kunstmann et al., 2021, p. 397). One
iteration is completed when the whole dataset is covered. A
lesser batch size causes more fluctuations while reaching the
minima, and a greater value can cause out of memory errors.
Thus, the batch size is often set to the maximum value possible
for the memory of the Graphical Processing Unit (GPU) (Sharma
et al., 2019, p. 117; T. Agrawal, 2021, p. 20).

• The input image size is scaled down by YOLOv5 to 640 pixels.
The P6 models (see section 3.1.2) also make 1,280 pixels available
and may allow better accuracy results with respect to smaller
objects in images.
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Hyperparameter optimization or tuning is an approach to select
the best combination of hyperparameters of the model to increase the
performance in terms of accuracy or time (Jafar et al., 2020, p. 26). It
has been shown that hyperparameter optimization can strongly im-
prove the quality of the outcome of an algorithm. Choosing the right
value of all parameters is not trivial. Tuning them is often iterative
and experimental and thus time consuming and needs expertise of
the algorithm and of how these hyperparameters are affecting the
performance (Bengio, 2012, pp. 7–8; T. Agrawal, 2021, p. 10; Ketkar
et al., 2021, p. 161; Kunstmann et al., 2021, pp. 397–399). There is a
large range of possible values for each one of the parameters, and
a poor configuration can lead to undesired results and time wasted
(Kunstmann et al., 2021, p. 397). YOLOv5 offers an internal hyper-
parameter tuning called “hyperparameter evolution” (Jocher et al.,
2022).

3.3 evaluation metrics

To measure and evaluate the performance of the proposed model for
the pollinator classification task, various metrics were used in chapter
6. The current chapter is therefore going to define and describe those
metrics and their calculations.

As object detectors perform their classification training, they need
a bounding box to locate the object in the image given. This object
frame is called groundtruth bounding box. When the object detector
performs the detection and predicts an object, it places a bounding box
which is the predicted bounding box. The Intersection over Union (IoU)
is used to evaluate the quality of localization by measuring the overlap
(intersection) between the predicted bounding box Bp and the ground
truth bounding box Bgt divided by the area of their union (Xia et al.,
2018, p. 5; X. Wu et al., 2019, p. 5; Ahmed et al., 2021, pp. 20–21; Padilla
et al., 2021, p. 8), that is:

IoU =
area of overlap
area of union

=
area(Bp ∩ Bgt)

area(Bp ∪ Bgt)
= (3.2)

An IoU close to the maximum value of 1 is considered as good,
whereas values close to 0 mean both bounding boxes nearly do not
intercept each other. The evaluation metrics require to know what
a “correct detection” and an “incorrect detection” are. By setting an
IoU threshold t, the user can classify a detection as being correct or
incorrect. The evaluation metrics can then be more or less restrictive
as thresholds closer to 1 require almost perfect detections, whereas
a threshold near 0 accepts even poor detections (Padilla et al., 2020,
p. 238, 2021, p. 8).
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Each detected bounding box belongs to one of the four components of
a confusion matrix and is classified per class observation (Patel, 2019,
p. 1912; Padilla et al., 2020, p. 238; Atas et al., 2021, pp. 3–4; Jin et al.,
2021, p. 7; Tian et al., 2021, p. 6; Wan et al., 2021, p. 10):

• True Positive (TP): a correct detection of the observed ground
truth class.

• False Positive (FP): an incorrect detection of another class or
background.

• False Negative (FN): an undetected bounding box of the observed
ground truth class.

• True Negative (TN): a correct detection of no class/background
(no bounding box placed) or a correct detection of.

(Patel, 2019, p. 1912; Padilla et al., 2020, p. 238; Atas et al., 2021, pp. 3–4;
Jin et al., 2021, p. 7; Tian et al., 2021, p. 6; Wan et al., 2021, p. 10)

Figure 3.2 illustrates these four cases with an example of an obser-
vation of a bumblebee.

(a) True Positive (TP) (b) False Positive (FP)

(c) False Negative (FN) (d) True Negative (TN)

Figure 3.2: The differences between True Positive, False Positive, False Neg-
ative, and True Negative explained, based on the presumption
that class 3 is observed, which includes the bumblebee (Image
retrieved from Drange, 2020).

The first illustration (3.2a) is a true positive as the bumblebee was
correctly recognized. Misclassifications can be seen in figures 3.2b and
3.2c. False positives are detections where class 3 was falsely detected
somewhere else on the image, while false negatives consider all bum-
blebees that were not detected correctly or not detected at all. The last
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image (3.2d) shows an example of a true negative. True negatives in-
clude all detections that have nothing to do with class 3 and are correct.

The classification results for each image can be displayed in a confu-
sion matrix (3.3a), which shows how predicted classes correspond to
the ground truth classes. The main diagonal indicates correct predic-
tions for each class whereas off-diagonal fields show misclassifications
(FP, FN) and TN). Figure 3.3b simplifies the observation of class 3 with
indicators of the four components TP, FP, FN and TN. In this example
matrix, the model predicted class 3 ground truths correct with class
3 bounding boxes (TP) by a propability of 64% and with 31% being
incorrect (FP). 36% of the class 3 ground truths were being undetected
(FN). The TNs reflect all the images of other classes that were correctly
not missclassified with respect to class 3.

(a) Example Confusion Matrix. (b) Components of a confusion matrix
when observating a class

Figure 3.3: Explaination of a Confusion Matrix and its components.

Because most metrics were initially introduced specifically for 2-
class classification, they need to be generalized for multiclass scenarios.
In extending some of the binary metrics such as precision, recall
or F1-score to multiclass, three averaging techniques are commonly
used. The macro technique calculates metrics for each class with their
unweighted mean, making it a good option for balanced datasets. For
imbalanced data the weighted averaging technique can be used as the
average is weighted by the number of instances for each class. Micro
technique calculates metrics globally by counting the total TP, FN and
FP (Rácz et al., 2019, pp. 10–11; Bex, 2021, Section 3).

3.3.1 Accuracy (ACC)

Accuracy measures the proportion of all detections that are cor-
rect. Top-1 accuracy, or overall Accuracy, measures the accuracy of
the model when only the prediction with the highest probability is
counted (Tabak et al., 2019, Appendix S2; Aziz et al., 2020, p. 13147;
Ketkar et al., 2021, p. 148; Spiesman et al., 2021, p. 4). The calculation
formula is shown in equation 3.3.
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ACC =
correct predictions

all predictions
=

(TP + TN)

(TP + FP + FN + TN)
(3.3)

3.3.2 Recall and Precision

Recall is the proportion of all ground truth Positives of a class that
are correctly Predicted Positive and is also expressed as Sensitivity,
True Positive Rate (TPR) and Hit Rate (Powers, 2011, p. 38; Patel, 2019,
p. 1912; Rácz et al., 2019, p. 13). Recall is defined by equation 3.4.

Recall = TPR =
correct predictions

ground truths
=

TP
(TP + FN)

(3.4)

Recall ranges between 1 (perfect value) and 0 (lowest value). The
model should be optimized by Recall if for a multiclass problem the
focus lays on decreasing the false negatives of a single class (Bex, 2021,
Section 9).
Precision measures the proportion of all detections of a class (TP +
FP) that are correctly predicted positive (TP) and is also expressed as
Positive Predictive Value (PPV) (Powers, 2011, p. 38; Patel, 2019, p. 1912;
Rácz et al., 2019, p. 13; Bex, 2021, Section 4). Precision is defined in
equation 3.5.

Precision = PPV =
correct predictions

detections
=

TP
(TP + FP)

(3.5)

Precision values range from 0 to 1. Optimizing the model for preci-
sion is a good approach when the number of false positives of a single
class is too high (Bex, 2021, Section 4). Both recall and precision are
considered tolerant with respect to class imbalanced datasets (Ketkar
et al., 2021, p. 149).

3.3.3 F1-Score

Precision and recall are in a trade-off relationship, meaning optimizing
for one of them results in a cost of the other (Bex, 2021, Section 5). The
F1-Score, or F-Measure, considers both the accuracy and recall of the
classification as it is defined by the harmonic mean of both metrics
(Wan et al., 2021, p. 10; Zhou et al., 2021b, p. 731). Mathematically, it
is explained below (eqn. 3.6):

F1-Score = 2× Precision × Recall
Precision + Recall

= 2× TPR × PPV
TPR + PPV

=
2TP

2TP + FP + FN
(3.6)

As Recall and precision, it has a maximum of 1 and minimum of 0.
The F1-Score should be focused when the classes are imbalanced and
FP and FN need to be minimized (Bex, 2021, Section 9).
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3.3.4 Mean Average Precision (mAP)

In multiclass classification, the mAP is useful to qualify the detections
among all classes and is computed by the arithmetic mean of the
Average Precision (AP) (Padilla et al., 2020, p. 3; Ahmed et al., 2021,
p. 21; Padilla et al., 2021, p. 11). By setting an IoU threshold, the user
can make the mAP more or less restrictive. mAP@[0.8] would mean a
mean average precision with a IoU threshold of 0.8 while the special
case of mAP@[0.5:0.95] refers to the average mAP over different IoU

thresholds from 0.5 to 0.95 with steps of 0.05 (Yang et al., 2021, p. 345;
Zhou et al., 2021b, p. 731). The mAP is mathematically explained in
equation 3.7.

mAP@[Ω] =
1
N

N

∑
i=1

APi, (3.7)

Ω IoU threshold

N total number of classes

i specific class

APi AP in the i-th class

3.3.5 Cohen’s kappa coefficient (κ)

It is of interest to investigate several evaluations of the same circum-
stance to identify and quantify sources of error due to variability in
measurements. To evaluate the quality of agreement between classifica-
tions of two raters on a nominal scale, Jacob Cohen’s kappa coefficient,
introduced in 1960, is used and can be defined for classification tasks
(equation 3.8) (Cohen, 1960, p. 46; Grouven et al., 2007, p. 65; Raadt
et al., 2019, pp. 558–559):

κ =
(po − pe)

(1 − pe)

po = ACC

pe =
(TP + FP)× (TP + FN) + (FN + TN)× (FP + TN)

((TP + FN) + (FP + TN))2

pe =
N

∑
i=1

si,pred. × si,gt

s2 ,

(3.8)
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po observed proportional agreement between all predictions

and correct predictions

pe the probability that correct predictions and false

predictions agree by chance

N total number of classes

i specific class

si,pred. number of samples predicted into class i

si,gt number of ground truth samples of class i

s total number of samples

Kappa’s upper limit is +1, and its lower limit falls between 0 and
-1. Values above 0.80 are considered as excellent (Cohen, 1960, p. 46;
Grouven et al., 2007, p. 66; Bex, 2021, Section 7). Using κ is a good
option to compare the overall performance of a model to another in a
single metric. Further benefits are the integration of measurements of
chance and class imbalance and the ability to measure the inherent
uncertainty when generating predictions (Bex, 2021, Section 9).

3.3.6 Matthews Correlation Coefficient (MCC)

The MCC integrates all the four components of a confusion matrix (TP,
FN, TN, FP) and has been regarded as a good metric that represents
the global model quality. It represents the correlation between ground
truth values and the predicted values (Zhu, 2020, pp. 71–72; Bex, 2021,
Section 8) and is defined in equation 3.9:

MCC =
TP × TN − FP × FN√

(TP + FP)(TP + FN)(TN + FP)(TN + FN)
(3.9)

MCC =
scorrect × s − ∑N

i=1 si,pred.si,gt√
(s2 − ∑N

i=1 s2
i,pred.)× (s2 − ∑N

i=1 n2
i,gt)

(3.10)

scorrect total number of correctly predicted samples

s total number of samples

N total number of classes

i specific class

si,pred. number of samples predicted into class i

si,gt number of ground truth samples of class i

For multiclass classification, the calculation is more complex (eqn.:
3.10) and must be repeated for all classes (Rácz et al., 2019, p. 13). The
values of MCC range from -1 to 1. Values over 0.7 are considered good
scores, while low values mean an unwanted strong correlation (Bex,
2021, Section 8). If the goal of a multiclass problem is to compare the
overall model performance to another in a single metric, using the
MCC can be a good choice (Bex, 2021, Section 9).
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With review of our research approach (see fig 1.1), this chapter begins
with steps one and two. The dataset will be presented with details
on how it was prepared by taxonomists through a process of manual
annotation. The challenges that can occur during data preparation
will be discussed. Finally, the test datasets which were used for model
evaluation will be introduced.

4.1 classes

The dataset covers the seven different insect orders, spiders (Araneae),
beetles (Coleoptera), true flies (Diptera), true bugs (Hemiptera), bees,
ants and wasps (Hymenoptera), moths and butterflies (Lepidoptera), and
crickets and grasshoppers (Orthoptera) as well as the insect family
Hymenoptera Formicidae which represent the ants (see table 4.1).

Table 4.1: The seven insect orders and one family used for the thesis together
with the estimated numbers of species (according to Micheneau
et al., 2010, p. 355; Wardhaugh, 2015, p. 11; Janicki et al., 2016,
p. 185; Guénard et al., 2017, p. 87; Ollerton, 2017, p. 356, 2021,
p. 35)

Classes

Described

species

Flower

visitors

"Typical"
pollinator

Araneae 42,473 2,124 no

Coleoptera 386,500 77,300 partially

Diptera 155,477 55,000 yes

Hemiptera 103,590 1,036 no

Hymenoptera 101,727 *70,117 yes

Hymenoptera F. 15,134 n/a no

Lepidoptera 157,338 141,604 yes

Orthoptera 23,855 1,193 no

* including ants

Coleoptera, Diptera, Hymenoptera and Lepidoptera represent the most
important pollinator groups of the dataset. These four orders make
up the majority (aprox. 98%) of insects that visit flowers (Wardhaugh,
2015, p. 2; Walker, 2020, p. 82). As the Hymenoptera order with bees,
wasps and also ants are assumed to be quite difficult to handle and
differentiate for the AI this order is split into two separate classes: the
insect family Hymenoptera Formicidae, which includes only the ants,
and Hymenoptera, which include all other families of this order. Fur-

39
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thermore, the splitting is beneficial as ants are considered to take no
part in pollination. In addition to ants, three more insect orders are
included in the dataset that are either rare flower visitors or are over-
looked because they are assumed to play little to no role in pollination:
Araneae, Hemiptera and Orthoptera (see table 4.1). Nevertheless, they are
arthropods, and at least some species are considered to visit flowers or
take part in pollination or plant-pollinator interaction. Therefore, in-
cluding these orders into the dataset is desirable, otherwise the model
could confuse them with the pollinator groups. For better understand-
ing, it is more practical for an AI to learn to distinguish all possible
flower visitor classes from one another than just the pollinator ones
and thus assigning any non-pollinator to the wrong, possibly similar
looking pollinator classes. The eight classes of the dataset will now be
introduced according to their considered importance to pollination.

4.1.1 Hymenoptera (Bees and wasps)

The Hymenoptera order contains about 70,000 pollinating species (in-
cluding ants) worldwide, of which the bees make up around 20,400

(Wardhaugh, 2015, p. 6; Ollerton, 2021, p. 40). Bees have been exten-
sively studied (Walker, 2020, p. 90) and have a great importance for
both wild and agricultural plants as well as a cultural significance
(Ollerton, 2021, p. 40).
Bees are the dominant pollinators in most ecosystems, pollinating
more plant species than any other taxonomic group (Wardhaugh, 2015,
pp. 5–6). Bees are of highly variable sizes, tongue lengths, endothermic
abilities, social structures, and flower visiting patterns and behaviors
(Willmer, 2011, p. 379). They can be divided into the four broad groups
honey bees, bumblebees, solitary bees and cuckoo bees (Ollerton, 2021,
pp. 41–42). Bees are very special as flower visitors because they almost
uniquely use both nectar and pollen for themselves and their offspring.
Adults sup nectar and eat some pollen, and the larvae eat large quan-
tities of both pollen and nectar (converted into honey) (Willmer, 2011,
p. 378). A bee collects pollen by shivering or rubbing its hairy body
against the anthers and by the subsequent grooming to remove the
pollen (Walker, 2020, p. 91). Pollen grains are then picked up on its
hairy body, in its crop, or it may have pollen baskets on its abdomen
or legs (see figure 4.1a) (Willmer, 2011, p. 378; Walker, 2020, p. 91).
Bees pump nectar through a tube (see figure 4.1b) and store it in a
tank in their crop (Walker, 2020, p. 91). Species vary hugely in their
effectiveness at transferring pollen between flowers. This ability de-
pends upon abundance, hairiness, behaviour, body size, and visitation
rate (Ollerton, 2021, p. 44). The number of visits made to flowers by
bees is much greater than for other taxa, the distances covered are
larger (Willmer, 2011, p. 378), and they can be active even on cold days
(Walker, 2020, p. 91).
Although wasps will visit flowers to drink nectar for their energy
needs, they are not collecting for their offspring because the majority
of wasps are carnivores or parasitic (Walker, 2020, p. 94; Ollerton, 2021,
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pp. 45–46). Only some flower-visiting wasps are pollinators such as
the pollen wasps with their hairy heads (Walker, 2020, p. 94). They
build an exception to the carnivores, providing nectar and pollen for
their larvae (Ollerton, 2021, p. 46). Wasp pollination is also found with
figs and in many species of orchids (Wardhaugh, 2015, p. 6; Aizen
et al., 2016, p. 161; Walker, 2020, p. 94).

(a) Bees gather and store pollen from
their bodies (image retrieved from
Walker, 2020, p. 91).

(b) A hymenoptera sucking nectar from
a longan tree blossom.

Figure 4.1: The Hymenoptera

4.1.2 Lepidoptera (Butterflies and moths)

Lepidoptera is the most diverse, species-rich pollinator group by a
large margin (see table 4.1). Globally, obout 141,604 (90% of the whole
order) species are known to visit flowers (Walker, 2020, p. 86; Ollerton,
2021, p. 36, 2017, p. 355). Butterflies and moths have sculpted scales
and hairs on the wings and other body parts. These scales are partly
responsible for the patterning and coloring of the wings, but they
are also where pollen sticks on the head and front end of the insects
while they are flower visiting. Lepidopterans sucking up nectar through
a long, coiled, and elastic proboscis (see figure 4.2a) (Willmer, 2011,
p. 322; Walker, 2020, p. 86). A small pump in their head is able to draw
the nectar out of the nectary. As the length of the tongue generally
varies in proportion to both the weight of the animal and its wingspan,
moths tend to have longer tongues than butterflies (see figure 4.2b).
The tip of the proboscis is covered with little spines that Lepidoperans
can use to scrape the plant tissue to release sap and other fluids
(Walker, 2020, p. 86). Butterflies and moths are often rather dismissed
as pollinators because they carry less pollen than bees, visit flowers
less frequently, and forage only for themselves rather than for a nest
that they are provisioning. However, butterflies can be as effective as
bees at pollinating flowers and may move greater distances between
flowers, so reducing the chance of self-pollination of the respective
plant (Ollerton, 2021, pp. 36–37). Butterflies are diurnal with good
color vision at wavelengths of 300–700 nm and in the ultraviolet range,
while moths are nocturnal with excellent olfactory senses (Wardhaugh,
2015, p. 5; Walker, 2020, p. 87).
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(a) A day-flying hawkmoth with its
long proboscis that can easily reach
into penstemon flowers (image re-
trieved from Walker, 2020, p. 87).

(b) The "black-veined white" Aporia
Crataegi, sitting on red clover.

Figure 4.2: The Lepidoptera

4.1.3 Diptera (True flies)

The Diptera order are the true flies, encompassing biting midges, fun-
gus gnats, hoverflies, fruit flies, blowflies, and house flies (Walker, 2020,
p. 94). According Walker, there are reckoned to be 155,477 species of
flies worldwide, of which 55,000 (35%) visit flowers. Ollerton, 2021,
p. 48 comes to a similar conclusion with about 33%. Flies can be ef-
ficient pollinators of both wild and crop plants (Aizen et al., 2016,
p. 161), being important for agricultural and natural ecological sys-
tems (Ollerton, 2021, p. 48). Furthermore, Wardhaugh, 2015, p. 4 thinks
that Diptera may be commonly overlooked in pollination studies and
supposes that the number of Diptera visiting flowers is considerably
larger than the current records suggest, and their importance to polli-
nation is supposed to be greater. Flies visit flowers for a wide range
of reasons. Most flies require nectar to fuel their flight while others
also need to consume the proteins in pollen to complete egg produc-
tion. Some flowers provide a lure that will bring prey into range for
predatory flies (Ollerton, 2021, p. 49). The mouthparts of flies are
suctorial, either piercing and sucking or merely sucking and lapping.
Moderate amounts of pollen can be carried on their bodies (Willmer,
2011, p. 304) (see figure 4.3a). Flies are characterized by just one pair
of wings and good visual skills (Willmer, 2011, p. 304; Walker, 2020,
p. 94), often being very strong and agile fliers, able to take off and
land in any direction and often to hover. In contrast to their flying
abilities, many of the Dipteras do not move larger distances between
plants than one meter, reducing their value for effecting cross-pollen
movements. However, a few taxa are more inclined to undertake long
range pollen travel (Willmer, 2011, p. 304). Pollen-feeders include the
hoverflies (Syrphidae) (Wardhaugh, 2015, p. 4). The Syrphidae is con-
sidered an interesting pollinator family of Diptera, because they often
mimic bees and wasps in their coloration and hairiness (see figure
4.3b), probably to protect themselves from predators (Ollerton, 2021,
p. 48). Due to this similarity to bees and wasps, the Syrphidae represent
a challenging family when it comes to automatic recognition using
artificial intelligence.
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(a) The "Larger Spotty-eyed Drone Fly"
(Eristalinus aeneus), storing pollen
of the "grass-leaved goldenrod" on
its body (image retrieved from
inaturalist . org, ingridaltmann,
observation 106081586).

(b) The Syrphidae is an interesting polli-
nator family of Diptera as it mim-
ics bees and wasps in their ap-
pearance (image retrieved from
inaturalist.org, Jason Hill, obser-
vation 34129005).

Figure 4.3: The Diptera

4.1.4 Coleoptera (Beetles)

Coleoptera is by far the largest and diverse order of insects (Willmer,
2011, p. 288; Aizen et al., 2016, p. 163), and about 77,300 of 386,500

beetle species are thought to be active flower visitors, many of these
being pollinators (Walker, 2020, p. 89; Ollerton, 2021, p. 39). Like the
Diptera order, Coleopteras are also understudied (Willmer, 2011, p. 288;
Wardhaugh, 2015, p. 2; Aizen et al., 2016, p. 163; Walker, 2020, p. 89).
According to Ollerton, 2021, p. 39, the effectiveness of beetles as polli-
nators is still poorly understood, with only few published studies of
their ability to pick up and transfer pollen. Although 386,500 beetle
species have been named to date, the amount is increasing daily and
with it the probability of many more pollinating beetles (Wardhaugh,
2015, p. 4; Walker, 2020, p. 89). Beetles have a protectively hardened
elytra formed by the forewings and are considered strong flyers and
climbers. They can easily alight on flowers and are rarely deterred by
other predators or parasitoids. They have essential chewing mouth-
parts, therefore being rather destructive as feeders, many of the larger
species consuming whole flowers, including the petals and the ovule
tissues (Walker, 2020, p. 89). Some beetles also like to use flowers as
sites for mating and commonly defecate there too. Nevertheless, quite
a number of beetle types are indeed pollinators, dispersing moderate
amounts of pollen reasonably well and moving several meters between
flowers (Walker, 2020, p. 89; Ollerton, 2021, p. 39). The better pollinat-
ing beetles have hairy bodies, pollen brushes or pollen spoons making
them effective pollen carriers. Others have specializations to gather
nectar such as an elongate rostrum (Willmer, 2011, p. 289). Some bee-
tles have a very good sense of smell and some can see color at close
range (Walker, 2020, p. 89). There are several groups of beetles con-
sidered efficient pollinators, such as soldier beetles (Cantharidae) (see
figure 4.4a), longhorn beetles (Cerambycidae), Cetonia beetles (Willmer,
2011, pp. 288, 294), or several species in the tropics (Wardhaugh, 2015,
p. 2), the majority of flower visiting beetles, however, sit passively in
flowers for long periods, being highly protected by the elytra.

inaturalist.org
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Thus, they move only small amounts of pollen between few flowers.
Many are also indisputably destructive and may damage or completely
devour flowers (see figure 4.4b). Flowers visited by beetles are mostly
also visited by at least one other pollinator (Willmer, 2011, pp. 294–
295).

(a) A margined soldier beetle (Chauli-
ognathus marginatus) feeding on a
black willow tree bloom, appearing
to be eating pollen (image retrieved
from inaturalist . org, oz4caster,
observation 5842065).

(b) Many beetles can act as pollina-
tors, but they also often damage or
eat flowers (image retrieved from
Walker, 2020, p. 83).

Figure 4.4: The Coleoptera

4.1.5 Hemiptera (True Bugs)

Only a very small proportion of the 103,590 described Hemiptera
species are thought to visit flowers (see table 4.1). Some Hemipteras
are herbivores that visit flowers to eat them (see figure 4.5a). They
can cause considerable damage to these flowers and in extreme cases
prevent seed set entirely (Ollerton, 2021, p. 50). Some other Hemipteras
are predators that may utilise flowers for hunting invertebrate prey
(Wardhaugh, 2015, p. 8). The only clear report on pollinating hemipteran
bugs are some flower bugs on the Macaranga tanarius plants in Okinawa
as was observed by Ishida et al., 2009 (see figure 4.5b).

(a) Several (Macrotylus dorsalis) bugs
on coastal tidytips (image retrieved
from inaturalist . org, selwynq,
observation 110463084).

(b) The only observation of a pol-
linating Hemiptera, observed on
Macaranga tanarius plants (image
retrieved from Ishida et al., 2009,
p. 41).

Figure 4.5: The Hemiptera
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4.1.6 Hymenoptera Formicidae (Ants)

Ants are well known for their highly complex societies and their
workers, being extremely abundant in nearly all habitats and their
biomass probably equaling that of humans according to Willmer,
2011, p. 298. Ants are frequent flower visitors but relatively rare as
pollinators (Ollerton, 2021, p. 47). There are many reasons for ants
not taking a big role in pollination. Ants are small and generally
wingless, making them too immobile to be good pollinators (Willmer,
2011, p. 298; Walker, 2020, p. 92). Many plants treat ants as a threat
and have evolved various physical and chemical defences to keep
ants away from their flowers (Wardhaugh, 2015, p. 6; Walker, 2020,
p. 92). Pollen rarely sticks to ants because of their shiny and hairless
body surface. They are tidy and clean off any pollen dusted on them.
Moreover, ants often produce antibiotics to protect themselves and
their nests that are damaging to pollen longevity and fertility (Willmer,
2011, p. 298; Walker, 2020, p. 93). However, ant pollination is still
found in several regions (Willmer, 2011, pp. 299–301). Some ants can
pollinate plants that carry their flowers at ground level (e.g. nailwort
(Paronychia argentea), see figure 4.6a), and others are found to act as
pollinators for orchids, transferring pollen quickly in one swift visit
from flower to flower (Walker, 2020, p. 93). According to Willmer,
2011, p. 299, for some specific plants, ant species such as Pheidole,
Plagiolepis and Crematogaster can be the most effective pollinators (see
figure 4.6b). Furthermore, there may be a contribution of ants to more
generalist pollination systems, being more widespread than realized
and deserving greater attention according to Ollerton, 2021, p. 48.

(a) The nailwort blooms at ground level
and can be pollinated by ants (im-
age retrieved from Walker, 2020,
p. 93).

(b) The ant of the genus Crematogaster
can act as a true pollinator accord-
ing to Willmer, 2011, p. 299 (image
retrieved from inaturalist . org,
Alexandre H. Leitão, observation
109687361).

Figure 4.6: The Hymenoptera Formicidae

4.1.7 Orthoptera (Grasshoppers and crickets)

Most orthopterans are chewing herbivores, and many species feed on
flowers (Micheneau et al., 2010, p. 361; Wardhaugh, 2015, p. 7). They
visit flowers (see figure 4.7a) and consume them but are not consid-
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ered to be capable of regular pollination. Although orthopterans have
been recorded occasionally carrying pollen after having consumed
it (Micheneau et al., 2010, p. 361), only one species of the orthopteras
is confirmed as a pollinator (Ollerton, 2021, p. 35). It is a species of
a raspy cricket (see figure 4.7b) that has been found to be the sole
pollinator of the orchid Angraecum cadetii on Reunion Island in the
Indian Ocean (Micheneau et al., 2010, p. 355).

(a) The great green bush-cricket (Tet-
tigonia viridissima) is a frequent
flower visitor (image retrieved from
inaturalist . org, fredericnantes,
observation 110286862).

(b) According to the observation
of Micheneau et al., 2010, the
cricket (Glomeremus) is a true
pollinator (image retrieved from
inaturalist.org, magrietb, obser-
vation 23594846).

Figure 4.7: The Orthoptera

4.1.8 Araneae (Spiders)

Spiders (Araneae) are almost exclusively carnivorous, though some
will feed on pollen that is trapped in their webs and on extrafloral
nectar produced by stems and leaves (Ollerton, 2021, p. 51). Spiders
which are found in flowers, however, are usually predators waiting for
a legitimate pollinator they can hijack (see figure 4.8a). Crab spiders
(Thomisidae) are the best-known example (Walker, 2020, pp. 69, 76;
Ollerton, 2021, p. 51). Many crab spider species can change color for
better camouflage, even being able to match the color of the flower in
which they are sitting (Wardhaugh, 2015, p. 10; Ollerton, 2021, p. 51)
(see figure 4.8b). Pollination by the crab spider is very unlikely but
the potential exists when they prey upon an insect and accidentally
remove pollen (Walker, 2020, p. 69). Spiders quickly leave areas, often
via ballooning (Wardhaugh, 2015, p. 10), and could possibly take
the pollen to another flower (Walker, 2020, p. 69). Regardless of the
possibilities, as of the state according to Ollerton, 2021, p. 51, no
specifically spider-adapted flowers have been found.
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(a) A crab spider (Thomisidae) with
its prey on a (Dichelostemma capita-
tum) flower (image retrieved from
inaturalist.org, Dave Manley, ob-
servation 110464638).

(b) Some flower visiting spiders cam-
ouflage when waiting for their prey
(image retrieved from inaturalist.

org, Christian Grenier, observation
91951035).

Figure 4.8: The Araneae

4.2 datasets

To use YOLOv5 sufficiently to classify the classes, there is the need of
a large and labeled image dataset. In this section, the main dataset P1

and several test datasets are presented.

4.2.1 Training dataset (P1)

In order for an AI to be able to distinguish and classify the eight dif-
ferent classes from each other and from the background, it must first
be trained using annotated images with the insects delimited by man-
ually placed bounding boxes. Moreover, an AI needs a large amount
of sample images per class. The more pictures per class are available,
the better the classification results (Christin et al., 2019, p. 1639; H. Li
et al., 2019, p. 1; Wäldchen et al., 2019, p. 100; Abeywardhana et al.,
2021, p. 2; Høye et al., 2021, p. 7; Malta et al., 2021, p. 1). However, it is
important to ensure class balance with each class having nearly equal
amounts of images to avoid bias in identification (Christin et al., 2019,
p. 1639). Online datasets or citizen science efforts can already give
access to a large and ever-growing amount of image data. However,
the dataset must first be carefully selected and prepared. Specifically,
taxonomists play a crucial role in the process of image annotation.
The whole data collection process is time-consuming and challenging
and has a big impact on the classification results (Arshad, 2021, p. 61;
Ketkar et al., 2021, p. 155).

4.2.1.1 Data selection

The image acquisition requires expert knowledge. The dataset was
curated by expert entomologists at the UFZ to ensure correct labeling
at order level of the insects.

inaturalist.org
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The dataset of this thesis was developed based on the information from
occurrence tables provided by the Global Biodiversity Information
Facility (GBIF) (gbif.org). The GBIF platform is a huge online scientific
database of species occurrences funded by the governments of the
world. They provide detailed metadata about each occurrence, includ-
ing URLs to images. The images are not stored on GBIF servers, but
on the servers provided by citizen science projects such as iNaturalist
(iNaturalist, 2022, inaturalist.org) and observation.org (Observa-
tion.org, 2022, observation.org), which cover most of the images that
GBIF refers to (GBIF.org, 2022, What is GBIF?). GBIF was used to retrieve
“research grade” observations of insect occurrences across Europe for
each taxonomic order. The datasets include only species occurrences
categorized as "research grade" (taxa identity agreed upon by several
users). However, this property depends on the provider of these oc-
currence, for example, iNaturalist have their own validation process
(taxa identity confirmed by at least two out of three users). Some of
these observations also include URLs to associated images, most of
the URLs being provided by iNaturalist, followed by Observation.org.
The metadata of these observations provide multiple fields which
allow filters for covering European species only, catching, as much as
possible, only adult insects and avoiding images of insects taken in
labs under microscopes. Furthermore, only images with permissible
licenses were downloaded using the provided URLs. Finally, all the
images of the eight classes were checked and annotated manually by
the entomologists.

The availability of insect images varies when going deeper in the
taxa as the contributors are biased towards charismatic classes. There
are, for example, over ten million observations of butterflies and moths
(Lepidoptera) available at iNaturalist but less than 3.2 million observa-
tions of spiders (Araneae). Furthermore, some insects are limited due
to endemicity and rareness. Nevertheless, a nearly equal image count
of all classes of the datasets was tried to be achieved (see table 4.2).
The intention was to work with these eight classes while ensuring an
equitable distribution of their species. This ensured that the data rep-
resents the complete morphological diversity of the orders expected
on flowers in Europe (pollinators and non-pollinators).

The complete P1 dataset comprises 17,709 insect images (images per
class mean = 2,213, range = 1,051 – 4,577) (see table 4.2). As the images
only contain annotations of the insect but not its location in the image,
bounding boxes were placed manually by the entomologists with the
VGG Image Annotator (VIA) software (Dutta et al., 2019).
Finally, the P1 dataset was divided into training, validation and testing.
The ratio was set to 7:2:1. So 70% of the dataset was used for training
the AI, hyperparameter tuning took up 20%, and the last 10% joined
the other test datasets needed to test the model.

gbif.org
inaturalist.org
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Table 4.2: P1 dataset

Class images

Bounding

boxes

Class id

Araneae 1,523 1,578 0

Coleoptera 2,336 2,560 1

Diptera 2,401 2,468 2

Hemiptera 1,711 2,247 3

Hymenoptera 2,461 2,543 4

Hymenoptera F. 1,051 3,368 5

Lepidoptera 4,577 4,749 6

Orthoptera 1,649 1,705 7

Total 17,709 21,218

4.2.1.2 Image challenges

Object detection offers promising results when dealing with images
containing simple scenes, clear foreground objects, and calm back-
ground. However, in real world scenarios such as those portrayed in
the images of our dataset, this is often not the case.
Challenging environments refer to situations when the image or ob-
ject has irregular conditions or unconstrained environment, such as
lighting, weather conditions, object physical location, rotation and
scale changes, viewpoint, clutter, occlusion, shadow, blur, motion and
objects being merged with background information (Han et al., 2018,
p. 84; Zou et al., 2019, p. 2; Jaiswal et al., 2020, p. 122; Murthy et al.,
2020, p. 4). Imaging noise refers to low-resolution images, compression
noise as well as filter distortions.
Figure 4.9 illustrates the challenges and the variety of the P1 dataset.
The image quality of our composed dataset varies as some images
were captured with mobile phones and others by professional photog-
raphers with good equipment. Images can be of poor resolution or
might have the wrong focus while others are really sharp and clear
with the background blurred. Tracking insects in their actual habitat
environment includes cluttered scenes and varying lighting conditions.
Backgrounds can be really restless or can have similar color patterns
to those of the insect. Each image has different noise-levels, size, views
and zoom levels on the insects. Insects can have different poses and
angles in which they were looked upon, sometimes occupying a large
portion of the image area or being less visible in the background,
inside a flower or hiding behind an object. Moreover, insects can vary
in their appearance a lot because of their natural diversity. The dataset
includes insects of different life stages such as larvae images (which
are not included for training and testing to not confuse the model)
and dead insects such as museum specimens.
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Furthermore, there can be multiple insects clustered in one image,
and also multiple classes in images are possible. Therefore, classifying
these images can get extremely challenging and difficult. Leaving
such difficult images in the dataset and not removing them is still
crucial, since the AI will also be confronted with such images in the
future of the project (see chapter 8). Research is done to improve object
detection in challenging environments, and different pre-processing
techniques have been applied to improve image quality before the
actual detection step (Ahmed et al., 2021, p. 3).

Figure 4.9: Challenges and variety of the image quality and environments of
the P1 dataset.
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4.2.2 Test datasets

Three different test datasets were used for this study (see 4.3). A
portion of the dataset that has not yet been used for the training is
taken for testing. As already described above, 10% of the P1 dataset
has already been reserved for this purpose. As the training and test
images come from the same dataset, they show a certain similarity.
Good results are therefore expected for the P1 test dataset.

It is different when test images are used from a completely different
dataset. The second test dataset contains field observation images that
were taken by the UFZ from July 6th to 23rd last year in Halle (Saale)
and Leipzig in Germany. These are mostly time-lapse recordings
from a tripod of a specific flower over a few hours. The flower is
supported with a bamboo stick or something similar to counteract
the wind and ensure more stable, sharper recordings. However, the
background is mostly more restless than on the P1 dataset images and
the lighting can hardly be influenced, since the recordings are made
autonomously over several hours. Nevertheless, this test dataset is
extremely interesting. Beyond this thesis, field observation recordings
will also be taken in order to better determine the distribution of
pollinators in Europe. However, since the model was not trained with
field observation images, the prospects for strong results are very
limited.

The last test dataset is a collection of personal holiday photos from
across Germany, southern France and northern Thailand from 2021

and 2022. For the first time, there are images of other animals, such as a
caterpillar, a scorpion, and a salamander. Furthermore, the recordings
were mostly taken with a simple mobile phone and from an ordinary
citizen’s point of view. Thus, the images represent recordings, for
example, when using a mobile phone app to identify plants such as
"Flora Incognita" by Wäldchen et al., 2019). Mobile phone recordings
using such an app to identify insects are a citizen science approach
that is already in consideration for the project.

Table 4.3: Test datasets.

Test

dataset

Images Labels

Bounding

boxes

Classes

included

(class id)

P1 Test 1,770 1,770 2,302 0 - 7

Field observation 1,140 659 731 0 - 6

Holiday images 59 52 56 0 - 7 + more
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E X P E R I M E N TA L S E T U P

As steps one and two of our research approach (see fig 1.1) are already
done, this chapter focuses on the experimental setup that was used
to train YOLOv5. The application of YOLOv5 is addressed here and
explained with code.

5.1 pc setup

Table 5.1 shows the experimental setup for the research task. The
experiments were conducted on the “laboratory computer” (cluster) at
the Earth Observation Center (EOC) of the DLR in Munich. The PC runs
with a windows 64-bit operating system 10 Enterprise on a 3.80GHz
Intel® Xeon® W-2235 Central Processing Unit (CPU) with six total
cores and twelve threads. The processors feature Hyper-Threading
(HT) technology and Deep Learning Boost (Intel® DL Boost) with
a total of 64GB of Random Access Memory (RAM). The GPU is the
NVIDIA Quadro RTX 4000 with 8 GB GDDR6 memory and 2,304

CUDA® Cores. The programming language used is Python (version
3.8) on JetBrain’s Integrated Development Environment (IDE) PyCharm
(version 2021.2.4). YOLOv5 is implemented on the framework PyTorch
1.10.0. Compute Unified Device Architecture (CUDA) 10.2.89 is used
for the acceleration task.

Table 5.1: Experimental setup.

Operating system Windows 10 Enterprise 64-bit

CPU Intel® Xeon® W-2235

RAM 64 GB

GPU NVIDIA Quadro RTX 4000 8 GB

CUDA 10.2.89

Programming language Python 3.8

IDE PyCharm 2021.2.4

Framework TyTorch 1.10.0

Object Detection algorithm YOLOv5

5.2 yolov5 application

YOLOv5 is an open-source and can be downloaded from the authors
GitHub (https://github.com/ultralytics/yolov5) or cloned from
there to the IDE with the following command:

1 git clone https://github.com/ultralytics/yolov5.git

53

https://github.com/ultralytics/yolov5


54 experimental setup

The different models (section 3.1) do not have to be downloaded
separately as they will be automatically downloaded when mentioned
in code. After entering the repository root with

1 cd yolov5

and installing the required packages with

1 pip install -r requirements.txt

YOLOv5 is operational. Running YOLOv5 to train is basically simple
as only one line of command is needed:

1 python train.py

This command starts training with default parameters. This means
it uses the model YOLOv5s to train 300 epochs on the COCO dataset
with a batch size of 16, an image size of 640 and classes defined by
the COCO dataset. As we wanted to train our own custom dataset, we
were forced to write code by ourselves.

5.2.1 Code: "Annotation Convertor"

As already mentioned in section 3.1, YOLOv5 needs s certain anno-
tation format for the training images. An annotation convertor script
was written specifically for this task (see code B.1). Images of all
classes are placed in a folder with the name “images”, whereas all
labels will be placed in a “label” folder as needed by YOLOv5 (code
lines 16-22). The script scans the annotation format of the images that
the partners of the Helmholtz institute sent and transfers them to the
YOLO format. In addition, the correct class-IDs are overwritten in the
label file according to its corresponding taxonomic class (code lines
24-77).

5.2.2 Code: "Dataset splitter"

Another python file (see code B.2) was created to split the dataset into
training, validation, and testing as explained in section 4.2.1.1. The
code creates the new folders train, val and test as well as its subfolders
images and labels (code lines 8-25). It then shuffles the images of the
dataset randomly and allocates them with a ratio of 7:2:1 to the newly
created folders respectively (code lines 30-87). If there are residual
images from the mathematical division, they will get deleted (code
lines 89-93).

5.2.3 Code: "Train"

As we want to train our own custom dataset and adjust it to our PC
setup, we have written another Python script (see code B.3) that gives
us more freedom in choosing the parameters for the training and
passes them on to the official YOLOv5 training script. In code lines
4-7, some of the most important hyperparameters can be defined. To
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initialize training, pretrained weights1 of YOLOv5 are used.
To prepare YOLOv5 for custom training datasets, a configuration file
(code line 9) is needed with information about the directories of the
training and validation dataset as well as the number and name of the
classes (see code B.3). All the mentioned information is then passed
over to code line 11 where the actual training command is performed.
When the training is finished, statistics and graphs are saved as well
as the best weights of our own custom model.

5.2.4 Code: "Detect"

When the model has finished training, it is tested with a test dataset.
In code lines 9 to 16, various specifications must be given with which
YOLO is now able to detect (see code B.4). Here, for example, a
confidence threshold is determined (line 9) and the dataset to be
tested is defined (line 14). Lines 19-26 and 32-33 refer to the folders in
Windows for a better structure and overview. The selected parameters
are summarized in the command line (lines 29-30) and passed to
YOLOv5’s code "detect.py" for detection. The output of the code is a
list of predictions by the classifier in the yolo annotation format.

5.2.5 Code: "Evaluate"

Since we now have the correct labels (ground truth) as well as the
predictions, we can compare both in the following code B.5 to evaluate
our model. Various accuracy parameters are used to calculate the
accuracy of our classifier. In the first step, all label files are scanned,
and the information of the bounding boxes and the classes is read out
(code lines 28-79). Before the accuracy parameters can be calculated,
the bounding boxes of the ground truth labels must be assigned
to the predictions (code lines 81-107). This is especially important
regarding images with multiple insects. For this purpose, the IoU’s
of the bounding boxes are compared. The highest IoU is taken as an
indication that the bounding boxes are of the same insect. In lines
119 to 143, associated classes are matched with the variable "y_true"
and "y_pred". These two variables are now used to calculate the
accuracy parameters. Different tools such as "sklearn", "seaborn" and
"matplotlib" are imported (code lines 1-12) and used (code lines 134-
186) for the calculation. The settings for the confusion matrix take
up the majority (lines 152-183). The values of the different accuracy
parameters and a confusion matrix are the output of the code.

1 Neural networks consist of neurons and their interconnection. During the learning
process, the weights of the connections change, which later determine how the
connected neurons respond to learned patterns. At the end of training, the weights
are optimized and the best weights are generated (S.-C. Wang, 2003, pp. 81–83).
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R E S U LT S

After the preprocessing steps, using the "Annotation Convertor" and
the "Dataset Splitter", the dataset is ready for training and testing. For
this the Python scripts "Train", "Detect" and "Evaluate" are used. The
results are shown in this chapter.
The path to a satisfactory model for classifying such a challenging
dataset is not easy and is iterative among other things. Different
approaches and ideas were tried to develop the best possible classifier
for our task. The different approaches and discoveries gained are
presented first, followed by the final model and its results in the
second part of this chapter.

6.1 early approaches and discoveries

At the beginning of the master thesis, YOLOv5 had to be adapted
to our system (see previous chapter) and installed. For this step, the
dataset Arthropod Taxonomy Orders (ArTaxOr) (Drange, 2020) was
taken. The dataset is open source and contains over 15,000 already an-
notated images of insect classes. On the one hand, the dataset helped
to adapt YOLOv5 to our system before a final own dataset was ready.
On the other hand, first insights could be gained: a detection of insect
classes as a first step towards detection of pollinators seemed to be
a good first approach. However, the images of the ArTaxOr dataset
contained rather "perfect" images of the individual insects, therefore
images in which the complete insect is in the foreground of the image
and is in focus, while the background is mostly blurred. Since in the
future of the project we also want to detect images from camera traps
as well as cell phone images taken by citizens (and these images can
look quite different from the ones from the ArTaxOr dataset), it quickly
became clear that we would need a more sophisticated dataset and,
above all, one that was realistic and specific to our use case. Com-
piling our own dataset proved to be extremely complex, challenging,
and time and labor intensive. Most of the time was spent manually
annotating and setting the bounding boxes, as the internet images
used to build the dataset were only available with descriptions but
no bounding boxes. To simplify this work, we developed the Insect
Detector (ID). This detector, as a result of firstly completed trainings
with the ArTaxOr dataset, aimed to detect insects in images and to
annotate them with bounding boxes. This allowed us to automate
some of the preprocessing of the dataset and promised a decisive time
advantage for our project partners from the UFZ.
Table 6.1 shows three of the experiments performed with the ID. In the
first two experiments, we first trained with images from the ArTaxOr

dataset. For this, the small and fast model YOLOv5s with an image
size of 640 pixel was chosen and 50 epochs were trained. Subsequently,
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Table 6.1: Experiments on an "Insect Detector" (model YOLOv5s, 50 epochs
and image size 640).

Exp.
Dataset

(Train &
val.)

Training

time

(hrs.)

Test

dataset

Overall

accuracy

F1-score

1 - ID ArTaxOr 5,7 ArTaxOr 0.8710 0.9310

2 - ID ArTaxOr 5,7 P1 Beta 0.8406 0.9134

3 - ID P1 Beta 2,5 P1 Beta 0.8880 0.9407

the resulting weights were used to test the ArTaxOr dataset in the first
experiment. With an overall accuracy of about 87% and an F1-score
of about 93%, the results were very convincing. This early ID already
helped enormously in compiling the dataset created by the UFZ. When
a beta dataset (P1 Beta, 7 classes: Araneae, Diptera, Hemiptera, Hy-
menoptera, Hymenoptera F., Lepidoptera, Orthoptera) was ready, it was
tested in the second experiment with the weights of the ArTaxOr train-
ing. The somewhat weaker results show proved that, as suspected,
the datasets are very different from each other, causing difficulties in
classification. In the third experiment, a portion of the P1 Beta dataset
was used for training and another portion was subsequently used for
testing. Since the training and test images here came from the same
dataset, the results were better again.

The visual results in figure 6.1 revealed further insights. While the
insects were recognized in most of the images, they were sometimes
not completely recognized with limbs, antennae, etc.. This could be
due to the fact that insects are incredibly versatile in shape and ap-
pearance and not every insect has small thin limbs or antennae. Here,
the mean IoU could be an indication that while the insect was mostly
recognized, the bounding box was not perfectly placed. It is extremely
difficult for the model to learn and classify all insects as one class.
As the AI did not learn different insect orders such as spiders, the
top middle image shows that it rather identified just one insect in it -
otherwise it probably might have recognized both spiders. Neverthe-
less, all in all, the results were really promising, and the ID helped by
completing the P1 dataset.

Meanwhile, we tried to initiate the Order Classification (OC), using
the P1 Beta dataset. The experiments performed are shown in table
6.2 and provide information on which YOLOv5 model and which
hyperparameters we consider most suitable for our final classifier as
well as possible for our hardware.

The experiments differ primarily in the choice of the model and thus
the pretrained weights. Experiments four, five, and six were performed
to choose between the models s, m, and l. While the s-model was still
possible with a batch size of 32, due to the hardware, we had to go
down to a batch size of 16 for the m-model and even to eight for the
l-model. The higher the model, the longer the training and the better
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Figure 6.1: Visual results of an early ID.

Table 6.2: Experiments on an early order classification on the P1 Beta dataset
to determine the model and amount of epochs.

Exp. Model

Image

size

Epochs

Batch

size

Training

time

(hrs.)

Overall

accuracy

Kappa κ

4 - OC s 640 50 32 3 0.7517 0.7117

5 - OC m 640 50 16 4 0.9107 0.7781

6 - OC l 640 50 8 6 0.8558 0.8299

7 - OC m6 1,280 50 4 15 0.9303 0.9171

8 - OC m6 1,280 100 4 31 0.9133 0.8970

9 - OC m6 1,280 200 4 62 0.9593 0.9514
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the accuracy. We preferred the m-model since it got an improvement
in overall accuracy and kappa score of approximately 6% compared
to the s-model, it could still work with a batch size of 16, and it only
needed to train for one hour longer. We found the l-model too large for
our hardware for too little a boost of accuracy. Since we had already
chosen the m-model, experiment seven was intended to determine the
gain of the P6 models with the higher image size. The comparison of
the results of experiment five and seven shows that the P6 model with
the increased image size accounts for an advantage of the metrics of
about another 12% and now brought accuracies to over 90%. However,
the training time took quite a bit longer and the batch size had to be
reduced to four. We decided to use the m6 model nonetheless because
the highest accuracy possible with our hardware was most important
to us at this early stage of the project. In experiments eight and nine,
the number of epochs required was to be determined. Regarding
experiment eight, we increased the number of epochs to 100 and in
experiment nine, we increased the number of epochs to 200. Looking
at the accuracy results, we can see that the 200 epoch experiment
achieves the best results. Far more detail on the epochs and its effects
can be obtained by looking at the three different types of losses: box
loss, objectivity loss, and classification loss (see figure 6.2).

Figure 6.2: Plots of box loss, objectness loss, and classification loss over the
training epochs. The red line indicates the lowest value of each
loss. The green line shows the best epoch calculated by YOLOv5.

Box loss tells us how well the center of an object can be located
and how well the predicted bounding box covers an object. Objectness
is an indicator of the probability that an object exists in a proposed
region of interest. When objectivity is high, it means that the image
window is likely to contain an object. Classification loss provides
information about how well the algorithm can predict the correct class
of a given object (Kasper-Eulaers et al., 2021, p. 5). All three losses
of the validation data decreased rapidly before reaching a minimum
plateau after 169 epochs for box loss, 103 epochs for objectness less,
and at 200 epochs for classification loss (highlighted in red). Since the
best weights are somewhere between 103 and 200 epochs, we decided
to use value 200 for the hyperparameter Epochs. The selection of the
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best weights works automatically with YOLOv5. YOLOv5 determines
the best weights by the following formula.

weighted mAP = max
i∈[n]

f (0.1 × mAP[0.5]
v
i
al + 0.9 × mAP[0.5:0.95]

v
i
al ) (6.1)

The weighted mAP is calculated per epoch and the epoch with the
best value is then considered to have the best weights. According to
the calculation in our case, the best epoch is the 198th (highlighted
in green color in figure 6.2). The visual improvement when using 200

epochs compared to 100 epochs can be seen in Figure 6.3.

Figure 6.3: Visual results of early order classification to determine the amount
of epochs.

We now wanted to use the discoveries to further improve the ID.
In experiment ten, we therefore trained the P1 Beta dataset with the
YOLOv5m6 weights to detect insects for 200 epochs. Table 6.3 shows
that the results looked promising, with an improvement in overall
accuracy of more than 5%. However, compared to the order detector
(experiment nine), it was worse. This brought the crucial realization
that from now on it would no longer make sense to use the ID to help
annotate a new dataset but simply the Order Detector. This is due
to the fact that insects are incredibly different in appearance from
one another. Artificial intelligence learns a class based on similarities.
Therefore, it is more difficult to find common features in the large
variety of insects than in the six insect orders and the insect family of
ants, which each have much more in common.

Table 6.3: Comparison of the early Insect Detector (ID) and the Order Detector
(Order Classification (OC)).

Exp. Dataset Model

Image

size

Epochs

Overall

accuracy

9 - OC P1 Beta m6 1,280 200 0.9593

10 - ID P1 Beta m6 1,280 200 0.9438

In a next step, we wanted to try to optimize the hyperparameters
to test the effects on our current model. The authors of YOLOv5

have written a code, "Hyperparameter Evolution" (docs.ultralytics.

docs.ultralytics.com/tutorials/hyperparameter-evolution
docs.ultralytics.com/tutorials/hyperparameter-evolution
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com/tutorials/hyperparameter-evolution), which allows this to be
done automatically. With this code, the model is trained over a certain
number of epochs. In addition, this training is repeated again over
a certain number of tuning iterations. During the respective tuning
iterations, the hyperparameters are changed and thus evaluated for
their best value over the entire run. The best hyperparameters are
finally stored in a file, which can then be used for further trainings.
This is shown in experiment eleven in table 6.4.

Table 6.4: Experiment on Hyperparameter Tuning on the P1 Beta dataset.
The training of the model for both the experiments was done with
m6 pretrained weights and 200 epochs and took about 62 hours.

Exp.
Epochs

for

tuning

Tuning

iterations

Tuning

time

Overall

accuracy

Kappa κ

9 - OC n/a n/a months 0.9593 0.9514

11 - OC 10 50 6 days 0.8516 0.8266

A ten-epoch-training was repeated 50 times to determine the best
hyperparameters. This had already taken more than six days. The re-
sults compared to experiment nine show that tuning for six days is far
from sufficient to successfully optimize hyperparameters. The default
hyperparameters of YOLOv5, which were used in experiment nine,
were already extremely good and were determined by the authors of
YOLOv5 over several months and with very strong hardware. Optimiz-
ing hyperparameters only makes sense if one deals intensively with
this topic and determines the optimal parameters through training
over several months. Since this exceeds the time frame of the master
thesis, the detailed tuning of hyperparameters was put on the agenda
of the project after the master thesis will be finished (see chapter 8).

6.2 the final model and testing

Through the experiments above, we have been able to decide on a
suitable model and applicable hyperparameters to take for the final
model that we want to train with the final P1 dataset and that we
introduced in 4.2.1. Table 6.5 shows the training of our final model.
For the final model, we have chosen those hyperparamters which
we have just determined in detail. All other hyperparameters such
as the initial learning rate, momentum, and weight decay are set to
the default values. All hyperparameter values for the final model are
shown in the appendix (table A.1). Adjustments made to the default
values are indicated by the color purple.

After training the P1 Dataset, we tested it with the three test datasets
described in 4.2.2. The results for each of the test datasets are shown
in table 6.6.

docs.ultralytics.com/tutorials/hyperparameter-evolution
docs.ultralytics.com/tutorials/hyperparameter-evolution
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Table 6.5: Training of the final P1 dataset.

Dataset Model

Image

size

Epochs

Batch

size

Training

time

(hrs.)

P1 m6 200 1,280 4 71

Table 6.6: Testing of the final model.

Test Dataset P1 Test

Field

observation

Holiday

Images

Confidence threshold 0.35 0.35 0.60

Overall accuracy 0.9100 0.4641 0.7903

Kappa κ 0.8955 0.2045 0.7525

MCC 0.8969 0.2496 0.7573

Precision (weighted) 0.9511 0.5124 0.8420

Recall (weighted) 0.9100 0.4641 0.7903

F1-score (weighted) 0.9294 0.3826 0.8007

Correct bounding boxes 2,132 of 2314 125 of 737 45 of 55

Mean overall IoU 0.8418 0.6673 0.7972

The confidence threshold is a value that the user can adjust before
testing. This threshold determines the confidence level at which the
classifier’s predictions are taken into account and included in the
evaluation. Accordingly, this also affects the results. If the confidence
threshold is set too high, e.g. 90%, only results when the classifier
is more than 90% confident will be considered. In such a case, there
are hardly any FPs and the precision reaches very high values. At the
same time, the recall decreases strongly because many ground truth
positives are not recognized by the high probability limit. Exactly
the opposite is the case if the confidence threshold is set too low
(e.g. 10%). In this case, an extremely large number of predictions
would be allowed. Thus, nearly all ground truth positives would get
detected but it would also result in a lot of misclassifications (FPs). The
precision would decrease whereas the recall would increase. Choosing
the appropriate threshold for each of the test datasets was determined
iteratively in figure 6.4.

Calculating the kappa score is key here as it considers all the possible
cases (TP, FP, TN, TP). The red dots in figure 6.4 show where the optimal
confidence threshold is located to obtain the highest possible kappa
score for each test dataset.
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Figure 6.4: Determination of the confidence threshold with the best kappa
score. Best location marked with a red dot.

6.2.1 P1 Test

The ten percent of the P1 dataset that was spared is now used for
the first test. Since the training and test images are from the same
dataset, these are the fairest and most significant results to evaluate
the model for accuracy. Table 6.6 shows that the overall accuracy has
a value of 0.91, which means that 91% of all 1,770 test images (TP +
FP + FN + TN) have been correctly detected (TP + TN). The precision
is a value that only considers images for which the classifier made
a prediction. The value 0.9511 indicates that 95.11% of all detections
(TP + FN) are correct (TP). Of all 2,314 ground truth bounding boxes,
2,132 (92.13%) were correctly identified. The mean IoU of all correctly
placed bounding boxes has a value of 0.84. An example of this value
is shown in figure 6.5 and can be considered a very good result.

Figure 6.5: Illustration of an IoU value of 0.84.
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The recall calculates how many ground truth positives (TP + FN)
were correctly detected (TP). The slightly smaller value of the recall of
91% in contrast to the precision of about 95% shows that the model
rather seems to have problems with the false negatives than with the
false positives. To compare the overall performance of the model on
the test dataset to another, the kappa score (0.8955) and MCC (0.8969)
are considered to be a good metric.
The results can also be represented in a confusion matrix (see figure
6.6).

Figure 6.6: Confusion matrix of the results on the P1 dataset.

The main diagonal of the true positives shows that all eight classes
have accuracies of at least 80%. Hemiptera (81.3%) and Coleoptera (84.8%)
show the greatest classification difficulties. The first column reveales
that some Hemipteras and Coleopteras that were not correctly classified
were not misclassified (FP) but simply not recognized in the images
(FN). This is similar for ants. Of them, 458 of 509 (90%) were correctly
recognized. 49 of the incorrectly recognized 51 ants could not be de-
tected in the images.
The area around the diagonal shows that hardly any misclassifications
occur between the classes (FP). This confirms the suspicion already
suggested by the recall and precision that the model has more prob-
lems with the false negatives than the false positives.
All other five classes, Araneae, Diptera, Hymenoptera, Lepidoptera, and
Orthoptera have accuracies above 94%. The butterflies and moths were
detected best. 455 of the 465 Lepidoptera (97.8%) were correctly classi-
fied.
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In addition to the statistical results, visual results are now shown.
Figure 6.7 shows how the model responds to images of insects visiting
flowers. This is particularly interesting because it explicitly addresses
the differentiation of flower visitors and pollinators at the pollination
site itself, the flower.

Figure 6.7: Visual results on the P1 test images.

Figure 6.8, on the other hand, explicitly addresses the challenging
images introduced in section 4.2.1.2, figure 4.9. Surprisingly and to
our great satisfaction, almost all of these difficult images could be
correctly classified here.
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Figure 6.8: Visual results on the challenging images introduced in section
4.2.1.2.

6.2.2 Field observation

The second dataset contains the field observation images. It is impor-
tant to mention here that about half of the field observation images are
background images and do not contain insects. The reason for this is
that these are time-lapse recordings over several hours, and therefore
it would not be representative to show only images with insects to the
model.
46.41% of the 1,140 images could be correctly classified. There is a big
difference in overall accuracy (0.4641) compared to the kappa score
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(0.2045) and MCC (0.2496). Of the images where insects are present, 125

out of 737 insects were correctly classified. The 125 placed bounding
boxes have an averaged IoU of about 0.67, a value that is illustrated in
figure 6.9.

Figure 6.9: Illustration of an IoU value of 0.67.

The value is slightly worse compared to the P1 test dataset. However,
the example in figure 6.9 shows that the value is still good, especially
when the insects are smaller in the background. The low values of
recall and precision are indicators that there are several misclassifi-
cations (FP) and even more unrecognized insects (FN). The same is
evident in the confusion matrix (figure 6.10).

Figure 6.10: Confusion matrix of the results on the field observation dataset.
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There are 737 insects in the 1,140 images, of which 125 were correctly
identified. The confusion matrix shows that out of 612 insects that
were not correctly identified, 505 were not identified at all (FN) and
107 were misclassified (FP). When looking at the individual classes, it
is noticeable that Diptera, Hymenoptera and Lepidoptera were recognized
most frequently (accuracies above 20%) while the other classes have
accuracies below 10%. Figure 6.11 shows the visual results.

Two images of the same recording scene are shown. Each image
shows at least one insect. Sometimes an insect is so hard to recognize
that it is only noticeable when one looks at two pictures of a scene in
direct comparison and pays attention to differences. However, the AI

does not have this advantage. The visual results show that it is almost
impossible for the classifier to identify insects that are small and out
of focus in the background. In the 1,140 test images, it is rather rare to
have an insect on the flower and in focus.

6.2.3 Holiday images

The testing of this test dataset should provide information about how
our model copes with private images of the point of view of a citizen.
The overall accuracy is with a value of 0.7903 much higher than the
field observation test dataset. The same applies to the kappa score and
MCC. The Precision (0.8420) is higher than the Recall (0.7903). This is
due to the increased confidence threshold of 0.6 and produce less false
positives but also more false negatives. Of the 55 bounding boxes, 45

were correctly detected (81.82%). These 45 boxes have a mean IoU of
about 0.8 (example of this value is shown in figure 6.12).

The main diagonal of true positives of the confusion matrix in figure
6.13 shows that most insects were well recognized.

The Araneaes, Coleopteras, Hemipteras, and Lepidopteras were all cor-
rectly identified by the classifier. Misclassifications between classes
(FP) occured only six times. No insect could be identified in four insect
images (see column 1, FN). There are seven images in which insects are
depicted that do not belong to the eight classes. These seven images
are the background images (top-left cell). In three of the seven back-
ground images, insects were identified that are not actually insects.
Some visual results of the holiday images are shown in figure 6.14.

While the dragonfly, larva, and salamander were correctly unclassi-
fied, the scorpion was classified as a spider. The other result images
could be classified very well.
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Figure 6.11: Visual results on the field observation images.



6.2 the final model and testing 71

Figure 6.12: Illustration of an IoU value of 0.80.

Figure 6.13: Confusion matrix of the results on the holiday images.
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Figure 6.14: Visual results of the holiday images.
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D I S C U S S I O N

After presenting the results, they are now to be interpreted and evalu-
ated. As in the previous chapter, each test dataset will be looked at
individually.

7.1 p1 test

Since the training and test images at hand are from the same dataset,
these are the fairest and most significant results to evaluate the model.
The results are excellent. 91.00% of all 1,770 test images were correctly
classified. Of the 2,314 bounding boxes set by the experts, 2,132 were
matched by the classifier (92.13%).
Looking at the individual classes, the five classes Araneae, Diptera,
Hymenoptera, Lepidoptera, and Orthoptera all have accuracies above 94%.
This is particularly encouraging since three of the four pollinator
classes could be classified so well. This also means that these classes
seem to be very well distinguished from each other by visual and
external characteristics although, as mentioned before, each class has
up to 300,000 different species.
The class Lepidoptera could be recognized best. The butterflies and
moths have a distinctive appearance that does not really resemble any
other of the classes. This is at least visible to the human eye. However,
it could also be easy for the AI to learn the class because the butterflies
and moths, for example, take up a large area of the bounding box.
In contrast, the spiders also take a large bounding box because of their
legs, but in their case it is characteristic that there is not so much area
taken up except for the body, which is usually in the middle of the
bounding box.
Particularly remarkable are the results of the true flies and the bees.
From a human point of view and without the knowledge of an ento-
mologist, one might think that it would be very difficult to distinguish
these two classes. Thus it is all the more surprising how well the AI

was able to learn these classes. This also shows that it makes a big
difference by which features a human or an AI identifies a class or, in
this case, an insect. While a human may recognize the spider by its
eight legs and its fast gait and its webs, the AI does so by completely
different features. The AI does not have access to moving images but
must access features and properties of images alone and recognize
similarities. These could be, for example, the area of the insect in the
bounding box, the positioning and size of the bounding box in the
image, or the brightness and coloring of the insect. Color transitions
and shading can probably help to separate the insect from the back-
ground.
The Coleoptera class is the most difficult of the pollinator classes for
our classifier to identify. In addition to Coleoptera, the classes Hemiptera
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and Hymenoptera Formicidae show classification difficulties. These three
classes are the true bugs, beetles, and ants, thus being small, non-flying
insects, which are often present in greater numbers in the images and
are often small in the background of an image. This is seen as an
indication of the classification difficulty.
On the one hand, this assumption is supported by the low recall but
even more by the leftmost column of the confusion matrix ("Back-
ground FN"). Here it becomes clear that most of the not correctly
recognized bugs, true bugs, and ants (FP + FN) were not recognized
at all in the images (FN). So, they were not misclassified (FP) but not
recognized at all or could not be distinguished from the background
(FN).
There were hardly any misclassifications (FP) between the individual
classes. This is particularly valuable and gives hope for good results
for the future of the project when insects or especially pollinators are
to be recognized even more specifically in their taxonomy.
The visual results of the P1 test dataset are also excellent. In particu-
lar, the test images of insects on flowers as seen in figure 6.7 clearly
demonstrate the success of the model with respect to the research task
of monitoring plant pollinator interactions.
How the classifier copes with the challenging images (figure 6.8) is
illustrated by the strength of the model even when difficult environ-
ments and backgrounds occur. As three of the images show, the model
is not error-free though. For example, in the top left image, the small
beetle was misinterpreted as Lepidoptera, the butterfly in the middle
right image could not be recognized, and the spider was not recog-
nized in the bottom right image.
However, this is criticism on a high level. All other results clearly show
what the classifier can achieve in these difficult images. For example,
it should be pointed out that the classifier correctly did not assign
the larva to any class, as we did not train the AI to do that. Especially
astonishing and impressive is the fact that in the left middle image,
the Diptera was recognized, but the reflection which was projected
through the water surface was correctly ignored. In addition, there
are two images with insects that can hardly be distinguished from the
background by their color (top right, bottom left), but which could still
be correctly identified. Also, images with several insects in the image
or on top of each other do not seem to cause any major problems.
These discoveries are particularly valuable as the classifier will also
be confronted with difficult images in the future of the project, be it
field observation images or private images of citizens with simple cell
phone cameras.

7.2 field observation

Completely different expectations and intentions were placed on the
field observation dataset since the images here are completely different
from the training images, as already explained in detail in section
4.2.2. We still wanted to run the model with this dataset, not with
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the intention to evaluate the model but rather to test what is already
possible with the model and how it reacts to field observation images.
We hoped that this would provide us with valuable information that
might be crucial for the future of the project after the master thesis,
because field observation recordings will also be taken in order to
better determine the distribution of pollinators in Europe.
Insects on field observations are flying around rather than posing in
the center and foreground of the recordings at most times. Mostly they
are blurry insects in the background, hard to identify even for humans
as the background is usually cluttered and noisy and the lighting also
affects the scene. The results reflect these challenges.
The results show that there is a big difference in overall accuracy com-
pared to the kappa score, MCC (0.2496), and the amount of correctly
placed bounding boxes. This is because the overall accuracy gives
more weight to the background images in the calculation than the
kappa score or the MCC. This strongly suggests that the background
images were mostly correctly recognized and consequently no bound-
ing box was placed.
The slightly worse IoU value compared to the P1 test dataset can be
explained by the fact that the insects in the field observation images
are mostly small in the background of the image and the insect as
well as the exact outline of the insect are therefore more difficult to
recognize for the AI.
When looking at the individual classes, it is also noticeable that the
insects that can fly (Diptera, Hymenoptera and Lepidoptera) were rec-
ognized most frequently (accuracies above 20%) while all non-flyers
have accuracies below 10%. This is likely due to the fact that field ob-
servations involve installing a camera on a tripod so that a particular
flower or mostly its blossom is in focus. Thus, most insects are rather
blurred small objects in the background of the picture and can be
recognized only with great difficulty. Some of them are recognized but
then sometimes misclassified (FP). The most common flower visitors
and also pollinators are flying insects, and most likely of the eight
classes, they appear sharp and in the foreground of the image.
Looking closely at the matrix when analyzing it, it can be seen that
out of the 111 spiders, not a single one was correctly identified. This is
a result of this huge discrepancy between the field observation images
and the training images. This is illustrated in figure 7.1.

While almost all spiders in the field observation images are barely
and extremely difficult to see, the spiders in the training dataset are
large and in focus. This example illustrates the difficulty of testing
external images that are very different from the training images. Even
though spiders are not pollinators, this information is valuable because
we can conclude to include field observation images in the training
dataset in the future to increase the chance of detecting smaller insects.
Another important aspect in the matrix is the issue of the misclassifi-
cations. Difficulties with the class Lepidoptera are evident. While 25.6%
were correctly recognized, an enormous number of misclassifications
occurred. In 64 cases one of the other insects was mislabeled as Lepi-
doptera. In addition, 24 Lepidopteras were detected in the background
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(a) Example of a field observation im-
age containing a spider.

(b) Example of a P1 dataset image con-
taining a spider.

Figure 7.1: Difference between the images of the P1 dataset and field obser-
vation dataset.

where no insect was present at all. There could be a major problem
with the class Lepidoptera, possibly concerning the features the model
has learned to recognize this particular class. If this is the case, this
would be a more profound problem at which one would have to look
again with regard to the training images, analyzing the problem more
closely. This point will therefore be put on the agenda of the project
after the completion of this thesis if this problem occurs again after
training field observation images.
There are also great difficulties in separating the class Diptera from the
class Hymenoptera. A total of 27 false positives occur here. While this
distinction was not a big problem in the P1 dataset, it is now in the
field observation images. This suggests that the model only recognizes
clear differences between the two classes when the insects are more
clearly visible and more precise features of the insect can be recog-
nized. Here, of course, the inclusion of such images in the training
dataset would also help as would the move towards a classification no
longer only at order level but deeper into the taxonomy of the insects,
maybe at family level.

7.3 holiday images

The testing of the private vacation pictures should provide information
about how our model behaves when confronted with pictures that
are similar to those that citizens take on vacation or in their free time,
possibly with their cell phone, and then load them into an app in
order to classify the picture. It is also interesting to see how insects
are classified that do not belong to our eight classes.
The evaluation should be judged with caution as the dataset contains
only 59 images and therefore might imply a relevance which does not
correlate with more realistic numbers that probably would show up
with a greater dataset.
The confusion matrix show that in three of the seven background
images, insects were identified that are not actually insects. These
could be insects that are similar to one of the eight existing classes and
thus were falsely detected. This also becomes clearer when looking
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at the visual results in figure 6.14. While the dragonfly, larva, and
salamander were correctly unclassified, the scorpion was classified as
a spider, probably because of the high external similarity.
With three false positives, there seem to be difficulties again regarding
the classes Diptera and Hymenoptera, a topic which should be taken up
again in any case.
Otherwise, the accuracy parameters, the matrix as well as the visual
results are very impressive and surprisingly good, taking into regard
that the images are from a different dataset than the training images.
It is a great motivational boost to see how well our model copes with
these images and develops positively towards the goal of integrating
the model into a cell phone application in the future.
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C O N C L U S I O N A N D O U T L O O K

This research aimed to exploit new deep learning tools to automati-
cally detect insect orders on flowers on images. Based on a quantitative
and qualitative analysis of current state of the art object detection algo-
rithms, YOLOv5 was found to be a perfect fit for this task. The precise
consideration of the methods here is of decisive importance for the
subsequent experiments and their evaluation. An extensive dataset
could be created with the help of the UFZ. Thousands of images from
the citizen science open-source database GBIF were carefully evaluated
and tagged with boxes and labeled. With seven orders and one family,
the most important flower visitors in Europe could be assembled for
this dataset. Special care was taken to integrate the more than 300,000

different species of insects found in the orders into the dataset, in
order to cover the morphological diversity of each order.
First experiments of an insect and order detector brought the impor-
tant insight that the classification of insect orders gives better results
than a pure insect detector. The implication of this result is that future
research can use the order detector developed here to place bounding
boxes around images. This facilitates the annotation component of
this research, which was previously done manually.
Numerous experiments on the different models of YOLOv5 and hy-
perparameters such as epochs were conducted to develop the most
appropriate classification model for the research objective. The in-
creased image size and precise determination of the necessary epochs
provided crucial advantages for the accuracy of the final model. It
was found that the hyperparameter tuning method was too ambitious
for the six-month work period and could not be executed in its full
complexity. Nevertheless, the understanding of this method is very
valuable for the future of the project.
The final classification model is able to automatically recognize and
assign insects to their correct order on the images of the test dataset
with an overall accuracy of 91%. Testing the final model with other
datasets brought the important conclusion that special attention must
be paid to the training images. If good results are to be obtained in
the test data set, they must be similar to the training images. The
research of this thesis shows that a classification of insect orders as
a first step towards pollinator identification is a suitable choice. Our
deep learning method simplifies the laborious process of manual pol-
linator classification and contributes to a creation of a pan-European
monitoring system for pollinators. Further work on this research will
provide information of pollinator behavior and distribution on climate
change influence, as well as providing large ecological datasets on
pollinators and their habitats for further research.
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With this master thesis a fundamental first step towards monitoring
plant-pollinator interactions has been achieved, which allows the
team to move forward on the next steps. Figure 8.1 shows the most
important steps that are planned to achieve this huge and ambitious
goal.

Figure 8.1: The next steps of the research goal of europe-wide monitoring of
pollinators (icons retrieved from Steen, 2017, p. 206; Boussioux
et al., 2019, p. 5; Jocher et al., 2022; Freepik Company, 2022,
contributor: macrovector).

Through the various training approaches and the extensive testing
of the model with the test datasets, we have learned that the train-
ing data and hardware resources are among the most impactful on
model performance. Therefore, an important next step is to improve
the hardware we use to train and test our model. This promises better
adaptations for hyperparameters like batch size as well as a huge im-
provement in the speed of training and detection. As the results of our
experiment on hyperparameter tuning showed, a tuning for six days
is far from sufficient to successfully optimize hyperparameters. By
means of an improved hardware setup we see the perfect opportunity
to tackle the big issue of optimizing hyperparameters again. For the
time being, we would like to study the topic intensively and then the
improved hardware will be of enormous advantage by shortening the
tedious time of optimizing.
Another point is the change of the training dataset and the improve-
ment we expect from it. We are in complete agreement in the team
that we want to add field observation images to the training dataset.
Including images from field observations will introduce a completely
new set of challenges. We get more images that show blurry insects in
motion at angles that might hide their distinguishing morphological
features. We are excited to see how well our model performs in this
more difficult setting after training them beforehand.
In addition, we are considering adding more insect orders to the
dataset. For example, the order Odonata (dragonflies), is under discus-
sion as these non-pollinating insects might very rarely be seen resting
on flowers. Including more orders of non-pollinating insects should
result in small improvements in the accuracy of the classifier in real-
world settings. Discoveries from the discussion with entomologists can
explain why some classifications are difficult to distinguish. For exam-
ple, flies (order Diptera) in the family Syrphidae have evolved to mimic
bumblebees and wasps in the order Hymenoptera. Close evaluation of
the field observation dataset also suggested that the class Lepidoptera
shows more misclassifications than the other classes. Although these
represented minor classification difficulties for our model, they now
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result in the best approaches for improving the model. Many of these
classification difficulties may be resolved if we add field observation
images to the training dataset. This should improve, for example, the
recognition of smaller insects such as those in the order Hemiptera and
in the family Formicidae.
Another big step that is planned is to work towards identifying in-
sects to lower taxonomic grains. We expect better results from this, as
the artificial intelligence will no longer have to summarize the huge
morphological diversity of an order and try to recognize that these
different features belong to one and the same class. We think that it
will be of great advantage to focus on classifying families in the next
step.
Other long-term successes we expect from this project are more precise
information on pollinator plant interactions by tracking unique insects
visiting flowers by their number, time spent and visiting path. From
all these changes and planned improvements to our next steps, there
will also be limitations and challenges that will have to be overcome
again. But I am more than sure that this great team of brilliant and
highly motivated scientists will overcome them.
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Figure A.1: Impacts of different pressures on pollinators and pollination.
Arrows indicate pressure in the direction of either a decrease or
an increase of pollinator numbers (image retrieved from Kovács-
Hostyánszki et al., 2016, p. 104).
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Figure A.2: Major milestones in the history of object detection research. The transition from traditional to modern approaches highlighted by the major breakthrough
Alex Krizhevsky achieved with CNN implementation to image classification ("AlexNet"). Modern approaches are divided into two-stage and one-stage
detectors.
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Figure A.3: YOLOv5l architecture.
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Table A.1: YOLOv5 Hyperparameters (adapted from Jocher et al., 2022,
data/hyps/hyp.scratch.yaml. The purple colored values indicate
adjustments made to the default values.

hyperparameter value yolov5 description

lr0 0.01 initial learning rate

epochs 200 number of training iterations

momentum 0.937 SGD momentum/Adam beta1

weight decay 0.0005 optimizer weight decay

batch size 4 total batch size for all GPUs

image size 1280 image size of input data

lrf 0.2 final OneCycleLR learning rate

warmup epochs 3.0 warmup epochs

warmup momentum 0.8 warmup initial momentum

warmup bias lr 0.1 warmup initial bias lr

box 0.05 box loss gain

cls 0.5 cls loss gain

cls pw 1.0 cls BCELoss positive weight

obj 1.0 obj loss gain

obj pw 1.0 obj BCELoss positive weight

iou t 0.20 IoU training threshold

anchor t 4.0 anchor-multiple threshold

fl gamma 0.0 focal loss gamma

hsv h 0.015 image HSV-Hue augmentation

hsv s 0.7 image HSV-Saturation augmentation

hsv v 0.4 image HSV-Value augmentation

degrees 0.0 image rotation

translate 0.1 image translation

scale 0.5 image scale

shear 0.0 image shear

perspective 0.0 image perspective

flipud 0.0 image flip up-down

fliplr 0.5 image flip left-right

mosaic 1.0 image mosaic

mixup 0.0 image mixup
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b.1 annotation convertor

The annotation convertor script is able to transforms different annota-
tion formats into the YOLO format. In addition, the correct class-ID’s
are written into the label file according to its corresponding taxonomic
order.

1 import os

2 import tqdm

3 import shutil

4

5 # define the intention

6 conversion_training_orders = True

7 conversion_insect_detector = False

8

9 # define the input folder / dataset path

10 dataset_PATH = r’C:\MASTERTHESIS\Data\P1_raw’

11 # define the output folder

12 output_PATH = r’C:\MASTERTHESIS\Data\P1_orders’

13 if not os.path.exists(output_PATH):

14 os.makedirs(output_PATH)

15

16 # create images and labels folder in output folder

17 folder = [output_PATH]

18 for path in folder:

19 if not os.path.exists(os.path.join(path, ’images’)):

20 os.makedirs(os.path.join(path, ’images’))

21 if not os.path.exists(os.path.join(path, ’labels’)):

22 os.makedirs(os.path.join(path, ’labels’))

23

24 # get all class names

25 classnames = []

26 for item in os.listdir(dataset_PATH):

27 item_ = os.path.join(dataset_PATH, item)

28 if os.path.isfile(item_):

29 continue

30 else:

31 classnames.append(item)

32 del item, item_

33

34 # loop through all classes, numerate classnames

35 for classid, classname in enumerate(classnames):

36 # loop through all images

37 i = 0

38 print(’processing class:’, classid)

39 image_PATH = os.path.join(dataset_PATH, classname, ’img’)

40 for image_file in tqdm.tqdm(os.listdir(image_PATH)):

41 annotation_data = []

42 if conversion_insect_detector:
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43 classid = 0

44

45 label_name = image_file.split(’.’)[0]

46 label_PATH_src = os.path.join(dataset_PATH,

classname, ’annotations’, ’yolo_txt’, (

label_name+’.txt’))

47 label_PATH_dst = os.path.join(output_PATH, ’

labels’, (label_name+’.txt’))

48

49 # read label file and change classes if necessary

50 if not os.path.exists(label_PATH_src):

51 continue

52 with open(label_PATH_src, ’r’) as f:

53 contents = f.readlines()

54 f.close()

55 with open(label_PATH_dst, ’w’) as f:

56 for line in contents:

57 delimiter = ’’

58 line_string = delimiter.join(line

)

59 line_array = line_string.split()

60 line_array[0] = classid

61 new_line = ’ ’.join(str(x) for x

in line_array)

62 new_line = new_line + ’\n’

63 f.write(new_line)

64 f.close()

65

66 image_PATH_src = os.path.join(image_PATH,

image_file)

67 image_PATH_dst = os.path.join(output_PATH, ’

images’, (label_name+’.jpg’))

68 if os.path.exists(label_PATH_src):

69 if not class_balance:

70 max_number_of_labels = 1e9

71 else:

72 max_number_of_labels = 1000

73 i += 1

74 if i <= max_number_of_labels:

75 shutil.copyfile(image_PATH_src,

image_PATH_dst)

76 else:

77 continue

b.2 dataset splitter

The dataset splitter simply splits the dataset into 70% training, 20%
validation and 10% testing.

1 import os

2 import random

3 import tqdm

4 import shutil

5

6 # Define dataset folder

7 dataset_PATH = r’C:\MASTERTHESIS\Data\P1_orders’
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8 # make train, val and test into your dataset folder:

9 train_PATH = r’C:\MASTERTHESIS\Data\P1_orders\train’

10 if not os.path.exists(train_PATH):

11 os.makedirs(train_PATH)

12 val_PATH = r’C:\MASTERTHESIS\Data\P1_orders\val’

13 if not os.path.exists(val_PATH):

14 os.makedirs(val_PATH)

15 test_PATH = r’C:\MASTERTHESIS\Data\P1_orders\test’

16 if not os.path.exists(test_PATH):

17 os.makedirs(test_PATH)

18

19 # images und labels Folder in test,val und train folder

20 folder_list = [train_PATH, val_PATH, test_PATH]

21 for path in folder_list:

22 if not os.path.exists(os.path.join(path, ’images’)):

23 os.makedirs(os.path.join(path, ’images’))

24 if not os.path.exists(os.path.join(path, ’labels’)):

25 os.makedirs(os.path.join(path, ’labels’))

26

27 image_files = os.listdir(os.path.join(dataset_PATH, ’images’))

28 label_files = os.listdir(os.path.join(dataset_PATH, ’labels’))

29

30 # random splitting of images

31 temp = list(zip(image_files, label_files))

32 random.Random(555).shuffle(temp)

33 image_files, label_files = zip(*temp)

34

35 # distribution of images

36 dataset_length = len(image_files)

37 train_dataset_length = int(dataset_length * .7)

38 val_dataset_length = int(dataset_length * .2)

39 test_dataset_length = int(dataset_length * .1)

40

41 # slice training dataset

42 train_images = image_files[0:train_dataset_length]

43 train_labels = label_files[0:train_dataset_length]

44

45 # slice validation dataset

46 val_images = image_files[train_dataset_length+1:

train_dataset_length + val_dataset_length]

47 val_labels = label_files[train_dataset_length+1:

train_dataset_length + val_dataset_length]

48

49 # slice test dataset

50 test_images = image_files[train_dataset_length +

val_dataset_length+1:-1]

51 test_labels = label_files[train_dataset_length +

val_dataset_length+1:-1]

52

53 print(’move training files’)

54 for image_id, image_file in tqdm.tqdm(enumerate(train_images)):

55 label_file = train_labels[image_id]

56

57 image_src = os.path.join(dataset_PATH, ’images’,

image_file)
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58 image_dst = os.path.join(train_PATH, ’images’,

image_file)

59 shutil.move(image_src, image_dst)

60

61 label_src = os.path.join(dataset_PATH, ’labels’,

label_file)

62 label_dst = os.path.join(train_PATH, ’labels’, label_file

)

63 shutil.move(label_src, label_dst)

64

65 print(’move validation files’)

66 for image_id, image_file in tqdm.tqdm(enumerate(val_images)):

67 label_file = val_labels[image_id]

68

69 image_src = os.path.join(dataset_PATH, ’images’,

image_file)

70 image_dst = os.path.join(val_PATH, ’images’, image_file)

71 shutil.move(image_src, image_dst)

72

73 label_src = os.path.join(dataset_PATH, ’labels’,

label_file)

74 label_dst = os.path.join(val_PATH, ’labels’, label_file)

75 shutil.move(label_src, label_dst)

76

77 print(’move test files’)

78 for image_id, image_file in tqdm.tqdm(enumerate(test_images)):

79 label_file = test_labels[image_id]

80

81 image_src = os.path.join(dataset_PATH, ’images’,

image_file)

82 image_dst = os.path.join(test_PATH, ’images’, image_file)

83 shutil.move(image_src, image_dst)

84

85 label_src = os.path.join(dataset_PATH, ’labels’,

label_file)

86 label_dst = os.path.join(test_PATH, ’labels’, label_file)

87 shutil.move(label_src, label_dst)

88

89 # Delete residual images and labels folder

90 delete_images_folder = os.path.join(dataset_PATH, ’images’)

91 shutil.rmtree(delete_images_folder)

92 delete_labels_folder = os.path.join(dataset_PATH, ’labels’)

93 shutil.rmtree(delete_labels_folder)

b.3 train

This python script gives more freedom in choosing the hyperparameter
and other settings for the training and passes them on to the official
YOLOv5 training script for launching.

1 import train

2

3 if __name__ == "__main__":

4 weights = ’yolov5m6.pt’

5 epochs = 200

6 batch_size = 4
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7 image_size = 1280

8 save_dir = r"C:\MASTERTHESIS\Results\Training"

9 config = ’Config_P1_orders.yaml’

10

11 train.run(data=config, weights=weights, batch_size=

batch_size, epochs=epochs, imgsz=image_size, project=

save_dir)

To prepare YOLOv5 for custom training datasets a configuration
file is needed with information about the directories of the training
and validation dataset as well as the number and name of the classes.

1 path: "C:/MASTERTHESIS/Data/P1_orders"

2 train: "C:/MASTERTHESIS/Data/P1_orders/train/images"

3 val: "C:/MASTERTHESIS/Data/P1_orders/val/images"

4

5 # Classes

6 nc: 8

7 names: [ ’Araneae’, ’Coleoptera’, ’Diptera’, ’Hemiptera’, ’

Hymenoptera’, ’Hymenoptera f.’, ’Lepidoptera’, ’Orthoptera’ ]

b.4 detect

When the model has finished training, it is tested. The following code
starts testing a given test dataset and outputs a list of predictions by
the classifier in the YOLO annotation format.

1 import os

2 os.environ[’KMP_DUPLICATE_LIB_OK’]=’True’

3 import detect

4 import shutil

5 import matplotlib

6 matplotlib.use(’TkAgg’)

7

8 conf_threshold = .50

9 batch_size = 16

10 imgsz = 1280

11 classnames = [’Araneae’, ’Coleoptera’, ’Diptera’, ’Hemiptera’, ’

Hymenoptera’, ’Hymenoptera f.’, ’Lepidoptera’, ’Orthoptera’]

12

13 base_dir = r’C:\MASTERTHESIS\Data\P1_orders\test’

14 source = base_dir + ’\\images’

15 weights = r"C:\MASTERTHESIS\Results\Training\

P1_orders_200_yolov5m6_70.817hrs\weights\best.pt"

16

17

18 # make folder to save predictions if not exist

19 save_dir = base_dir + ’\\results’

20 if not os.path.exists(save_dir):

21 os.makedirs(save_dir)

22

23 #delete exp folder if exists

24 if os.path.exists(os.path.join(save_dir, "exp")):

25 shutil.rmtree(os.path.join(save_dir, "exp"))

26

27 #run yolo to detect images
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28 output = detect.run(weights=weights, source=source, imgsz=(imgsz,

imgsz),

29 save_txt=True, nosave=False, conf_thres=conf_threshold, project=

save_dir)

30

31 # rename labels to predictions

32 os.rename(os.path.join(save_dir, ’exp’, ’labels’), os.path.join(

save_dir, ’exp’, ’predictions’))

b.5 evaluate

The evaluate script compares the ground truth with the predictions
made by the classifier to evaluate its performance. To calculate the
accuracy of our classifier various accuracy parameters are used and a
confusion matrix is shown.

1 import os

2 os.environ[’KMP_DUPLICATE_LIB_OK’]=’True’

3 import pandas as pd

4 import numpy as np

5 from sklearn.metrics import accuracy_score, f1_score,

confusion_matrix, recall_score, precision_score,

cohen_kappa_score, matthews_corrcoef

6 from utils.metrics import bbox_iou

7 import seaborn as sns

8 import torch

9 import matplotlib

10 matplotlib.use(’TkAgg’)

11 import matplotlib.pyplot as plt

12 import glob

13

14 base_dir = r’C:\MASTERTHESIS\Data\P1_orders\test’

15

16 prediction_dir = os.path.join(base_dir, ’results’, ’exp’, ’

predictions’)

17 labels_dir = os.path.join(base_dir, ’labels’)

18 images_dir = os.path.join(base_dir, ’images’)

19 labels_dirs = glob.glob(labels_dir + ’\*’)

20 images_dirs = glob.glob(images_dir + ’\*’)

21 print(’\nThere are {} images and {} labeled images’.format(len(

images_dirs), len(labels_dirs)))

22 y_true = []

23 y_pred = []

24 ious = []

25 classes = []

26 n_BB = 1

27

28 #loop through all labels

29 print(’... Calculate metrics for each image’)

30 for image_count_index, image_path in enumerate(images_dirs):

31 ious_ = []

32 iou_max_indicies = []

33

34 # get path to label and prediction file

35 file_name = image_path.split(’\\’)[-1]
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36 file_name = file_name.split(’.’)[0]

37 label_file = os.path.join(labels_dir, (file_name + ’.txt’

))

38 prediction_file = os.path.join(prediction_dir, (file_name

+ ’.txt’))

39

40 # if label file exists read bb and class

41 labels = []

42 if os.path.exists(label_file):

43 with open(label_file) as lf:

44 label_lines_str = lf.readlines()

45 for i, info in enumerate(label_lines_str)

:

46 label_info_str = label_lines_str[

i].split(" ")

47 label_floats = [float(f) for f in

label_info_str]

48 labels.append(label_floats)

49 n_BB += 1

50 class_ = label_floats[0]

51 classes.append(class_)

52 else:

53 # Case -1: there is no label for the imagefile

54 labels.append([-1,0,0,0,0])

55

56 # if prediction file exists read bb and class

57 predictions = []

58 if os.path.exists(prediction_file):

59 with open(prediction_file) as pf:

60 prediction_lines_str = pf.readlines()

61 for i, info in enumerate(

prediction_lines_str):

62 prediction_info_str =

prediction_lines_str[i].split

(" ")

63 prediction_floats = [float(f) for

f in prediction_info_str]

64 predictions.append(

prediction_floats)

65 else:

66 # Case -2: there is no prediction for the

imagefile

67 predictions.append([-2,0,0,0,0])

68

69 # get predictions and labels into the same lengths using

dummy values

70 if len(labels) > len(predictions):

71 diff_len = len(labels) - len(predictions)

72 for i in range(diff_len):

73 # Case -3: there are more labels than

prediction in the imagefile

74 predictions.append([-3,0,0,0,0])

75 elif len(labels) < len(predictions):

76 diff_len = len(predictions) - len(labels)

77 for i in range(diff_len):
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78 # Case -4: there are more predictions

than labels in the imagefile

79 labels.append([-4,0,0,0,0])

80

81 # Go through prediction and label to calculate all

possible iou boundingbox matches

82 for label_i, label in enumerate(labels):

83 iou_ = []

84 for prediction_i, prediction in enumerate(

predictions):

85 bbox_label = np.array(label[1:])

86 bbox_label_torch = torch.from_numpy(

bbox_label)

87 bbox_prediction = np.array(prediction[1

:])

88 bbox_prediction_torch = torch.from_numpy(

bbox_prediction)

89 iou_torch = bbox_iou(bbox_label_torch,

bbox_prediction_torch, x1y1x2y2=False

)

90 iou = iou_torch.numpy()

91

92 # for all predictions im images calculate

iou for i-th label

93 iou_.append(iou)

94

95 # get highest iou per label per prediction

96 iou = np.max(iou_)

97 ious.append(iou)

98

99 # get index of

100 iou_max_i = iou_.index(max(iou_))

101 iou_max_indicies.append(iou_max_i)

102

103 while 0 in ious:

104 ious.remove(0)

105

106 if label[0] == -1:

107 debug = 1

108

109 # get matching classes

110 for i, class_i in enumerate(iou_max_indicies):

111 prediction = predictions[i]

112 y_pred_ = int(prediction[0])

113 y_pred.append(y_pred_)

114 if y_pred_ >= 0:

115 label = labels[class_i]

116 y_true_ = int(label[0])

117 y_true.append(y_true_)

118 else:

119 label = labels[i]

120 y_true_ = int(label[0])

121 y_true.append(y_true_)

122

123 print(’In {} labels are {} objects with BBs’.format(len(

labels_dirs), n_BB))
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124 unique_classes, unique_counts = np.unique(classes, return_counts=

True)

125 for class_ in unique_classes:

126 print(’For class {} there are {} BBs’.format(int(class_),

unique_counts[int(class_)]))

127 print(’From {} labels {} were correctly identified’.format(n_BB,

len(ious)))

128

129 el_y_true = np.unique(y_true, return_counts=True)

130 el_y_pred = np.unique(y_pred, return_counts=True)

131 y_true = [0 if f < 0 else f+1 for f in y_true]

132 y_pred = [0 if f < 0 else f+1 for f in y_pred]

133

134 del iou_, iou, iou_torch

135 iou_mean = np.mean(ious)

136 iou_std = np.std(ious)

137 print(’[INFO] Mean overall IOU for {} of {} bounding boxes:

{:5.4f} with an standard deviation of {:5.4f}’.format(len(

ious), n_BB, iou_mean, iou_std))

138

139 accuracy = accuracy_score(y_true, y_pred)

140 print(’[INFO] Accuracy: {:5.4f}’.format(accuracy))

141 kappa = cohen_kappa_score(y_true, y_pred)

142 print(’[INFO] Kappa Coefficient: {:5.4f}’.format(kappa))

143 matthews = matthews_corrcoef(y_true, y_pred)

144 print(’[INFO] Matthews Correlation Coefficient: {:5.4f}’.

format(matthews))

145 precision = precision_score(y_true, y_pred, average=’weighted’)

146 print(’[INFO] Precision (weighted): {:5.4f}’.format(

precision))

147 recall = recall_score(y_true, y_pred, average=’weighted’)

148 print(’[INFO] Recall (weighted): {:5.4f}’.format(recall))

149 f1 = f1_score(y_true, y_pred, average=’weighted’)

150 print(’[INFO] F1-score (weighted): {:5.4f}’.format(f1))

151

152 # Confusion Matrix Function:

153 def cm_analysis(y_true, y_pred, labels, ymap=None, figsize=(12,9)

):

154 if ymap is not None:

155 y_pred = [ymap[yi] for yi in y_pred]

156 y_true = [ymap[yi] for yi in y_true]

157 labels = [ymap[yi] for yi in labels]

158

159 # fix confusion matrix for plot

160 cm = confusion_matrix(y_true, y_pred)

161 cm_sum = np.sum(cm, axis=1, keepdims=True)

162 cm_perc = cm / cm_sum.astype(float) * 100

163 annot = np.empty_like(cm).astype(str)

164 nrows, ncols = cm.shape

165 for i in range(nrows):

166 for j in range(ncols):

167 c = cm[i, j]

168 p = cm_perc[i, j]

169 if i == j:

170 s = cm_sum[i]



96 appendix - code

171 annot[i, j] = ’%.1f%%\n%d/%d’ % (

p, c, s)

172 elif c == 0:

173 annot[i, j] = ’’

174 else:

175 annot[i, j] = ’%.1f%%\n%d’ % (p,

c)

176 cm = pd.DataFrame(cm_perc, index=labels, columns=labels)

177 fig, ax = plt.subplots(figsize=figsize)

178 sns.heatmap(cm, annot=annot, fmt=’’, ax=ax, cmap=’Blues’,

square=True)

179 ax.set_xlabel(’\nPredicted’);

180 ax.set_ylabel(’Actual\n’);

181 ax.figure.tight_layout()

182 ax.figure.subplots_adjust(bottom=0.2)

183 plt.show()

184

185 classnames = [’Araneae’, ’Coleoptera’, ’Diptera’, ’Hemiptera’, ’

Hymenoptera’, ’Hymenoptera f.’, ’Lepidoptera’, ’Orthoptera’]

186 cm_analysis(y_true, y_pred, [’background’] + classnames, ymap=

None, figsize=(12,9))
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