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Christian SABATER CAMPOMANES
DLR, Institute of Aerodynamics and Flow Technology, Braunschweig

Development of Efficient Surrogate-Assisted Methods to Support Robust Design of
Transonic Wings
Technische Universität Braunschweig
With the continuous increase in the number of commercial flights, environmental and economic
concerns are key drivers towards the reduction of operational cost and emission of greenhouse
gasses. The use of aerodynamic shape optimization plays a key role in reducing aerodynamic
drag and the overall carbon footprint of aircraft. It has been regularly carried out in a
deterministic fashion, neglecting uncertainty. However, the sensitivity of the optimal shape to
operational, environmental and geometrical uncertainties can affect the real performance of an
aircraft. Finding a robust configuration which is less sensitive to such random changes is in
practice a more attractive goal. Current robust design approaches suffer from a large
computational cost when dealing with industrial-grade aerodynamic problems and have been
mainly demonstrated on academic and simplified test cases. The objective of this thesis is the
development of efficient robust design methodologies and their application to the robust
aerodynamic shape optimization of airfoils and wings under realistic uncertainties.
The first methodology introduces a Bi-Level robust design formulation based on Gaussian
Processes. The combination of a surrogate-based optimization algorithm with a surrogatebased approach for uncertainty quantification makes the method effective under a low to
moderate number of design parameters and uncertainties. The second methodology
establishes an efficient gradient-based robust design framework that is insensitive to the
number of design parameters by making use of an adjoint formulation. The third approach
incorporates a Bayesian formulation for robust design that is insensitive of the number of
uncertainties. These methodologies are successfully validated using analytical test functions
and 2D airfoil optimization problems. In all the cases, the optimized robust configurations
outperform those obtained in a deterministic fashion when subject to uncertainties.
The first industrial-grade application focuses on the robust design of a 3D array of shock control
bumps that can be retrofitted to a modern transport aircraft. Realistic uncertainties in Mach
number, lift coefficient and altitude are extracted from flight operational data. The robust
configuration not only outperforms the ones obtained with traditional single-point and multipoint optimization techniques, but also demonstrates the potential of robust design for the
retrofit of shock control bumps.
The second application deals with the robust design of 2.5D natural laminar flow wings for a
short-haul civil aircraft configuration under environmental and operational uncertainties. It is
shown that using the bi-level surrogate framework, the robust configurations are able to better
maintain laminarity under flow disturbances and extend the design envelope in terms of Mach
number, lift coefficient and critical N-factors.
The addition of uncertainties to the optimization process proves to be highly beneficial in terms
of robustness and performance improvement when designing transonic airfoils and wings. The
tailored methodologies developed in this work are the stepping stone to introducing
uncertainties into aerodynamic shape optimization and enable the shift from deterministic
towards a probabilistic formulation.
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DLR, Institut für Aerodynamik und Strömungstechnik, Braunschweig
Entwicklung effizienter Ersatzmethoden zur Unterstützung des robusten Entwurfs von
Transsonikflügeln
Technische Universität Braunschweig
Mit dem kontinuierlichen Anstieg der Anzahl kommerzieller Flüge sind ökologische und
ökonomische Bedenken die Hauptantriebskräfte für die Reduzierung der Betriebskosten und der
Emission von Treibhausgasen. Der Einsatz der aerodynamischen Formoptimierung spielt dabei
eine Schlüsselrolle, um den Luftwiderstand und den gesamten CO2-Fußabdrucks von
Flugzeugen zu reduzieren. Sie wurde bisher regelmäßig auf deterministische Weise durchgeführt
und vernachlässigte Unsicherheiten. Die Sensitivität einer optimierten Konfiguration gegenüber
betrieblichen, umweltbedingten und geometrischen Unsicherheiten kann jedoch die tatsächliche
Leistung eines Flugzeugs beeinflussen. Die Suche nach einer robusten Konfiguration, die
weniger empfindlich auf solche zufälligen Änderungen reagiert, ist in der Praxis ein attraktiveres
Ziel. Aktuelle robuste Entwurfsansätze leiden aber unter einem großen Rechenaufwand, wenn
es um aerodynamische Probleme im industriellen Maßstab geht und wurden hauptsächlich an
akademischen und vereinfachten Testfällen demonstriert. Das Ziel dieser Dissertation ist die
Entwicklung von effizienten robusten Entwurfsmethoden und deren Anwendung auf die robuste
aerodynamische Formoptimierung von Tragflächen und Flügeln unter realistischen
Unsicherheiten.
Die erste Methodik führt eine robuste Entwurfsformulierung mit zwei Ebenen ein, die auf
Gaussian
Prozessen
basiert.
Die
Kombination
eines
ersatzmodellbasierten
Optimierungsalgorithmus mit einem ersatzmodellbasierten Ansatz zur Quantifizierung von
Unsicherheiten macht die Methode unter einer geringen bis moderaten Anzahl von
Entwurfsparametern und Unsicherheiten effektiv. Die zweite Methode etabliert ein effizientes
gradientenbasiertes Ansatz für den robusten Entwurf, der unempfindlich gegenüber der Anzahl
der Entwurfsparameter ist, indem eine adjungierte Formulierung verwendet wird. Der dritte
Ansatz beinhaltet eine Bayes'sche Formulierung für robustes Design, die unempfindlich
gegenüber der Anzahl der Unsicherheiten ist. Diese Methoden werden erfolgreich mit
analytischen Testfunktionen und 2D-Problemen zur Tragflächenoptimierung validiert. In allen
Fällen übertreffen die robust optimierten Konfigurationen diejenigen, die auf deterministische
Weise optimiert wurden, wenn sie Unsicherheiten ausgesetzt sind.
Die erste industrietaugliche Anwendung konzentriert sich auf den robusten Entwurf einer 3DAnordnung von Stoßbeulen, die für ein modernes Transportflugzeug nachgerüstet werden
können. Realistische Unsicherheiten in Machzahl, Auftriebsbeiwert und Flughöhe werden aus
Flugbetriebsdaten extrahiert. Die robuste Konfiguration übertrifft nicht nur die mit traditionellen
Einpunkt- und Mehrpunkt-Optimierungsverfahren erhaltenen Konfigurationen, sondern
demonstriert auch das Potenzial des robusten Entwurfs nachrüstbarer Stoßbeulen.
Die zweite Anwendung beschäftigt sich mit dem robusten Entwurf von 2.5D Flügeln mit
natürlicher laminarer Strömung für eine Kurzstrecken-Zivilflugzeugkonfiguration unter Umweltund Betriebsunsicherheiten. Es wird gezeigt, dass die robusten Konfigurationen unter
Verwendung der robusten Entwurfsformulierung mit zwei Ebenen in der Lage sind, die
Laminarität unter Strömungsstörungen besser aufrechtzuerhalten und den Entwurfsbereich in
Bezug auf Machzahl, Auftriebsbeiwert und kritische N-Faktoren zu erweitern.
Die Berücksichtigung von Unsicherheiten im Optimierungsprozess erweist sich als äußerst
vorteilhaft in Bezug auf Robustheit und Leistungsverbesserung beim Entwurf von transsonischen
Profilen und Flügeln. Die in dieser Arbeit entwickelten, maßgeschneiderten Methoden sind die
Voraussetzung für die Berücksichtigung von Unsicherheiten in die aerodynamische
Formoptimierung und ermöglichen den Übergang von einer deterministischen zu einer
probabilistischen Formulierung.
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Abstract
With the continuous increase in the number of commercial flights, environmental and
economic concerns are key drivers towards the reduction of operational cost and emission of greenhouse gasses. The use of aerodynamic shape optimization plays a key role
in reducing aerodynamic drag and the overall carbon footprint of aircraft. It has been
regularly carried out in a deterministic fashion, neglecting uncertainty. However, the
sensitivity of the optimal shape to operational, environmental and geometrical uncertainties can affect the real performance of an aircraft. Finding a robust configuration
which is less sensitive to such random changes is in practice a more attractive goal.
Current robust design approaches suffer from a large computational cost when dealing with industrial-grade aerodynamic problems and have been mainly demonstrated
on academic and simplified test cases. The objective of this thesis is the development of
efficient robust design methodologies and their application to the robust aerodynamic
shape optimization of airfoils and wings under realistic uncertainties.
The first methodology introduces a Bi-Level robust design formulation based on Gaussian Processes. The combination of a surrogate-based optimization algorithm with a
surrogate-based approach for uncertainty quantification makes the method effective
under a low to moderate number of design parameters and uncertainties. The second
methodology establishes an efficient gradient-based robust design framework that is
insensitive to the number of design parameters by making use of an adjoint formulation. The third approach incorporates a Bayesian formulation for robust design that is
insensitive of the number of uncertainties. These methodologies are successfully validated using analytical test functions and 2D airfoil optimization problems. In all the
cases, the optimized robust configurations outperform those obtained in a deterministic fashion when subject to uncertainties.
The first industrial-grade application focuses on the robust design of a 3D array of
shock control bumps that can be retrofitted to a modern transport aircraft. Realistic
uncertainties in Mach number, lift coefficient and altitude are extracted from flight
operational data. The robust configuration not only outperforms the ones obtained
with traditional single-point and multi-point optimization techniques, but also demonstrates the potential of robust design for the retrofit of shock control bumps.
The second application deals with the robust design of 2.5D natural laminar flow wings
for a short-haul civil aircraft configuration under environmental and operational uncertainties. It is shown that using the bi-level surrogate framework, the robust configurations are able to better maintain laminarity under flow disturbances and extend the
design envelope in terms of Mach number, lift coefficient and critical N-factors.
The addition of uncertainties to the optimization process proves to be highly beneficial
in terms of robustness and performance improvement when designing transonic airfoils and wings. The tailored methodologies developed in this work are the stepping
stone to introducing uncertainties into aerodynamic shape optimization and enable the
shift from deterministic towards a probabilistic formulation.
v

Zusammenfassung
Mit dem kontinuierlichen Anstieg der Anzahl kommerzieller Flüge sind ökologische und ökonomische Bedenken die Hauptantriebskräfte für die Reduzierung der Betriebskosten und der Emission von Treibhausgasen. Der Einsatz der aerodynamischen Formoptimierung spielt dabei eine Schlüsselrolle, um den Luftwiderstand und
den gesamten CO2-Fußabdrucks von Flugzeugen zu reduzieren. Sie wurde bisher
regelmäßig auf deterministische Weise durchgeführt und vernachlässigte Unsicherheiten. Die Sensitivität einer optimierten Konfiguration gegenüber betrieblichen,
umweltbedingten und geometrischen Unsicherheiten kann jedoch die tatsächliche
Leistung eines Flugzeugs beeinflussen. Die Suche nach einer robusten Konfiguration, die weniger empfindlich auf solche zufälligen Änderungen reagiert, ist in der
Praxis ein attraktiveres Ziel. Aktuelle robuste Entwurfsansätze leiden aber unter
einem großen Rechenaufwand, wenn es um aerodynamische Probleme im industriellen Maßstab geht und wurden hauptsächlich an akademischen und vereinfachten
Testfällen demonstriert. Das Ziel dieser Dissertation ist die Entwicklung von effizienten robusten Entwurfsmethoden und deren Anwendung auf die robuste aerodynamische Formoptimierung von Tragflächen und Flügeln unter realistischen Unsicherheiten.
Die erste Methodik führt eine robuste Entwurfsformulierung mit zwei Ebenen ein, die
auf Gaussian Prozessen basiert. Die Kombination eines ersatzmodellbasierten Optimierungsalgorithmus mit einem ersatzmodellbasierten Ansatz zur Quantifizierung
von Unsicherheiten macht die Methode unter einer geringen bis moderaten Anzahl von Entwurfsparametern und Unsicherheiten effektiv. Die zweite Methode
etabliert ein effizientes gradientenbasiertes Ansatz für den robusten Entwurf, der unempfindlich gegenüber der Anzahl der Entwurfsparameter ist, indem eine adjungierte
Formulierung verwendet wird. Der dritte Ansatz beinhaltet eine Bayes’sche Formulierung für robustes Design, die unempfindlich gegenüber der Anzahl der Unsicherheiten ist. Diese Methoden werden erfolgreich mit analytischen Testfunktionen
und 2D-Problemen zur Tragflächenoptimierung validiert. In allen Fällen übertreffen
die robust optimierten Konfigurationen diejenigen, die auf deterministische Weise optimiert wurden, wenn sie Unsicherheiten ausgesetzt sind.
Die erste industrietaugliche Anwendung konzentriert sich auf den robusten Entwurf einer 3D-Anordnung von Stoßbeulen, die für ein modernes Transportflugzeug
nachgerüstet werden können. Realistische Unsicherheiten in Machzahl, Auftriebsbeiwert und Flughöhe werden aus Flugbetriebsdaten extrahiert. Die robuste Konfiguration übertrifft nicht nur die mit traditionellen Einpunkt- und MehrpunktOptimierungsverfahren erhaltenen Konfigurationen, sondern demonstriert auch das
Potenzial des robusten Entwurfs nachrüstbarer Stoßbeulen. Die zweite Anwendung
beschäftigt sich mit dem robusten Entwurf von 2.5D Flügeln mit natürlicher laminarer
Strömung für eine Kurzstrecken-Zivilflugzeugkonfiguration unter Umwelt- und Betriebsunsicherheiten. Es wird gezeigt, dass die robusten Konfigurationen unter Verwendung der robusten Entwurfsformulierung mit zwei Ebenen in der Lage sind, die
Laminarität unter Strömungsstörungen besser aufrechtzuerhalten und den Entwurfsvi

bereich in Bezug auf Machzahl, Auftriebsbeiwert und kritische N-Faktoren zu erweitern.
Die Berücksichtigung von Unsicherheiten im Optimierungsprozess erweist sich als
äußerst vorteilhaft in Bezug auf Robustheit und Leistungsverbesserung beim Entwurf von transsonischen Profilen und Flügeln. Die in dieser Arbeit entwickelten,
maßgeschneiderten Methoden sind die Voraussetzung für die Berücksichtigung von
Unsicherheiten in die aerodynamische Formoptimierung und ermöglichen den Übergang von einer deterministischen zu einer probabilistischen Formulierung.
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Introduction

1.1

Motivation: From Deterministic to Robust Aerodynamic Optimization

With the continuous growth of commercial aviation, environmental and economic concerns are key drivers towards the reduction of operational cost and emission of greenhouse gasses [4]. In the European Union, aviation accounts for 3% of global CO2 emissions [5]. As a result, innovative solutions are critical for the development of more
efficient and sustainable aircraft. A decisive acceleration to the design development
process has been given by the introduction of aerodynamic shape optimization techniques, the improvement of the aerodynamic aircraft performance by modifying its
external shape. They plays a key role in reducing aircraft aerodynamic drag, and consequently, their overall carbon footprint and direct operating costs [6]. Aerodynamic
shape optimization is an active field of research linked to improvements in Computational Fluid Dynamics (CFD) and the use of high performance computing capabilities
for numerical simulations. A typical optimization setup aims to obtain the "best" solution to a given problem. The "best" solution is not always the global optimum of
the problem, but in most cases a "sufficiently superior" solution is enough, that is, a
local optimum that satisfies the design requirements and constraints [7]. In the case of
aerodynamic shape optimization problems, due to the complex nature of CFD, the optimization must also be performed within realistic run times according to the computational resources, while capturing the physics with enough accuracy. Coupled with the
optimization algorithm per se, a deep understanding of the flow physics and design
experience is essential in order to come up with realistic designs and obtain meaningful solutions. As Kücheman affirmed already in 1978, "the success or otherwise of a design
therefore depends to a large extent on the designer’s knowledge of the physics of the flow, and no
improvements in numerical and experimental design tools are ever likely to dispose of the need
for physical insight" [8].
Traditionally, the main objective is to find the optimum shape of an aircraft or one of
its components such as the wing, that minimizes a given objective function at given
operating conditions while meeting a set of constraints. The objective function usually
involves a performance measure or quantity of interest, QoI, over which a competitive
advantage is desired. This formulation has been regularly carried out in a deterministic fashion, neglecting uncertainty sources [6, 9]. In this case, both the design variables such as shape parameters and operating conditions are deterministic (fixed) in
each iteration of the optimization process. However, most engineering problems are
non-deterministic in nature because of the presence of e.g. manufacturing tolerances,
random fluctuations in the environment and uncertainty in operational conditions [10].
1
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The sensitivity of the optimal shape to small changes in the geometry due to manufacturing tolerances can affect the real performance of the aircraft [11]. In this case,
tightening the tolerances may not be a feasible solution due to an increase in the production cost. Moreover, fluctuations in the operating conditions such as the Mach
number M (velocity, air density and temperature) or lift coefficient CL (change in aircraft weight) cannot be avoided. Taking into account the "knowledge of the physics
of the flow", finding a well performing robust configuration which is less sensitive to
such random changes, is in practice a more attractive goal than finding the best optimum. According to Marzyk, [12], "optimization is actually just the opposite of robustness".
He argues that finding an optimum solution is an overly optimistic process, leading
to fragile, ill-conditioned configurations. A lot of effort is made in finding the combination of design parameters that maximize the performance, while no care is taken to
unexpected changes to the boundary conditions. That means that in practice, a very
good deterministic optimum can lead towards a serious performance loss when subject
to uncertainty, making it undesirable.
Robustness can be defined as the potential for success under varying circumstances or
scenarios [13]. A robust design leads to future flexibility and cost savings [14]. Another
definition is related to consistency and trust. Under perturbations, a robust product is
expected to perform consistently and is to be trusted. The first step to reach a robust
design is to understand the potential uncertainty sources. Once they are understood,
these can be integrated in the design process from an early stage [10].
An illustrative example of choosing a robust design over a deterministic optimum is
given in Figure 1.1. In that case, a given performance measure y is plotted against one
design parameter x. A traditional global optimizer would find the deterministic optimum, y1∗ , at the location x∗1 . However, this solution is very sensitive to small changes
around the design point x∗1 , as shown by the blue histogram and its high average performance, µY (x1 ). If this uncertainty source is included in the design process, then it
would be clear to choose the more stable configuration x∗2 . Its "potential of success"
under uncertainty in the design parameter is higher, as it is less sensitive to change as
shown by the orange histogram. This leads towards a lower average, µY (x2 ).
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Figure 1.1: Comparison between deterministic and roust optimum for 1D test function
under uncertainty in the design parameter x

1.2

State of the Art

In order to account for uncertainty in the design process and come up with robust,
real-world aerodynamic shapes, robust optimization techniques (also called optimization under uncertainty) can be used. They prevent configurations that do not match
the specifications for which they were designed for when slightly deviating from the
design conditions [11]. By making use of a probabilistic formulation, robust design is
used to improve the performance over a range of uncertain conditions.

1.2.1

Robust Design

The origins of robust design go back to Taguchi [15], widely regarded as "the father
of robust design". By differentiating between design parameters and noise factors,
he actively accounted for quality into the product design. Instead of an automatised
design process, a design of experiments was used to evaluate different configurations
[16]. However, this led to the curse of dimensionality under a large number of design
and noise factors.
Modern robust design methodologies combine both optimization with uncertainty
quantification to automatically come up with robust configurations [17]. In [10], robust optimization frameworks are divided between deterministic and randomized approaches. Deterministic methods calculate the robustness measure explicitly through
numerical methods, transforming the problem into a traditional deterministic optimization. These require strong assumptions on the functions to optimize which are
DLR-FB-2022-12
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not always available, specially when dealing with black-box functions. Randomized
approaches consider directly the probabilistic uncertainties and deal with random objective functions that can be directly evaluated using a sampling method.
In the later case, when uncertainties are added to global optimization algorithms, the
computational cost may increase by several orders of magnitude [18]. As the QoI is
changed from a deterministic quantity of interest to a random variable, the stochastic
space needs to be characterized at each iteration of the optimization [19], making the
process very expensive. In order to make robust design feasible for practical applications, the development of efficient robust design methods is essential [18, 10], especially when dealing with high-fidelity CFD simulations.
It is necessary to reduce both the number of optimization iterations and the number of
evaluations required for the uncertainty quantification (UQ). On the one hand, direct
Monte-Carlo simulations [20] generally require a large number of samples to achieve
accurate statistics. On the other hand, surrogate approaches for uncertainty quantification are quite popular [17]. The random QoIs are approximated through a surrogate,
and the sampling can be directly evaluated on the approximation at reduced cost [21].
Usually these approximations consist on Kriging [22, 23], Polynomial Chaos Expansion [24, 25] and stochastic collocation [26]. Their construction requires the evaluation
of the deterministic full order model at suitable training points. These surrogates can
be extensively resampled at a low computational cost to estimate the desired statistic.
If the randomness is independent of the design variable, it is possible to construct a
global surrogate in the stochastic and design space [27]. However, this approach can
yield accuracy problems specially when uncertainties are at the same time also design
parameters, or when the number of dimensions and design parameters increases.
A key feature of surrogate approaches is that they need a parametrization for the
uncertainty sources, classically using a finite set of independent random variables.
When dealing with problems requiring a high-dimensional parametrization, such as
for uncertainty induced by a random field, the number of training samples to construct accurate high-dimensional surrogates increases very quickly. It can become prohibitive unless particular structures can be exploited. The collaborative EU research
project UMRIDA [28] (Uncertainty Management for Robust Design in Aeronautics,
2013-2016), tackled robust design under a large number of independent uncertainties.
In this project, dimensionality reduction techniques such as Karhunen-Loeve expansions [29, 30], and sparse Polynomial Chaos [31, 32] expansions were used to treat
high-dimensional uncertainties. The construction of surrogates in high dimensions can
also benefit from the availability of gradients, estimated, for instance, by adjoint methods [33]. Dimensionality reduction techniques such as Support Vector Clustering [34],
low-rank approximation [35] and Principal Component Analysis in combination with
surrogate models [36] have been proposed for uncertainty quantification under high
dimensional uncertainty sources.
All these methods based on dimensionality reduction of the stochastic space are unable to deal with situations where such a reduction is not feasible or effective. This
limitation makes these approaches unfeasible when dealing with complex and truly
high-dimensional uncertainties. Also, the surrogate models are not suitable for nonparametric uncertainties, i.e., non-amenable to a parametrization.
Another possibility when dealing with uncertainty quantification is the use of variable
fidelity methods in combination with Multi Level Monte Carlo approaches [37, 38].
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However, several levels of fidelity for a given black box problem are not always available, and the number of samples required to accurately compute statistics for large
scale industrial problems is still very large. Also, the use of importance sampling [39]
can help to reduce the computational burden associated with stochastic simulations.
These sampling methods still need to be integrated with traditional optimization approaches to perform robust design making the optimization expensive.
The interest also lies in the robust design of problems with a large number of design
parameters. To reduce the number of optimization iterations in robust design, the use
of a gradient-based optimizer together with an adjoint formulation [22, 40] can prove
effective in aerodynamic shape optimization while accounting for uncertainties. However, an adjoint formulation is not always available when dealing with black box problems, and a gradient based approach will result in a local optimum at best. Another
possibility is the use of gradient-free methods such as Covariance Matrix Adaptation
Evolutionary Strategies [41], Subplex [23] or Surrogate-Based Optimization for robust
single objective [42, 25] and multi-objective [43] problems. As in Uncertainty Quantification, the use of surrogate models such as Kriging can also reduce the number of
iterations by approximating the design space.
From an engineering point of view, the challenge lies in obtaining an accurate global
robust solution at a reduced number of iterations (optimization) and function evaluations (uncertainty quantification). Currently, surrogate models provide a feasible solution to handle a moderate number of dimensions, but problems arise under a large
number of design parameters and/or uncertainties.

1.2.2

Uncertainty Sources in Aerodynamic Shape Optimization

A critical step in robust design is the proper characterization and quantification of input uncertainties. Uncertainties can be categorized as aleatory and epistemic [44]. On
the one hand, aleatory uncertainties originate from random unknowns and can not be
further reduced. On the other hand, epistemic uncertainties originate from the lack of
knowledge, such as model or discretization error. These can be further reduced if more
information is incorporated. This work focuses on the treatment of aleatory uncertainties as they strongly affect the aircraft performance independently of the CFD model
that is used for its analysis. In aerodynamic shape optimization, aleatory uncertainties
affect both boundary conditions and geometry. These can be categorised into:
1. Operational Uncertainties: influence how an aircraft is operated [19]. They depend on the operational requirements during the flight:
(a) Aircraft Airspeed: During the cruise phase, most aircraft do not fly at the
cruise design point. There is a variability in the aircraft True Airspeed (and
consequently Mach number) that is defined by operational requirements
such as scheduling and the cost index [45]. Also, sometimes airplanes will
flight faster when delayed or under headwing, to compensate for the decrease in ground speed.
(b) Aircraft Weight: The weight of the aircraft is constantly decreasing during
the flight as fuel is being consumed. In addition, the take-off weight changes
from flight to flight according to the number of passengers, cargo and fuel.
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Even a small deviation in the determination of the fuel density will lead to
relevant changes in weight. This affects the cruise lift coefficient (as in level
flight, the lift is equal to the weight), and the required angle of attack to
obtain the target lift.
(c) Aircraft Altitude: the altitude is conditioned by Air Traffic Control (ATC)
that decides the flight level in which aircraft operates. This affects the
Reynolds number and as a result, the performance of the aircraft.
2. Environmental Uncertainties: changes in the environment (freestream turbulence
intensity, temperature or presence of clouds) can lead to an increase of instability
waves that could prematurely trigger transition in Natural Laminar Flow (NLF)
wings. In addition, environmental uncertainties could also slightly change the
Mach number lift coefficient and Reynolds during a given segment of the flight.
As a result, operational and environmental uncertainties are closely related, although operational uncertainties will have an stronger influence in the overall
performance of the aircraft for a given mission.
3. Geometrical uncertainties: these affect the nominal shape of the wing [46, 47, 29].
Nowadays, tight manufacturing tolerances ensure a high accuracy in the final
shapes, and these are not as relevant as in other fields such as turbo-machinery
design. However, the presence of waviness, contamination due to ice accretion,
change in the design twist angle as well as wear and tear can lead in practice to
different performance than initially designed for.
These uncertainties can be modelled as random variables through probability distribution function (PDF), cumulative distribution function (CDF) or statistical moments
such as mean or standard deviation. The characterization of the random variables follows either from the gathering of experimental data or engineering experience. The
former case is the ideal, and in this case the empirical probability distribution function
can be directly used. In the later case, when only the mean and standard deviation of
the input uncertainties are known, the most common approach is to characterize the
input uncertainties as Gaussian Distributions following the maximum entropy theory
[48]. When only the upper and lower bounds are known, a uniform distribution is
preferred. Another possibility is to characterize input uncertainties as Beta distributions [49], as they offer the flexibility of representing truncated Gaussian Distributions
(symmetric beta distributions), uniform distributions and non symmetrical beta distributions. As a result, it is possible to increase or decrease the relative importance of
the uncertain parameter along the desired interval through its probability distribution
function.

1.2.3

Robustness in Transonic Wing Design

In aerodynamic shape optimization, experience has shown that deterministic optimum
shapes can lead to inferior performance when the operating conditions are different
from the ones used in the optimization [49]. These shapes usually remove the shock
wave at the design point, while being strongly present at off-design conditions [50].
A multi-point approach partly addresses this issue by optimizing at a discrete set of
flight conditions, [51, 52]. It is the most widely used approach in aerodynamic shape
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optimization to reduce the sensitivity against the operating conditions. It is the current industry standard and it is used for its simplicity, cost and ease of understanding.
However, the proper selection of these flight conditions and corresponding weights is
a difficult task. In addition, it is limited to the minimization of the mean value and
does not account for the variability between the flight conditions or any indication of
extreme events. Also, it is not suitable when a large number of uncertainty sources
are present. It is limited to one or two conditions (e.g. Mach and lift coefficient). The
addition of more parameters -such as the Reynolds number- is limited by the curse of
dimensionality as the number of samples required to uniformly cover all possible combinations of flight conditions increases exponentially. Finally, there is a strong point optimization effect [49]. This means that the multi-point optimum configuration strongly
depends on the chosen operating conditions, and its performance is usually worse at
intermediate ones that are completely ignored by the optimizer. A possible solution
is to increase the number of operating conditions, but this is not always possible. Another alternative, in case that the optimum configuration is expected to operate at a
given Mach interval, is to randomly choose the operating conditions at each iteration
[49].
A probabilistic approach through robust design can address the issues present in a
multi-point optimization. In aerodynamic shape optimization, the minimization of expected (average) drag over a range of flight conditions was investigated for the design
of airfoils [49, 53, 54] and turbulent wings [55]. The minimization of the expectation
follows the Von Neumann-Morgenster decision theory [56], also known as the Maximum Expected Value criterion. Resulting shapes behave better on average than those
obtained through single-point and multi-point optimization. In practice, to also account for variability, a linear combination of the mean and standard deviation of the
QoI is commonly selected as objective function [23, 57]. Alternatively, the minimization of a prescribed τ quantile of the QoI, qτ,Y , is a flexible approach often chosen in
engineering problems [58, 59, 60], because it ensures a minimal performance with controlled probability τ (design requirements). Finally, instead of an statistic, the PDF [61]
or CDF [62] of the QoI can be matched to prescribed targets. In both cases, the problem
lies in the determination of a representative and realistic target PDF/CDF.
To illustrate the robustness need in aerodynamic design, two different scenarios can
appear: to increase the performance of current wings according to current uncertainties, or to develop the next generation of wings according to expected uncertainties.

1.2.4

Enhancing robustness of current configurations by retrofitting
shock control bumps

Shock control bumps (SCBs) are passive flow control devices that improve the performance of transonic wings by altering the flow around near-normal shock waves.
These components are physical bumps placed in the location where the shock wave
is expected to originate. Shock control bumps split the shock into weaker shocks by
means of oblique or compression waves [63]. The flow is isentropically (gradually)
decelerated with respect to the baseline configuration where no bump is present. As
the total pressure loss through oblique shock waves is smaller than the pressure loss
through a normal shock wave, the total wave drag is reduced. As a result, SCBs are the
most effective devices to reduce wave drag when applied to flow with strong stationDLR-FB-2022-12
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ary shock waves [64]. For turbulent airfoils and wings at high lift coefficients or high
Mach numbers, when the shock wave strength is increased, the performance of SCBs
is improved as they can further reduce wave drag.
Geometrically, shock control bumps can be divided into three regions. An initial
ramp upstream of the shock location deflects the incoming flow and generates the
oblique/compression waves [65]. In the crest the flow is decelerated to subsonic speeds
by a near-normal shock wave. The last region is the tail, that brings the flow after the
shock wave back to the surface.
Shock Control bumps were first introduced by Ashill in 1992 for the mitigation of wave
drag [66]. Further studies took place in Europe within the EUROSHOCK II project [64]
and in the USA [67] to investigate its full potential. From the 2000s, the focus has been
on understanding the flow physics [68] and the realization of optimization studies [69],
[70]. A crucial aspect that is gaining more attention recently is the need for a robust
SCB configuration for industrial applications [71], [72]. A complete overview of Shock
Control Bumps is given by Bruce and Collis [73].
The robustness of shock control bumps, i.e., their ability to effectively reduce wave
drag at different flight conditions, is of primary concern as they are highly sensitive to
the shock wave location. At freestream velocities or lift coefficients different from their
design point, SCBs suffer from adverse effects as the shock wave is not located in the
designed location [63]. For example, when the shock wave moves upstream (due to a
decrease in flight speed or lift coefficient), the flow is re-accelerated due to the curvature of the bump, leading to a second supersonic region behind the first shock. On the
contrary, if the shock is located downstream of the SCB, no lambda shock structure is
generated and the flow is further accelerated, leading to an increased shock strength
and possibly causing flow separation. These off-design conditions are detrimental to
the boundary layer health, in opposition to the design case, in which a cleaner two-step
pressure rise usually occurs [63].
In practice, shock control bumps have been considered as a solution to improve offdesign performance by reducing wave drag generated by strong shock waves [74].
This can occur when increasing the aircraft speed, to delay the Mach divergent number, or to increase the buffet boundary [75]. As shock control bumps only requires a
local deformation in the shape of the nominal wing, a "‘morphing"’ bump would be
attractive in order to reduce the shock wave strength. This active mechanism would
be deployed when flying at off design conditions together with variable camber by deploying the flap to move the shock wave to the location of interest [74]. However, the
increase in complexity and added weight usually outweights any benefits that an adaptive shock control bump system can provide[73]. A better approach is to design fixed
shock control bumps taking into account the variability in the operational conditions
through a robust formulation [76]. Up to now, robustness was handled by evaluating
the performance at discrete flight conditions [72, 77, 76]. However, a full probabilistic robust optimization under operational and geometrical uncertainties is required to
trigger the full potential of the retrofit of shock control bumps to transonic aircraft.
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Enhancing robustness of next generation of wings

The introduction of natural laminar flow (NLF) configurations can lead to new opportunities to further reduce fuel consumption of the next generation of passengercarrying airplanes [78, 79]. Laminar boundary layers present lower shear stress at the
wing surface compared to turbulent boundary layers, reducing viscous drag and improving aerodynamic efficiency.
Historically, only low sweept wings flying at reduced Reynolds number have benefited from natural laminar flow [80]. At higher Reynolds numbers and sweep angles,
crossflow (CF) instabilities are triggered that lead to boundary layer transition near
the leading edge [81] causing a fully turbulent flow over the wing. The application to
larger Reynolds/sweeps usually requires the combination of NLF with laminar flow
control such as suction [82] of the boundary layer to dampen instabilities. However, it
is possible to obtain pressure profiles that mitigate CF instabilities through shape design without the need for active flow-control devices. An example for the redesign of
the NASA Common Research Model can be found in [83, 84] applying inverse design
techniques.
The extent of the laminar flow regions strongly depends on the environment [84].
Hence, the robustness of laminar wings against environmental changes, causing instabilities that can unexpectedly trigger transition, and off-design conditions is crucial.
Designing robust laminar configurations with an inverse method is simply not possible. Not only because targeting a pressure distribution can initially lead to suboptimal
configurations but also it will not necessarily lead to a good design in case of uncertainties in freestream turbulence intensity, manufacturing tolerances, wear and tear,
acoustic waves or presence of clouds. These physical uncertainties will effectively reduce the critical N-Factor used to predict the transition location and transition will
be shifted upstream. According to [85], critical N-factors are an integral measure of
the flow quality. They are strongly related to the freestream disturbance level, surface quality, noise and boundary layer receptivity to those disturbances. Therefore, the
physical uncertainties can be expressed as uncertainties in the critical N-factor. This
problem is present not only in free flight but can also be observed during wind tunnel
testing [84]. For example, wind tunnel tests performed at the National Transonic Facility in NASA Langley estimated a critical N-Factor between 4 to 8 for transition caused
by TS instabilities [86]. In similar calibration tests in the DNW-NWB, the crossflow
critical N-factor was reported to vary from 7.4 to 9.3 [85].
In the past years, direct shape optimization has been used for the design of natural
laminar flow airfoils and wings [87, 88]. NLF airfoils using the Re−γ turbulence model
have been robustly designed for a range of Mach number and lift coefficients [89]. In
this case, a linear combination of mean and standard deviation of the drag coefficient
was minimized. In [90], a supersonic wing-body laminar configuration was robustly
optimized in Euler flow in combination with a boundary layer solver. The value at
risk (quantile) and conditional value at risk were obtained under uncertainties in the
geometry and one critical N Factor. Recently, robust design of laminar airfoils under
uncertain critical N-factor was performed using the low-fidelity integrated boundary
layer solver XFOIL in combination with an eN transition model [91]. Changes in the
critical N-factor were assumed to directly change the transition location according to
the envelope of the transition waves without the need of recomputing the pressure
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profiles.
There is a lack of realistic applications of robust design methodologies applied to expensive, relevant NLF problems including uncertainties in both operational conditions
and critical N-Factors for swept flows. Previous investigations either relied on lowfidelity solvers to speed up converge or only accounted for 2D instabilities, limiting
its application to swept wings. As a result, there is an interest into the robust design
of realistic configurations under random environmental and operational uncertainties
that could otherwise trigger transition more upstream than expected.

1.3

Thesis Definition

The present and next generation of transonic wings can benefit from the addition of
uncertainties in the design process. Currently, there are three main limitations that
prevent the robust design of aerodynamic components following a fully probabilistic
approach: the lack of efficient robust design frameworks able to deal with expensive,
high-dimensional (either in terms of design parameters or uncertainties) CFD simulations, the lack of public data regarding aircraft operations necessary to characterize
uncertainty sources and the need of test cases of enough relevance that would be truly
benefited by a robust formulation. Picking up these limitations, the main objective of
this thesis is:
The development of efficient robust design methodologies for Optimization under
Uncertainty and their application to the aerodynamic robust design of transonic
wings under realistic uncertainties
This thesis makes a contribution beyond the state of the art in the following points:
1. The development of efficient methodologies for Aerodynamic Shape Optimization under Uncertainty using state-of-the-art surrogate methods. Surrogate models can be used to reduce the number of function evaluations required
for robust design. However, these are limited by the dimensionality of the problem. Following the No Free Lunch Theorem, [92] "any two optimization algorithms are equivalent when their performance is averaged across all possible
problems". An optimization framework that is very efficient for a given type
of problems will be outperformed by another one in a different type of problems.
The same can be said when performing Optimization under Uncertainty. The
choice of the most appropriate method is determined by knowledge in the problem. The ultimate robust optimization algorithm does not exist and for each type
of problem, a different framework is necessary. That is the reason several robust
optimization approaches will be developed.
2. The characterization of aerodynamic uncertainty sources based on experimental data and real aircraft operations. To develop realistic shapes, it is required
first to realistically characterize input uncertainties following expert knowledge
and empirical observations. It is required to transition from initial assumptions
relying on engineering knowledge, towards well-defined uncertainty sources,
specially when dealing with operational uncertainties defining the performance
of aircraft.
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3. The application of previously developed frameworks and characterized uncertainties into the robust design of transonic wings. Two relevant applications
are proposed:
(a) The increase in robustness of current transonic wings by the retrofit of
shock control bumps under operational and geometrical uncertainties.
Shock Control Bumps can be used to mitigate strong normal shock waves
over the upper surface of the wing, but are highly sensitive to the operational conditions. A robust design methodology will able to come up with
configurations that perform better under operational uncertainties, leading
to a competitive advantage with respect to the clean wing.
(b) The robust design of the next generation Natural Laminar Flow Wings
against operational and environmental uncertainties. The increase in performance obtained from laminar flow could be easily undermined under
environmental and operational uncertainties that would unexpectedly trigger transition. An integral robust design taking these uncertainties in the
design process is required to maintain the performance.
An outline of the thesis is shown in Figure 1.2. The first part of this thesis focuses
on the development of efficient Optimization under Uncertainty frameworks. After
an introduction to robust design and surrogate modelling in Chapter 2, three different
methodologies will be developed according to the type of problems at hand. In first
place, for problems with a low to moderate number of design parameters and uncertainties where an adjoint formulation is not available, a bi-level surrogate approach
will be developed in Chapter 3. In this case, state-of-the-art methods for efficient optimization will be combine with surrogate-based uncertainty quantification techniques.
Secondly, for more traditional problems with a large number of design parameters
where an adjoint formulation is available, a gradient based robust design framework
will be introduced in Chapter 4. Finally, when dealing with a large number of uncertainties, surrogate models can not deal with uncertainty quantification and a novel
robust design framework based on quantile Bayesian regression will be developed in
Chapter 5. These three new frameworks are complementary and each of them should
be used when required. To demonstrate their capabilities, the methodologies will be
directly applied to 2D robust aerodynamic shape optimization problems involving airfoil and shock control bump design.
The second part of the thesis focuses on the novel application of these frameworks to
more relevant test cases. To increase the robustness of current aircraft, an array of shock
control bumps will be retrofitted to a 3D wing-body configuration in Chapter 6 under
realistic uncertainties obtained from real aircraft operations. Finally, in Chapter 7, 2.5D
natural laminar flow wings will be designed for a short-haul civil aircraft configuration
under environmental and operational uncertainties. Overall, the frameworks will be
able to handle expensive, truly high dimensional simulations in terms of uncertainties
and design parameters within a reasonable CPU time. Also, this Thesis will illustrate
the benefits of including uncertainty in the design process by coming up with robust
wings demonstrating how these are the preferred choice in opposition to the classical
deterministic optimum. This comparison will be critical for the establishment of these
methodologies as the stepping stone for future robust aerodynamic design and enable
the shift from a deterministic towards a probabilistic formulation.
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Robust Design of Transonic Wings using Efficient Surrogate Models: Methodologies and Applications
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Figure 1.2: Dissertation outline
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Robust Design and
Surrogate-Assisted Methods

In this chapter, the basic concepts of robust optimization and surrogate modellings are
introduced. It will be shown that the use of surrogate models is essential when dealing
with expensive simulations for both both deterministic optimization and uncertainty
quantification. The contents of this chapter have been published in Sabater, C. (2020).
Best Practices for Surrogate Based Uncertainty Quantification in Aerodynamics and
Application to Robust Shape Optimization. In Optimization Under Uncertainty with
Applications to Aerospace Engineering (pp. 429–453). Springer International Publishing. and in Sabater, C., Bekemeyer, P., Görtz, S. (2020). Efficient Bilevel Surrogate Approach for Optimization Under Uncertainty of Shock Control Bumps. AIAA Journal,
58(12), 5228–5242

2.1

Deterministic and Robust Design Formulations

The general aerodynamic shape optimization formulation can be defined as finding
the optimum set of design parameters x∗ defining the shape of an aircraft or one of its
components in order to minimize an objective function. This one involves a given QoI,
y ⊂ R at given dm operating conditions A0 ⊂ Rdm while meeting dg constraints:
x∗ = arg min{y(x, A0 )}
( x
gi (x) ≤ 0,
i = 1, 2, . . . dg
s.t. =
xj,L ≤ xj ≤ xj,U , j = 1, 2, . . . dx

(2.1)

The shape is parametrized by a set of dx design variables x ∈ Ω ⊂ Rdx . These extend
from [xj,L , xj,U ], the lower and upper bounds. The flight conditions A0 are usually the
Mach number, M0 , Reynolds number, Re and lift coefficient, CL . Sometimes the altitude is considered instead of Reynolds number, as these are correlated assuming standard atmosphere [93]. In the civil aeronautics field, the flight conditions correspond to
the cruise point, the longest segment of the mission, where transonic flow it present.
This formulation can be seen as "deterministic" as no uncertainties are present.
When designing robustly, two approaches can be used: more traditional nonprobabilistic formulations, that make use of intuition and expert knowledge, and probabilistic approaches that are linked with statistical modelling and uncertainty quantification.
13
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2.1.1

Non-Probabilistic Robust Design Formulations

Non-probabilistic formulations to robust design were developed based on engineering
experience and do not require the use of statistics.
Multi-point Optimization
Multi-point optimization takes into account discrete points in flight through the replacement of the original formulation of the objective function (evaluated at one flight
condition), by a weighted average of the cost function at Nm different operating conditions Ai . This is commonly used to reduce the QoI at both landing and cruise or at
given Mach numbers during cruise,
∗

x = arg min

(N
m
X

x

)
(2.2)

wj y(x, Aj )

j=1

where wj are the weights given for each flight condition.
Worst Case Approach
When dealing with the Worst Case Approach, the problem is to find the shape whose
maximum (worst) performance is minimum [94]. The optimization is solved by the
Min-Max approach, as in each optimization iteration the worst case must be firstly
found.


∗



x = arg min max{ y(x, Aj )}
x

Aj

(2.3)

Where Aj corresponds to the different operating conditions at discrete values or for
a range. For a given geometry, the QoI must be evaluated at all the possible operating conditions, in order to obtain its maximum value (that will be minimized). The
optimization does not take into account the fluctuations of the objective function following the geometrical or operational uncertainties. It only minimizes the QoI at the
worst-performing operating condition. As it does not take into consideration the global
behaviour and probability of occurrence but the only worst-case scenario, it is more
appropriate for the field of Structural Optimization field where catastrophic scenarios
must be avoided. The optimization of the worst-case scenario leads to overly conservative designs [60]. For example, in the field of aerodynamic shape optimization at
different flight conditions, the solution will be optimal at high Mach numbers where
strong shocks are present, improving its worst performance. However, in practice this
condition is rarely attained, and during the rest of the flight envelope, the performance
will be deteriorated over other more feasible designs.
Interval Analysis
Interval Analysis is used when only the bounds of the flight conditions are known. It is
a two objective optimization problem focused on the minimization of the middle point
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of the objective function value and the extent of its interval [19].
(
∗

x = arg min
x

ymax (x)+ymin (x)
,
2
ymax (x)−ymin (x)
2

(2.4)

This case is similar to the worst-case approach: it requires a Min-Max optimization, and
it takes into consideration only extreme events, instead of the variation of the objective
function within the interval.

2.1.2

Probabilistic Robust Design Formulations

In the probabilistic approach the operating conditions and geometrical uncertainties
are modelled as random variables. In this case, their PDF or statistical moments such
as mean or standard deviation are defined. Instead of fixed flight conditions A0 ∈ Rdm
or constant shapes, they are dξ independent random variables ξ ∈ Rdξ .
Under uncertainty, the QoI y is not any more deterministic and becomes a random
variable Y . The optimization problem must account for the stochastic nature of the
QoI. As a result, the objective function is shifted towards an statistic (such as mean,
standard deviation or quantile) of the QoI. Robust optimization techniques deal with
minimizing the influence of random fluctuations on the overall performance, assuming
no catastrophic failures. In this case the main goal is to obtain an optimum design that
produces the best performance taking into account all possible combinations of the
uncertain operating conditions. Events with the highest probability of occurrence will
have a larger influence in the optimization process.
Mean optimization
The design with the lowest expected value of the objective function is a reasonable
choice as an objective function [49]:


Z

∗

x = arg min {µY (x)} = arg min
x

x

Y (x, ξ)PDFξ (ξ)dξ

(2.5)

ξ

This approach is equivalent to the multi-point, where the weights wj are substituted by
the probability density function PDFξ and the flight conditions are continuous instead
of discrete. This approach is interesting from a design point of view, as airliners are
interested in minimizing their fleet average fuel consumption over a given period of
time. They are able to afford (rare) extreme events across several flights, as far as on
average the cost is reduced.
Standard deviation optimization
Not only the minimum expected value of the QoI is usually considered, but also its
variability with respect to the variation of the uncertain parameters. A second criteria
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commonly is based on the minimization of the standard deviation of the QoI:
x∗ = arg min {σY (x)} = arg min
x

x

(Z

0.5 )
(Y (x, ξ) − µY (x)) PDF ξ (ξ)dξ

(2.6)

ξ

In practice this approach is not used alone, but in combination with the minimization
of the mean.
Combination of mean and standard deviation optimization
A common approach of the trade-off between the expected value and the variability of
the objective function is the minimization of the weighted sum of mean and standard
deviation:
x∗ = arg min {wµ µY (x) + wσ σY (x)}

(2.7)

x

In practice, this formulation represents the trade-off between the reduction in expectation (have good performance on average) and variability (have as little variation
as possible in the performance). Both features are usually desired. By changing the
weights, the non-dominated optimum solutions can be obtained. These can be represented a Pareto front of mean vs standard deviation.
Quantile Optimization
Let denote FY : R 7→ [0, 1] the Cumulative Distribution Function (CDF) of a real-valued
random variable Y (ξ):
FY (y) = P (Y ≤ y).

(2.8)

The CDF is right continuous, such that, for any τ ∈ (0, 1), the τ -quantile of Y can be
defined as
qτ = FY−1 (τ ) = inf {y|FY (y) ≥ τ } .

(2.9)

In other words, a given τ quantile is the value below which the random variable is
obtained with a probability of τ · 100%. Different quantiles can be chosen by designers
as objective functions to meet their specific design requirements.
x∗ = arg min {qτ,Y (x)}

(2.10)

x

This definition of the objective function (equation (2.10)) is equivalent to that of the
worst case approach presented in equation 2.3 when looking for the 100% quantile.
The robust objective function includes a probabilistic formulation and the worst case
accounts for the maximum QoI. A high quantile such as the 95% or 99% can be chosen
to minimize extreme events, instead of the more conservative min-max optimization
problems [60]. By properly accounting for the uncertainties in the design process, confidence intervals can be used instead of conservative margins of safety. An alternative
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to high quantiles is to consider the median (50% quantile q0.5 ), to focus on the middle
value of the realizations. In contrast with the mean, the median is less sensitive to
outliers when looking for an optimum configuration.
Qualitative Comparison of Deterministic and Robust Optimization Approaches
Figure 2.1 illustrates the result of different robust optimization formulations. The figure shows the QoI as a function of one design variable x. The continuous black line corresponds to the multi-modal deterministic QoI in the absence of uncertainty (nominal
conditions). In the presence of external environmental, operational, or manufacturing
uncertainties, the QoI exhibits a variability illustrated by the grey shaded areas corresponding to the confidence intervals. The deterministic optimum design x∗1 yields an
uncertain QoI with high variability and poor mean value value, as depicted by the extend of the confidence intervals and and the orange PDF. The optimal design denoted
by x∗2 has the lowest mean value (shown by the white dot), but it is affected by high
variability. In contrast, the design x∗3 , corresponding to the minimization of the standard deviation, exhibits a low variability (short PDF) but poor average performance.
Finally, the optimization of the 95% quantile in x∗4 ensures the best performance for
95% of the events. This shows that the choice of the objective function in robust optimization is problem-dependent and is influenced by the desired properties of the
optimum configuration. In the next chapters, the focus will be in the comparison of
these approaches.
𝑌

Deterministic realization
(no uncertainty)

25 − 75% quantiles
5 − 95% quantiles

Mean value

Optimum in
Mean, 𝜇𝑌∗

𝒙∗𝟐

Optimum in
Optimum in 95%
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∗
∗ deviation, 𝜎 ∗ quantile, 𝑞95%
Optimum, 𝑦
𝑌

𝒙∗𝟏

𝒙∗𝟑

𝒙∗𝟒

𝒙

Figure 2.1: Difference in robust optimization formulation in terms of objective function
In the context of robust optimization of black box solvers, as uncertainties are introduced, the stochastic space needs to be characterized at each iteration of the optimization [19]. This is shown in Figure 2.2, where the deterministic and robust formulation
strategies are outlined. In the deterministic optimization, the black box solver is evaluated only once for a given set of design parameters xi . In the robust optimization,
the black box solver needs to be evaluated many times for the same set of design parameters xi in order to obtain a converged statistic of the QoI. This statistic is given
to the optimizer for its minimization. As a result, the addition of uncertainty quantification increases the computational cost of robust optimization by several orders
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of magnitude [95]. The development of efficient methods for both optimization and
uncertainty quantification becomes critical, specially when the black box solver deals
with expensive CFD simulations.
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Figure 2.2: Comparison between deterministic and robust optimization strategies

2.2

Surrogate Methods for Aerodynamic Design

In modern engineering design problems, the direct use of expensive simulations makes
unfeasible the complete exploration of the design space. It is not always possible
to analyse all the competing options, especially in the aerospace industry, where the
modelling of fluid dynamics through numerical methods is one of the most computationally demanding fields [19, 96]. As previously introduced, when dealing with CFD
based optimization, a deterministic solution is already a computationally expensive
approach. In case of robust aerodynamic shape optimization, i.e. with optimization
under uncertainty, the high cost of quantifying the uncertainty in each iteration of the
optimization process makes necessary the use of efficient uncertainty quantification
and optimization methods.
Surrogate models, also called response surfaces or meta-models, are approximations
of expensive high fidelity models that represent the physical QoI (for example drag,
weight or cost), as a function of the design or uncertainty parameters. The use of surrogate methods in aerodynamic design is increasing in popularity at the same time
that simulations become more and more complex [97]. These mathematical models are
built following a data-driven approach: surrogates are created from a limited set of
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observations (evaluations of the black box model), and are able to provide instant predictions at unobserved locations. In other words, they require of a “one time upfront
investment” in order to get instant, online data.
When dealing with robust design, surrogate models can be very helpful for an efficient
exploration and exploitation of both the design (optimization) and stochastic (uncertainty quantification) spaces, as will be shown in the next sections. Building a surrogate
model consists of the following steps:

2.2.1

Design of Experiments

One of the key elements for the construction of surrogate models is the initial sampling
strategy of the parameter space, the Design of Experiments (DoE). The choice of the
sampling strategy must follow from:
• The samples should have a space-filling nature, such as they are evenly spread
over the design space
• The projections of the sampling points to the axis of each variable is uniform
• The number of expensive simulations/full order model evaluations to achieve
this complete exploration should be minimum
• The sampling must follow minimum discrepancy, i.e. the sampling plan must be
based on uniform partitions of the unit interval but not regular [98].
• The number of samples should not be fixed. The addition of more points can be
used to further refine the surrogate without the need of recomputing the previous
ones.
• Ideally, after the DoE, the design landscape is fully explored
Traditional approaches such as full factorial designs, where all possible combinations
of the design variables are investigated, are not often suitable for an effective exploration of the design space. Full factorial design is expensive for a large number of
factors. As the dimensionality increases, there is an exponential increase in the number of samples.
Arguably, the most common sampling approach is the use of Latin Hypercube Sampling developed by Mckay [99]. It is a very popular stratified random sampling, but
may not always be space filling and the number of samples is fixed beforehand. Quasi
Monte Carlo techniques that employ deterministic low discrepancy sequences [100]
can prove to be more effective to obtain an even sampling distribution [101]. They
combine the flexibility of random sampling with the advantages of grid sampling [97].
As a result they can better represent the design space with fewer sample points than
full factorial design.
Sobol Sequences are a quasi-random low discrepancy sequence that use a base of two
to successively create finite uniform partitions of the unit interval [102]. In contrast
with Latin Hypercube Sampling, Sobol sampling is deterministic. Adding more samples is therefore straightforward by continuing the sequence without degradation in
the space filling. As a result, when building surrogate models, it is possible to improve
their accuracy by adding additional samples and reusing the existing points.
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2.2.2

Surrogate Model Construction: Gaussian Process Regression

After the initial sampling is evaluated the surrogate model is constructed. Different
surrogate models are available: polynomial regression, radial basis function, support
vector regression, neural networks and Gaussian Process Regression, GPR. The approximation of the objective function by GPR, (also known as Kriging), is among the
most used in optimization [103, 104]. An intuitive derivation is given by Jones [105],
while a more formal definition can be found in [106].
Gaussian Process Regression follows a probabilistic approach to surrogate modelling.
The main advantage with respect to other surrogate methods is that it incorporates the
confidence of the prediction into the regression result and the modelling contains less
assumptions regarding the shape and nature of the landscape to represent [103].
The predicted values are modelled by a Gaussian Process governed by prior covariances. It assumes that before sampling any point x, there is an uncertainty about its
associated function value y(x) that can be represented as a realization of a random
variable Y (x). Assuming a continuous function, the function values y(xi ) and y(xj )
will be similar if the distance |xi − xj | is small. Then, the correlation function ψi,j
between two random variables Y (xi ) and Y (xj ) can be defined as a function of the
Euclidean distance with a set of hyperparameters θ. A Gaussian kernel is commonly
chosen [106], with the exponent p fixed to 2.
ψi,j = Corr[Y (xi ), Y (xj )] = exp −

d
X

!
θk | xi − xj |p

(2.11)

k=1

Intuitively, if two samples are close together the correlation tends to one (they are
highly correlated), while if they are far away, the correlation tends to zero. Each hyperparameter θk is an inverse measure of the strength of the correlation along the k th
coordinate direction. Low θl values corresponds to highly correlated trends that barely
changes along the k th dimension. High values of θk leads to active dimensions, resulting in significant differences across the samples for that dimension. The hyperparameters are fine-tuned by the maximization of the concentrated log-likelihood function
[107].
1
n
log(L) = − log(σ̂ 2 ) − log(|Ψ|)
2
2

(2.12)

Where Ψ is the n × n correlation matrix, with n the number of training points used to
construct the surrogate, with the (i, j) elements given by ψi,j from equation 2.11.
Also, σ̂ is given by:
σ̂ =

(y − 1µ̂)T Ψ− 1(y − 1µ̂)
n

(2.13)

Where y = {y1 (x1 ), y2 (x2 ) . . . yn (xn )}T contains the responses to the training samples
and 1 is a n×1 unit vector. Also, µ̂ is the global model trend, which in ordinary Kriging
is constant and defined as:
µ̂ =
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The maximization of the likelihood is the most expensive step in the construction of
the surrogate as it is critical for the construction of a good quality surrogate.
After the estimation of all the parameters of the GPR, the predicted response ŷ at a
given design vector x is given as the realization of stochastic process:
ŷ(x) = µ̂ + ψ T Ψ−1 (y − 1µ̂)

(2.15)

with ψ as the correlation vector between Y (x) with the training samples Y (xi ) for
i = 1, . . . n.
A main benefit of GPs are the possibility of estimating the prediction error at any given
point through the mean squared error, MSE:


1 − 1T Ψ−1 ψ
T
−1
ŝ (x) = σ̂ 1 − ψ Ψ ψ +
1T Ψ−1 1
2

2

(2.16)

As expected, the MSE error is zero at the sample points and increases with the distance
from them. The root mean squared error, RMSE or ŝ(x), is a more meaningful value
and is related with the standard deviation in the surrogate prediction.
In presence of noisy data a regularization constant Λ, also called nugget effect, can be
added to the diagonal of the correlation matrix Ψ. The interpolation is transformed
into regression. As a result, the MSE at the samples is not any more zero. The regularization constant becomes another parameter to be obtained through the maximization
of the Maximum Likelihood.
Gaussian Process Regression entails longer training times than other surrogate methods, but this leads towards the possibility of an improved prediction accuracy [103].
The main limitation of GPR lies under large-scale problems in terms of both dimensions and samples. An inversion of the correlation matrix Ψ is required, and this could
become ill-conditioned under a large number of samples.

2.2.3

Active Infill Strategy

Once the surrogate model is constructed, additional samples are evaluated in regions
of interest, following given "acquisition functions". These define the desirability of
evaluating a sample in a given location guiding the exploration and exploitation of the
parameter space. The optimization of the acquisition function is required to come up
with the next sampling location, usually through genetic algorithms. As the evaluation
of the acquisition function in the surrogate is instant, the next sampling location is
found at no cost. Once the new sampling is evaluated in the black box solver, the
surrogate model is again constructed with this additional sample, and the process is
repeated until a convergence criteria is met.
The selection of the DoE, surrogate model and more specially, the active infill strategy, depends on the purpose of the surrogate. On the one hand, when dealing with
optimization, the initial objective is to have a good global representation of the design
space, and later on is shifted towards the exploitation of the locations of the possible
minima. On the other hand, when the focus is Uncertainty Quantification, usually a
global representation of the stochastic space is desired. In the next sections, the surroDLR-FB-2022-12
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gate models for optimization and for uncertainty quantification will be explained with
more detail.

2.3

Surrogate-Based Optimization

Surrogate-Based Optimization, SBO, is a very popular approach for the optimization
of expensive black-box problems. It is also called Efficient Global Optimization [108],
as its main objective is to reduce the number of function evaluations by replacing the
black box model with a metamodel [103]. A surrogate of the QoI as a function of
the design parameters is built. In aerodynamic shape optimization, SBO is a wellestablished gradient-free optimization technique [109, 110]. Going back to equation
(2.1), the objective of SBO is the minimization of the Quantity of Interest depending on
some design parameters x under some constant conditions A0 :
x∗ = arg min{y(x, A0 )}
( x
gi (x) ≤ 0,
i = 1, 2, . . . dg
s.t. =
xj,L ≤ xj ≤ xj,U , j = 1, 2, . . . dx

(2.17)

A custom SBO framework is developed for this task as a continuation of the work of
[88] with additional infill criteria involving a moving trust region. The DLR SurrogateModelling for Aero-Data Toolbox (SMARTy) is used for the initial Design of Experiments sampling and for the creation of the GPR surrogate [111]. The overall framework
of the optimization process is shown in Fig. 2.3. In case of deterministic optimization,
the objective function is the QoI, obtained by the black box solver. The framework has
been tailored for the efficient application to aerodynamic shape optimization problems.
Each of the steps in the optimization process is explained below.
Objective Function Call

𝒙𝑖

𝒙𝒊

𝑦𝑖

Design of
Experiments

Surrogate
Construction

1. DESIGN OF
EXPERIMENTS

𝒙𝑖

𝑦𝑖

Location of
Maximum
Expected
Improvement

Surrogate
Construction

2. INFILL
(EXPECTED IMPROVEMENT)
Global Exploration

𝑦𝑖

Location of
Optimum in
complete
Surrogate

3. OPTIMIZATION IN
SURROGATE

𝒙𝒊
Surrogate
Construction

𝑦𝑖

Location of 𝒚∗ , 𝒙∗
Optimum in
Trust Region

4. TRUST REGION METHOD

Local Explotation

Figure 2.3: Surrogate-based optimization framework to efficiently find global minimum of complex functions

2.3.1

Design of Experiments

For an efficient exploration of the design space up to a moderate number of dimensions, following Section 2.2.1, a sampling based on Sobol Sequences is used for the
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initial DoE. As a rule of thumb, when approximating the objective function with a
Gaussian process, the number of samples for an effective initial design of experiments
should be about five to ten times the input dimension [112].

2.3.2

Infill through Expected Improvement

Once the initial sampling is evaluated, the GPR model is constructed. The surrogate
predictor ŷ(x) and RMSE ŝ(x) define respectively the mean and variance of the random
variable Y (x), the uncertainty in the prediction due to the limited sampling that the
surrogate was constructed upon. The improvement I from the current best sample
ymin to any other Y (x) is defined as:
I(x) = max {ymin − Y (x), 0}

(2.18)

As Y (x) is a random variable, the probability of improvement form the current best
sample is defined as:
1
√
P I(x) =
ŝ(x) 2π

0



(I − ŷ(x))2
exp −
2 s2
−∞

Z

(2.19)

The Expected Improvement (EI) defined as the expectation of the improvement found
by integration of equation 2.19 [108]:

EI = E[I(X)] = (ymin − ŷ(x)) Φ

ymin − ŷ(x)
ŝ(x)




+ ŝ(X) φ

ymin − ŷ(x)
ŝ(x)


(2.20)

where Φ and φ are the cumulative and probability distribution functions of the standard normal distribution, respectively. A large expected improvement is present in
regions where a smaller solution than the current best is possible (first term of equation 2.20) and/or when the model error is large (second term of equation 2.20). Thus,
the EI balances exploration with exploitation, adding samples in both regions that have
been relatively unexplored, as well as in those where a local minima may be present.
During the refinement phase, the location x with maximum EI on the surrogate is
obtained by a differential evolution algorithm [113] and used as an infill criterion to
update the surrogate model. A population size ten times the number of design parameters is selected for the differential evolution optimizer. Together with a conservative
convergence criterion, the optimizer is able to obtain the global maximum Expected
Improvement at relatively low cost. This process is iteratively performed until one of
the following convergence criteria is met:
1. Convergence in the objective function value between two consecutive samples,
| yi − yi−1 |≤ ty
2. Convergence in the L2 distance between consecutive locations the design space,
|| xi − xi−1 ||≤ tx
3. Convergence in the EI value itself EIi ≤ tEI
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In addition, this stage can also stop if the maximum number of allocated samples (computational budget) for that stage is met.
In low to moderate dimensional problems, the EI criteria can be used in many cases as
the best route to find the global minimum. However, in other occasions it may provide
a very slow convergence rate [103]. Additional acquisition functions can be used to
accelerate the optimization convergence.

2.3.3

Iterative Optimization on Surrogate

Once the refinement is finished, the acquisition function can be changed from the Expected Improvement to the mean of the Kriging surrogate, ŷ(x). The new infill sample to be evaluated by the black box solver is then the optimum minimum value on
the surrogate, also found by the differential evolution algorithm. It is unlikely that
both surrogate and true solution will match, so the surrogate is recomputed with this
infill point. The process is repeated until any of the convergence criteria previously
explained is met.

2.3.4

Trust Region Optimization on Surrogate

In practical applications dealing with high dimensional, nonlinear functions (such as
aerodynamic analysis which involve shock waves) the convergence of the previous
stage to the optimum is not always guaranteed. The trust region method is a local
exploitation method used to find the local minimum in the region of influence of the
current sampled minimum [114]. In order to converge towards a global minimum, a
good balance between exploration and exploitation is required in the previous stage.
The optimum point on the surrogate is found with the differential evolution algorithm,
but this time the search space is centred in the current real minimum, ymin = y(x∗min ),
(sampled in the black box solver) and bounded by a given trust region radius, δm .
In opposite to previous work [103], in this case the trust region radius is a vector,
1
2
d T
δm = {δm
, δm
. . . δm
} and can be different for each dimension in order to improve
convergence and quickly identify relevant optimum directions. The new optimum location on the surrogate xm+1 is evaluated on the black box model to obtain y(xm+1 ).
The quality of the prediction is evaluated through the ratio r between the actual improvement, AI, and the surrogate predicted improvement, SP I:
r=

AI
max{y(x∗m ) − y(xm+1 ), 0}
=
SP I
y(x∗m ) − ŷ(xm+1 )

(2.21)

The next trust region δm+1 is reduced if the surrogate is not accurate enough to limit
the search space to a region closer to the current best sample. If the surrogate accuracy is good, the trust region is increased and allows for further exploration. For each
j
is defined as:
dimension, the updated trust region δm+1

j
δm+1
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| xj
− xj,∗
if r < r1
m |, δmin },
max{c
 1 m+1
j
j,∗
= min c2 | xm+1 − xm |, δmax , if r > r2 .


max{| xjm+1 − xj∗
otherwise
m |, δmin },

(2.22)
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where δmin and δmax are the minimum and maximum allowable trust region and c1 < 1
and c2 > 1 affect the expansion and shrinkage rate of the trust region, according to
the surrogate accuracy. Following [103], values of c1 = 0.75, c2 = 1.25, r1 = 0.25 and
r2 = 0.75 are recommended. Another alternative is to consider a global trust region for
all the dimensions, δm [114]. In that case, the update can follow from:

δm+1



max{c1 δm , δmin }, if r < r1
= min {c2 δm , δmax } , if r > r2 .


δm
otherwise

(2.23)

In case y(xm+1 ) < y(x∗m ), (a new optima is found), the center of the trust region is
updated to xm+1 . The process is repeated until convergence. Additional details of the
implementation can be found in [103].

2.3.5

Trust Region Expected Improvement

The EI acquisition function can also be bounded by a trust region in the same way as
the optimum of the surrogate was bounded in the previous section [115]. This increases
the convergence by trading exploration by exploitation, as the search space is limited
to a given trust region around the current minima. In this case, the ratio r used to
determine the increase or reduction in the trust region is the ratio between the actual
and expected improvement [115]:
r=

AI
EI

(2.24)

And the trust region is adapted according to either equation 2.22 or 2.23. This method
is recommended for relative high dimensional problems (ten or more) for which a full
Expected Improvement infill would require too many samples to converge.

2.3.6

Heuristics in SBO

For a good exploration of the design landscape, the number of DoE samples should be
at least 5 to 10 times the problem dimensionality. The transition from one infill criterion
to another takes place when one of the convergence criteria is met. However, it is
recommended to allocate a maximum budget for each of the stages in case convergence
can not be achieved. The heuristic follows from allocating 60% of the infill budget to
the EI improvement stage, while 20% is used for both the optimization on the surrogate
and the trust region approach. The infill budget should consist of 2 to 4 times the
number of DoE samples. For relative high dimensional problems (10 or more), the
Expected Improvement should be bounded by a trust region.
The framework allows for the parallelization of both the DoE stage. Further parallelization of the EI or trust region would require additional work. However, the different acquisition functions, e.g. EI and optimum in the surrogate, could be found and
evaluated in parallel for each state of the surrogate. Finally, the SBO is not limited to
the presented infill criteria. The modularity of the framework makes possible the inDLR-FB-2022-12
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troduction of additional acquisition functions such as the probability of improvement
or entropy-search techniques [116].

2.3.7

Application to Analytical Test Functions

To demonstrate the capabilities of the SBO framework, it is first tested on two multimodal analytical test functions.
Egg Crate Test Function
The Egg Crate Test function is a multi-modal 2D test function [117] with nine local
minima, one of them global. The presence of multiple local minima makes it suitable
to investigate the capability of SBO to balance global exploration and local exploitation.

J(x) = 25

2
X
x2j
j=1

s.t.

25

+ sin(xj )2

− 5 ≤ xj ≤ 5,

(2.25)

j = 1, 2

The global optimum, J ∗ = 0 can be found at x = (0, 0). The optimization is repeated
for two different DoE sampling, A and B, both of them consisting of ten initial samples. These are obtained from starting the Sobol sequence from two different locations.
Afterwards, the Expected Improvement and Trust Region Optimization strategies are
selected as infill criteria.
Figure 2.4 shows the contours of the test function, as well as the samples for both cases.
It is useful to visualize the trade-off between exploration and exploitation. The DoE
samples are represented in black, and cover the whole design space. The EI samples
are the green triangles. In case A, these are more centered along the global optimum
as its basin of attraction was already found by the DoE. Case B however spreads the
search of the EI through all the domain as no initial DoE sample was located near
the global optimum. The Trust Region Optimization samples are represented by the
square markers. In both cases the optimization is able to converge towards the global
optimum at x = (0, 0) within 24 and 27 samples respectively.
Figure 2.5 shows the convergence history for both cases in terms of objective function
value J, absolute error w.r.t. the global minima |J − J ∗ | and design vector location
x. In both cases the difference w.r.t. the reference optimum can be reduced more than
three orders of magnitude, at the level of the optimization tolerance. To achieve this,
the Trust Region Optimization is absolutely necessary. For example, for case A, after
10 DoE samples and 10 EI samples (each stage separated by the vertical lines), the trust
region enters into action. Only then the error in the global optimum is reduced by
more than three orders of magnitude. A similar trend occurs in case B. The grey dots
show the effect of continuing with the EI instead of opting for a trust region strategy.
In that case, the optimum location can not be accurately found. As a result, the trust
region proves effective in finding the closest local minimum to the minimum sample
of the EI.
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Figure 2.5: Convergence history of SBO of Egg Crate Test Function. Top: Objective
Function value; Middle: optimum absolute error; Bottom: Design parameters
Hartmann 6 Dimensional Function
The Hartmann 6 dimensional test function [118] presents a complex, non-linear landscape, with a global optimum on J ∗ = 3.32237.
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J(x) = −

4
X

αi exp −

i=1

s.t.

0 ≤ xj ≤ 1

6
X

!
Ai,j (xj − Pi,j )2

(2.26)

j=1

j = 1, 2 . . . 6

where

α = (1, 1.2, 3., 3.2)T

10
3
17 3.5 1.7
0.05 10 17 0.1 8
A =
 3 3.5 1.7 10 17
17
8 0.05 10 0.1

1323 1696 5569 129

2329 4135 8307 3736
P = 10−4 
2348 1451 3522 2883
4047 8828 8732 5743


8
14

8
14

8283 5886
1004 9991

3047 6650
1091 381

The optimization in this case starts with thirty samples for the DoE. Again, two different initial sampling are selected. Figure 2.6, shows the objective function value at
each iteration, the difference in the objective function w.r.t. the global optimum an the
location of each design parameter at each iteration for cases A and B. In both cases the
global optima is achieved and the good convergence properties of the EI and Trust Region infill criteria can be appreciated. Approximately 50 samples are required to find
the global optimum of this six dimensional function, with an absolute error of 10−3 .
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2.4

Surrogate-Based Uncertainty Quantification

Under uncertainties, the QoI is a random variable. The main computational burden
in UQ is the propagation of the uncertainty from the input random parameters, ξ,
through the expensive black box model [19] to the random output. For the determination of both statistical moments and quantiles of the QoI, the classical stochastic approach of Monte Carlo sampling is too expensive. The solution to this problem is the
use of an approximation of the QoI through a surrogate model ŷ(ξ) which is cheaper
to evaluate using Monte Carlo [119] than the full order model. A custom SurrogateBased Uncertainty Quantification (SBUQ) process is developed, following the stages
presented in Fig. 2.7. This framework is based on the work in [23], but includes different infill criteria and a novel evaluation of the error of the statistics. As a result, it
balances exploration (global representation of the QoI) with exploitation (only in case
of quantile estimation, with focus on the value of the QoI closer to the quantile).

2.4.1

Design of Experiments

Schillings [11] and Maruyama [23] have shown that for UQ, the accuracy of the surrogate can be improved if the initial sampling follows the distribution of the input uncertainties ξ. In the design of experiments, more samples should be placed along the
mode, than along the tails of the input PDFs. Following this approach, when performDLR-FB-2022-12
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Figure 2.7: Surrogate-based uncertainty quantification framework to efficiently characterize any given statistic (in this case the quantile))
ing Monte Carlo on the surrogate with a large number of samples, the accuracy will
be larger in the regions that are evaluated more often, and lower in those regions that
have less probability of being evaluated. As a result, for the problem at hand, an initial
sampling based on Sobol sequences is mapped to the input distribution. Samples are
computed in parallel by calling the black box model in a non-intrusive fashion.

2.4.2

Surrogate Construction

Gaussian Process Regression can not only be used in optimization to approximate a
deterministic QoI as a function of the design parameters, but also to approximate the
stochastic landscape of the QoI as a function of the uncertain parameters ξ at a given
design point xi . This is due to its good adaptation to nonlinear functions and the
availability of the error estimator [120]. Based on the initial sampling, the GPR model
is constructed.

2.4.3

Uncertainty Quantification on Surrogate Model

The evaluation of a given statistic of the QoI on the surrogate is done through the direct
integration of nξ = 1,000,000 Quasi Monte-Carlo samples ŷ = {ŷ(ξ1 ), ŷ(ξ2 ) . . . ŷ(ξnξ )}T .
Although the surrogate provides a fast evaluation of the response, the convergence
rate of Quasi Monte Carlo is faster than that of classical Monte Carlo. As a result,
the sampling is predefined (derandomized algorithm) through Sobol Sequences [101]
and the stochastic space is evaluated more efficiently for the same number of samples.
Based on this sampling, the statistic to quantify is readily available:
Mean
The mean value is directly obtained from sampling the surrogate:
nξ
1 X
µY =
ŷ(ξj )
nξ j=1
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Standard Deviation
The standard deviation can also be calculated from sampling:
v
u
nξ
u1 X
t
σY =
(ŷ(ξj ) − µY )2
nξ j=1

(2.28)

Quantile Value
Any given quantile can be estimated from the Empirical Cumulative Distribution
Function (ECDF) [121] from a sample set Y = {yi , i = 1, . . . , nξ } of nξ random sample points of Y . The ECDF of the sample set is given by
nξ
1 X
# of samples ≤ y
=
Iy (yi ),
F̂Y,nξ (y) =
nξ
nξ i=1

(
. 1, y 0 ≤ y
Iy (y 0 ) =
.
0, otherwise

(2.29)

The ECDF converges to FY as nξ → ∞ and can be used in (2.9) to obtain the empirical
estimate of qτ .
By using the surrogate to evaluate the statistics, the number of samples nξ is large
enough and the ECDF converges to the Cumulative Distribution Function, CDF, according to the Glivenko-Cantelli theorem [122]. By numerically inverting the CDF it is
possible to obtain any given τ quantile.

2.4.4

Active infill Criterion for Statistical Moments

To increase the accuracy of the statistics, after the DoE, an active infill criterion that
deals with sampling evenly in the stochastic space [96] is used. The prediction root
mean square error available in GPR at any given point in the stochastic space, ŝ(ξ) is
used. New samples are added in the location ξ ∗ where the product of the probability
distribution function of the input parameters, PDFξ times the error estimation of the
error is maximized. The acquisition function consists on:
ξ ∗ = arg min {−PDFξ (ξ) ŝ(ξ)}

(2.30)

ξ

Equation (2.30) balances two terms: the first one favours locations with a high likelihood (sampled very often on the surrogate). The second one, locations where a high
prediction error is expected to occur. The optimum location is found on the surrogate
through a differential evolution algorithm.

2.4.5

Active Infill Criterion for Quantile Estimation

The active infill criterion follows the U-function [123] and equivalent probability of
misclassification PM [124]. At any given point, ξ, where the GPR mean value is lower
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than the current quantile using the surrogate, ŷ(ξ) < q̂τ , it is possible to obtain the probability of exceeding this quantile value, PM = P (ŷ(ξ) > q̂τ ). The opposite, the probability of overestimating the quantile given that the surrogate mean value is higher than
the quantile, can also be obtained. Then, the probability of misclassification is defined
as:
PM

 



 
q̂τ − ŷ(ξ)
|q̂τ − ŷ(ξ)|
ŷ(ξ) − q̂τ
,Φ
=Φ
= min Φ
ŝ(ξ)
ŝ(ξ)
ŝ(ξ)

(2.31)

Locations where the probability is maximum will have a strong influence on quantile
predicted based on the surrogate. New samples should be added in these regions [125]
to increase the accuracy of the prediction of the quantile. The probability of misclassifi−ŷ(ξ)|
is minimum. As a result, it is equivalent
cation is maximum when the fraction |q̂τσ̂(ξ)
to minimizing the so called U function:
U (ξ) =

|q̂τ − ŷ(ξ)|
ŝ(ξ)

(2.32)

Then, the location of the new sample point is found by:
ξ ∗ = arg max PM (ξ) = arg min U (ξ)

(2.33)

A new surrogate model is constructed with this additional sample and a new location is iteratively determined by equation 2.33 until the required level of accuracy
is achieved. The infill criterion balances exploitation with exploration by sampling
points closer to the calculated quantile or with a high error. There is a possibility that
the proximity to the quantile masks the contribution of the standard deviation, and a
multi-objective approach between numerator and denominator of equation 2.32 may
be required. However, this behavior was not observed (as will be shown in Figure
3.12), and the differential evolution optimizer used to find the optimal infill sample
is able to balance both terms equally. The quantile value is calculated with high accuracy at a relatively low cost due to the combination of the surrogate and active
infill criterion. This approach is especially useful when dealing with high quantiles,
which would otherwise require a large number of function evaluations to achieve the
required accuracy.
The implications of equation (2.31) can be better understood in Figure 2.8. The thick
dotted gray line represents the full model model dependent on the uncertainty ξ, that
follows a uniform distribution. By propagating the uncertainty in the full order model,
the reference 90% quantile is obtained at Y = −0.12. Based on four samples (black
dots), the Gaussian Process surrogate model is constructed (thick orange line), and the
predicted quantile is obtained at Y = 0.26. Also, the predicted regression error of the
surrogate is shown up to three standard deviations. The probability of misclassification of the quantile is also shown for two candidate locations for future sampling in
the surrogate. On the one hand, for location 1 (square), the surrogate error is maximum, but the probability of misclassification is not. In this case, there a probability
of having a sample below the predicted quantile, and consequently, wrongly computing the quantile. This probability is outlined by the lower tail of the distribution in
dark yellow. On the other hand, location 2 (triangle), coincides with the intersection of
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the quantile with the surrogate. In this case the probability of misclassification is the
largest (both upper or lower than the quantile) and a new sample should be added.

𝑃𝑀 𝜉2

𝑦

𝑃𝑀 𝜉1

Figure 2.8: Probability of misclassification of the 90% quantile for two different locations of the Gaussian Process.

2.4.6

Error Estimation of Statistic

Additional samples are added until convergence on the predicted value in the statistics
of the QoI. Another measure of convergence can be found by estimating the error of
the integrated statistic on the surrogate, ŝµ , given the stochastic nature of the Gaussian
Process. In practice, the Monte Carlo evaluation can be performed in both the upper
ŷ(ξ̄) + ŝ(ξ̄), and lower bound, ŷ(ξ̄) − ŝ(ξ̄), prediction given by the surrogate. From
here, the upper µUY and lower µLY estimation of the statistic are respectively obtained.
The difference between upper and lower bound (variability in the determination of the
statistics) is associated to the statistical error.
ŝµY =

µUY − µLY
2

(2.34)

DLR-FB-2022-12

34

2.4.7

Application to Analytical Test Functions

The SBUQ methodology is applied to two analytical test functions. The objective is to
quantify the mean and the 95% quantile with the evaluation of a reduced number of
samples.
Rosenbrock Test Function
The Rosenbrock Function is an algebraic test function usually used for optimization [126]. It can also be used for UQ due to its non-linear nature [127]:
Y (x) = 100 (ξ2 − ξ12 )2 + (1 − ξ1 )2

(2.35)

Following [127] both uncertainties follow a uniform distribution:
ξ1 ∼ U(−2, 2)

ξ2 ∼ U(−2, 2)

(2.36)

Figures 2.9a and 2.9b show the contours of the true Rosenbrock function, as well as
the DoE (big black dots) and infill criteria samples (green triangles), used to build the
surrogate for the quantification of the mean value and 95% quantile respectively. The
small dots represent the QMC sampling used to integrate the surrogate. In both cases,
the same 14 DoE samples are used. Differences in the sampling appear in the infill.
On the one hand, when looking for the mean, the infill criterion focuses on the edges
of the domain, as in this locations the surrogate error is largest. A global exploration
is necessary in this case. On the other hand, when looking at the 95% quantile, infill
samples are placed close to the quantile region (black line), aiming towards a local
exploitation.
For validation, the reference statistics are obtained with 1,000,000 QMC samples evaluated in the true analytical function. This value is compared to the one integrated on the
surrogate that is built with a reduced number of samples. As more samples are used to
construct the surrogate, the estimated statistic should converge towards the true one.
This is the rationale of the convergence history plots of Figure 2.10. With the proper infill criteria (starting after 14 samples), the error is reduced several orders of magnitude
up to approximately 0.01% for both the mean and 95% quantile with 18 and and 19
samples respectively. What is more important, the error estimated on the surrogate of
the statistic following equation (2.34), orange line, closely follows the trend real error,
and is a good indicator of the accuracy of the statistic.
Borehole Test Function
The Borehole Test function models the steady flow of water through a borehole. It is a
common test function for Uncertainty Quantification [128, 129].
Y =

2 π (Hu − Hl )


ln( rrw ) 1 +

2 L Tu
2 K
ln(r/rw ) rw
w

+

Tu
Tl



(2.37)

The eight random variables that define the flow of water follow the distributions:
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Figure 2.9: Surrogate Based Uncertainty Quantification of Rosenbrock test function.
Contour shows the true function as well as the DoE and infill samples. Small markers
represent the QMC sampling in the surrogate
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Figure 2.10: Convergence history of SBUQ of Rosenbrock Test Function

rw ∼ N (µ = 0.10, σ = 0.0161812)
Tu ∼ U(63070, 115600)
Tu ∼ U(63.1, 116)
L ∼ U(1120, 1680)

r
Hu
Hl
Kw

∼ Lognormal(µ = 7.71, σ = 1.0056)
∼ U(990, 1110)
∼ U(700, 820)
∼ U(9855, 12045)
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Where N (µ, σ) represents a normal distribution of mean µ and standard deviation σ.
Also, U(a, b) is the uniform distribution bounded in [a, b], and Lognormal(µ, σ) is the
Lognormal distribution of a random variable such as its natural logarithm follows a
N (µ, σ). The SBUQ is performed in this case with 30 DoE and 10 infill samples.
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As before, the reference solution is obtained with 1,000,000 QMC samples. The convergence history plots of Figure 2.11 shows that under a moderate number of dimensions,
a good accuracy in both mean and 95% quantile can be obtained. In this case and as
expected, the accuracy in the mean is higher (0.01% error) than the 95% quantile (0.1%
error). The error of the statistic predicted by the surrogate is reduced by several orders
of magnitude once the infill criteria enters into action (after 30 samples), as shown for
both cases. As a result, the infill criteria is necessary to achieve good accuracy.
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Figure 2.11: Convergence history of SBUQ of Borehole Test Function

2.5

Conclusions

In this chapter, the deterministic and robust optimization formulations have been
introduced. The probabilistic formulations in robust optimization account for the
stochastic nature of the QoI and are the preferred choice to deal with uncertainty. However, the exact choice of objective function is problem-dependent and is influenced by
the desired properties of the optimum configuration.
The combination of UQ with optimization in robust design makes the problem very
expensive when dealing with CFD-based solvers. The development of efficient
surrogate-based methods are required to come up with optimum solutions within a
reasonable CPU-time. The combination of Quasi-Monte Carlo DoE sampling techDLR-FB-2022-12
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niques with GPR, followed by an active infill criteria enable the creation of efficient
and accurate surrogate models for both optimization and uncertainty quantification.
A tailored surrogate-based optimization framework is introduced. It combines an initial sampling scheme based on Sobol sequences with GPR, an adaptive sample refinement strategy following the maximum expected improvement criterion, an iterative
evaluation of the global minimum of the surrogate with a differential evolution algorithm and a trust region method. Due to the good balance between exploration and
exploitation, the surrogate based optimizer is able to efficiently find the global optimum.
When dealing with uncertainty quantification, the modelling of the stochastic space
through GPR can be used to efficiently quantify the statistics. The process is accelerated
when combined with active infill criteria that are dependent on the statistic to quantify.
Together with the estimation of the convergence error, it is an effective non-intrusive
uncertainty quantification method suitable for expensive black-box solvers.
These two approaches are the foundations of the gradient-free and gradient-based robust optimization frameworks that will be developed in the next two chapters.

DLR-FB-2022-12

3

Bi-Level Surrogate Approach for
Robust Design

In this chapter, the state-of-the-art surrogate methods for both optimization and uncertainty quantification previously introduced are combined and further developed to
come up with a general-purpose, bi-level surrogate framework for global robust design. The use of tailored infill criteria for both optimization and uncertainty quantification improves both efficiency and accuracy of the process. Finally, the methodology
is applied to the robust retrofit of a shock control bump to an airfoil under operational
and geometrical uncertainties. The main content of this chapter has been published
in: Sabater, C., Bekemeyer, P., Görtz, S. (2020). Efficient Bilevel Surrogate Approach
for Optimization Under Uncertainty of Shock Control Bumps. AIAA Journal, 58(12),
5228–5242.

3.1

Bi-Level Surrogate Robust Design Framework

Global optimization problems require a large number of function evaluations to find
the global minimum. This can be unfeasible if the underlying model is expensive to
evaluate such as the case of CFD simulations. In the case of optimization under uncertainty, the computational cost is several orders of magnitude more expensive, as a
characterization of the stochastic space should be done at each iteration. Next, a framework for the efficient optimization under uncertainty applied to expensive black box
problems is presented.
The robust optimization involves the presence of uncertainties ξ either in operational
conditions, geometry, or both both. As a result, the QoI becomes a random variable
and the problem is shifted from the optimization of the QoI towards the optimization
of an statistic of the QoI.
The goal is to develop a gradient-free framework that can handle the optimization of
statistical moments, such as mean and standard deviation, as well as quantiles:
x∗ = arg min{wµ µY (x, ξ) + wσ σY (x, ξ)}

(3.1)

x

x∗ = arg min{qτ,Y (x, ξ)}
x
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3.1.1

Robust Optimization Architecture

The bi-level surrogate model is developed by combining the state of the art surrogate
model techniques introduced in the previous chapter. The outer layer consists on the
surrogate-based optimization framework, while the surrogate-based uncertainty quantification framework is integrated in the inner layer, as shown in Fig. 3.1. The outer
level (red surface) takes into account the optimization which depends only on the design variables x and has the statistic of the QoI as objective function. The statistic can
consist in either the quantile, qτ , or a combination of mean and standard deviation. The
inner level (blue surfaces) is responsible for the uncertainty quantification process of
the QoI at a given design point xi under uncertainties ξ.
The gradient-free framework is limited by the curse of dimensionality and is able to
handle up to a moderate number of design parameters (up to 40 to 50) [130], primarily
defined through the application of GPR surrogate models during the Surrogate Based
Optimization. Regarding the number of uncertainties, up to 15 to 20 uncertainties
can be accurately handled [23]. By decoupling the uncertainty quantification from
the optimization, accurate statistics are obtained at each iteration. This approach also
focuses on the refinement of the region where the robust solution is located. As a result,
the efficiency over other optimization algorithms improved, as shown in Sections 7.3.1.
The framework could also be adapted to handle mixed epistemic/aleatory uncertainties, as in the inner level an statistic of interval approach could take place [22], even
though different infill criteria would be required.
SURROGATE BASED
OPTIMIZATION

𝒙𝒊
𝑞𝜏,𝑌 (𝒙𝒊 )

SURROGATE BASED
UNCERTAINTY QUANTIFICATION

𝒙𝒊 , 𝝃
𝑦(𝒙𝒊 , 𝝃 )

BLACK BOX
PROBLEM

Sampling points in Full
Order Model, CFD
(Quasi Monte Carlo)
Metamodel for
global optimization

𝜇𝑌

𝑦(𝒙𝒊 )

Sampling
points for UQ

𝝃
𝑦(𝒙𝒊+𝟏 )

Metamodels
for uncertainty
quantification

𝒙
𝝃

Figure 3.1: Bi-level approach for uncertainty quantification; Surrogate of statistics (left);
Surrogate of random variable (middle); Full order model evaluation (right)

3.1.2

Parallelization strategies

An advantage of the presented approach is the possible parallelization at different levels. First, at the outer level, the DoE samples for the optimization can be computed in
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parallel. At each of these samples, the DoE sampling for the Uncertainty Quantification can also be computed in parallel. In addition, if the black box solver provides a
native parallelization, an additional level of parallelization is possible.

3.1.3

Application to analytical test functions

The framework is shown in simple analytical test functions simulating a process driven
by uncertainty:
1D Optimization under Uncertainty Test Function
The following random performance function Y is driven by the design parameter x ∈
Ω ⊂ Rdx =1 = [a, b], with a = 2 and b = 8:
Y dx =1 (x, ξ) = 3 − 4 exp(−4(x − 4)2 ) − 5.2 exp(−4(x − 6)2 ) +

x−a
b−x
ξ1 +
ξ2 , (3.3)
b−a
b−a

where ξ1 and ξ2 are two independent random variables with uniform and Gaussian
distributions, respectively,
ξ1 ∼ U(0, 10),

ξ2 ∼ N (1.01, 0.71).

(3.4)

On the one hand, the objective function is the minimization of the mean, µ, and on the
other, the 80% quantile, q0.8 . In both cases, the function presents two local minima, one
of them the global minima placed around x = 4.
Figure 3.2a shows the mean value of the random performance function Y as a function
of the design parameter x1 . The true mean (grey dotted line) is obtained by evaluating
100,000 samples at each of 300 uniform locations along the design parameter x1 . The
predicted mean is obtained by the outer layer of the bi-level surrogate at the end of
the optimization. The DoE, EI and Trust Region samples of the optimization are also
shown. The surrogate is able to accurately capture the bi-modality with 11 samples
and find the global optimum. At each sampling, the SBUQ is performed, as shown in
Figure 3.2b for the location at x1 = 4.8125. In this case, infill samples (green triangles)
are placed in the edges of the stochastic space.
A similar trend is found for the 80% quantile optimization in Figure 3.3a. The optimizer
is able to find the optimum quantile with high accuracy with a total of 12 optimization
iterations. The prediction of the 80% quantile is very accurate in the neighbourhood
of the two local optima. Figure 3.3b shows the quantification of the quantile in x =
4.81. Infill samples (triangles), are located in the neighbourhood of the 80% quantile,
represented by the black line in the right upper corner.
2D Optimization under Uncertainty Test Function
In this section the two dimensional (d = 2) version the previous random function, is
used setting x = (x1 , x2 ) ∈ Ωd=2 = Ωd=1 × Ωd=1 :
Y d=2 (x, ξ) = Y d=1 (x1 , ξ) + Y d=1 (x2 , ξ).

(3.5)
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Figure 3.2: Bi-Level Surrogate Based Optimization under Uncertainty of the mean
value. The outer surrogate performs the optimization (left), while the inner takes care
of the UQ at each iteration (right)
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Figure 3.3: Bi-Level Surrogate Based Optimization under Uncertainty of the quantile.
The outer surrogate performs the optimization (left), while the inner takes care of the
UQ at each iteration (right)
Note that in the definition of this test case, xi refers to the i-th component of x and
not to a sample index as previously. In first place, the bi-level surrogate framework
is applied to obtain the minimum average. The SBO will start with 14 DoE samples
in the design space, while at each iteration in the design space, the uncertainty space
six DoE followed by two infill samples are used to accurately quantify the mean value
at each design vector x. A total of 34 optimization iterations are required, leading to
272 function evaluations to discover the global robust optimum. The location of these
samples over the True mean field is shown in Figure 3.4 as a function of both design
parameters. The true mean field is obtained by integrating 100,000 QMC samples at
each of 600 different locations in the design space following a full factorial design. The
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optimizer, blind to the true representation of the mean value, is able to balance between
two local optima, finding the true global one around [4., 4]. A similar trend is shown
when looking for the optimum 80% quantile in Figure 3.4b.
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Figure 3.4: Bi-Level Surrogate Based Optimization under Uncertainty for Analytical
Test Function

3.2

Application to the Robust Design of 2D Shock Control Bumps - Problem Definition

The framework is applied to the robust design of shock control bump. As explained in
the introduction, SCBs are very sensitive to the shock wave location, and a robust formulation is required to come up with effective configurations under operational and
geometrical uncertainties. The classical deterministic problem setup serves as verification of the optimization process at a single flight condition and will be compared with
the robust solution.
In particular, both the deterministic and the robust formulations aim to find the optimum bump shape to be retrofitted to the current supercritical RAE 2822 airfoil for the
operation at dash condition: Mach number of 0.734 and constant lift coefficient of 0.789
(angle of attack of 2.77 degrees), which is defined by a higher freestream velocity than
the design point. At this condition a strong near-normal shock wave is present over
the upper surface and the addition of a shock control bump is expected to considerably
reduce drag by weakening the shock intensity. The main objective is then to considerably improve the performance of the airfoil by modifying only the shape in the region
near the shock wave.

DLR-FB-2022-12

44

3.2.1

Deterministic Optimization Problem

The deterministic global solution is defined through the classical drag optimization at
constant lift coefficient, CL = 0.789, and freestream Mach number, M0 = 0.734:
x∗ = arg min {CD (x, M0 , CL )}

(3.6)

x

Under the constraints:

g1 : Xstart + lbump − Xf lap ≤ 0
g2 : CL = CL0

(3.7)
(3.8)

The drag coefficient CD depends on the design variables x that models the retrofitted
bump. The drag is normalized by the initial drag of the baseline airfoil without bump,
CD0 . The first constraint guarantees that the end of the bump does not interfere with
the flap (last 20% of the chord). As shown in subsection 3.2.3, by defining the bump
starting location Xstart and length lbump , it is not possible to fix the its end through the
bounds of these parameters. The constraint is introduced by a quadratic penalty function within the optimization in the surrogate. This approach allows the construction of
a continuous surrogate in the design space (without penalty function), while avoiding
the exploration of locations where the penalty is active. The constant lift coefficient
constraint is handled internally by the CFD solver as it iteratively changes the angle of
attack during the solution.

3.2.2

Robust Optimization Problem

The robust solution involves both operational and geometric uncertainties by taking
into account the stochastic conditions in flight. As a result, the drag coefficient (objective function) becomes a random variable. The influence of the objective function will
be investigated.
Mean and Standard Deviation Optimization
A linear combination of mean and standard deviation is chosen as a traditional approach for robust optimization:
x = arg min {wµ µCD (x) + wσ σCD (x)}

(3.9)

x

Different weights are chosen:
• wµ = 1, wσ = 0 for the optimization of the average performance
• wµ = 0.5, wσ = 0.5 for the minimization of both average and variability
• wµ = 0.25, wσ = 0.75: for the minimization of the average performance with
stronger focus in variability
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Quantile Optimization
A more sophisticated quantile optimization is chosen as alternative to mean and standard deviation:
x∗ = arg min {qτ,CD (x)}

(3.10)

x

Three different τ quantiles are considered:
• τ = 0.95: the optimization of the 95% quantile is equivalent to the minimization
of the value below which 95% of the smallest realizations of drag occur due to
the uncertainties
• τ = 0.5 also called the median: the focus is in the middle value of the realizations,
without an interest in extreme events.
The designer will be responsible to come up with the best trade-off by selecting the
proper quantile which is more suitable for his operations.

3.2.3

Parametrization of the Design Vector

The bump is defined as a local perturbation to the original airfoil by means of a HicksHenne Sinusoidal Function with five design parameters, following the parametrization
of [131] and [132]. In this case, XY Z refer to the mesh coordinates.
  
m tbump
X − Xstart
Zbump (X) = hbump sin π
,
lbump

Xstart ≤ X ≤ Xstart + lbump
(3.11)

where m is used to modify the asymmetry of the bump:
m=

log (0.5)

log Xhbump

(3.12)

The design parameters as shown in Figure 3.5 and Table 3.1. Note that the parameters
are normalized according to the airfoil chord length, c. This parametrization presents
several advantages. Firstly, it is smooth. The slope of the curvature of this function
is zero at both ends and no discontinuities are present between the bump and the airfoil. A second advantage with respect to other parametrization such as NURBS curves
is that the Hicks-Henne parameters represent the physical geometry of the bump, enabling a straightforward definition of the design space. Third, is composed by a relatively small number of parameters and finally, is flexible enough to come up with
a wide variety of configurations exploring the design space to efficiently explore the
design space.
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(a) Bump location relative to the airfoil

(b) Zoom in of the bump and design parameters

Figure 3.5: Parametrization of the shock control bump
Table 3.1: Design parameters of the shock control bump
Parameter
hbump
Xhbump
lbump
Xstart
tbump

3.2.4

Description
Bump maximum height
Bump maximum height location
Bump length
Bump starting location
Bump slope factor

Lower Bound
0
0.4
0.15
0.3
0.2

Upper Bound
0.015
0.85
0.45
0.54
2

Parametrization of Uncertainties

Table 3.2 shows the operational and geometrical uncertainties defined in this case.
Mach number and lift coefficient strongly affect the shock wave location, while the
SCB height is the most important geometrical parameter influencing the smearing effect of the shock wave [66].
Each uncertainty follows a beta distribution with the mean µξ , according to nominal
conditions, and standard deviation σξ according to Table 3.2. A main advantage of beta
distributions for UQ is that they are bounded (truncated PDF) [49] and thus represent
a more realistic representation of the uncertainties than unbounded normal distributions. Also, beta distributions are able to adapt to both normal and uniform distributions by modifying their shape parameters α1 and α2 . In this case the distribution
is required to be symmetric (α1 = α2 = 5) to resemble a truncated normal distribution. Then, the location β1 and scale β2 are calculated to have the required mean µ and
standard deviation σξ .
Table 3.2: Definition of uncertainties in the robust optimization problem
Parameter Description
M
Freestream Mach
CL
Lift coefficient
hbump
Bump height

Mean
0.734
0.791
0

Standard Deviation
0.0045
0.0045
0.008

γ (α1 + α2 )
Beta (x, α1 , α2 , β1 , β2 ) =
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x−β1
β2

(α1 −1) 

Minimum
0.719
0.776
-0.0262

1−

γ(α1 )γ(α2 )

x−β1
β2

Maximum
0.749
0.805
0.262

(α2 −1)
(3.13)
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Numerical Model

In order to obtain the aerodynamic performance of the airfoil, the Reynolds Average
Navier Stokes (RANS) equations are solved by using the DLR TAU solver [133] with
the Spalart-Allmaras turbulent model. In particular a 3v multigrid cycle, lower/upper
symmetric Gauss-Seidel implicit method for time integration in backward Euler solver
and a central flux discretization is chosen. The converge density residual is fixed to
1e-8. The unstructured mesh is hybrid and quasi two-dimensional, with tetrahedral
and prism elements, as shown in Fig. 3.6. The number of grid nodes is 29,000, with 380
surface nodes around the airfoil. The domain is decomposed in four regions following
the TAU built-in partitioner for the efficient parallelization of the solution. The mesh is
validated with experimental data from the RAE2822 [134] as shown in Figure 3.7. The
simulation is run at Mach number 0.729 and angle of attach of 2.31 degrees, following
the validation example of [135], and obtaining almost identical results. When an additional wind tunnel correction is added with Mach number of 0.732, the exact location
of the shock wave is found. The mesh is suitable to predict the physical transonic flow
field characteristics.

Figure 3.6: CFD Grid used in the Optimization Problem

3.2.6

Process Chain

Every time the drag coefficient is required from a given design vector xi , (for deterministic optimization), or from a given design vector xi and uncertainties ξ, (for the UQ in
robust design), the process chain of Fig. 3.8 is active. The geometry is changed through
mesh deformation tool based on radial basis functions developed by DLR [136]. After
the addition of the boundary conditions, the RANS equations are solved. The drag
coefficient is obtained by the integration of the pressure and viscous forces along the
surface of the airfoil. The process chain relies on the Flow Simulator framework [137]
and is able to handle convergence errors, restarts and parallel execution.
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Figure 3.7: Validation of numerical grid with experimental data
Flow Simulator framework
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3. SOLVER
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Figure 3.8: Framework for the evaluation of the objective function through CFD, from
the design vector and operating conditions to the drag coefficient

3.3

Application to the Robust Design of Shock Control
Bumps - Results

This section presents the results for the deterministic and the robust optimizations of
the SCB retrofitted to the RAE2822 using the framework previously described. It also
provides the validation of the statistics of the quantity of interest by comparing the
surrogate-based UQ with direct integration.

3.3.1

Deterministic Optimization

The deterministic optimization problem in equation 3.6 has been computed by employing three optimizers, with the objective of assessing the global accuracy and the
time savings of the surrogate-based optimization approach:
1. A Differential evolution algorithm [113] is used as a reference with an initial population size of 30 individuals (6 times the number of design parameters). It is the
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same algorithm as the one used for obtaining the minimum value on the surrogate in the SBO approach, but this time the full order model is directly evaluated.
2. Subplex, a gradient-free method of Rowan [138], which effectively decomposes
the design space into low dimensional subspaces and searches for the convex
hull. It is more efficient than the Simplex method since it scales linearly with
the dimensionality and can be applied to noisy functions. It is dependent on
the initial starting point of the optimization. Two convergence criteria based on
the difference in the objective function and on the difference in the design vector
between two consecutive iterations is defined.
3. The SBO method, which has been presented in depth in section 2.3. For this case,
a total of 50 samples are defined in the initial DoE.
Figure 3.9 shows the optimization history of the normalized drag coefficient for the
three approaches against the optimization iteration number. It is assumed that the
optimum found through differential evolution, after 1140 function evaluations, is the
global one. The SBO approach is able to find an optimum solution very close to this
global optimum at a tenth of a cost. Also, SBO finds a better optimum than the Subplex
method with half the iterations. As a result, the SBO method is able to explore the
design landscape very efficiently.

Function evaluation number

Figure 3.9: Convergence history of the drag coefficient for deterministic optimization
The results of all three optimization runs are summarized in Table 3.3 in terms of optimum geometry, drag reduction and required number of iterations. For all, the optimum bump extends to maximum length about 80% of the chord of the airfoil, which is
close to the hinge point of the hypothetical flap defined in the constraint.
As shown by the pressure coefficient distribution along the airfoil surface in Figure 3.10
a, the bump reduces the wave drag by replacing the near-normal shock wave of the
baseline configuration with an isentropic compression wave. The bump influences the
pressure only locally. The mitigation of the shock wave is also shown in the pressure
coefficient contour of Figure 3.10 b, in which the lambda shock can be appreciated. The
DLR-FB-2022-12
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Table 3.3: Deterministic optimization results
Optimizer
DE
Subplex
SBO

Optimum Geometry
hbump xhbump lbump xstart
0.009 0.644 0.45
0.35
0.008 0.555 0.374 0.426
0.0077 0.598 0.402 0.398

tbump
1.282
1.237
1.111

Drag Reduction
Relative Drag counts
24.7%
46.7
23.5%
44.6
23.9%
45.2

Function
Evaluations
1140
244
116

Baseline
Strong near-normal
shock wave

𝐶𝑝

(Deterministic)
Optimized Bump
Sock wave is replaced
by lambda wave

(a) Surface pressure coefficient

(b) Field pressure coefficient

Figure 3.10: Comparison between baseline and deterministic optimum configurations
total drag reduction is almost 25%, as the shock control bump is efficient in smearing
the strong initial shock wave.

3.3.2

A Priori Validation of Uncertainty Quantification

Following Figure 2.7, for an accurate estimation of a high quantile using the surrogate,
it is necessary to determine an appropriate number of samples for the DoE and infill
stages. Before the robust optimization, the uncertainty quantification framework is validated on the deterministic optimum shape obtained with SBO under operational and
geometrical uncertainties. The reference 95% quantile of the drag, q0.95,CD , is obtained
with 10,000 Quasi Monte Carlo realizations of the full order model (CFD). Figure 3.11
shows the convergence history of the surrogate based uncertainty quantification using
different sampling strategies. For each convergence, there is a difference in the proportions between the DoE (exploration) and infill (exploitation) samples. The required
accuracy is set to 0.3 drag counts. This is in line with the minimum improvement in
the performance required for a designer in order to choose one configuration over the
other.
As expected, the error in the 95% quantile reduces if the number of samples used for the
construction of the surrogate increases. However, the use of training samples following
only a global DoE approach (pink line) is not enough to reduce the quantile error to
the defined level of accuracy. Using the active infill criterion further reduces the error,
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but there is clear trade-off between exploration and exploitation of the stochastic space.
Without an accurate global representation of the stochastic space provided by the DoE,
the initial location of the quantile can not be well estimated.

Required Accuracy: 0.3 drag counts

Figure 3.11: Convergence error of drag quantile, CD95% , for deterministic optimum configuration under different sampling strategies. Reference solution obtained with 10,000
Quasi Monte Carlo realizations
Based on this study, at each iteration of the optimization in the outer level, a surrogate
is constructed in the stochastic space with 24 DoE samples and 5 additional infill samples following the U criterion. This guarantees a high accuracy in the estimation of the
statistic, which is critical in the case of high quantiles. The resulting uncertainty space
with this sampling strategy is shown in Figure 3.12. The drag coefficient is represented
as a function of the uncertain lift coefficient and Mach number, for the nominal bump
height. After drawing Monte Carlo samples based on the surrogate (small black dots),
the 95% quantile of the drag is obtained (black line). The quantile divides the 5% of
the realizations with highest drag, while keeping below the 95% remaining with lower
drag. Note how the infill samples are distributed along this quantile, while the DoE
samples are focused on the locations where the realizations are most common.

3.3.3

Robust Solutions

Once the capabilities of the framework have been demonstrated in terms of the deterministic optimization and the uncertainty quantification, the presented optimization
under uncertainty of the shock control bump is performed through the bi-level surrogate approach. Two different optimum configurations, one in terms of the 50% quantile
of the drag coefficient and another in terms of the 95% quantile are found respectively.
Convergence History
Figure 3.13 shows the convergence history of the robust optimization. The objective
function, the 95% quantile of the drag coefficient, is represented in black squares,
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Figure 3.12: Drag field as a function of stochastic operating conditions and zero uncertainty in bump height for the deterministic optimum configuration
while the other colors represent the five normalized design variables at each iteration.
Highlighted markers represent the current optimum configuration until a better one
is found. After the initial DoE and EI phases, the optimum solution stabilizes, and is
further refined through the trust region approach. The total number of CFD evaluations is 3219 (the stochastic space is analyzed 111 times with 29 CFD evaluations in
each iteration for the surrogate-based uncertainty quantification). The parallelization
strategy considerably reduces the computational time.

I. Design of Experiments
(Sobol Sequences)

II. Infill Criteria
(Expected Improvement)

III. Surrogate IV. Trust Region
Method
Optimization
(global convergence)

Figure 3.13: Convergence history of robust optimization. q0.95,CD and design parameters vs iteration number
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Violin Plot
Figure 3.14 shows the violin plot for the baseline airfoil without bump, the deterministic optimum and the different robust optimum. The violin plot shows the probability
density function mirrored along the vertical axis for each configuration. The mean
value is represented by the white dot, while the 5%, 25%, 75% and 95% quantiles are
shown in the box-and-whisker plots on top of the probability density functions. Also,
the performance at nominal conditions (no uncertainty) is displayed by the red star to
highlight the importance of UQ for a realistic characterization of the performance.
The baseline configuration (blue) has a very large variability in the drag, as well as a
high mean value, which is close to nominal conditions. Adding a shock control bump
already shows some benefits. The deterministic solution (orange), is able to reduce
the average drag, but has a strong positive skewness. The shock control bump is very
effective around the nominal (deterministic) design point, where the Mach number, lift
coefficient and shape are constant. When geometrical and operational uncertainties are
present, the performance is strongly deteriorated from these nominal conditions even
at lower lift coefficients or freestream Mach numbers, where the drag is traditionally
reduced if no bump is present.
The robust optimum with focus on the mean (green PDF) is able to reduce the average
performance and decrease the mode. As more importance is given to the standard
deviation (red and purple PDFs), the variability is decreased but the price to pay is an
increased average performance.
The optimum robust bump geometry which focuses on the 95% quantile (pink histogram) provides a decrease in the 95% quantile of the drag by 25.5% (58.9 drag counts)
with respect to the baseline RAE2822 airfoil where the bump is not present (blue histogram). This configuration is able to deal better with the uncertainties under offdesign conditions making it also more robust than the bump shape obtained in the
deterministic optimization. In particular, it reduces the 95% quantile by 6.7% (12.4
drag counts) compared to its deterministic counterpart due to the increase in bump
height. By increasing the bump height, the SCB is more effective alleviating strong
shock waves at high velocities and lift coefficients. Compared to the other robust optimum configurations, it is clear how the PDF is shifted down as much as possible up to
the 95% quantile, from which a long (but very thin) tail develops.
The main drawback of the robust shock control bump with focus in the 95% quantile
of drag is the higher mean drag compared to the deterministic optimum configuration,
since the high bump is not as effective at alleviating the drag at nominal operating conditions. To deal with this problem, the configuration with the optimum 50% quantile
displaces most of the weight of its PDF to the left. As expected, it is the configuration
with the lowest median (2.5 drag counts lower than the deterministic configuration).
This comes at the expense of a longer tail, and worst off-design conditions. This configuration has the worst 95% quantile (excluding the baseline). However, it is an appealing design when the dealing with day to day operational events and off design
conditions are not critical for performance. It performs very similar to the optimum in
mean (green), but is able to further decrease both median and mode.
When dealing with robust design, the choice of the objective function is not a trivial
task. In this case, choosing the 50% quantile and the mean leads to similar results.
When the minimization of variability is also at stake, finding the good trade-off beDLR-FB-2022-12
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Figure 3.14: Violin plot of the uncertain drag coefficient for configurations at hand:
baseline, deterministic optimum, mean and standard deviation robust optimum, 95%
robust optimum and 50% robust optimum configurations
tween mean and standard deviation is not always straightforward. Many robust optimizations must be performed with different weights for the mean and standard deviation. This could be very expensive when dealing with more demanding problems.
To ensure minimal performance with control probability, choosing to optimize a quantile may be a better choice for the designer. In the next section, four configurations
are analysed with more detail: the baseline, the deterministic optimum and the robust
optimum in 50% and 95% quantile.
Detailed Comparison of Selected Configurations
A complete overview of both robust configurations is shown in Table 3.4 in terms of
design vector and quantiles. For comparison, the characteristics of the baseline and
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deterministic optimum configurations are also shown. In Figure 3.15 the two optimum
bump geometries are represented. The optimum bump with focus on the 95% quantile
is the highest and is located the furthest downstream.
Table 3.4: Selected Robust Optimization Results
Optimum Geometry

Configuration
Baseline
Deterministic Optimum
95% Optimum
50% Optimum

hbump
0
0.00772
0.00977
0.00726

Xhbump
0
0.598
0.654
0.619

lbump
0
0.402
0.386
0.432

Xstart
0
0.398
0.414
0.369

tbump
0
1.11
0.991
1.129

Quantile
(drag counts)
q0.95,CD q0.5,CD
231.1
189.3
185.4
148
172.1
162.5
188.5
145.5

Figure 3.15: Geometries of baseline and robust optimum configurations
To physically investigate the results of Fig 3.14, 10,000 stochastic realizations for each
of the optimum configurations have been obtained in the full order model following
Quasi Monte Carlo. The pressure coefficient of 100 of these realizations along the airfoil surface is shown in Fig 3.16, represented by grey lines. This is done for the robust
optimum under the 50% quantile (left) and the robust optimum for the 95% quantile (right). Locations with the largest concentration of grey lines represent the most
common scenarios. The thick lines represent those realizations (from the 10,000 initial
samples) equivalent to the 5%, 50% and 95% quantile.
On the one hand, it can be deduced from the pressure field that the robust configuration aiming at the 50% quantile has the shock wave in the ideal location during most
of the time. This is in line with the positive skewness of its histogram and its low mean
drag. However, at off-design conditions, the performance rapidly deteriorates. In its
95% realization a strong normal shock wave is present (black line). As expected, this
shock wave is stronger than the one from the robust optimum focused on off-design
conditions. This explains its large 95% quantile value and longer tail of the histogram.
On the other hand, the robust bump with focus on the 95% quantile presents a weaker
normal shock wave at off-design conditions motivated by the increase in bump height.
In addition, the bump is located further downstream and is shorter, increasing its effectivity at higher Mach numbers. However, as previously discussed, this increase in
height deteriorates the behaviour around the 50% quantile. In this case, at medium to
low Mach numbers and lift coefficients, an initial normal shock wave is followed by
an expansion wave as the flow is further accelerated along the bump. This leads to a
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(a) Optimum robust configuration in q0.5,CD

(b) Optimum robust configuration in q0.95,CD

Figure 3.16: Realizations of the pressure coefficient due to uncertainty. Highlighted the
realizations corresponding to 5%, 50% and 95% quantile of drag
secondary normal shock wave. As a result, the shock wave location is longitudinally
more uniformly distributed with respect to the first configuration. With an increase
in Mach number and lift coefficient, the initial shock wave moves forward and the
expansion and secondary shock wave decrease until disappearing at around the 95%
quantile. This configuration presents a good trade-off between nominal and off design
conditions.
The pressure coefficient field for the 50% and 95% realizations, as well as the mean
and standard deviation are shown in Figure 3.17 for the baseline airfoil and two robust
optimum configurations. As expected and previously explained, the robust configuration with focus in the 95% quantile is most effective in smearing the shock wave in
the 95% realization. The mean pressure field has no physical meaning, but helps in
understanding the average behaviour under uncertainties. For example, the optimum
configuration with focus in the 50% quantile has a smeared shockwave (softest transition from negative to positive pressure coefficients) during most of the realizations. In
opposition, the robust configuration with focus in the 95% quantile shows a secondary
shock wave in order to better account for off design conditions. Finally, the baseline
configuration always presents a strong shock wave.
The standard deviation pressure field shows that most of the uncertainty occurs
around the foot of the SCB, at the location of the main shock wave. The longitudinal displacement of the shock wave due to the uncertainties is largest in the optimum
configuration with focus on the 95% quantile. However, this longitudinal displacement makes the quantile more robust w.r.t. off design conditions, specially compared
to the baseline configuration. Looking at the baseline airfoil with no bump, the longitudinal displacement of the normal shock wave is the shortest, but with the largest
intensity (stronger shock wave).
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Figure 3.17: Pressure coefficient field for robust and baseline configurations. 50% and
95% realizations, mean value and standard deviation value

3.3.4

A Posteriori Validation of the Uncertainty Quantification

The optimum results were obtained by the surrogate-based uncertainty quantification
framework where only 29 CFD samples were used to estimate the quantile of the QoI
in each iteration. After the optimization, a posteriori validation of the optimum statistics is required to assess the capabilities of the model. The reference quantile of each
optimum configuration is obtained by computing 10,000 realizations through CFD following Quasi Monte Carlo sampling. Table 3.5 shows the absolute and relative error
of the quantile of the QoI for the optimum configurations between the surrogate and
reference. Overall, it has been found that using the proposed approach, the error in the
quantile obtained with the surrogate is smaller than the initial requirement of 0.3 drag
counts.
As shown in Fig. 3.18, the reference Empirical Cumulative Distribution Function, obtained with 10,000 samples, is equivalent to the one obtained with the surrogate built
with 29 training samples. When no surrogate is present, the ECDF can be obtained
from direct integration with equivalent 29 samples. In this case, a large error in the
quantiles is present. As a result, the surrogate enables an accurate estimation of the
quantile at a low computational cost.
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(a) ECDF for robust optimum on CD50%

(b) ECDF for robust optimum on CD95%

Figure 3.18: Comparison of Empirical Cumulative Distribution Functions for direct
integration with 29 samples (with and without surrogate) and 10,000 samples
Table 3.5: Error in surrogate-based uncertainty quantification
Absolute Error (drag counts)
50% Quantile 95% Quantile
50% Optimum 0.18
0.097
95% Optimum 0.04
0.023
Configuration

3.4

Relative Error
50% Quantile 95% Quantile
0.125%
0.05%
0.024%
0.013%

Conclusions

In this chapter, a framework for efficient optimization under uncertainty has been presented, validated and applied to the robust design of shock control bumps. The bilevel surrogate approach combining a surrogate-based optimization with surrogatebased uncertainty quantification is able to effectively explore both design and stochastic landscapes. It provides converged statistics at each iteration and can be used as
a general-purpose framework for gradient-free robust design of expensive black-box
problems. It is most suitable for problems with a low to moderate number of design
parameters and uncertainties.
When accounting for operating and geometrical uncertainties, the use of a robust optimization framework with focus on the quantile of the airfoil drag coefficient is useful
in the determination of a robust shock control bump. If the interest is the minimization
of extreme events, the optimization of the 95% quantile of drag is considered. The resulting configuration has the highest bump height that smears the normal shock wave
at high values of lift and Mach, around the 95% quantile. This robust configuration
is able to better withstand operating and geometrical uncertainties than the configuration obtained with deterministic optimization. It distributes the longitudinal location
of the shock wave more uniformly at an expense of a secondary shock wave at the
end of the bump at nominal conditions. The secondary shock wave can be removed if
optimizing for the median or 50% quantile. In this case, most common events correspond to a lower value of drag due to the weaker normal shock wave over the bump.
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However, this configuration is not as effective as the previous in reducing the drag at
off-design conditions.
By reducing both the number of iterations in the optimization stage and the number
of CFD evaluations in the uncertainty quantification, it is possible to come up with an
efficient and accurate process chain for robust design within a reduced CPU time.
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Gradient Based Robust Design
under Large number of parameters

One of the main limitation of the Bi-Level surrogate is the limited number of design
parameters that is able to handle. In practice, SBO is effective under a low to moderate number of design parameters, as the complexity of the design landscape increases
exponentially with the number of dimensions. However, to properly model many relevant industrial applications, tens or hundreds of design parameters, dx , are required.
Opting instead for a gradient-based approach can solve this problem as far as the gradients are computed using an adjoint formulation. The objective of this chapter is
the development of a general-purpose, gradient-based robust optimization framework
that is especially effective under large number of design parameters. The main content
of this chapter has been published in: C. Sabater, S. Görtz "Gradient-Based Aerodynamic Robust Optimization Using the Adjoint Method and Gaussian Processes". In:
Gaspar-Cunha A., et. al. (editors) Advances in Evolutionary and Deterministic Methods for Design, Optimization and Control in Engineering and Sciences. Computational
Methods in Applied Sciences, vol 55. Springer, Cham.

4.1

Motivation

The use of gradient-based optimization in aerodynamic shape design is a mature technology [139, 140]. The main reasons are the ability to handle hundreds of design parameters, the relatively fast convergence towards an optima and the possibility of obtaining gradients through an adjoint formulation. Gradient-based optimization is an
iterative process where the next step xi+1 is found by:
xi+1 = xi − h∇J

(4.1)

where ∇ is the gradient (search direction) of the objective function J, and h is the step
size along the search dimension to achieve a reduction in J. Obtaining the gradients
through finite differences makes the process unfeasible for a large number of design
parameters. The use of an adjoint formulation [141] enables the calculation of sensitivities at a cost independent on the number of design parameters. This is especially
attractive when the number of cost functions is relatively small compared to the number of design parameters. However, in opposition with gradient-free optimizers such
as surrogate based optimization, gradient-based optimization can only lead to a local
optimum and its solution is dependent on the initial starting location, x1 .
Under uncertainty, the objective function becomes a random variable. Following the
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minimization of mean and standard deviation in equation (2.7), from a given sample
xi , the next one xi+1 , is found by:
xi+1 = xi − h∇J(xi ) = xi − h [wµ ∇µY (xi ) + wσ ∇σY (xi )]

(4.2)

The statistical moments of the QoI, µY (x), σY (x) and its derivatives, ∇µY (x), ∇σY (x),
are required for the gradient based optimization. Traditionally, the First and Second
Order Method of Moments has been used to approximate these statistics and its gradients [142, 143]. The Method of Moments relies on Taylor Series expansions of the
stochastic input variables. As a result, this methodology is specially effective when
first order or second order approximations of the stochastic space can be done. However, in the presence of shocks and other non-linear flow phenomena, and when the
input uncertainties are large, the use of Taylor approximations is no longer suitable. In
these cases, more sophisticated surrogate techniques are required.

4.2

Gradient Based Robust Design Framework

In this section, the Gradient-Based Robust Design Framework is presented. The main
elements of the optimization are the statistics at a given point, µY (xi ), σY (xi ), and its
gradients, ∇µ(xi ) and ∇σ(xi ). On the one hand, the statistics are obtained through
GPR using the SBUQ framework as previously introduced in Chapter 3. On the other
hand, its gradients can be calculated non-intrusively from the deterministic gradients
provided by the adjoint method together with the SBUQ framework.

4.2.1

Obtaining the Gradients of the Statistics

At a given design point, xi , the deterministic gradients of the QoI with respect to the
design parameters at realizations ξj , j = 1 . . . nξ are usually available using an adjoint
formulation: ∇Y (xi , ξj ). From these, the gradient of the mean value at the design
T

dµ
dµ
dµ
are derived. The derivative of the mean
point ∇µY (xi ) = dx1 , dx2 ... dxdx
xi

xi

xi

value of the QoI with respect to a given design parameter xk at any given design point
xi ,

dµY
dxk

xi

, is obtained from:
dµY
dxk

Where

dY
dxk

xi ,ξj

xi

nξ
1 X dY
=
nξ j=1 dxk

xi ,ξj

(4.3)

are realizations of the derivative at nξ different uncertain locations ξj

at the design point xi . Again, these derivatives are computed non-intrusively using an
adjoint computation.
The derivative of the standard deviation of the QoI respect to each design parameter
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also is also found analytically:
dσY
dxk

=
xi

1

nξ
X

nξ σY (xi )

j=1


(Y (xi , ξj ) − µY (xi ))

dY
dxk

xi ,ξj

dµY
− k
dx

2
xi

(4.4)

This formulation is generic and only requires a large number of samples, nξ , evaluated
in the full order model. When dealing with expensive CFD simulations, the computation of a reduced number of realizations is possible n̂ξ thanks to the construction of a
surrogate model of the gradients for each design parameter xk . In this way, the gradients of the statistics are accurately and efficiently integrated using the SBUQ approach
previously introduced. The stochastic space is characterized for both the QoI, that is
obtained by the primal solution of the CFD solver, and for each of the different dx gradients of the QoI with respect to the design parameters, that are efficiently obtained
by the adjoint method. As a result, dx + 1 different surrogates are constructed at each
design point, one to obtain the statistics of the primal solution and dx to obtain the
statistics of each of the gradients.

4.2.2

Optimization Architecture

The optimization framework combines the gradients obtained by the adjoint formulation with the uncertainty quantification using GPR. As shown in Figure 4.1, this
consists of two levels: the gradient based optimizer in the outer level, and the SBUQ
framework in the inner one. A Sequential Least SQuares Programming (SLSQP) [144]
is selected as optimizer. At any given design point, xi , the optimizer requires both the
statistic (blue dot), such as the mean, µ(x), and its gradients (green arrows) ∇µ(xi )
w.r.t. the design parameters.
At each design point (outer iteration), the uncertainty quantification is performed in
the stochastic space with the help of the surrogate (blue surface) in order to obtain the
statistic of the QoI. A total of nsurr samples (black dots) are computed in the black box
solver, with its corresponding nsurr adjoint computations. Following equations 4.3 and
4.4, a surrogate is also built for each individual dimension (green surfaces). This is
used to obtain the gradient of the statistic of the QoI w.r.t. to the design parameters.
Y
are efficiently obtained at each iteration.
With this approach, both µY and dµ
dx
The strength of the proposed method is the insensitivity to the number of design parameters. It decouples the dimensionality in the design space from the surrogate accuracy. The surrogates are built only in the stochastic space with a reduced number
of samples. As each surrogate of the gradients is built independently for each dimension, the training time only increases linearly with the number of design parameters.
This training time is negligible in comparison with the evaluation of the black box
solver. Taking this into consideration, the framework is suitable to problems with a
large number of design parameters.
This approach differs from the one in which a global surrogate such as Gradient Enhanced Kriging [111] is built, whose values and derivates are computed by the primal and the adjoint. In that case, the global surrogate accuracy and construction time
would be very sensitive to the number of dimensions, dx . When dealing with more
complex problem with hundreds of dimensions, only the training time of the global
surrogate would make the approach unfeasible. The strength of the proposed method
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is that decouples the dimensionality in the design space from the surrogate accuracy,
as this one is built only in the stochastic space with a reduced number of samples. As
each surrogate of the gradients is built independently for each dimension, the training
time only increases linearly with the number of design parameters.
Gradient-Based
Optimization

𝜇𝑌

𝑥2

𝑥1
Surrogate
Based UQ

𝑑𝜇𝑌
ቤ
𝑑𝑥 1 𝒙

𝜇𝑌 𝒙 𝒋

𝑑𝑌
ቤ
𝑑𝑥 1 𝒙

𝑌(𝒙𝒋 )

𝒊

𝑑𝑌
ቤ
𝑑𝑥 2 𝒙
𝒊

𝜉
CFD Process Chain

𝑑𝜇𝑌
ቤ
𝑑𝑥 2 𝒙

𝒊

𝒊

𝜉

𝜉
𝑑𝑌
ቤ
𝑑𝑥 1 𝒙 ,𝝃

𝑌 𝒙𝒊 , 𝝃 𝒋

𝒊 𝒋

Primal
Solution

𝑑𝑌
ቤ
𝑑𝑥 2 𝒙 ,𝝃

𝒊 𝒋

Adjoint
Solution

Figure 4.1: Robust Design Framework using the Adjoint and Gaussian Process: Top:
Gradient Based Optimization of the mean of the QoI. Middle: Uncertainty Quantification through Gaussian Processes of the QoI and each of its gradients at a given design
point xi . Bottom: Evaluation of each deterministic solution in the full order model.
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Application to analytical test functions

The framework is applied for the minimization of the mean to the analytical test function previously introduced in equation (3.3)
2

2

Y d=1 (x, ξ) = 3 − 4 e−4(x−4) − 5.2 e−4(x−6) +

x−a
b−x
ξ1 +
ξ2 ,
b−a
b−a

(4.5)

The gradients w.r.t. the design parameter x can be expressed as:
dY d=1 (x, ξ)
ξ1 − ξ2
2
2
= 32(x − 4)e−4(x−4) + 41.6(x − 6)e−4(x−6) +
dx
b−a

(4.6)

The mean value is obtained at each iteration with the same SBUQ approach as in the
bi-level test case. Figure 4.2 shows the samples for the 1D test case at two different
starting locations: x1 = 4.9 and x1 = 7. As expected with a gradient based optimizer
in a multi-modal function, the optimum solution depends on the initial point. The optimum is found with a similar number of iterations compared to the bi-level surrogate
optimization for this one dimensional example.
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(b) Starting point x0 = 4.9

Figure 4.2: Gradient-Based Optimization under Uncertainty of the mean value for one
dimensional analytical test function. Optimization samples are shown over the true
mean function for two different starting points.
However, the main advantage of this approach lies in the insensitivity to the number
of design parameters if the gradients can be computed efficiently through an adjoint
formulation. This test function is extended to dx = 100 design parameters:
Y d=dx (x, ξ) =

Nx
X
Y d=1 (x, ξ)
i=1

dx

dY d=dx (x, ξ)
dY d=1 (x, ξ)
=
dxk
dx

(4.7)

In this case, finding the optimum solution requires the same order of function evaluations as in the 1D test case, as shown in Figures 4.3a and 4.3. The samples are represented over a 2D section for the two first parameters, x1 and x2 , keeping the remaining
98 parameters constant. Despite the increase in dimensionality, for the two different
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starting locations, the required number of function evaluations is 11 and 9 respectively
to find the optimum. This level of efficiency can not be reached with the bi-level approach for such a high-dimensional design landscape.
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(b) Starting point x1 = {7, 7 . . . 7}1×100

Figure 4.3: Gradient-Based Optimization under Uncertainty of the mean value for 100
dimensional analytical test function with 100 Design parameters. Optimization samples are shown over a 2D section of the true mean function

4.3

Application to the Robust Design of a 2D Aerfoil Problem Definition

The framework is applied to the minimization of the drag coefficient CD (the QoI) of a
variable camber RAE 2822 airfoil against operational uncertainties.

4.3.1

Optimization Formulations

For reference, the single-point (deterministic) optimization is computed. In this case,
the aim is to find the optimum parameters x that lead to the airfoil shape that minimizes the drag coefficient at a constant operational conditions A.
x∗ = arg min {CD (x, A)}

(4.8)

lift coefficient, CL = 0.789 and constant Mach number, M = 0.734. The lift coefficient
constraint is enforced explicitly by iteratively varying the angle of attack during the
drag evaluation in the RANS solver.
The multi-point optimum takes into consideration the variability in the operational
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conditions (Mach and lift coefficient) by considering five different flight conditions:
x∗ = arg min

(d
m
X

)
wj CD (Aj )

(4.9)

j=1

The location of the flight conditions Aj and the value of each weight, wj , are selected
to simulate the input PDF of the operational conditions and shown in Figure 4.4.

0.15
0.15

0.4

0.15

0.15

Single Point
Multi-Point
Probability
Density

Figure 4.4: Different Treatment in operational conditions (Mach and lift coefficient):
single and multi-point deal with discrete flight conditions, while the robust optimization considers a continuous probability density function
Under uncertainties, the problem leads towards the minimization of a linear combination of mean, µCD and standard deviation σCD of the drag coefficient.
x∗ = arg min {wµ µCD (x) + wσ σCD (x)}

(4.10)

The value of the weights, wµ and wσ , are changed in order to come up with different
configurations with more focus either on the mean, on its variability or on both. From
a different combination of weights, a Pareto front can be obtained with the possible
solutions of interest. As the process needs considerably less samples than the bi-level
approach, a good representation

4.3.2

Airfoil Parametrization

The parametrization of the airfoil follows Hicks-Henne deformation functions [145]
that modify the camber of the airfoil. By modifying the airfoil camber, the thickness
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distribution is kept constant to deal with structural considerations. The vertical displacement, Zi of the camber affected by the design variable xi can be defined as:
Zi = xi sin (πX m )3

where

m=

log (0.45)

(4.11)

i+1
Nx +4

z/c

z/c displacement

A total of dx = 15 design parameters are selected. The influence of each bump function
in the camber is shown in Figure 4.5.
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Figure 4.5: Top: Fifteen Hicks-Henne Bump Function used for the parametrization.
Bottom: RAE2822 shape and camber line

4.3.3

Uncertainties

In the robust formulation, the Mach and lift coefficient are uncertain as they are expected to slightly change during day to day aircraft operations. They are modeled
as symmetric beta distributions. The mean value is centered on the nominal conditions, µM = 0.734, µCL = 0.789, while the standard deviation is set to σM = 0.0045,
σCL = 0.0045. The shape parameters are the same, α1 = α2 = 5, in order to be symmetric, resembling truncated normal distributions.

4.3.4

CFD Mesh and Solver

Following section 3.2.5, the TAU CFD Solver is chosen with the same settings previously used in the 2D SCB problem. In this case, linear elasticity theory is used as a
mesh deformation tool. The same mesh introduced in Figure 3.6 is used.

4.3.5

Adjoint Method

The adjoint formulation [141] allows to efficiently solve the total derivative of the QoI
with respect to the design parameters x. This is especially useful for high dimensional
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problems and few cost functions, in which the gradients can be then used for gradientbased optimization [146]. Given the minimization problem of the QoI (in this case the
drag coefficient) dependent on x, the design parameters, w the flow variables and z
the mesh variables, under the constraint that the flow residual R is converged,
min {y(x, w, z)}

s.t. R(x, w, z) = 0

(4.12)

the adjoint equation can be obtained by applying the chain rule to the lagrangian:
dy
∂y ∂z
∂R ∂z
=
+ ΛT
dx
∂z ∂x
∂z ∂x

(4.13)

where the first term is the variation of the QoI w.r.t. the shape parameter keeping the
flow variables, constant. The second term is the variation of the RANS residual w.r.t.
the shape parameter by keeping the flow variables constant. The adjoint variables Λ
can be obtained from


∂R
∂w

T
Λ=−

∂y
∂w

(4.14)

In TAU, the discrete adjoint equations are solved [147]. After obtaining Λ, it is possible
to evaluate the gradient of the QoI w.r.t. the design parameters. When dealing with
optimization at constant lift, the drag coefficient CD must be corrected [148] :
dCD
dx

=
CL =CL0

∂CD ∂CD ∂α ∂CL
−
∂x
∂α ∂CL ∂x

(4.15)

The adjoint method has been validated wrt. finite differences for the baseline configuration. Figure 4.6 shows the gradient of the drag coefficient at constant lift with respect
to each of the 15 design parameters for both the adjoint and forward finite differences.
Despite the small differences, mainly due to the use of forward instead of central finite
differences, the adjoint formulation is able to accurately obtain the desired gradients,
reducing the run time by 83%.

Adjoint
Finite Differences

dCD |
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Figure 4.6: Comparison of the gradients of the drag obtained with finite differences
and the adjoint
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4.4
4.4.1

Application to the Robust Design of a 2D Airfoil Results
Deterministic Optimization

CD, [DC]

Figure 4.7 shows the convergence history of the gradient-based deterministic optimization using the adjoint. The optimization starts with the initial RAE2822 configuration.
A total of 19 Iterations are required. The optimum configuration decreases the drag
coefficient by 34.9%, from to 191.3 drag counts to 124.58 drag counts. According to the
pressure coefficient distribution of Figure 4.8, the reduction in drag follows mainly to
the weakening of the strong normal shock wave of the original configuration.
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Figure 4.7: Convergence History of deter- Figure 4.8: Pressure coefficient for baseline
ministic Gradient Based Optimization.
and optimum configurations.

4.4.2

Uncertainty Quantification

To study the accuracy of the proposed uncertainty quantification on GPs, the deterministic optimum configuration is perturbed under uncertainty. To obtain the reference statistics (mean and standard deviation) of this configuration, 10,000 Quasi Monte
Carlo Samples are evaluated in the CFD model. Based on that, it is possible to obtain
the accuracy of the statistics provided by the surrogate for a given number of training
samples required to construct them.
Figure 4.9 a show the convergence in the absolute error between the reference mean
and the one obtained with the surrogate built from a given number of samples, for different infill strategies. In general, as the surrogate is built with more and more samples,
the mean value is obtained more accurately. However, when only a DoE approach is
followed, the accuracy of the surrogate is reduced. For a given computational budget,
the use of the infill is preferred. In addition, it is better to start the infill after a good
global exploration by using 10 DoE samples. Finally, an error smaller than 0.2 drag
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counts is desired in order to have a stable convergence during the optimization and
provide useful results. According to this, a minimum of 12 to 15 samples are required
when the active infill is valid, while if using only a DoE strategy, the required number
of samples increases to 24.

(a) Convergence on mean

(b) Convergence on standard deviation

Figure 4.9: Convergence history of the statistical error according to the number of samples used to build the surrogate
The same conclusions can be obtained for the convergence error of the standard deviation in Figure 4.9 b. When dealing with higher order moments such as the standard
deviation the accuracy requirements are more challenging. In this case, the use of the
infill criteria is necessary to come up with a good accuracy of the standard deviation.

4.4.3

Robust Optimization

The robust optimization is repeated six times with different weights for the mean and
standard deviation following the framework introduced in Section 4.2.2. Each optimum configuration is obtained at a reduced computational cost, requiring from 17 to
24 iterations of the gradient-based optimizer. At each iteration, 14 to 16 CFD samples
are required to accurately obtain the statistics of the drag through the surrogate approach. Then, a total of 200 to 400 CFD evaluations are required to obtain a optimum
robust configuration.
The Pareto-Optimal solutions in terms of mean and standard deviation of drag is
shown in Figure 4.10. The single-point (deterministic) optimum configuration (grey
marker), behaves poorly under uncertainty, and has both higher mean and standard
deviation than two of the robust configurations. The multi-point optimum (green
marker), improves the average performance under operational uncertainties, as five
flight conditions were considered instead of only one. However, both configurations
are outperformed by the robust optimum with focus on the mean (brown marker).
This presents lower mean and standard deviation than the configurations obtained
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with traditional optimization methods. From an engineering point of view, the configuration with similar weights in mean and standard deviation, (wµ = 0.5, wσ = 0.5)
(blue marker), looks appealing. By slightly increasing the mean value of the drag, its
variability can be reduced by half. There is a clear trade-off between configurations
less sensitive to drag, and configurations with a good average performance. Keeping
in mind that the gradient based method only guarantees local optimality, the framework is able to provide a set of non-dominated robust solutions in which a designer can
choose from. This can only be achieved when the accuracy of the statistics (specially
the standard deviation) and its gradients is high.
Single-Point
Multi-Point
(1, 0)
(0.5, 0.5)
(0.4, 0.6)
(0.28, 0.62)
(0.25, 0.75)
(0.09, 0.81)

Figure 4.10: Pareto Front of standard deviation and mean of drag coefficient for optimum configurations
The probability distributions and box plots of the stochastic drag is shown in the violin
plot Figure 4.11 for the different configurations. On top of each distribution, the mean
value is also highlighted in white. The deterministic solution (grey PDF) has a mean
value of 129.6 drag counts and a standard deviation of 4.7 drag counts, while the robust
solution with focus on the mean value displaces further down the histogram towards a
mean value of 128.2 and standard deviation of 3.5 drag counts. However, in both cases
a large tail is present towards higher values of drag. When more importance is placed
in the standard deviation, solutions have a peaky distribution and the tail is decreased,
at an expense of a larger mean value, as previously shown in the Pareto front.
The different airfoil shapes are shown in Figure 4.12. All the optimum configurations
have an increased curvature near their leading edge compared to the baseline airfoil.
This allows for a better expansion of the flow and elimination of the strong shock wave
over the upper surface. Despite small, there are some differences between the deterministic and robust airfoils. The robust configurations have an increased curvature
of around 60% to 70% of the chord. This is similar to adding a "shock control bump"
device, that is able to smear stronger shock waves when the Mach and Lift randomly
increase w.r.t. nominal conditions. The curvature or "bump" is larger in the designs
when variability must be minimized.
DLR-FB-2022-12

4. Gradient Based Robust Design under Large number of parameters

73

25-75% quantile
5-95% quantile

Mean

Single-Point Multi-Point (𝑤𝜇 , 𝑤𝜎 ) (𝑤𝜇 , 𝑤𝜎 ) (𝑤𝜇 , 𝑤𝜎 ) (𝑤𝜇 , 𝑤𝜎 )
(𝑤𝜇 , 𝑤𝜎 ) (𝑤𝜇 , 𝑤𝜎 )
Optimum Optimum (1, 0) (0.5, 0.5) (0.4, 0.6) (0.28, 0.62) (0.25, 0.75)(0.09, 0.81)

Figure 4.11: Violin plot of drag coefficient for the configurations of interest

Increase
in 𝑤𝜎

Figure 4.12: Airfoil shapes of the configurations of interest
The standard deviation of the pressure field is shown in Figure 4.13 for the robust optimum with focus on the mean (wµ = 1, wσ = 0, configuration A) and for the one with
strong focus on the variation, (wµ = 1, wσ = 10, configuration B). For each configuration, the field has been obtained by superimposing 300 snapshots of the flow solution
computed with Monte Carlo. There is a larger longitudinal variation of the shock wave
along the airfoil in configuration A, as the focus was on the mean drag and not on the
standard deviation. In addition, this variation is stronger. In this case, two shock
wave patterns can be present around 40% to 60% of the chord. Configuration B on the
other hand reduces the displacement of the shock wave and moves it further upstream,
around 35% to 45% of the chord, due to the stronger curvature previously discussed.
However, as the shock wave is further upstream, the average drag increases.
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𝐶𝑃
𝒘𝝁 = 𝟎. 𝟎𝟗
𝒘𝝈 = 𝟎. 𝟖𝟏

𝒘𝝁 = 𝟏
𝒘𝝈 = 𝟎

a)

b)

Figure 4.13: Standard deviation of the pressure coefficient field for Robust configurations: a) Focus on mean; b) Focus on standard deviation

4.5

Conclusions

A novel gradient-based robust optimization method has been presented and applied to
a test case. The combination of a CFD adjoint code with Gaussian Process Regression
can be used to efficiently obtain accurate gradients of the mean and standard deviation
of the drag coefficient with respect to the design parameters. There is a reduction in
the number of optimization iterations and samples required for uncertainty quantification. This method it is suitable when the number of design parameters is much larger
compared to the number of uncertainties. In addition, this approach is preferred over
more traditional linearized methods such as the First and Second Order Method of
moments, as these can not capture the non-linearities present in transonic conditions.
Compared to deterministic gradient-based optimization, the addition of uncertainty
increases the computational time by a factor of 10 to 15. However, as the framework is
independent to the number of design parameters, it is readily available for the robust
optimization of more complex, 3 dimensional configurations.
The application to an aerodynamic shape optimization problem shows that the single
point (deterministic) and multi-point optimum, under uncertainty, behave poorly. In
order to come up with more realistic configurations, a robust formulation is required.
A multi-objective approach in which the mean and standard deviation of the drag
compete against each other is an attractive approach for the design of robust configurations. This is possible as each robust configuration is achieved within a realistic
CPU time of O(100) samples. There is a clear trade-off among the configurations less
sensitive to the drag, and those with a lower average drag.
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5

Quantile Bayesian Regression for
Optimization under
High-Dimensional Uncertainty
Sources

In the previous chapters, surrogate models were used to characterize the stochastic
space. When dealing with problems requiring a high-dimensional parametrization,
such as for uncertainty induced by a random field, the number of training samples
to construct accurate high-dimensional surrogates increases very quickly. In addition,
surrogate models are unable to deal with non-parametric uncertainties. In this chapter,
a robust optimization framework insensitive to the structure and dimensionality of the
uncertainty and even able to handle non-parametric uncertainties is developed. To this
end, a surrogate is directly constructed for the quantile as a function of the design variables, by-passing the estimation of a surrogate for the random objective function. To
avoid any explicit parametrization of the uncertainties, only samples of the random objective function are used. This feature is handy when dealing with high-dimensional
or non-reducible uncertainty sources. This approach exploits the fact that samplingbased methods, such as Monte Carlo, are typically insensitive to the complexity of the
random source and are therefore tractable in high-dimensional problems. Further, in
the context of robust optimization, smooth dependencies with the design variables of
the quantile can be exploited in the surrogate construction, sampling the stochastic
and design spaces jointly. Finally, the methodology is applied to the robust retrofit of a
shock control bump to an airfoil under high dimensional operational and geometrical
uncertainties. The main content of this chapter has been published in: Sabater, C., Le
Maître, O., Congedo, P. M., Görtz, S. (2021). A Bayesian approach for quantile optimization problems with high-dimensional uncertainty sources. Computer Methods in
Applied Mechanics and Engineering, 376, 113632.

5.1

Quantile Regression

This section concerns the quantile regression method, which builds a deterministic
model of the τ -quantile qτ (x) of Y (x), where x ∈ Ω is the design variable. Section 5.1.2
defines the quantile of a random variable Y and introduces its empirical estimation
using the loss function (5.2). The estimation is further extended to Y conditioned on x,
before introducing a discretization in x in Section 5.1.3. Finally, Section 5.1.4 discusses
some practical aspects of the construction, emphasizing the selection of the size of the
75
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set of regression points. The material presented in the section will be extended in
Section 5.2 to derive a Bayesian formulation of the quantile regression and exploit this
formulation to quantile optimization.

5.1.1

Motivation

Quantile regression, introduced in the 70’s by Koenker and Basset [149], provides a
richer view of applications compared to conditional mean models such as least squares
regression [150]. While most regression methods focus on the mean of the response
variable, it is possible to look at other statistics of the distribution.
According to Mosteller and Tukey [151], traditional regression estimates averages of
the distributions at a set of points. However, it is also possible to obtain different
regression curves corresponding to the percentage point of the distribution. The leastsquares regression gives an incomplete picture of the distribution, where the quantile
regression provides a general technique to estimate families of conditional quantiles.
As seen in the previous chapters, the use of the quantile as an estimate of uncertainty is
very useful in engineering and design optimization. As a result, the quantile regression
is an appealing approach to predict any quantile as a function of the design parameters.
The approach is also independent of the sources of uncertainty and does not require
any parametrization.

5.1.2

Quantile estimation

In section 2.4.3, the quantile was defined according to the ECDF. An alternative approach consists in estimating the quantile as the minimizer of a loss function, specifically, the optimal point estimator of the asymmetric linear loss [150] based on the check
function ρτ :
|u| + (2τ − 1)u
.
(5.1)
ρτ (u) = (τ − I0 (u)) u =
2
The loss function of Y is
Lτ (q|Y) =

nξ
X

ρτ (yi − q) =

i=1

nξ
X

(τ − I0 (yi − q)) (yi − q),

(5.2)

i=1

and the optimal estimator is
qτ∗ = arg min Lτ (q|Y).

(5.3)

q∈R

The loss function in (5.2) is the sum of asymmetrically weighted absolute residuals [152]. Its minimum coincides with the classical empirical quantile estimator associated with the ECDF. Roughly, the loss function penalizes a value of q such that the
fraction of samples in Y greater (resp. smaller) than q exceeds τ (resp. 1 − τ ). Absolute residuals are used to improve the quality and reliability of quantile estimator by
preventing high sensitivity to outliers and dominance of extreme values |q − yi | in the
loss.
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The estimation above can be extended to the case where Y is conditioned on x ∈ Ω, for
instance the design variables of the optimization problem. In this case, the conditional
CDF is FY (y|x) and the τ -quantile also becomes a function of x,
qτ (x) = FY−1 (τ |x).

(5.4)

The estimation of qτ (x) is classically restricted to a parametric family involving some
parameters ω. Further, the sample set Y consists now in nξ couples (xi , yi ) where yi
is drawn from the CDF conditioned on x = xi , that is yi ∼ FY (y|xi ). The minimization of the loss function translates to the determination of the τ -dependent optimal
parameters ωτ∗ , such that
ωτ∗

= arg min
ω

n
X

ρτ (yi − q(xi |ω)) ,

(5.5)

i=1

and the estimator is finally qτ∗ (x) = q(x|ωτ∗ ). In the following section, a particular form
to express q(x|ω) is introduced.

5.1.3

Quantile discretization

Traditionally, multiple linear regression (q(x|ω = (α, β)) = α + β · x) have been used
to estimate conditional quantiles [153]. However, more complex models are often
necessary to capture real-world complexities and deal with non-linear dependencies.
Among others, polynomial and Radial Basis Functions (RBF) are popular approximation methods. To remain as general as possible, the following generic form for the
quantile model is considered:
q(x|ω) =

NX
X

ωj φj (x),

(5.6)

j=1

where φj=1,...NX (x) are given regressors and the ωj=1,...,NX are the parameters of the
.
quantile regression. In the case of RBF models, one uses a set X = {x̃j , j = 1, . . . , NX }
of control points in ω, and defines
.
φj (x) = φ(|x − xj |),

j = 1, . . . , NX ,

where |x−x0 | denotes the Euclidean norm and φ : R+ 7→ R is a suitable kernel function.
If the value of qτ (x) was known or could be estimated at selected points, the vector of
parameters ω = (ω1 · · · ωNX ) could be determined by solving a standard regression
problem, such as a least-squares minimization problem.
In the present situation, the quantile values are unknown and must be estimated from
the sample set Y. The vector of optimal parameters ωτ∗ is the minimizer of (5.5),
ωτ∗ = arg min ρτ (y − [Φ]ω) ,

(5.7)

ω∈RNX

where y = (y1 . . . ynξ ), [Φ] ∈ Rnξ ×NX is the matrix with entries [Φ]ij = φj (xi ), and the
application of the check function on a vector amounts to the sum of the check functions
DLR-FB-2022-12

78

over all the components of the vector (ρτ (y) =
can be recast in
qτ∗ (x)

=

NX
X

P

i

ρτ (yi )). The estimator of the quantile

(ωτ∗ )j φj (x) = Φ(x)T ωτ∗ ,

(5.8)

j=1

where Φ(x) = (φ1 (x) · · · φNX (x))T is the vector of regressors evaluated at x ∈ Ω.
In the following, a RBF approximation corresponding to
φj (x) = φ(|x − xj |),

φ(r) = r2 log r.

is used. This particular kernel was proposed by Duchon [154] in the context of ThinPlate Splines (TPS) models. The complete TPS model combines a multi-linear regression with the RBF approximation. Here, only the RBF part is retained to keep the model
simple.
A detailed analysis of the RBF approximation error can be found in [155]. In particular, the approximation error depends on the density of sampling points xj . The
following developments are not dependent on the approximation method in x of the
quantile, provided that it can be recast as in (5.8). In particular, instead of RBF, it may
be possible to use Gaussian Processes models or regression in a polynomial or other
finite-dimensional functional space.

5.1.4

Practical aspects

The estimation of the conditional quantile involves two sets, one (Y) for the sample points of conditional random variable Y (ξ|x), and one (X ) containing the control
points of the quantile regression. When these two sets are fixed, the optimal parameters ωτ∗ of the quantile are computed solving the minimization problem (5.7). A differential evolution algorithm [113] algorithm is used to compute the optimal parameters.
Differential Evolution is a global optimization strategy based on genetic algorithms. A
population with size npop = 10NX was used successfully in the examples presented in
this chapter. The convergence of the algorithm typically requires a few hundreds of
iterations (generations). The resulting computational cost remains acceptable because
of the fixed location of the control and sample points, so the matrix [Φ] in (5.7) can be
evaluated once during the optimization procedure.
More critical is the construction of the sample sets Y and X . Concerning Y, it is clear
that the sample points xi should cover well the domain ω for a good approximation of
the quantile at all x ∈ Ω. This observation suggests a sampling strategy that maximizes
the covering of ω, such as low discrepancy sequences with optimal infilling properties.
In this work, advantage is taken from the simple structures of the domains ω considered (hyper-rectangles). Sobol sequences [102] are used to generate the sample points
xi . Then, at each sampled point xi , a single sample yi is drawn from Y (xi , ξ). Multiple
random replications of Y (xi , ξ) could be considered for the same xi , thus constituting
a stratified sample set Y; however, this approach would not produce better estimates
of the quantiles and would not be optimal.
Regarding the set of control points, X , it could be possible to consider using the set, or a
subset, of point xi in Y. However, the regression method described above uses control
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points x̃j that are not necessarily coinciding with sample points xi , and distinct sets of
points are chosen for the data and the quantile discretization. The subsequent extension of the quantile regression method to the robust optimization problem motivates
the use of distinct sets of points. The estimation of the quantile and the optimization
are two distinct tasks which, although related, leads to different sequential infilling
strategies for X and Y. These strategies will be detailed later, and here is discussed the
initialization of X , which follows another independent Sobol sequence of size NX .
The size NX of X must be specified and is crucial to obtain an accurate estimation of
the quantile. A large number NX of control points offers a better representation of
the quantile but can induce over-fitting when NX is too large relative to the sample
set size of data (nξ ). In this situation, the estimator becomes sensitive to the data in
Y. On the other hand, a lower number of control points will not be able to capture
the details of the quantile adequately and will produce too smooth estimators with
lesser accuracy. This is the well-known bias-variance trade-off. To tackle the issue of
selecting the number of control points, classical K-fold Cross-Validation (CV) method
is proposed. In the CV method, Y is first partitioned into K > 1 subsets Y1 , . . . , YK
with comparable size ≈ nξ /K. The quantile is then estimated on the reduced sample
set Y \Yr , yielding the loss Lr = Lτ (qτ∗ |Yr ) associated to the left-out subset Yr (see (5.5)).
. P
The consolidated CV-loss L(X ) = K
r=1 Lr characterizes the loss associated to X . This
procedure can be repeated for a sequence of nested sets X l ⊂ X l+1 ⊂ . . . , obtained by
continuing the constitutive Sobol sequence, until the cross-validation loss L(X l ) starts
to increase. The size NX l = |X l | giving the lowest CV-loss is finally considered as the
best trade-off. In practice, K = 10 cross-validation folds are used, and enrichment of
just one new control point from X l to X l+1 .

5.2
5.2.1

Bayesian Optimization Strategy
Motivation

The quantile regression method described in the previous section provides an estimator qτ∗ (x) of the τ -quantile of Y (x, ξ) from a sample set of observation Y. This estimator
can substitute the true quantile to solve the robust optimization problem, that is solving
x∗ = arg min qτ∗ (x),
x∈Ω

qτ∗ (x) = q(x|ω ∗ ),

(5.9)

where ω ∗ is the minimizer of the loss function associated to Y. To obtain a correct approximation of the exact optimum, through this procedure, one needs a sufficiently accurate estimation of the quantile. Further, as the location of the optimum is unknown,
the quantile must be accurately estimated for all x ∈ Ω, a task that would demand a
substantial sample set Y, in particular for τ (1 − τ ) → 0.
This observation motivates the development of a Bayesian optimization procedure,
where the estimation of the quantile is sequentially improved only in areas of interest in Ω that are susceptible to contain the optimum. Such an approach requires two
main ingredients: a measure of the local error on the quantile estimation and infilling
strategies to propose new estimations of Y in order to improve the estimation of the
DLR-FB-2022-12

80

optimum x∗ . The rest of the section concerns these two aspects, while the optimization
procedure is discussed later.

5.2.2

Bayesian quantile regression

The first point of attention on the characterization of the error of the estimator qτ∗ (x).
This estimator is random, as it uses a random sample set Y. An immediate idea to
assess the quality of qτ∗ (x) would be to measure its variance with respect to the sample
set. Estimating V (qτ∗ ) by replicating Y is not considered as a viable option, because
of its computational cost. Characterizing the variability of the estimator by Bootstrapping and sub-sampling may be feasible approaches, not requiring new evaluations of
Y (x, ξ). However, the complete construction of the sample estimator would demand
solving multiple optimization problems, for the optimal parameters ωτ∗ of each subsample or bootstrap replica of Y proposed. Even if these optimizations can be carried
out in parallel, these procedures would consume significant computational resources
if the minimization of the loss function is difficult, and many samples are needed to
characterize the variance of the estimator.
These considerations lead to propose a more direct approach that does not require the
minimization of the loss function. The proposed approach considers that the model
parameters ω defining the estimator are random and equipped with a joint probability
density function conditioned on the sample set Y. In order to derive an expression for
this joint distribution, the Bayes theorem is followed:
pτ (ω|Y) =

Lτ (Y|ω) p(ω)
.
pτ (Y)

(5.10)

The Bayes theorem states that the posterior (after observation of the sample set Y)
distribution pτ (ω|Y) of the parameters of the quantile estimator, is equal to the product
of the likelihood Lτ of the sample set and the prior of the parameters p(ω), divided by
the evidence or absolute probability of the sample set. The critical point here is that
knowing the posterior distribution of ω, a complete probabilistic description of the
τ -quantile estimator is obtained.
Asymmetric Laplace Distribution
The likelihood Lτ (Y|ω) measures the probability of the sample set Y assuming that Y
has a τ -quantile following the model with parameters ω. The main difficulty in deriving an appropriate likelihood is that the conditional distribution of Y (x, ξ) is unknown,
such that the conditional distribution of Y (x, ξ)−q(x|ω) must be postulated [156]. Following Yu and Moyeed [157], a likelihood based on the (centered) Asymmetric Laplace
Distribution (ALD) is considered, whose density function is
λ
fAL (u; λ, κ) =
κ + 1/κ

(
exp [(λ/κ) u] , u < 0,
exp [−(λκ) u] , u ≥ 0.

(5.11)

Despite another approaches are available, the ALD is commonly chosen as a simpler
alternative without requiring the need of complex choices of prior distributions and
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hyperparameters [158]. Since the introduction in [157], the choice of the ALD has
proven to be effective for Bayesian quantile regression [159]. Based on empirical findings [157], the ALD is robust to the true underlying likelihood. In [160], an asymptotic
justification of the ALD for quantile regression is explored, showing the posterior consistency under general conditions. Following the empirical robustness of the ALD and
its relative simplicity, it is chosen as a basis for the Bayesian formulation.
The two parameters of the distribution are the scale and asymmetry parameters, λ > 0
and κ > 0 respectively. The ALD consists of two exponential distributions in |u|, with
rates λ/κ and λκ, for negative and positive argument u respectively. Setting the rates
to 1 − τ and τ , the density function of the ALD can be expressed in terms of the check
function ρτ defined in (5.1). After elementary calculations it comes
fτ (u) = τ (1 − τ ) exp [−ρτ (u)] .

(5.12)

To derive the likelihood of Y, the fact that yi are sampled independently can be exploited. Therefore,
Lτ (Y|ω) =

nξ
Y

fτ (yi − q(xi |ω)) =

i=1

nξ
Y

τ (1 − τ ) exp [−ρτ (yi − q(xi |ω))] .

(5.13)

i=1

It is seen that the maximizer of (5.13) corresponds to the minimizer ωτ∗ of the loss function 5.7. In other words, ωτ∗ (resp. qτ∗ (x)) is the Maximum Likelihood Estimator (MLE)
of the quantile parameters (resp. of the quantile) for the likelihood in (5.13). Further,
the MLE is invariant to consistent scaling of the two exponential rates preserving their
ratio τ /(1−τ ) . This is due to the property of the scaling property of the check-function:
ρτ (u/α) = ρτ (u)/α for any α > 0. In practice, changing the scaling factor α will affect
the spread of the AL density function, as seen from the following expression:


ρτ (u)
τ (1 − τ )
exp −
.
(5.14)
fτ (u; α) =
α
α
In the present work, the case α = 1 is considered, which was found suitable in all the
tests presented hereafter. However, this approach could benefit in adapting α as to
better account for the conditional distribution Y (x, ξ). For instance, α could be treated
as a hyper-parameter, and could be inferred.
Posterior sampling
The likelihood of Y being set, it remains to discuss the prior of ω and the evidence
pτ (Y). Concerning the prior of the parameters, a non informative prior (improper uniform distribution) is selected in the absence of any a priori information on the parameters. However, in the subsequent development the prior will be kept to remain general.
Further, if some a priori knowledge on qτ (x) is available at the control points x̃j ∈ X ,
one can easily translate it into an a priori on ω, thanks to the linear form of (5.6).
At this point, an expression for the posterior distribution of the regression parameters
ω has been obtained, up to a multiplicative factor (the inverse of the evidence). The
role of pτ (Y) is to ensure that the posterior integrates to one,
Z
pτ (ω|Y)dω = 1.
RNX

DLR-FB-2022-12

82

It practice, the evidence must be numerically estimated, if needed, as there is no closedform expression for the likelihood. Similarly, the absence of explicit expression prevents the direct computation of the moments and statistics of posterior of ω; instead it
is necessary to proceed by sampling pτ (ω|Y) to estimate statistics.
In the following, a Markov Chain Monte Carlo method is used to sample pτ (ω|Y). The
MCMC method is appropriate to sample complex, high dimensional, or non-explicit
probability distributions for which a direct sampling is difficult or not feasible [161].
The key idea of MCMC is to generate a random sequence of sample points ωk , with
a simple probabilistic transition rule from ωk to ωk+1 ensuring that the asymptotic invariant measure of the chain corresponds to the target distribution, here pτ (ω|Y).
The Metropolis-Hastings (MH) algorithm [162, 163] is one of the most popular MCMC
sampler. It is based on a acceptance/rejection rule for the next step of the chain given
the current point of the chain, ωk . Specifically, the proposed point ω 0 is drawn at random from the conditional distribution pt (ω 0 |ωk ). The proposed transition is accepted,
i.e. ωk+1 = ω 0 , with a probability π given by


pτ (ω 0 |Y)pt (ωk |ω 0 )
.
(5.15)
π = min 1,
pτ (ωk |Y)pt (ω 0 |ωk )
Otherwise, the transition is rejected and ωk+1 = ωk . In the case of a reversible proposals (pt (ωk |ω 0 ) = pt (ω 0 |ωk )), the rule always accepts a transition to points with higher
posterior value, and accepts lower posterior points with a decreasing probability equal
to the ratio (< 1) of actual and proposed posterior values. While needing the ratio of
posterior values defining the rule, it is not needed to know the evidence pτ (Y) when
applying the MH algorithm on the posterior in (5.10), the product of likelihoods and
priors suffices.
The choice of the proposal distribution pt (ω 0 |ω) is critical to efficiently sample the posterior distribution [161]. The objective is to generate a chain with rapid mixing properties, such that, irrespective of the starting point, ωk quickly converges to the stationary
distribution. If the proposal distribution induces increments ω 0 − ω that are too small,
the proposed points are accepted with high rate but many steps are required to explore the whole distribution. If on the contrary the increments tend to be too large, the
MH algorithm exhibits a high rejection rate with long range correlation between the
successive steps. Acceptance rates in the range of [0.2, 0.35] are considered to offer a
close to optimal trade-off for the mixing of the chain. In the present work, (reversible)
Gaussian proposals are considered,
pt (ω 0 |ω) = N (ω, Σ2pt ),

(5.16)

with the covariance matrix Σ2pt proportional to the posterior covariance of the sampled
quantity:


2.382 
2
(5.17)
E ωω T − E (ω)E ω T .
Σpt =
NX
In this approach, the posterior covariance of ω must be estimated since the posterior
distribution is not explicitly known. This is achieved in the burn in stage of the MH
algorithm, where the proposal covariance is regularly updated as the chain advances
and the estimate of the posterior covariance progresses. Note that the scaling of the
covariance in (5.17) is optimal in the case of Gaussian posteriors [164]. This rule has
provided satisfying results for all the cases presented hereafter.
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Quantile error
The MH algorithm can be used to produce a large sample set of ω ∼ p(ω|Y) at a modest
computational cost. Indeed the MH procedure involves only the evaluation of the loss
function and no optimization. Typically, a long chain is computed and sample points
of ω are extracted by sub-sampling the chain. Each sampled value ωk corresponds to
an estimate q̃τk (x) of the quantile, namely
q̃τk (x) = Φ(x)T ωk ,

Φj (x) = φ(|x̃j − x|).

(5.18)

The linearity of the model (5.18) can be exploited to effectively compute the moments
of the quantile estimate at any locations x ∈ Ω. In particular, due to the asymmetry
of the likelihood, the posterior average of the quantile, q̄τ (x) = Φ(x)T E (ω), does not
coincide with the MLE qτ∗ (x). With sufficiently large sample sets, it is even possible
to estimate the empirical distribution of the estimate and build confidence intervals
on the predicted quantile value. These characterizations relate to the sample set Y
only and, therefore, disregard any possible source of error incurring to the quantile
discretization and the selected control points in X . Future works will have to focus
and improve on this aspect.
The information in the Bayesian posterior distribution of the quantile estimate can be
exploited to deploy infilling strategies to improve the quantile estimation over Ω. For
instance, it would be possible to enrich Y with new samples of Y (x, ξ) at points x
where the posterior variance, or inter-quantile range, of qτ∗ (x) is the largest. However,
the focus in the present work is on the optimization problem and therefore strategies
aiming at minimizing the global quantile error over the whole domain Ω are not developed.

5.2.3

Optimization strategy

As discussed before, solving (5.9) will not yield the exact minimizer of qτ , in general,
because of the error qτ (x) − qτ∗ (x). The objective is then to improve the estimation
of the minimizer by improving the quantile estimator though a parsimonious enrichment of Y. Classical Bayesian Optimization methods are based on enrichment that
combines two objectives: the exploration of Ω and the exploitation of the statistical
model to improve the current estimate of the minimizer. For the minimization of a
deterministic objective function f (x), the expected improvement (EI) infilling criteria
was introduced to account for the imperfect knowledge of f , as previously developed
in Section 2.2.2. The EI essentially measures the possible improvement at any point
x ∈ Ω of the objective value from the current best estimate f (x∗k ), given the statistical model (usually a Gaussian process model) of f (x). In sequential approaches, the
point with highest EI is selected, the objective function is evaluated at this point and
the statistical model is updated with this new observation of f . The procedure is then
repeated until a stopping criteria is satisfied.
The procedure outlined above must be adapted to the minimization of a quantile. Indeed, there is no interest in evaluating the objective at the new point, i.e., estimate
qτ (x); instead it is only possible to draw (few) samples of Y (x, ξ). In other words, the
objective of the minimization procedure is never evaluated and it is required to entirely
rely on the quantile estimation to guide the infilling procedure.
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However, new sample points should preferentially be drawn in areas of interest where
qτ∗ (x) is closed to the minimum of qτ , in order to reduce the error in the estimate x̂∗
defined in (5.9).
Infill with samples of minimum
In the following, Y (l) denotes the sample set F (x, ξ) at the l-th iteration of the optimization procedure. It is proposed to directly rely on the posterior distribution of the
quantile estimator based on Y (l) to propose new points and enrich the set Y (l) . The
MH algorithm detailed above is used to generate a sample set Q(l) of Pnew ≥ 1 independent random realizations q̃τk (x) of the estimator in (5.18). In practice, the sample
set is obtained by sub-sampling the MCMC chain every ns steps, where ns is set large
enough to ensure that successive sample points ωk are uncorrelated. For each element
q̃τk (x) ∈ Q, x̂∗k is denoted the associated global minimizer, such that
x̂∗k = arg min q̃τk (x).

(5.19)

x∈Ω

Finally, Y (l) is enriched by drawing randomly one sample point yk of Y (x̂∗k , ξ) and
setting
Y (l+1) = Y (l) ∪ {(x̂∗k , yk ), k = 1, . . . , Pnew } .

(5.20)

Solving 5.19 requires the resolution of an optimization problem in Ω. This problem may
be challenging because of the dimensionality of the design space Ω and the existence of
several local minima in the current quantile model q̃τk (x). However, the evaluations of
the model is cheap such that robust techniques can be employed. In the computations,
the differential evolution algorithm [113] is used to solve (5.19).
It is clear that this procedure will produce an enrichment of Y at "random replicas" of
the quantile estimator qτ∗ (x). As shown in the examples below, sampling the estimator of qτ (x) allows to explore multiple and disconnected potential optimum areas, as
long as the quality of the estimator is not high enough to rule-out candidate areas. In
fact, the approach can be seen as sampling with Pnew points the random variable Xl∗
being the (random) minimizer of the random estimator of qτ (x). In particular, if the
estimation is poor in some areas of Ω, the sampled quantile estimator q̃τ (x) can yield a
optimum xˆ∗k in this area. In other words, regions with small but non zero probability
of having the minimum will be sampled for large enough Pnew or at a later iteration
(larger l).
As remarked, the parameter α of the ALD distribution in Section 5.2.2 can be used to
tighten or relax the belief on the quality of the Bayesian estimator of the quantile: a high
value of α would induce higher deviations of the sampled parameter vector ωk , thus
promoting more exploration, while a lower value would favour exploitation of qτ∗ (x).
As discussed before, α is fix here α = 1. Besides the parameter alpha, the ALD distribution choice plays an important role in fixing the uncertainty structure of the quantile
approximation and, therefore, of the optimization procedure. The impact of using the
ALD on the convergence of the optimization procedure, compared to alternative likelihood forms, is difficult to appreciate and would require more investigations. There
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are two important features of the ALD that make it a robust candidate for Bayesian optimization. First, the quantile model necessarily encompasses the true optimum as the
ALD is unbounded. This property is necessary to ensure the convergence of the optimization. Second, the Laplace distributions constitute robust loss functions, compared
to other unbounded distributions such as the Gaussian, owing to flat tails. By enabling
larger departures from the "best" model (outliers), the ALD provides a conservatism in
the quantile model’s uncertainty bounds.
Refinement of the quantile model
Whence the sample set Y (l) has been enriched, the estimation of the quantile can be
updated and the procedure can be repeated as long as some convergence criteria are
not satisfied. However, while nξ (l) = |Y (l) | is increasing, it may become necessary
to jointly refine the set X of control points. Without such a refinement, the quantile
discretization error would be dominant, for large Y, and will not necessarily reduce
in the area of the minimizer, therefore preventing the convergence of the optimization
procedure.
Indexing X with the iteration index, it is obvious that the enrichment of X (l) is not independent of the enrichment of Y (l) . Specifically, adding a new control point is potentially beneficial to the approximation only if it is placed in areas where the new sample
points have been added. In areas that have not been re-sampled, on the contrary, the
introduction of a control point can not affect the estimation but only increase the complexity of the quantile model. A naive approach would consist in adding a control
point at each of the re-sampled optimum point xˆ∗k . However, this would quickly result
in set X (l) with too many elements and a deteriorated estimation as a consequence. A
more advanced approach is necessary.
For the enrichment of X (l) , a two steps approach is followed. In the first step a set of
PX < Pnew candidates are proposed, and in the second step the proposed enrichment
is accepted or rejected. The first stage consists in the selection of the candidate points,
and one can use a random subset of points in Y (l+1) \Y (l) . The selection can be achieved
picking randomly a fixed number PX < Pnew of points (for instance PX = 1) or ascribing a probability r < PX /Pnew of selection to each of the points in Y (l+1) \ Y (l) . To avoid
having to set a priori PX , an alternative approach is used; the points in Y (l+1) \ Y (l) are
clustered in PX < Pnew groups using a standard K-Means Clustering algorithm. The
Euclidean distance over Ω was considered to measure distance between points, and
the number PX of clusters was determined using the method of Silhouettes [165]. This
procedure produces the set Q = {x¯k , k = 1, . . . , PX } of cluster centers.
In a second stage, the insertion of x̄k in X (l+1) is considered. Starting from X (l+1) = X (l) ,
the centroids in Q are considered one after the other. Applying the Bayesian quantile
estimation on Y (l+1) and X (l+1) ∪ {x¯k }, the new point is accepted, setting X (l+1) =
X (l+1) ∪ {x̄k }, if it decreases the expected loss of the quantile model. Specifically,
E (Lτ (Y|ω)) is estimated by drawing samples of ω according to its density conditioned
on Y (l+1) , that is pτ (ω|Y). In other words, the expected likelihood of the enriched model
is used as a measure of goodness-of-fit. This measure was found more effective than
carrying a full cross-validation procedure.
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Optimization procedure
A schematic overview of the complete optimization procedure is shown in Figure 5.1.
It starts, on the left, with the initial sample sets of F , Y (l=1) , and control points, X (1) ,
constructed using the methodology discussed in Section 5.1.4. The quantile model is
then constructed on Y (l) and X (l) , following the Bayesian approach and Pnew minimums
of independent realizations of qτ∗ k (x) are computed. The random function Y (x, ξ) is
sampled at these minimums to generate enriched Y (l+1) . Finally, new control points for
the quantile approximation are proposed and accepted or rejected to form X (l+1) . The
next optimization iteration can start, unless a stopping criterion is attained. Different
stopping criteria can be thought-off. Iterations can be stopped when the computational
budget is exhausted. In targeted applications, the computational budget will refer to
the number of evaluations of the random function, Y (x, ξ), whose cost is assumed
to largely exceed all other computational costs (in particular the MH sampling steps).
Stopping criteria based on the convergence of the optimum are more tricky to define as
the objective function is never exactly evaluated and only estimated. A natural way to
assess the convergence is to report the dispersion of the Pnew optima generated at the
l-th step of the optimization procedure. If all these optima agree well, it means that the
dispersion of the Bayesian estimate is low and their average should be representative
of the true optimum x∗ . Alternatively, one can look to the minimizer x̃∗ of MLE qτ∗ (x)
and assess the convergence of the optimization through the posterior variance of the
quantile estimator at that location.
After the initial sampling, the number of required control points (model complexity) is
selected by cross validation. Then, quantile regression is performed to globally obtain
the quantile as a function of the design parameters. This is equivalent to the MLE estimation of the Bayesian model. The posterior distribution of the model is then obtained
by MCMC. From the complete posterior distribution, Pnew realizations are selected randomly, and the optimum location for each of these realizations is found. At these Pnew
optimum locations samples are drawn (randomly in the stochastic space) and evaluated in the full order model. After the additional sampling, it is studied whether
the model complexity should be increased or not. Then the model is built again with
the additional samples (and if required additional control points), and the process is
repeated until convergence.
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Figure 5.1: Overview of the optimization framework for Bayesian quantile regression.

5.3

Numerical Application to Test Functions

In this section, the proposed framework is applied to the optimization of multi-modal
quantiles. The behaviour of the quantile estimation and of the complete optimization
procedure is investigated on low dimensional settings, Ω ⊂ Rdx with dx = 1 and 2 in
Sections 5.3.1 and 5.3.2 respectively.

5.3.1

1D test function

The one dimensional test function previously introduced in equation (3.3) is used. This
time, so surrogate models are constructed directly in the stochastic space, making the
process insensitive to the number of uncertainties. The focus is the minimization of
the 80% quantile, i.e., τ = 0.8. Although the stochastic dimensionality of the problem
is low (having only two independent random sources), permitting the use of effective surrogate-based methods, it will be treated as high-dimensional assuming that
Y d=1 (·, ξ) is infinitely dimensional and can only be sampled. In other words, the specific structure of the stochastic function is not exploited. However, the low computational cost of the function evaluation is exploited to construct a reference estimate of
the quantile using 106 Monte Carlo samples of (ξ1 , ξ2 ). Figure 5.2 shows this reference
quantile, as well as 104 random samples of Y d=1 (x, θ) uniformly drawn in Ωd=1 . The
bi-modality in x of the quantile can be appreciated, with two comparable minimums
located around x = 4 and x = 2. The objective is then to estimate the quantile accurately in these locations close and, eventually, determine the global optimum (x ≈ 4)
at minimal computational cost (from a minimum number of samples of Y ).
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Figure 5.2: Reference quantile qτ (x), for τ = 0.8 and 10,000 random samples of
Y d=1 (x, ξ).
Control points selection
In first place, the interest resides in the quantile estimator qτ∗ and the selection of the
control points for the regression. Figure 5.3 reports the best estimators qτ∗ (x) for nξ =
200 and using NX = 5 (left), NX = 13 (center) and NX = 20 (right) control points for
the regression (black squares), following Sobol sequences. The plots also report the
reference quantile (dashed line) for comparison. For NX = 5, the quantile estimator
misses some features of the reference quantile (bias). On the other hand, the predictor
for NX = 20 control points over-fits the data and becomes noisy (high variance). In
contrast, the case with NX = 13 leads to an estimator with both low bias and low
variance.
In Section 5.1.4 the selection of the number of control points supporting the quantile
approximation through Cross-Validation based on the loss function in (5.2) was introduced. Figure 5.4 shows typical evolutions of the CV-loss with NX . The CV loss is
reported for two sample sets Y with respective size nξ = 50 (left plot) and nξ = 200
(right plot), the latter corresponding to the case of Figure 5.3. In order to demonstrate
that the CV loss is an appropriate measure of the quality of the estimator, we also report the RMSE of the estimator with the reference solution, qτ∗ (x) − qτ (x), computed at
500 linearly spaced locations along the design space. There is a very high correlation
between the RMSE and the CV-loss estimate, demonstrating that the latter is relevant
to select the NX when no reference for the quantile is available.
Further, the CV-losses are seen to present a minimum at NX = 10 and NX = 13 for
nξ = 50 and nξ = 200 respectively. This finding is consistent with the expectation
that a larger sample set allows for learning more structures in the quantile and thus
necessitating larger NX . This aspect is illustrated further in Figure 5.5 where the RMSE
of the best estimators qτ∗ (x), for fixed values of NX and increasing sample sets Y, are
reported. When NX is small, the RMSE of the estimator quickly stagnates when nξ
increases, denoting a poor quantile discretization enable to fit the feature of the true
quantile. The intermediate value NX = 13 is providing the best estimator among the
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Figure 5.3: Quantile estimators qτ∗ for NX = 5, 13 and 20 (from left to right). The plots
also depicts the nξ = 200 sample points of Y and the reference quantile. The control
points are reported as black squares.
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Figure 5.4: Cross-validation loss and RMSE (with respect to the reference) of the best
estimator qτ∗ (x) as functions of NX the number of control points: a) Case of nξ = 50, b)
case of nξ = 200.
values tested till nξ ≈ 1, 000, when the model with NX = 20 becomes better while no
improvement is observed for NX = 13 after nξ exceeds 4,000. These results illustrate
the importance of balancing the quantile discretization error to the sample set available
for the construction.
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Figure 5.5: RMSE of qτ∗ (x) as a function of the sample set size nξ and for different
number of control points (NX ) as indicated.
Optimization
The optimization procedure of the τ -quantile is initialized with nξ = 50 random samples uniformly drawn in Ωd=1 . The initial estimate of the quantile uses NX = 10 control
points, following the results presented in Figure 5.4. The Bayesian approach is subsequently employed to draw a sample set of 30,000 realizations of the estimator from
its posterior. The 95% confidence interval of the estimator is derived from the sample
set and reported as the shaded area in the top plot of Figure 5.6. Also shown are the
reference, MLE, and posterior averaged estimators of the quantile. The confidence interval indicates a high estimation variability, which is explained by the small size of the
sample set Y. The bottom plot of Figure 5.6 depicts the histogram of the posterior minimum x∗k of the Bayesian quantile estimator. The histogram is built on a subset of 1,000
realizations extracted from the MCMC sample set. The histogram shows that the sample set of minimums concentrates in two areas around x ∈ [3.5, 4.2] and x ∈ [5.8, 6.2].
The two domains correspond to the two most significant local minima, and their presence highlights the impossibility to decide on the global minimum for such low size Y.
The sample-set Y is then enriched with P = 10 new sample points selected randomly
from the set of realizations of the optimum x∗k , so the new sample points follow the
distribution depicted by the histogram in the bottom plot of Figure 5.6.
After the addition of these new sample points, the quantile estimation is updated, testing the insertion of new control points in the quantile discretization. The tentative new
control points are proposed as the cluster’s centers of the sample set of minima x∗k . In
this example, the method of silhouettes and K-means clustering split the sample set
into 2 clusters, such that two new control points are proposed at this stage of the algorithm. However, none of the points is accepted, as it does not improve the marginal
likelihood of the model, and X is not enriched. Still, the procedure continues, restarting from the sampling of the posterior, using now the likelihood of the enriched Y.
Figure 5.7 presents the Bayesian estimator of the quantile after four iterations of the
optimization procedure (so now nξ = 90). We observe that, compared to the previous case, the MLE predictor fits better the reference quantile. The additional sample
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Figure 5.6: Bayesian estimator of the quantile based on the initial sample sets with
nξ = 50 sample points.
points (dark grey dots) have been inserted at locations x close to the two local minima,
where the estimation has improved the most. Further, the confidence interval in the
quantile prediction around the local minima has drastically reduced, denoting that the
information mostly concerns the regions of interest.
At this stage of the optimization, the information in Y is sufficient to make beneficial
the insertion of a new control point near the local minima at x = 4. The effect of this
insertion is shown in Figure 5.8. Specifically, the new control point reduces the bias
of the MLE estimator without introducing significant variance (without a noticeable
increase of the confidence intervals).
Figure 5.9 shows the estimator after 20 optimization iterations, corresponding to a sample set with size nξ = 250. The accuracy of the estimation near the two local minima
has greatly improved, with restricted confidence intervals, as most samples fall in these
two regions. This improvement leads to the determination with high confidence in the
global optimum location in the neighborhood of x = 4.
To better appreciate the convergence of the optimization procedure, Figure 5.10 details
the evolutions with the optimization iterations (so, essentially a measure the computational cost of the method) of the best estimate of the quantile minimum location x∗
and value qτ∗ (x∗ ). The figure compares our Bayesian approach to draw the new sample points and the insertion of new control points, with a naive approach that enriches
Y with the same number of samples but selecting their locations xi randomly in the
domain Ω. The second approach is not converging, for the considered number of iterations, while our approach achieves fairly precise estimates of qτ∗ (x∗ ) and location x∗ .
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Figure 5.7: Bayesian quantile estimator after 4 iterations of the optimization procedure.
The naive approach overestimates the value at the optimum and keeps switching the
best location from one local minimum to another. In contrast, our procedure converges
well on the location of the reference global optimum, although the quantile MLE at this
point is still affected by a noticeable error (≈ 5%) after 20 iterations. The bars on the
value of qτ∗ corresponds to the 95% confidence interval of the Bayesian analysis. That
means, they represent the confidence in distribution of the possible optimum values
from different realizations of the model that originate from the Bayesian perspective.
One can verify that the bars are much smaller in our approach, reflecting higher confidence in the optimal quantile value, and contain the reference value. The level of error
in the minimal quantile value achieved by our method is consistent with the amount
of information in the sample set with a size of nξ = 250 only.
This simple experiment illustrates the effectiveness of the method to determine fairly
accurately the location of the global optimum of the quantile, without having to rely
on estimates of the quantile at each new evaluation point xi of the optimization procedure. We underline that at each iteration, P = 10 samples only need to be generated.
If one assumes that O(100) samples would be necessary for the point-wise estimation
of the 80% quantile at a given x, only 2 to 3 optimization points would be feasible for
the same computational budget. Exploiting the structure of Y and observing that it is
a mixture of a uniform and a Gaussian random variables at all x, one could rely on
(linear) surrogates of Y d=1 (·, ξ) to compute exactly (or with high accuracy) from a low
number of samples, in fact, three samples for each xi . Thus, even in this ideal situation, less than 100 optimizations points could be evaluated for the same computational
budget; we also recall that not all situations of interest will be reducible to such low
dimensional surrogate evaluation.
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Figure 5.8: Effect of a new control
point on the quantile estimation.
Left: before insertion. Right: after insertion.

5.3.2

2D test function

In this section the framework is applied to the 2D test function previously introduced
in equation (3.5). The reference estimate of the 80%-quantile was shown in the contour of Figure 3.3a. The quantile q0.8 (x) has 4 local minima in Ωd=2 , the global one
being at x∗ ≈ (4, 4). The right plot of Figure 5.11 corresponds to the initial quantile
MLE obtained for an initial sample set Y of nξ = 200 points (small black dots). It was
determined that NX = 32 control points (black circles), from a Sobol sequence, was providing the minimum CV-loss. Despite the limited sample set, the quantile regression
captures the multi-modality of the qτ (x).
Proceeding with the optimization, the enrichment of Y with P = 6 new sample points
at each iteration is considered. Figure 5.12 shows the sample set points after 42 optimization iterations, as well as the resulting quantile MLE and the added control points
(black triangles). The figure shows how the new samples (blue dots) are drawn in the
neighbourhood of the global optimum and two of the other local optima.
Figure 5.13 reports the convergence of the estimated location of the optimal point x∗
and its quantile value qτ∗ (x∗ ). The case of the naive sampling is also reported for comparison. Concerning the convergence of the optimum point x∗ , it is seen that our
method can provide a correct estimate in only ten iterations (nξ = 260), and a relatively well converged minimal point after roughly 28 iterations (nξ = 368), while
the naive approach is still hesitating between the different local minima after twice as
many iterations (nξ = 536). Concerning the convergence of the minimum value, about
40 iterations (nξ = 440) are necessary to obtain a reasonable estimate with an error of
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Figure 5.9: Quantile estimation after 20 iterations of the optimization procedure (nξ =
250).
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Figure 5.10: Convergence of the optimization process for our Bayesian and naive approaches for 1D test function. Left: estimate of the optimal quantile. Right: estimate of
optimal quantile location.
less than a few percents, while the naive approach exhibits no convergence at all. It is
important to remark that the real optima lies within the 95% confidence interval when
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Figure 5.11: Initial predicted MLE based on 32 control points and 200 samples.
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Figure 5.12: MLE of the 80% quantile after 42 optimization iterations.
using this method.
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Figure 5.13: Convergence of the optimization process for our Bayesian and naive approaches for 2D test function. Left: estimate of optimal quantile location. Right: estimate of the optimal quantile.

5.4

Optimization of a Shock Control Bump under Manufacturing and Operational Uncertainties

In this section, the quantile optimization framework is applied to the robust design of a
shock control bump problem previously introduced in Section 3.2 but this time, a large
number of uncertainties will be present. Instead of only one geometrical uncertainty
in the bump height, all the airfoil surface will be subject to geometrical uncertainties,
considerably increasing the problem dimensionality.

5.4.1

Problem definition

The problem concerns the robust design of a retrofitted Shock Control Bump (SCB) for
an airfoil subjected to operational and geometrical uncertainties. The geometry of the
SCB follows the parametrization previously introduced in Section 3.2.3. Consistently
with the notations of the previous sections, the design vector is x = (∈ Ω ⊂ R5 ).
Following Section 3.2.5, the CFD solver TAU is used to solve the RANS equations. The
mesh previously introduced in Figure 3.6 is used.
The optimization is based on the airfoil’s drag coefficient, CD , operating at a constant
speed and lift. Because of the operational and geometrical uncertainties, CD is not a
deterministic quantity, and the objective is to find the optimal design that minimizes
the τ -quantile of CD (x, ξ). As in Section 3.2, two different optimizations are performed:
one focusing on adverse situations using the 95% quantile, and the second focusing on
day-to-day conditions with the minimization of the 50% quantile (median) of the drag.
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Geometrical Uncertainties
A basic procedure to handle geometrical uncertainties in CFD based optimization con±
sists in considering random perturbations ZGeo
(X) of the nominal geometry, where the
± indicates the intrados and extrados of the airfoil and X is again the normalized coordinate along the chord line. In the present work, the nominal geometry is the RAE2822
±
airfoil [134]. For simplicity, ZGeo
(X) have zero mean and follow Gaussian distributions
with covariance function:


q
|X − X 0 |2
2
2
0
,
C(X, X ) = σGeo (X)σGeo (X ) exp
2L2
0

(5.21)

±
2
where the variance σGeo
of ZGeo
varies with X, and L is the correlation length of the
stochastic processes. The covariance in (5.21) is symmetric, semi positive definite for
2
σGeo
≥ 0, and corresponds to smooth processes [166]. In the following, the correla±
2
tion length is set to L = 0.1 and σGeo
(X) = (σmax X(X − 1))2 such that ZGeo
vanish
at the leading and trailing edges. This behavior at the leading and trailing edges is
necessary to avoid un-correctly specified geometry geometries (non-matching deviations at X = 0, 1) and convergence problems with the mesh generator and CFD solver.
The geometrical uncertainty is the largest at mid-chord (X = 0.5), where the standard
deviation tops to σmax = 0.00022 (unit of chord length). This standard deviation corresponds to 2.3 mm in the case of the Airbus A330-300 wing with a chord root of 10.56 m
[167].

Δ

In practice, the discretization of the airfoil uses computational nodes Xi± on the two
surfaces of the nominal geometry. This set of nodes supports the discretization of the
±
covariance functions into covariance matrices Σ±
Geo . The sampling of ZGeo (Xi ) proceeds
by standard techniques relying on a spectral decomposition of the respective covariance matrices Σ±
Geo . The numerical example below uses a total of 380 computational
nodes on the two surfaces. Figure 5.14 shows, in the left plot, 20 realizations of the
+
Gaussian Field ZGeo
(extrados). The right plot shows 20 realizations of the uncertain
airfoil geometry; the deviations have been increased ten times for clarity.

a)

b)

+
Figure 5.14: Geometrical uncertainties with 20 random realizations of ZGeo
(X) (a) and
±
20 realizations of the resulting airfoil geometry (b) where ZGeo
has been amplified 10
times for visibility.
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It is important to observe that the sampling approach is direct, in contrast to alter±
native reduction approaches that would have exploited the correlation of ZGeo
to de±
rive lower-dimensional parametrizations of ZGeo , for instance by truncated KarhunenLoeve expansions (KLE) [23, 29, 119]. Such reduction is unnecessary in this approach as
the quantile regression is insensitive to the dimensionality of the uncertainty sources.
Finally, although the normal distributions are unbounded, the standard deviations
considered are small enough to have resulted in always well-posed problems in our
numerical simulations.
Operational Uncertainties
Two operational uncertainties, the lift coefficient CL and Mach number M are considered. As previously introduced, these have the strongest influence in the shock wave
location. The Mach number relates to the cruising speed of the aircraft, while the CL
relates to its weight. They are modelled as symmetric beta distributions centered on
the nominal conditions µM = 0.734, µCL = 0.789, while the standard deviation is set
to σM = 0.0045, σCL = 0.0045. The shape parameters are set to α1 = α2 = 5 in the
two cases to resembles truncated normal distributions. The standard deviations of the
Ma and CL represent typical changes in flight speed and aircraft weight during a flight
segment [23, 58].

5.4.2

Robust Quantile Optimization

A total of nξ = 500 samples computed in parallel are used to initialize the optimization
procedure. The initial samples are chosen according to a Sobol sequence [102] in the
design space Ω. For each design point, a realization of the uncertain geometry (ZGeo )
and operational conditions (Ma, CL ) is drawn, and the corresponding realization of
the drag coefficient computed. With the initial samples set, quantile regressions are
performed with the CV procedure to select the numbers of control points NX in the
TPS approximation. The CV losses are shown in Figure 5.15 for the two quantiles and
variable NX . For τ = 0.5 the CV-loss is minimal at NX = 70, while it is minimal at
NX = 50 for τ = 95. This difference is due to the size of the sample set, which, for the
same number of control points (same model complexity), is likely to induce more overfitting when τ approaches 1 or 0. Note also that the minimum is more pronounced in
the latter case, consistently with the previous remark.
The optimization procedure is then engaged. At each iteration, 12 new samples are selected to enrich Y, following the Bayesian approach. This calls for the sampling of high
dimensional posteriors, with initially 70 (τ = 0.95) and 50 (τ = 0.5) dimensions respectively. In the numerical experiments, the adaptive MCMC sampler was robust enough
and capable of exploring these high dimensional posterior distributions properly. After the selection of the new design points, their associated operational conditions and
geometrical deviations are randomly set, and their drag evaluated in parallel. The
quantile estimations are updated, and the procedure iterates until the optimization
converges.
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a)

b)

Figure 5.15: CV-losses as a function of the number NX of support points. nξ = 500 and
case of τ = 0.5 (a) and 0.95 (b).
Convergence of the optimization
The optimization converges in 175 iterations for τ = 0.5. The left plot in Figure 5.16
shows the evolution with the iterations of the estimated minimal drag quantile expressed in drag count units. The error bars on the quantile values represent the 95%
confidence interval according to the distribution of the candidate optima solutions at
each iteration. These are quickly reducing denoting the confidence in the final estimate
of the optimum. Also, two additional control points were introduced at iterations 6 and
92 to increase the accuracy in the neighbourhood of the global minima.
In the case of τ = 0.95, shown in the right plot of Figure 5.16, more iterations are needed
to converge, and even after ≈ 220 iterations the error bars on the estimator are not fully
reduced. In this case, the regression has used a total of five additional control points,
introduced at iteration 20, 74, 123, 136, and 171. The effect on the optimum estimates
of the new control points is seen, especially in the early stages of the optimization.
Figure 5.17 reports the standard deviation of the possible candidate optima at each iteration. The standard deviations are globally decaying with the iteration index, but
noisily with spikes and jumps to higher values. This noise is due to the probabilistic
nature of the quantile estimation and to the introduction of new control points that,
although reducing the CV loss, induces a local increase of the regression’s standard
deviation. However, one can appreciate the global convergence of the optimization by
taking the lower envelope of the curves. As one would have expected, for the same
sample set size, the standard deviation of the 50% quantile at the optimum is lower
than for the 95% quantile, underlying the more challenging character of the estimation. Further, the global reduction in the standard deviation seems to agree with the
√
expected asymptotic rate of samples-based quantile estimation in O(1/ nξ ).
Figure 5.18 presents a visualization of location in Ω of the sample points in Y and X
at the end of the optimization for the 95% quantile optimization. The SCB parameters
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Figure 5.16: Convergence history of the optimum quantile for τ = 0.5 (left) and τ =
0.95 (right).

a)

b)

Figure 5.17: Convergence history of standard deviation of possible candidate optima
for τ = 0.5 (a) and τ = 0.95 (b).
in x have been mapped to the unit-hypercube by an affine transformation, and each
plot corresponds to the projection of the sample points on a 2D plane of 2 design parameters. Histograms of the sample points in Y, for each design parameter, are also
provided. The plots indicate that the majority of the samples added to Y during the
optimization (blue points) fall in a few clusters underlying the existence of competing
minima in the quantile. Most samples not belonging to a cluster are the uniformly distributed initial sample points. The multi-modality of the histograms also reflects the
presence of competing minima. The clustering of the new samples (blue), in particular
in the neighborhood of the final optimal design point (red circle), demonstrates that
the Bayesian quantile regression can identify regions of interest and focus the compuDLR-FB-2022-12
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tational effort in these areas. Concerning the additional control points (black), they all
fall within the clusters, where it matters to improve the regression.

Figure 5.18: Pair-plot representation of the sample sets in design space at the end of
the optimization: sample points in Y (blue) and X (initial control points in orange and
new points in black). Case of τ = 0.95.

Analysis of the robust optima
A sample set of 10,000 realizations of the operational and geometrical uncertainties
is generated and the corresponding realizations of the drag for the different optima
are computed: the deterministic optimum, the τ = 0.5, and τ = 0.95 optima. These
realizations allow assessing the quality of the quantiles Bayesian estimate. For τ =
0.5, the differences between the MLE estimate of the quantile at the optimal design
has a difference of less than 0.3% (1.35 drag counts) with the samples estimate. The
difference is more significant for τ = 0.95, as expected, and is equal to 1.33% (3.4
drag counts). These differences are consistent with the posterior’s standard deviation.
The accuracy of these estimates is quite reasonable, considering the total number of
samples computed.
Figure 5.19 illustrates the effects of the different optimal SCB. For each design, the violin plot shows the distribution of the stochastic CD resulting from the uncertain operaDLR-FB-2022-12
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tional condition and geometrical variabilities. The baseline case, which corresponds to
the airfoil with geometrical and operational uncertainties but no SCB, is also presented
in the leftmost part of the plot. The improvement due to the deterministic optimal SCB
is evident (see orange violin), with a general reduction of the drag compared to the
reference. However, a rather long-tailed distribution is observed. The case of the 50%
quantile optimum is performing quite similarly to the deterministic optimum, with
slightly improved quartile values (in particular, the median gains more than one drag
count). However, the tail, and generally the support, of the drag distribution remains
quite broad. In contrast, the 95% quantile optimum presents a significantly more compact drag distribution. The inter-quartile distances are roughly halved compared to
the deterministic optimum. This higher robustness is achieved at the expense of the
median drag value that increases by less than six drag counts.
Table 5.1 summarizes the performance of the different airfoils and provides the optimal
parameters and number of simulations performed. The robust optimizations require
about 20 to 30 times more CFD evaluations to converge than the deterministic optimization. In the present example, a total of 3,320 drag computations were needed to
solve the hardest optimization problem (τ = 0.95). Further, the new samples (here 12)
at a given iteration are computed in parallel, such that the computational overhead of
the robust optimization is much less in terms of time to get the solution.
25%-75% percentiles
5%-95% percentiles
50% percentile

Figure 5.19: Drag distributions due to geometrical and operational uncertainties and
for different airfoils. From left to right: airfoil without SCB, deterministic optimal SCb,
τ = 0.5 optimal SCB and τ = 0.95 optimal SCB.
The optimum parameters reported in Table 5.1 indicate that the robustness of the
τ = 0.95 optimum comes from an SCB with higher and longer shapes, placed slightly
more downstream and with lower slope factor Tbump . Figure 5.20 reports the different
optimal SCB shapes. The downstream displacement of the bump enables dealing with
a broader range of shock waves, leading to an effective drag reduction for more events,
in particular for the most substantial shock waves occurring at large Mach and Lift. As
a result, the robust optimal SCB reduces the right tail of the probability distribution
but is less effective in other situations (lower lift and lower Mach in particular). This
mechanism is visible in Figure 5.21, where plotted are 100 realizations of the pressure
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Table 5.1: Optimal parameters, q0.5
and q0.95
of the drag (in drag count units) for the
different airfoils. Also provided in the last column are the numbers of simulations to
solve the optimization problems.

Configuration
No SCB
Determ. Opt.
50% Opt.
95% Opt.

Optimal SCB parameters
Hbump XHbump Lbump Xstart
–
–
–
–
0.00772 0.598 0.402 0.398
0.00739 0.676 0.421 0.374
0.00979 0.670 0.424 0.416

Tbump
–
1.111
0.789
0.623

CD quantiles
Samples
τ = 0.5 τ = 0.95
189.7
232.05
1
148.5
185.92
116
147.3
184.2
2600
154.0
172.5
3320

coefficients distribution over the airfoil for the two robust optima. Realizations for the
τ = 0.95 optima presents two successive shocks (sharp drops of the pressure coefficient
on the extrados) when the τ = 0.5 optimal SCB tends instead to have a single, more
pronounced, shock.

Figure 5.20: Comparison of the different optimum bump shapes.

a)

b)

Figure 5.21: Realizations of the pressure coefficient along the airfoil with SCB optimized for τ = 0.5 (left) and τ = 0.95 (right).
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5.5

Conclusions

In this chapter, a new approach for robust optimization based on quantile minimization has been proposed. This approach mainly targets problems that are not amenable
to low dimensional parametrizations of the uncertainties, such that a surrogate-based
approach is a priori not feasible. It combines a Bayesian regression method for the estimation of the quantile over the design space, with a sequential Bayesian procedure
for the optimization. It has been shown that the Bayesian regression constitutes a flexible approach to characterize the quality of the quantile estimator, beyond the MLE
quantile, through the sampling of the quantile’s posterior. Further, a Cross-Validation
strategy to select the number of control points to build the a priori estimator of the
quantile has been proposed. Although the procedure is presented for RBF approximation, the procedure can apply to other types of models for the quantile discretization.
Finally, the optimization procedure enriches the samples set and the quantile’s model
using points drawn from the current distribution of the optimum, which accounts for
the posterior distribution of the quantile estimator. These active infilling strategies can
come up with the global optimum and adjust the regression quality in areas of interest.
The method was first tested and validated in simple one and two-dimensional multimodal explicit test functions and on a complex aerodynamic shape optimization problem requiring CFD simulations to compute the quantity of interest (the airfoil’s drag).
In the latter case, the minimization of two quantiles (τ = 0.5 and τ = 0.95) has been
considered to illustrate the impact of more challenging problems on the behaviour of
the method. These examples show that the Bayesian quantile optimization method
provides reasonably accurate results for limited computational resources.
Although successful in the examples presented, the method needs more investigations
to be fully understood and operated with full confidence. A first aspect to explore is
the generalization of the quantile regression to other types of representations, for instance, substituting the RBF approximation with more general procedures. Second,
in this work, the selection of the control points has been restricted to the first NX elements of a fixed sequence. A more effective strategy would be to select each NX points
individually in Ω, possibly from a finite set. Although CV-loss criteria would continue to apply, more advanced algorithms would be needed to select the set of control
points. Also, concerning potential improvements of the Bayesian optimization procedure, future works should focus on the role of the shape parameter α of the Asymmetric Laplace Distribution on the distribution of the minima x∗ , and the introduction of
a strategy for learning its value from the samples set. Similarly, the direct draw of the
new sample points from the current distribution of x∗ could be substituted by more
advanced selection criteria, favoring for instance points with higher potential in reducing the regression error in areas of interest. Indeed, the current infilling procedure
only incorporates the probability of being the minimal point of the quantile, without
accounting for the impact of the new sample on the estimation of the quantile. Finally,
an increase in the sample size with the quantile value is expected. Currently, a complete random sampling is used. For higher quantiles such as the 99% or 99.9%, more
advanced sampling techniques will be necessary.
Regarding the application to aerodynamic shape optimization, the parallelization of
the sampling at each iteration enables the application of this framework to more complex problems. Special interest lies in the application to the robust design of transonic
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wings under operational and geometrical uncertainties. In that case, the random field
over the surface of the wing will lead to thousands of uncertainties.
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Robust Retrofit of Shock Control
Bumps for Transonic Aircraft

The first industrial application deals with the robustness enhancement of existing
wings through the robust design of shock control bumps. These can be retrofitted to
existing aircraft to reduce wave drag and fuel consumption. To guarantee a successful
design, SCB can be tailored to aircraft operations. To achieve this, the gradient-based
robust design methodology introduced in Chapter4 is used. As a result, the objective
of this chapter is to demonstrate the benefits of this methodology in efficiently designing SCBs for a transonic aircraft that are robust in terms of average performance under
realistic operational uncertainties.

6.1

Motivation

Airlines are affected by operational and environmental uncertainties. As a result, they
do not always fly at the conditions they were designed to operate at. The cost index,
i.e., the ratio between time and fuel-related costs [45], also plays a key role in determining the aircraft speed. As a result, Reynolds number Re, Mach number M and lift
coefficient CL , three of the most important parameters when performing aerodynamic
design, can not be treated as deterministic values in the optimization process. A probabilistic approach is required to better simulate the real performance of the aircraft.
On the one hand, the aircraft true airspeed (and consequently the Mach number) is
affected by several factors such as scheduling, wind and other environmental uncertainties. Pilots may decide to fly at (slightly) higher Mach numbers if they are late or
under unexpected headwind (and thus a reduced ground speed), or at reduced speeds
in case they have tail wind or decide to save fuel, in relation with the cost index [45].
On the other hand, the aircraft weight is one of the most difficult parameters to predict.
Despite an initial estimation can be given for the aircraft gross weight at any given moment in time, several factors can strongly influence it such as passengers and cargo
weight or estimation of fuel density (even a small shift can lead towards a big change
in weight). In addition, the gross weight is constantly changing during the flight as
fuel is being consumed, the rate of which depends on the aircraft aerodynamic efficiency and specific fuel consumption of the engines among other factors. As a result,
when flying at constant altitude the lift coefficient is continuously decreasing. Even
though this phenomena can be modelled with high accuracy using mission analysis
tools, random effects affect the real aircraft performance. For example, aircraft can not
always fly at the optimal altitude for a given weight, and sometimes need to wait more
than expected to get ATC clearance to climb at higher flight levels.
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These changes in operational conditions lead towards a strong variability in the average performance of aircraft. At the same time, airlines are pressured to meet environmental targets and new regulations. A possible solution to increase robustness of
existing aircraft is the development of retrofits that are tailored to the current airline’s
operations. These devices in theory could be added to a current fleet at relatively low
cost, improving the average performance compared to situations in which no retrofit
is added. An attractive retrofit would be the addition of fixed shock control bumps
(SCBs) for aircraft flying on routes at considerably higher speeds than the ones they
were designed for. As previously introduced, when aircraft fly faster or with a higher
lift coefficient, stronger shock waves are present over the upper surface of the wing,
increasing wave drag. This increase can be mitigated by robustly designing tailored
shock control bumps that could isentropically decelerate the flow [63]. For simplicity,
the shock control bumps can be fixed devices placed over the upper surface of the wing
[76]. As these would be tailored for the aircraft operations (e.g. designed specifically
for one or several flight routes), an adaptation of the bump in flight would not be necessary, saving installation costs and the complexity of a moving mechanism. Overall, a
wing with a robustly designed array of shock control bumps is expected to outperform
the average performance of the same clean wing under uncertain operating conditions.

6.2

Test Case Definition

The following section introduces the configuration used as test case, the numerical
model and the SCB parametrization.

6.2.1

XRF1 Configuration

For a realistic representation of commercial civil aircraft, the Airbus XRF1 research
aircraft is selected as test case. It represents a generic wide-body, twin-engine configuration for long-range missions an is designed to carry around 350 passengers. The
configuration is provided by Airbus as a platform for research with external partners
on the development and demonstration of relevant capabilities. It has been used in the
past in several European and DLR projects. For the retrofit of SCBs, only the wing-body
configuration is considered as it is representative enough of the aerodynamic features
of transonic flow. The structured surface mesh and a representative surface pressure
coefficient distribution are shown in Figure 6.1.

6.2.2

Numerical Model

To obtain the aerodynamic performance of the XRF1, the high-fidelity DLR flow solver
TAU [133] is executed on an HPC cluster system using DLR’s FlowSimulator Data
Manager (FSDM) environment. The Reynolds Average Navier Stokes (RANS) equations are solved using the Spalart-Allmaras turbulence model. The solution is considered converged when the density residual is lower than 1e-7. A mesh deformation tool
developed by DLR using linear elasticity theory [136] is used to deform the initial mesh
and obtain the desired SCB geometry at any given design vector.
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Figure 6.1: Numerical mesh(left) and pressure coefficient distribution (right) of XRF1
configuration

6.2.3

Parametrization of Shock Control Bumps

Two different alternatives can be chosen for the design of shock control bumps: a continuous extruded 3D bump or a an array of SCBs. The later is preferred in terms of
ease of manufacturing and integration. An array of individual shock control bumps
is placed over the upper surface of the wing as shown in Figure 6.2. The colours correspond to the bump height over the baseline wing (in blue). The cross section at
the center of each bump is defined by means of a Hicks-Henne bump with 5 design
parameters for each bump, following the 2D parametrization previously introduced
in equation (3.11) in Section 3.2.3. The 3D geometry is achieved by extruding the 2D
bump spanwise along the wingspan, allowing for a smooth bump. As a result, the
width, wi and the lateral location y of each bump are also design parameters, with the
implicit constraint that no overlapping bumps can exist. This flexible parametrization
is able to handle an arbitrary number of bumps. However, to avoid dealing with a
mixed-integer problem, the number of bumps is fixed beforehand for each optimization. In this case, the addition of 9, 12 and 15 bumps to the array will be studied,
corresponding to 63, 84 and 105 design parameters respectively.
Table 6.1: Design parameters for a single shock control bump
Parameter
hbump /c
xhbump /c
lbump /c
xstart /c
tbump
wbump /wbump,max
ybump /ybump,0

Description
Lower Bound
Bump maximum height
0
Bump maximum height location
0.4
Bump length
0.15
Bump starting location
0.3
Bump slope factor
0.2
Bump width
0.0
Bump Lateral displacement
0.

Upper Bound
0.015
0.85
0.45
0.54
0
1
1

The bounds of the parameters have been chosen according to physical constraints in
order to reach a realistic design. To the define the extent of the bump length and bump
chordwise starting location, the chordwise shock location of the clean wing at the nomDLR-FB-2022-12
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Figure 6.2: Parametrization of an array of shock control bumps over a 3D wing
inal design point is found across the span. This is used to center the initial location of
the bumps. That means, each of the bumps is allowed to change in the neighbourhood
of the shock. The design parameters x are normalized between 0 and 1, equivalent to
the lower and upper bounds of Table 6.1.

6.2.4

Nominal Design Point

The nominal design point can also be referred as the "deterministic" flight condition
as no uncertainties are present. In this case, the XRF1 operating point is chosen as
freestream Mach number M = 0.83, flight level FL=380, and lift coefficient CL = 0.5,
following [168]. The angle of attack is changed iteratively during the flow solution in
order to match the required lift. Assuming a standard atmosphere [93], the freestream
pressure, density, and Reynolds number can be obtained.

6.2.5

Multi-Point Design Conditions

The flight conditions for the multi-point optimization represent a five-point stencil in
Mach and lift coefficient, centred in the nominal design point, following state-of-theart formulations in multi-point optimization [169]. These are shown in Table 6.2. In
this case, the altitude is kept constant.

6.2.6

Operational Uncertainties

To obtain realistic operational uncertainties in Mach number, lift coefficient and aircraft altitude (Reynolds number), flight operational data from the Mode-S transponder
gathered through the OpenSky Network [170] has been used. The data corresponds
to a specific go and return flight route operated by a given airliner using A-330 aircraft. The data has been gathered for two months, and has been specially chosen as it
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Table 6.2: Multi-point flight conditions for the XRF1 configuration
Flight Condition
Mach, M
Number
1
0.83
2
0.83
3
0.83
4
0.81
5
0.83

Lift coefficient, CL

Altitude, [FL]

Weight, wi

0.5
0.48
0.52
0.5
0.5

380
380
380
380
380

0.4
0.15
0.15
0.15
0.15

presents an average cruise Mac h number higher than the original design point. In this
case, the retrofit of SCB would be specially beneficial to improve the average performance. Annex A provides detailed information of how the dataset has been extracted
and postprocessed.
The probability density function (PDF) of the cruise operational uncertainties for the
return route is shown in Figure 6.3. As the assumed design point of the XRF1 (M =
0.83) is not exactly the one of the A330 (M = 0.82), this PDF is non-dimensionalized
and centered around the XRF1 cruise point. This enables to transfer uncertainties from
A330 to XRF1. The uncertainties in lift coefficient and altitude are directly used. As
shown, the lift is centered in CL = 0.5, the design lift coefficient of the XRF1, and deviations follow from operational requirements in flight. Regarding altitude, most of
the flights occur between FL 370 (for eastbound flights), and FL 400 (for westbound
flights). From altitude, Reynolds number can be obtained assuming standard atmosphere [93].

(a) Mach number

(b) Lift coefficient

(c) Flight altitude

Figure 6.3: Parametrization of operational uncertainties for the XRF1 configuration
according to R2-R1/ R1-R2 return route

6.3

Results

In this section the optimization results are introduced. The deterministic optimum is
found through gradient-based optimization. The UQ methods are validated for the
baseline wing. Finally, the different optimal robust configurations are obtained.
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6.3.1

Deterministic Optimization

The deterministic problem is based on the retrofit of an array of SCBs at the design
point (M = 0.83, CL = 0.5, F L = 380) under no uncertainty to decrase the aircraft
drag coefficient. This represents the state of the art in (deterministic) aerodynamic
shape optimization. To investigate the influence of the number of the SCBs on the drag
reduction, three different arrays are optimized with 9, 12 and 15 bumps.
The optimization history of the gradient-based optimization for the three cases is
shown in Figure 6.4a. The objective function is normalized by the drag of the clean
wing, CD,0 . At each iteration, a full CFD solution and 2 adjoint evaluations are required to obtain the drag at constant lift and its gradients with respect to the design
parameters. The initial design point corresponds to the middle of the bounds of table
6.1, leading to CD /CD,0 = 1.2 (outside of Figure 6.4a). From this arbitrary configuration, the optimizer is able to quickly find the optimum array of SCBs that minimizes
the drag, compared to the clean wing. For the three cases the optimizer needs 28 to
32 iterations to converge. It can be appreciated that the number of bumps has a small
influence on the final reduction in drag. The difference is less than 0.5% in drag reduction between the best configuration (12 bumps) and the worst (15 bumps). The array
of 12 bumps is able to decrease the drag of the baseline wing by 6.94%. For the robust optimization, 12 bumps will also be optimized. The distribution and height of the
SCBs is shown in Figure 6.4b for the three optimum configurations. In the three cases,
the highest bumps are located near the wing root, in the region of the lambda shock. It
appears that there is an optimum spanwise height distribution that is independent on
the number of bumps, and is only a function of the shock strength

9 Bumps

𝛥𝑍
12 Bumps

0.06
0.05
0.04
0.03
0.02
0.01
0

15 Bumps

(a) Optimization convergence for the configu-(b) Optimum array for 9, 12 and 15 bumps. The
ration with 9, 12 and 15 bumps
contour represents the bump height

Figure 6.4: Comparison between configurations with 9, 12 and 15 bumps
The configuration with 12 bumps is analysed in more detail. In this case, as shown
in Figure 6.5, the array of bumps is able to mitigate the normal shock wave over the
upper surface of the wing, compared to the clean wing, decreasing wave drag. Instead
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of a sudden change in pressure, the array of SCBs has a smoother (more isentropic)
pressure change. Looking at different cross sections in Figure 6.6, the normal shock
wave present in the clean wing is replaced by an isentropic compression wave at 20%,
40% and 60% of the wingspan for the wing with the retrofitted bumps. In the outboard
wing, at 80% of the wing, a double shock is present, phenomena commonly seen when
retrofitting SCBs [58] to airfoils. This leads towards a reduction of the wave drag.
Optimum Configuration

Baseline Configuration
(Clean Wing)

𝐶𝑝

y/𝑏 = 0.2

0.2

𝑦/𝑏 = 0.4
y/𝑏 = 0.6
𝑦/𝑏 = 0.8

𝛥𝑍
0.06
0.05
0.04
0.03
0.02
0.01
0

Figure 6.5: Contours of pressure coefficient distribution over the upper surface of the
wing for the baseline (clean) wing and the optimum retrofitted with 12 bumps
The change in the shock wave strength can be qualitatively visualized in Figure 6.7 for
the clean and optimized wing. The shock wave contours have been obtained according
to the normal Mach number-based shock detection method [171]. While the baseline
wing presents a continuous shock across its upper surface, the wing with the array
of SCBs is able to mitigate the shock in the root and the and the tip of the wing, and
completely remove it through the mid-span.

6.3.2

Uncertainty Quantification

For validation of the UQ approach, the baseline wing (no bumps retrofitted) is evaluated under the uncertainties previously introduced in Figure 6.3. Reference statistics
are obtained building the surrogate model with 200 quasi Monte Carlo samples. Using
22 DoE samples and 3 additional samples following the infill criteria, the mean can be
obtained within a relative error of 0.1%, while the standard deviation (a much smaller
quantity), is obtained within a 0.7% error. These estimations are accurate enough to
perform robust optimization and come up with meaningful comparisons.
The mean and standard deviation of the pressure field over the wing is shown in Figure 6.8. This is obtained by combining 80 random realizations of the pressure field, and
computing the mean/standard deviation for each mesh point. The mean field provides
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(b) y/b=0.4

𝐶𝑃

𝐶𝑃

(a) y/b=0.2

(c) y/b=0.6

(d) y/b=0.8

Figure 6.6: Pressure coefficient for baseline and optimum configurations at different
longitudinal cross-sections
an estimate of the expected pressure field under random operational conditions. On
average, a strong shock wave is present over the upper surface of the wing. The standard deviation field is an indication of the variability of the shock wave, as well as its
strength. The variability is larger at the wing tip than at the wing root.
For a more detailed understanding, realizations of the pressure distribution over the
wing are shown in Figure 6.9 for two cross sections of the wingspan: y/c = 0.4 and
y/c = 0.8. In these two locations the displacement of the shock wave location over
the upper surface of the wing can be appreciated as highlighted in red. The large
variability of the shock justifies the need of robust optimization. A robustly designed
array of SCBs should be able to better deal with the variability of the shock location by
reducing the average drag, than one optimized only for the nominal design conditions.
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B

Figure 6.7: Shock wave contours according to the normal Mach number shock detection method for baseline wing (A) and wing with optimum SCB array (B)
𝜎𝐶𝑃

Standard deviation pressure field

Mean pressure field

𝜇𝐶𝑃

0.02

y/𝑏 = 0.4

0.2

y/𝑏 = 0.8

Figure 6.8: Mean and standard deviation pressure field under operational uncertainties

6.3.3

Robust Optimization

The robust optimization is performed through the gradient-based robust optimization
framework introduced in Chapter 4. To understand the influence of the weights for
mean and standard deviation wµ , wσ in the optimum solution, three different robust
optimizations are performed: one with focus on the mean, other with equal weight on
mean and standard deviation, and the last one with more influence in the standard deviation. Figure 6.10 shows the optimization convergence history for the optimization
of the mean, Figure 6.10a, and for the optimization of mean and standard deviation
with equal weights, Figure 6.10b. In both cases the objective function has been normalized by the performance of the clean wing. The optimum solutions are found after 27
and 30 iterations respectively. At each iteration, 23 to 25 CFD and adjoint evaluations
are required to accurately obtain the statistics and their gradients. As a result, to find
a robust optimum, an order of 600 to 700 CFD and adjoint evaluations are required. It
can be appreciated that the gradients of the statistics are obtained with good enough
accuracy in terms of descent direction, as the optimizer is able to decrease the objective
function at each iteration of the optimization. In the case of the optimization of the
mean, the average drag is decreased by 3.22%. This is significant from an operational
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(a) y/b = 0.4

(b) y/b = 0.8

Figure 6.9: Realizations of surface pressure coefficient at two different cross sections for
the clean wing. In red, highlighted the variability in the shock over the upper surface
point of view and motivates both the increase in computational cost w.r.t. deterministic optimization, as well as the attractiveness of robustly retrofitted SCBs to existing
aircraft.

(a) J ∗ = µCD

(b) J ∗ = 0.5µCD + 0.5σCD

Figure 6.10: Robust optimization convergence history
The results of the configurations of interests are summarized in the Pareto front of the
mean and standard deviation of drag in Figure 6.11. The figure should be read together
with table 6.3. A deterministic optimization of an array of SCBs is able to decrease both
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Good

mean and standard deviation of the drag (1.23% and 14.99% respectively), when realistic uncertainties are present, compared to the clean wing. As expected, a multi-point
formulation is able to further decrease the average drag by 2.04%, as different flight
conditions were considered during the optimization. However, an extra one percent
reduction in the average drag can be achieved with a fully robust formulation compared to the multi-point. This leads towards a 3.22% reduction in average drag when
choosing the robust optimization. The ability of evaluating statistical measures directly
during the optimization provides a key advantage in this case. Another interesting option is to equally weight mean and standard deviation. The resulting configuration
(purple triangle), is able to decrease the standard deviation by 31.4%. This compares
to the 12.5% decrease in standard deviation obtained by the configuration with only
focus on the mean. This is a reduction of the variability by a factor of two. The price
to pay is a slight increase in average performance. Still, this configuration is able to
improve both mean and standard deviation w.r.t. the multi-point optimum.

Good

Figure 6.11: Pareto front of mean vs standard deviation for different configurations
Table 6.3: Decrease in average and standard deviation of the drag w.r.t. clean wing

Deterministic Opt.
Multi-Point Opt.
Robust Opt., µ = 1, σ = 0
Robust Opt., wµ = 0.5, wσ = 0.5

Decrease in
average drag, µCD
1.23%
2.04%
3.22%
2.5%

Decrease in
std. deviation of drag, σCD
14.99%
14.94%
12.52%
31.42%

The violin plot of Figure 6.12 shows the symmetric PDF of the normalized drag coefficient for each configuration. The mean value is shown in a white circle, the performance at nominal conditions is represented by the red star, and different quantiles
are shown by the superimposed box plot. The violin plot can be used to compare the
performance between different configurations. The geometry for each array of SCB
is shown in also shown at the top of the Figure. The clean wing (blue PDF), has the
largest variability and average drag. The deterministic optimum (orange), reduces the
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variability and average performance, but also has a thinner tail towards the lowest
values of drag. This is not desired as it means that "good" flight conditions that led
towards relatively low drag values in the clean wing, are being now penalized by the
SCBs. This is a typical characteristic of SCBs that are designed only for one flight condition. The multi-point optimum (green PDF) behaves similarly to the deterministic
optimum, although it further reduces the average drag. The bump height is similar to
the deterministic configuration, although these bumps are closer together. The robust
optimum with focus on the mean (red PDF) presents the lowest average drag (best average performance). The lower tail of the PDF is thicker and extends more towards the
lower values of the drag compared to the other configurations. The bump geometry
is clearly different, showing the differences in SCB heights and extent between deterministic and robust optimum. The configuration with the same weighting in mean and
standard deviation (purple PDF) leads to the lowest 95% quantile of the drag. This is
achieved by mitigating the stronger shock waves at freestream velocities and lift coefficients higher than the cruise point. As a result, all the SCBs are higher (the highesr the
SCB, the more effective against stronger shocks). Finally, the configuration with more
weighting in standard deviation (brown PDF), is able to decrease the standard deviation by an excessive increase in average performance. This optimum is competitive
enough compared to the two previous configurations. Indirectly, for the deterministic optimum, there is a difference between nominal conditions (star) and the average
drag (white dot). This difference is reduced for the robust optimum with focus on the
mean (red PDF). In this case, the drag at nominal conditions and the average drag are
close together. This could be another interpretation (although not standard) of robustness: under uncertainties, there is not too much variation in the performance between
nominal and average conditions.
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Mean
Nominal Conditions

Figure 6.12: Violin Plot of configurations of interest, together with bump geometries

6.4

Conclusions

In this chapter, the first industrial-grade application has been introduced to showcase
the capabilities of the robust design methodologies under realistic problems. The robust design of 3D shock control bumps to the XRF1 is a challenging test case not only
due to the non-linearity of the problem involving shock waves, but also due to the
high-dimensionality of the design space (in this case 84 design parameters were optimized). In addition, the optimum solution must be achieved within a reasonable
CPU time due to the expensive computational cost associated to each CFD and adjoint
simulation.
Regarding the deterministic, single-point optimization, the optimizer is able to find
from an arbitrary configuration, the optimum array of shock control bumps that minimizes the drag of the XRF1 by 6.94% compared to the clean wing. The exact number of
bumps has a small influence in the final performance. The optimized arrays of shock
control bumps are able to decrease the strength of the shock wave over the upper surface of the wing decreasing wave drag.
Realistic uncertainties in the Mach number, lift coefficient and aircraft altitude can
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be obtained from aircraft surveillance data using the OpenSky Network for a specific flight route. Based on these uncertainties, the gradient-based robust optimization
framework is able to find the robust optimum array of shock control bumps within a
reasonable number of function evaluations. Overall, a reduction in average drag of
3.2% is achieved compared to the clean wing. The robust optimum configurations outperform those obtained through single-point and multi-point optimization techniques,
showcasing the benefits of a probabilistic formulation for the retrofit of shock control
bumps.
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Robust Design of Transonic Natural
Laminar Flow Wings

The second industrial application deals with the robust design of the next generation of
natural laminar flow (NLF) wings under environmental and operational uncertainties.
For this task, the bi-level surrogate approach is used. The deterministic optimization
problem, which serves as a baseline, searches for the optimum shape that minimizes
drag applying a surrogate based optimization strategy. For the robust approach, uncertainties in the critical N-Factors for Cross-Flow and Tollmien-Schlichting, and in the
operational conditions are considered to account for situations that could prematurely
trigger transition. The content of this chapter has been published in: Sabater, C., Bekemeyer, P., Görtz, S. (2021, January 4). "Robust Design of Transonic Natural Laminar
Flow Wings under Environmental and Operational Uncertainties". AIAA Scitech 2021
Forum.

7.1

Motivation

Currently, inverse design methods based on linear stability theory are used to design
laminar wings in research environments [3, 83]. Geometries are found following prescribed target pressure distributions that are expected to maintain laminar flow. This
highly relies on the aerodynamic expertise of the designer. Figure 7.1 represents the
typical inverse design process. The pressure distribution should have an initial acceleration at the leading edge to mitigate CF instabilities, followed by a favourable pressure
gradient that dampens Tollmien-Schlichting (TS) instabilities. Transition should occur
as downstream as possible on the upper surface to maximize the extent of laminar flow
and consequently minimize viscous drag. Then, a shock wave is required to decelerate
the flow. The end of the wing is shaped in order to provide rear loading allowing to
meet lift requirements. In practical applications, laminar flow can only be maintained
over the upper surface of the wing and early transition occurs on the lower surface of
the wing due to the integration of leading edge Krueger slats. After the desired pressure distribution for a given flight condition is defined by an expert, inverse design
methods are used to find a shape that matches the target pressure as close as possible.
Finally some iterations by hand take place aiming for a more detailed design in the
leading and trailing edge regions, as well as to account for any shape constraints.
In Section 1.2.5, the need of robust NLF wings under variations in the flow conditions
was motivated. However, the treatment of uncertainties and robust design in inverse
design problems is not possible using non-intrusive methods. In addition, inverse design methodologies most likely lead to suboptimal configurations. As an alternative,
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Step 1: Define “target pressure” by hand
Initial acceleration to
delay CF instabilities

Favourable pressure gradient to
mitigate growth of TS waves

Step 2: Inverse Design

Step 3: Iterate

Target Pressure
Current Pressure

Transition around this point
just before the shock wave

𝐶𝑃
A shock wave around here to
bring back the pressure

Rear loading for lift
requirement

𝑥/𝑐

Figure 7.1: Traditional inverse design process: Definition of target pressures following physical insight, inverse design to obtain the required pressure distribution and
iteration to obtain the desired behaviour
direct optimization approaches are able to better explore the design space and are able
to account for a robust formulation as seen in the previous chapters. A well-posed
direct optimization problem should be able to come up with at least similar pressure
distributions, and more often than not, outperform inverse design methodologies. The
objective of this chapter is the development of a design methodology for the robust
design of transonic NLF wings using the bi-level surrogate approach. For this, a realistic and challenging test case will be proposed: short-haul configuration with moderate
sweep and high Reynolds number.

7.2

Test Case Definition

This section introduces the formulation of the deterministic and robust NLF wing optimization, the numerical model and the CFD process chain including transition prediction and the parametrization of the design parameters and uncertainties. The classical
deterministic problem setup serves as reference solution and will be compared with
the robust solution.

7.2.1

Shifting the Current Design Envelope: Flight Conditions for
Optimization under Uncertainty

Both the deterministic and the robust formulations aim to design a NLF wing for a
short-haul civil aircraft configuration with respective design conditions: Mach number 0.78, lift coefficient 0.7, sweep angle of 27 degrees and Reynolds number of 23
million. Following Figure 7.2, a practical limit for NLF configurations was established
more than fifteen years ago with the Fokker 100 and ATTAS flight tests [1, 172]. Higher
sweep angles and Reynolds numbers lead to premature transition due to attachment
line and crossflow instabilities. The former is critical near the root of the wing due
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to the increased Reynolds number and contamination from the fuselage, and can be
avoided with anti-contamination devices such as the "Gaster bump" [81]. Crossflow
instabilities can be dampened by properly shaping the profile, at the expense of increasing the intensity of Tollmien-Schlichting waves. The use of numerical optimization allows to perform this trade-off effectively and thus enables the extension of the
NLF envelope towards the design point highlighted in the chart. The current approach
follows an Infinite-Swept Wing (ISW) formulation, investigating a representative section at 70% of the wingspan. At that station, a maximum profile thickness t/cmax,0 of
0.11 in percentage of the chord needs to be kept to fulfil design requirements.

FOKKER 100

ATTAS

Design Point
Attachment Line Limit
Crossflow Limit
Tollmien-Schlichting Limit

Figure 7.2: Envelope of natural laminar flow suitability following previous flight tests
according to [1]

7.2.2

Deterministic Optimization Problem

The deterministic global solution is defined through a classical drag optimization at
constant lift coefficient, CL = 0.7, and freestream Mach number, M = 0.78:
x∗ = arg min {CD (x, M, CL )}
x


CL = CL0
s.t. = t/cmax ≥ t/cmax,0


0 ≤ xj ≤ 1,
j = 1, 2, . . . 10

(7.1)

The drag coefficient CD depends on the ten design variables x that describe the shape
of the airfoil. These are dimensionless and range between zero and one. Transition prediction is enabled, with the critical N-Factors fixed to NT S,crit = 11.5 and NCF,crit = 8.5
[3]. The constant lift coefficient constraint is accounted for by the CFD solver directly
as it iteratively changes the angle of attack while converging towards the solution to
maintain the desired lift coefficient. The constraint in the maximum thickness is handled through the parametrization by rescaling the current shape in the z-direction to
have the initial maximum thickness, t/cmax = 0.11.
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7.2.3

Robust Optimization Problem

The robust solution involves both operational and environmental uncertainties accounting for realistic stochastic conditions in flight. As a result, the drag coefficient
(objective function) becomes a random variable and a statistic of the drag is optimized.
Two different cases are considered. On the one hand, the minimization of the mean
value of the drag, µCD can be seen as a natural choice from a cost-effective point of
view: operators want to minimize the average fuel consumption of an aircraft over a
given period of time.
x∗ = arg min {µCD (x, ξ)}

(7.2)

x

On the other hand, the 95% quantile, q95%,CD , reduces the variability of the drag by
focusing on extreme cases, ensuring a minimal performance with control probability:
x∗ = arg min {q0.95,CD (x, ξ)}

(7.3)

x

Two different configurations will arise: one with good overall performance (mean
value) and another one that is better able to handle extreme events. This will give
flexibility to the designer to choose the most appropriate one for the specific mission
at hand.

7.2.4

Parametrization of the Design Vector

The shape of the profile is changed using Class Shape Function Transformations
(CST) [173]. This representation captures the design space of smooth airfoils and provides smooth surfaces as C2 continuity is guaranteed. A total of ten design parameters
are used to change the shape of the profile, five for the upper surface and five for the
lower surface.
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(7.6)

Numerical Model

In order to obtain the aerodynamic performance, the Reynolds Average Navier
Stokes (RANS) equations in conjunction with the Spalart-Allmaras turbulent model
are solved by using the DLR TAU [133] code. In particular a 3v multigrid cycle, the
lower/upper symmetric Gauss-Seidel implicit method for time integration in a backward Euler solver and a central flux discretization is chosen. The density residual for
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which simulations are seen as converged is fixed to 1e-7. The unstructured mesh, validated in the past with experimental results [174], is shown in Figure 7.3. An infinite
swept-wing [175] formulation is chosen to account for crossflow effects also known as
2.5D analysis.

Figure 7.3: CFD Grid used in the Optimization Problem

7.2.6

Transition Prediction

The transition location of 2.5D and 3D flows is predicted by local linear stability theory [176]. Despite more advanced techniques being available for the prediction of
transition, this is the preferred methodology in industry [3], as this method has been
validated extensively in the past through wind tunnel and flight tests. A transition
prediction tool [177] is integrated within the Flowsimulator framework and consists of
five elements:
1. Extraction of a slice to obtain the sectional pressure field
2. Preprocessing of the pressure field to obtain attachment line and smooth pressure
contours
3. Use of the boundary layer solver COCO [178] (compressible conical boundary
layer) to calculate the boundary layer edge velocity based on pressure contours
4. Stability analysis with LILO [177] (linear local stability analysis), using a NT S NCF method. NT S waves are obtained through a constant wave angle φ strategy
covering the frequency range of unstable waves. NCF waves consider stationary
stability with either constant wavelength λ strategy or constant spanwise wave
number β ∗ strategy.
5. Intersection of the envelope of CF and TS waves with their respective critical NFactors to determine the transition point.
A high-quality determination of critical N-Factors is required for an accurate prediction
of the transition location. These are found according to a calibration process involving
wind tunnel and flight test experiments, leading to what is called the NT S − NCF calibration curve, as shown in Figure 7.4. In this case the process is the inverse to the
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aforementioned one. From flight tests, the transition location over the wing is measured, together with the section pressure field. The pressure field is analysed through
linear stability theory. The intersection of the TS and CF envelopes with the experimental transition location marks the critical N-Factors for that experiment, which are
shown as black dots in Figure 7.4. The Figure shows the clean data used for calibration
measured during two experiments, the Fokker 100 and the ATTAS [80].
A concise presentation and discussion is given in [2]. From these data points, the
NT S − NCF calibration curve is obtained [3]. Currently, a relatively conservative approach is employed which aims for covering the envelope of the lowest critical NFactor according to idealized experiments, as shown by the green line. In this case, the
nominal critical N-Factors (intersection of the green curve with the axis) are NT S = 11.5
and NCF = 8.5. However, in practise critical N-Factors are highly dependent on
freestream conditions such as the turbulent intensity and presence of clouds. Also,
an increase in the strength of instability waves due to acoustic disturbances or manufacturing tolerances will cause a decrease in critical N-Factors. In other situations the
critical N-Factor could be larger than predicted, yielding a potential that is not fully utilized. Finally, when dealing with wind tunnel testing, the critical N-Factor can change
from one testing facility to another one. As a result, a probabilistic approach to the
critical N-Factor is a natural extension to take these environmental uncertainties into
account.
2. Extract Pressures

1. Flight Test

4. Record Critical N-Factor and Draw
Calibration Curve

𝐶𝑃

𝑥𝑡𝑟

𝑀∞ 𝐴
𝑥𝑡𝑟

Λ𝐿𝐸

𝑥

3. Run Stability Analysis Solver
𝐴′

𝑁𝑇𝑆
𝑁𝑇𝑆,𝑐𝑟𝑖𝑡

𝑌

Amplification
waves

𝑋

𝑥𝑡𝑟
𝑁𝐶𝐹

𝑥

𝑁𝐶𝐹,𝑐𝑟𝑖𝑡

𝑥𝑡𝑟

𝑥

Figure 7.4: Calibration process of critical N-Factor curve: measurement in flight tests /
wind tunnel, extraction of pressures, evaluation of linear stability solver and recording
of critical N-Factors for CF and TS waves. Flight Test data from [2], DLR calibration
curve from [3]
.
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Parametrization of Uncertainties

To make laminar configurations more robust against situations that could cause transition more upstream than envisioned, in this work the critical NT S − NCF calibration
curve is seen as random. In practice, the calibration curve is uniquely defined by the
critical N-Factors, (NT S,crit , NCF,crit ), that define the intersection of the curve with the
vertical and horizontal axis respectively. In this work, these parameters are considered
as two independent random variables that influence the whole curve. The exact probabilistic characterization of these two parameters has a direct influence on the resulting
optimum configuration. In this work three different possibilities are considered, as
shown in Figure 7.5a and Table 7.1.
Firstly, in case A, uniform distributions (U) are chosen for both parameters to equally
weight the different possibilities of critical N-Factors according to a lower and upper
bound. Taking into account that the calibration samples in Figure 7.5a were obtained
under perfect conditions, it is decided to extend the feasible range to lower values to
include further instabilities that could trigger transition earlier. For example, presence
of clouds, ice, imperfections, bugs or simply an increase in the freestream turbulence
intensity. Secondly, in case B, asymmetric Beta distributions (B) with the parameters
r1 = 20, r2 = 2 allow a more tailored weighting. In this case, the mode focuses around
the central value of the calibration data, and the lower tail deals with uncommon (but
feasible) scenarios. Finally, case C extends the critical N-Factors to zero. This conservative scenario deals with both, fully turbulent and fully laminar configurations. The
choice of these probability distributions follows physical insight and is useful to test
the validity of the design framework to come up with different configurations. However, these could be far from reality. In practice, more realistic probability distributions
can be defined based on expert knowledge and the realization of additional flight experiments.
In addition, the Mach number and lift coefficient can be considered as operational
uncertainties. These are defined according to the variability in cruise region of the
short-haul configuration. In the past, these were commonly considered as fixed flight
conditions in a multi-point approach [51]. However, the framework allows to add
them as additional uncertainties. They are modelled as symmetric beta distributions
with r1 = r2 = 5, centered around nominal flight conditions, as shown in Figure 7.5b.
Table 7.1: Possible distribution of uncertainties for critical N-Factors
Case
A
B
C

Description
Realistic approach, accounts for instabilities
U(6, 14)
U(4, 11)
(clouds, imperfections, freestream turbulence)
Realistic approach, accounts for instabilities
B(11.5, 1.6) B(9.4, 1.6)
with less penalization of critical cases
Trade-off between fully turbulent and fully laminar
U(0, 14)
U(0, 11)
Operating under turbulent flow
NT S

NCF
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Case

A
B

(b) Distributions for operational uncertainties: Mach number and lift Coefficient

C

(a) Possible distributions for CF and TS critical N-Factors

Figure 7.5: Distribution of uncertainties considered in robust design formulation

7.2.8

Process Chain

Every time the drag coefficient is required for a given design vector xi , (deterministic
optimization), or for a given design vector xi and uncertainties ξ, (UQ in robust design), the process chain of Figure 7.6 is executed. The geometry is changed through a
mesh deformation tool based on radial basis functions developed by DLR [136]. After the addition of the boundary conditions, the RANS equations are solved. After a
preset number of iterations, the transition prediction method updates the transition
location according to the given pressure distribution as outlined in section 7.2.6. The
process is repeated until convergence for the transition location and the density residual is reached. The drag coefficient is obtained by integration of pressure and viscous
forces along the surface of the airfoil. The process chain relies on the Flowsimulator
framework [137] and is able to handle convergence errors, restarts and parallel execution.
𝒙𝒊

Mesh
Deformation

Mesh
𝑋𝑡𝑟 = 0

CFD
Solver

𝑗

𝑋𝑡𝑟

Convergence
in 𝑥𝑡𝑟

𝑗−1

𝑋𝑡𝑟

no

yes

Convergence
in 𝜌𝑟𝑒𝑠

yes
𝑪𝑫

no

Transition
Prediction,
COCO-LILO

Figure 7.6: CFD Process Chain to obtain the drag coefficient from a given set of design
parameters
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Results

This section presents results for deterministic and robust design of a NLF wing.

7.3.1

Deterministic Optimization

The deterministic optimization problem in equation 7.1 is solved with Surrogate Based
Optimization. The optimization assumes the nominal critical N-Factors of NT S,crit =
11.5 and NCF,crit = 8.5. The optimum is found after 462 iterations (function evaluations), as shown in the convergence history in Figure 7.7. For the ten dimensional
problem, a total of 200 samples are chosen for the DoE to ensure a good initial representation of the design space. However, most of the improvement in the solution takes
place during the active infill stage.

Active Infill

Design of
Experiments

Figure 7.7: Convergence history of deterministic Optimization
As shown in Figure 7.8, the surrogate based optimization includes the turbulent
RAE2822 configuration as part of the initial DoE. The adverse pressure distribution
amplifies the growth of TS waves as shown in Figure 7.8b. As a result, early transition
at 10% of the chord occurs, triggered by the intersection of the critical N-Factor for TS
(dotted line) with the envelope of the waves. This early transition and the strong shock
wave results in a high value of drag. The optimal configuration shown in Figure 7.9
is able to delay transition up to the shock wave, which is roughly around 60% of the
chord. The large extent of laminar flow and the weakened shock wave leads to a reduction in drag of 46.3% w.r.t. the baseline RAE2822. The obtained pressure profile is very
similar to the one that would be envisioned by inverse design, and shows that the numerical optimization is able to find realistic laminar configurations only by proposing
a drag minimization and enabling transition prediction.
Interestingly, transition occurs due to both, the shock wave and crossflow instabilities: if CF waves (Figure 7.9c) would be further dampened by stronger accelerations
at the leading edge, there would be no change in transition location (as it can not bypass the shock location). In fact, it would instead cause an increase in drag due to a
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𝑥/𝑐

𝑥/𝑐

(a) Surface pressure distribution

𝑥/𝑐

(b) Growth of TS waves

(c) Growth of CF waves

𝑧/𝑐

𝑁𝐶𝐹

𝑁𝑇𝑆

𝐶𝑝

Figure 7.8: Surface pressure distribution and instability waves growth for baseline configuration

𝑥/𝑐

(a) Surface pressure distribution

𝑥/𝑐

(b) Growth of TS waves

𝑥/𝑐

(c) Growth of CF waves

Figure 7.9: Surface pressure distribution and instability waves growth for deterministic
optimal configuration
stronger shock wave. These type of trade-offs can only be effectively found with direct
optimization tools. Note that, for a fair comparison, the deterministic optimal configuration is our reference solution to which robust optimization results will be compared.

7.3.2

Deterministic Optimum under Uncertainties in Critical NFactors

The deterministic optimal configuration is sufficient as long as there is no change
in critical N-Factors and in operational conditions. Looking at the development of
TS waves in Figure 7.9b, a change in NT S,crit from 11.5 to 7 due to a change in e.g.
freestream turbulence intensity would suddenly shift the transition location from 60%
to approximately 5% of the chord. This behaviour is unacceptable in an industrial context, and the performance of the deterministic optimum may considerably deteriorate
under realistic conditions.
The change in transition location due to the change in critical N-Factors is not straightDLR-FB-2022-12
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forward and only an approximation can be obtained by following the envelope of the
instability waves obtained under constant critical N-Factors. For example, if the critical
N-Factor for TS is reduced in the previous example, the transition location would be
shifted, changing not only the pressure distribution but also the lift. Then, the angle of
attack needs to be adjusted to retain the required lift, and the new growth of TS and CF
waves would be different, leading to a different transition location. Hence only an iterative procedure will provide accurate insight and enables a consistent tracking of the
phenomena. The only approach to model the sensitivity of the solution against critical
N-Factors is by computing converged simulations at different critical values making
use of a non-intrusive uncertainty quantification methodology.
Figures 7.10a and 7.10b show the drag field and transition field of the deterministic optimum configuration respectively as the critical N-Factors are changing, at constant Mach and lift coefficient (no operational uncertainties present). The field is constructed based on the prediction of the Gaussian Process model which is the underlying model of the Surrogate Based Uncertainty Quantification approach as introduced
in Section 2.4 . The ten DoE samples are represented as big black dots, while two infill
samples are the green triangles which are automatically placed in the corners of the
stochastic space. In these locations the surrogate error was the highest and the framework automatically selected these locations to be evaluated by the CFD to enhance the
overall model accuracy. In the deterministic optimal configuration, once the critical
N-Factors are reduced a sudden increase in drag and early transition due to turbulent flow is observed. As expected, there is an inverse correlation between the drag
coefficient location and the transition location. This leads towards a very unstable behaviour, as a slight change in the critical N-Factors will cause a serious deterioration of
the performance.

7.3.3

Robust Optimization under Uncertainties in Critical N-Factors

Case A
Following Table 7.1, Case A refers to the optimization taking uniform distributions for
both NT S and NCF into account. Two different robust configurations with focus on
mean and the 95% quantile respectively are obtained using the bi-level surrogate approach. The optimum which focuses on the mean of the drag coefficient, µCD features a
smoother correlation between changes in critical N-Factors and drag, as shown in Figure 7.10c. Also, following Figure 7.10c, laminar flow is always kept in contrast to the
deterministic optima. The transition location ranges between 30%-55% of the chord.
The resulting pressure distribution of the configuration, as shown in Figure 7.11a, is
more robust against instabilities. It dampens the TS waves shown in Figure 7.11b, reducing the peak from NT S = 8.5 to NT S = 4.5 while retaining a good performance over
all possible N-Factors compared to the deterministic solution. This makes the configuration more robust. A similar behaviour occurs when looking at the robust optimum in
the 95% quantile, q95%,CD . As shown in Figure 7.12a, the normal shock wave is replaced
by two weaker isentropic shock waves, reducing wave drag especially when fully turbulent flow is present. As a result, the drag in the region with the "worst" performance
(turbulent flow) is reduced, as expected by the 95% quantile formulation. In addition,
the growth of TS and CF waves is also dampened, so the laminar flow performance is
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Sudden transition to
fully turbulent flow
𝑁𝐶𝐹,crit

𝑁𝐶𝐹,crit

Sudden transition to
fully turbulent flow

𝑁𝑇𝑆, crit

Smooth transition due to
critical N Factor

𝑁𝑇𝑆, crit

(c) Drag field, robust opt., J ∗ = µCD

(b) Transition location, determ. opt., J ∗ = CD

𝑁𝐶𝐹,crit

𝑁𝐶𝐹,crit

(a) Drag field, deterministic opt., J ∗ = CD

𝑁𝑇𝑆, crit

Smooth transition due to
Sudden transition to
critical N Factor
fully turbulent flow

𝑁𝑇𝑆, crit

(d) Transition location, robust opt., J ∗ = µCD

Figure 7.10: Drag and transition location fields predicted by the GPR model as a result
of stochastic critical N-Factors for Crossflow and Tollmien-Schlichting instabilities for
optimal configurations. DoE points shown as big black dots, infill points represented
as green triangles, Monte Carlo sampling in the surrogate as small dots
also improved, but not as significant as with the optimum in the mean value.
The stochastic performance of the different configurations is summarized in the violin plots in Figure 7.13. The probability density functions of the drag coefficients are
mirrored along the vertical axis for the three different optimums. The average value as
well as the quantiles are shown in the box-and-whisker plots on top of the probability
density functions. As expected, the deterministic optimum (blue) features the configuration with the highest mean drag. The observed peak of the PDF towards 110 drag
counts is caused by fully turbulent flow. Even though under fully laminar flow this
configuration performs very good (represented by the lower tail), it is very brittle at
higher critical N-Factors, leading towards a worst performance. This problem is successfully leveraged by the robust optimum with focus on the mean µCD (orange). This
configuration has the lowest average, and shifts the distribution of drag towards lower
values. Even though under fully laminar flow (ideal conditions) it does not perform
as good as the deterministic optima, in practice (changing conditions) it will feature
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Figure 7.11: Surface pressure distribution and instability waves growth for robust optimum µCD configuration under case A
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(a) Surface pressure distribution

(b) Growth of TS waves

𝑥/𝑐

(c) Growth of CF waves

Figure 7.12: Surface pressure distribution and instability waves growth for robust optimal q95%,CD configuration under case A
a better performance. Finally, the optimum configuration which focuses on the 95%
quantile (green) reduces the upper tail of the distribution. As previously explained
this primarily stems from a better turbulent performance due to the aforementioned
double shock wave.
Ten random realizations of the pressure and transition locations are shown in Figure 7.14 for each optimal configuration. It clearly outlines the change in pressure and
transition location in case of uncertain critical N-Factors. On the one hand, the deterministic optimum, Figure 7.14a, will be operating under fully turbulent flow a considerable amount of time. The upstream movement of the shock wave can be seen as
transition occurring earlier. On the other hand, in Figures 7.14b and 7.14b both robust
optima have a more gentle variation of the transition location under random changes
of the N-Factors, reducing the longitudinal movement of the shock wave.
A deeper insight can be provided from the TS-CF growth plots shown in Figure 7.15.
The black line represents the growth of the N-Factors along the chord of the wing,
shown by the red numbers. As the flow propagates downstream along the chord, inDLR-FB-2022-12
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Figure 7.13: Violin Plot of optimal configurations under environmental uncertainties,
case A

(a) Deterministic Optimum

(b) Robust Optimum, µCD

(c) Robust Optimum, q95%,CD

Figure 7.14: Random realizations of surface pressure coefficient and transition location
under environmental uncertainties, case A
stabilities arise and both N-Factors increase. The critical N-Factor envelope is shown
in dotted blue for a given set of critical NT S and NCF . When the black line intersects
with the envelope, instabilities reach their critical values and transition to turbulent
flow is triggered. The deterministic optimum, shown in Figure 7.15a, inhibits a very
favourable pressure distribution for laminarity. The black line never reaches the envelope. In that case transition occurs due to the presence of the shock wave. However
this makes it very unstable against changes in the critical N-Factors which define the
blue envelope. It is stochastic and changes according to the environmental conditions.
As the N-Factor growth is parallel to the envelope, if this one reduces, transition is
deteriorated instantly along the whole chord. The TS-CF growth of the robust configurations crosses the envelop perpendicularly. This leads to a more gradual and less
sudden decrease in the transition location in case of a reduction in the envelope. This
phenomena, known to experts in the field, was not considered explicitly by the optimizer. By solely setting up the robust optimization formulation, the optimizer was
able to come up with configurations which feature these desirable properties.
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𝑁𝐶𝐹
(b) Robust Optimum, µCD

𝑁𝐶𝐹
(c) Robust Optima, q95%,CD

Figure 7.15: NT S and NCF Factor growth (black line) and percentage of the chord that
reaches reaches that given N-Factor (red numbers) for different configurations. Critical
N-Factor envelope (blue-dotted line) is also represented. When the N-Factor growth
crosses the envelope, instabilities in the boundary layer trigger transition
Case B
Case B takes into account a different representation of the uncertainties in the critical N-Factors by considering beta distributions. In this case, higher critical N-Factors
are favoured and extreme cases (lower critical N-Factor) are more rare following the
shape of the PDF in Figure 7.5a. Looking at the Violin plots in Figure 7.16, the peak of
the distributions (maximum likelihood) lean towards the lowest values of drag. This
means that most of the time these configurations will perform as expected and laminar
flow over the upper surface is present. Still, due to the finite (but small) probability of
lower critical N-Factors (instabilities that could prematurely trigger transition), the deterministic optimum PDF presents a relatively long tail towards higher values of drag.
This is solved with both robust configurations. They present the best compromise between good laminar performance and off-design performance due to environmental
uncertainties.
The good compromise in behaviour is also shown in Figure 7.17 by selecting ten random realizations of the pressure coefficient. Note the range of the transition location
for the different configurations: between 0% and 60% of the chord for the deterministic optimum in Figure 7.17a, between 30% and 52% for the optimum in mean in Figure
7.17b and between 35% to 46% of the chord for the optimum 95% quantile in Figure
7.17c. Due to the reduced tail in drag coefficient caused by the small range of transition locations, the latter configuration could be a good candidate for a "conservative"
design for which it is important to guarantee a good performance 95% of the time.
Case C
Case C extends the uniform distributions of the critical N-Factors until 0. It is a conservative design approach to deal with both fully turbulent and laminar configurations
by giving the same importance to both cases. The PDFs of the three configurations (deDLR-FB-2022-12
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Figure 7.16: Violin Plot of optimal configurations under environmental uncertainties,
case B
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Figure 7.17: Random realizations of surface pressure coefficient and transition location
under environmental uncertainties, case B
terministic, optimum in mean and optimum in 95% quantile) are shown in the violin
plot of Figure 7.18. In contrast to the previous cases, the peak of the PDFs are shifted
towards higher values of drag, as this time, fully turbulent flow is predominant due to
the larger extent of critical N-Factor also including 0. The robust optimizer chooses to
minimize the drag under fully turbulent conditions. The price to pay is a smaller laminar region and earlier transition compared to the deterministic optimum. As a result,
the PDF for the robust configurations is shifted down.
In Figure 7.19 random realizations of the pressure are selected together with the transition location for these three shapes. The robust configurations decrease the shock wave
strength under fully turbulent conditions. There is a decreased interest in maintaining
a favourable pressure gradient to delay instabilities, as turbulent flow is predominant,
and this would only lead to increased wave drag. This phenomena is of particular
importance for the optimization of the 95% quantile of the drag in Figure 7.19c. In
that case, the reduction in the shock strength is penalized by a decrease in the slope of
the pressure coefficient, leading to a conservative configuration with a smaller laminar
extent.
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Figure 7.18: Violin Plot of optimal configurations under environmental uncertainties,
case C

𝑥/𝑐

(a) Deterministic Optimum

𝑧/𝑐

𝑧/𝑐

𝑧/𝑐

𝐶𝑝

𝐶𝑝

𝐶𝑝

Mitigation of
shock waves

𝑥/𝑐

(b) Robust Optimum, µCD

𝑥/𝑐

(c) Robust Optimum, q95%,CD

Figure 7.19: Random realizations of surface pressure coefficient and transition location
under environmental uncertainties, case C

7.3.4

Robust Optimization under Uncertainties in Critical N-Factors
and Operational Conditions

In the final application, operational uncertainties in Mach number and lift coefficient
are added to the already investigated environmental uncertainties in critical N-Factors
following case A. The addition of these uncertainties increases the number of samples
required for the surrogate based uncertainty quantification. Figure 7.20 shows the violin plots for three configurations. The deterministic optima, in blue, shows a large
average and variability in performance. The robust optima previously obtained taking
only uncertainties in the critical N-Factor (case A) into account is shown in orange.
Even though Mach and lift variations are not accounted for directly when designing
this configuration, it features an acceptable behaviour with reduced average drag and
a downshift of the distribution. This shows that robustness against operating conditions is indirectly taken into account by accounting for the variability in the critical
N-Factors. Finally, the new configuration taking into account uncertainties in critical
N-Factor, Mach and lift coefficient is shown in red. As expected, it shows the best
overall performance by not only decreasing drag but also lowering the tail.
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Figure 7.20: Violin Plot of optimal configurations under environmental (case A) and
operational uncertainties
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Figure 7.21: Random realizations of surface pressure coefficient and transition location
under environmental uncertainties, case C
Looking at the realizations of the pressure coefficients in Figure 7.21, a larger variability
in the pressure due to the changes in lift coefficient and Mach number is present. Still,
the robust configuration in Figure 7.21c, corresponding to the red PDF in Figure 7.20,
is able to always keep a laminar flow over the upper surface.
Finally, the polars of drag and transition location are used to compare the performance
of the deterministic and robust optimum configurations in Figure 7.22. These are computed at constant weight by keeping the product CL M 2 = K, where K is a constant
obtained at cruise conditions (CL = 0.7, M = 0.78). As a result, when changing the
Mach number, the lift coefficient is modified accordingly. The polars are drawn at the
nominal critical N-Factors of NT S = 11.5 and NCF = 8.5. Figure 7.22a shows the drag
coefficient as a function of the Mach. For both configurations, the drag bucket is shown.
As expected, the deterministic optimum (blue line), has the lowest drag at the design
point, but has also the smallest drag bucket extension. There is less freedom regarding
the flight speed the aircraft should be operating in order to benefit from the optimization potential. The robust optimum (orange line) has an extended drag bucket and as a
result, are more robust against changes in Mach number. In Figure 7.22b the transition
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location is shown vs the Mach number. A similar trend is seen as for the drag coefficient. As previously discusses, the laminar extent of the robust configuration for the
design point is lower than for the deterministic optimum. However, the robust configuration is able to maintain laminarity over the upper surface of the wing not only for a
wider variation of critical N-factors, but also for an extended Mach range. As a result,
the using robust optimization increases the drag bucket extent.

Deterministic Optimum
Robust Optimum

Deterministic Optimum
Robust Optimum

(a) Drag Coefficient vs Mach

(b) Transition location vs Mach

Figure 7.22: Polar at constant weight for the different configurations

7.4

Conclusions

The robust design of laminar flow wings is critical to come up with shapes that are able
to retain laminarity while environmental and operational uncertainties are present.
Otherwise, the theoretical improvements in fuel consumption that laminar configurations offer will be lost in practice. Current inverse design approaches for NLF design not only tend to come up with suboptimal configurations, but also face severe
challenges regarding the incorporation of robustness against changes in environmental and operational conditions. The use of direct (deterministic) design optimization
techniques result in realistic pressure distributions that are able to delay transition until the shock and minimize drag at nominal conditions. However, these shapes can
quickly become fully turbulent if flying under a different critical N-Factor than the one
used to predict transition during the optimization. The use of a probabilistic approach
for the design of natural laminar flow airfoils and wings enables new configurations
that are more resilient to changes in environmental and operational conditions.
The first step to achieve robustness is the development of an efficient framework for the
optimization under uncertainty of natural laminar flow wings. Environmental conditions can be modelled as uncertainties in the critical N-Factors for Tollmien-Schlichting
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and Crossflow instability waves, making the NT S − NCF critical envelope stochastic.
Operational conditions can be accounted for through uncertainties in Mach number
and lift coefficient. The combination of state-of-the-art tools such as a computational
fluid dynamics solver, linear stability theory and surrogate models allow to efficiently
obtain robust shapes within a feasible computational budget. In the robust design case,
the objective function is shifted from the drag coefficient towards a statistic of the drag,
such as the mean value to minimize average fuel consumption over a period of time,
or the 95% quantile to minimize extreme events ensuring minimal performance losses
with controlled probability.
The robust design framework has been applied to a natural laminar flow infinite swept
wing for a short-haul aircraft configuration, extending the current design envelope for
natural laminar flow design. Initially it is demonstrated that the deterministic optimum is, as stated, not robust against instabilities, due to the growth of TollmienSchlichting waves close to its critical N-Factor. By considering appropriate probability
distributions, it is possible to enhance the average performance or the 95% quantile of
the drag, reducing the impact of extreme events that could suddenly trigger transition.
The N-Factor growth of the robust shapes crosses perpendicularly the NT S − NCF critical envelope. As a result, these feature a smooth decrease in transition location with
the increase of instabilities, instead of a sudden change that triggers fully turbulent
flow. The exact behaviour can be tailored according to the probability distributions
of the critical N-Factors. The addition of operational uncertainties to the optimization problem increases the extent of the drag bucket, increasing the operating range of
NLF wings. In the future, more realistic distributions for the critical N-Factors can be
developed according to expert knowledge or additional flight tests.
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Concluding Remarks

Considering uncertainties in aerodynamic shape optimization problems is essential to
come up with configurations more robust against operational, environmental and operational uncertainties. Finding a robust configuration that is less sensitive to such
random changes is in practice a more attractive goal that finding a deterministic optimum configuration. A probabilistic formulation of the optimization problem that
accounts for the stochastic nature of the QoI in the objective function is the preferred
choice to deal with uncertainties in aerodynamic design.
The combination of uncertainty quantification with optimization increases the computational cost of robust optimization by at least one order of magnitude compared to
traditional deterministic optimization. To reduce the computational cost of robust optimization, in this thesis, three efficient robust design methodologies for the optimization under uncertainty have been developed and applied to relevant aerodynamic test
cases. These methodologies have been tailored to the problem formulation and depend
on the number of uncertainties, design parameters, objective function and availability
of gradient information.
The first methodology is a bi-level surrogate-based approach that combines state-ofthe-art Surrogate-Based Optimization and uncertainty quantification techniques. The
tailored Surrogate-Based Optimization framework acts in the outer level. It combines
an initial sampling scheme based on Sobol sequences with Gaussian Process Regression, and an adaptive sampling refinement strategy following the maximum expected
improvement criterion and a trust region method. The refinement strategy balances
exploration with exploitation, leading towards the global optimum configuration in a
reduced number of samples, as shown in analytical test functions and aerodynamic
examples. At each iteration of the optimization, i.e., for a given design, the inner level
models the stochastic space in another Gaussian Process model through SurrogateBased Uncertainty Quantification. This makes use of active infill criteria that are dependent on the statistics to quantify and an estimation of the convergence error of the
statistic of interest. As a result, the bi-level surrogate is able to effectively model both
design and stochastic landscapes. It provides converged statistics at each iteration and
can be used as a general-purpose framework for gradient-free, global robust design of
expensive black-box problems. It is most suitable for gradient-free robust optimization
problems with a low to moderate number of design parameters and uncertainties.
The second methodology establishes an efficient gradient-based robust design optimization technique that is insensitive to the number of design parameters by exploiting the adjoint formulation. It makes use of the Surrogate Based Uncertainty Quantification approach to accurately characterize the gradients of the mean and standard
deviation of the quantify of interest with respect of the design parameters. As a result,
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out-of-the-box gradient based optimizers such as Sequential Quadratic Programming
can be used. The optimum solution is then found within a relative low number of
iterations. The method is suitable for problems with a large number of design parameters, and a low to moderate number of uncertainties, but requires an efficient means
of computing the relevant gradients.
The third approach incorporates a Bayesian formulation for the optimization of quantiles of the QoI that is insensitive of the number of uncertainties. It combines a Bayesian
regression method for the estimation of the quantile over the design space, with a sequential Bayesian procedure for optimization. The sampling-based optimization procedure enriches the estimation of the quantile using samples drawn from the current
distribution of the optimum solution, which accounts for the posterior distribution of
the quantile estimator. This active infill strategy comes up with an estimate global optimum and adjusts the quality of the regression in the areas of interest. This methodology targets problems not amenable to low-dimensional parametrizations of uncertainties, for which a surrogate-based approach is not feasible.
A summary of the characteristics of the three methods is shown in Table 8.1. The
Bi-Level Surrogate is the most generic methodology, does not require the use of the adjoint and can handle both statistical moments and quantiles. It is able to find a global
optimum within hundreds to thousands of samples. The main disadvantage is that,
due to the use of surrogate models for both optimization and UQ, it can only handle a
low to moderate number of design parameters and uncertainties. The Gradient-Based
methodology is tailored to aerodynamic problems for which an adjoint formulation is
available. It only requires tens to hundreds of CFD and adjoint samples to find the
local robust optimum. As a result, it can handle complex 3D problem with hundreds
or thousands of design parameters. However, due to the analytical derivation of the
gradients of the statistics, it can only deal with the minimization of a linear combination of mean and standard deviation. Also, it is limited to a low to moderate number of
uncertainties. Finally, the Bayesian Quantile Regression methodology is able to come
up with any given quantile within thousands of samples as it is a sampling-based approach. Its main strength is that it is able to handle thousands of uncertainties. Finally,
for all three methods, the samples can be computed in parallel at the different stages
of the robust optimization.
Table 8.1: Comparison of the three robust design methodologies developed in this thesis
Bi-Level Surrogate
Methodology
Type
Gradient-Free
Aim
Global Optimum
Need of Gradients
No
Objective Function
µY , σY , qY,τ
# Design Parameters
O(10)
# Uncertainties
O(10)
# Equivalent CFD Evaluations
O(100)-O(1000)

Gradient-Based
Bayesian Quantile
Methodology
Regression Methodology
Gradient-Based
Gradient-Free
Local Optimum
Global Optimum
Yes
No
µY , σY
qY,τ
O(1000)
O(10)
O(10)
O(1000)
O(10)-O(100)
O(1000)

The strengths and limitations of each of the methods have been demonstrated through
analytical test functions and simplified aerodynamic test cases involving the design of
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shock control bumps and turbulent airfoils under geometrical and operational uncertainties. In these cases, the robust optimum outperform the configurations obtained
with traditional deterministic (single-point and multi-point) optimization techniques.
In the presence of uncertainties, choosing a probabilistic formulation and performing
robust optimization leads to the best improvement in real performance. However, the
exact choice of the objective function in robust design is problem-dependent and it is
influenced by the desired properties of the optimum configuration. The mean is an
effective measure when looking to optimize the average performance over a given period of time. It can be attractive for aircraft operators looking to reduce average fuel
consumption. In addition, convergence in mean the value is achieved faster compared
to higher order moments (standard deviation) or quantiles. If outliers are present in the
stochastic performance to optimize, the 50% quantile of the QoI is a more attractive objective function. When the reduction of the variability is also sought, a linear weighted
combination of mean and standard deviation can be chosen. For the minimization of
the drag at transonic conditions, a combination of equal weights leads to the best trade
off for the different test cases. However, this is problem dependent, and the combination of different weights should be studied in detail. Finally, when looking at extreme
events, a high quantile value should be preferred choice as ensures optimum performance with controlled probability. In all these cases the designer is responsible for the
selection of the most suitable objective function according to the design requirements.
The ability of these frameworks of dealing with industrial problems has also been
demonstrated through the robust design of the current and next generation of transonic wings. The robustness of existing aircraft against operational uncertainties can
be increased by the retrofit of a fixed array of shock control bumps over the upper surface of the wing. This is an attractive solution for aircraft operating at faster speeds
than the design cruise Mach number. As a result, 3D shock control bumps have been
tailored to a wing-body configuration according to the operations of an specific flight
route. Realistic uncertainties in Mach number, lift coefficient and altitude have been
extracted following aircraft surveillance data using the OpenSky Network. The optimization was enabled by the use of the Gradient-Based Robust Design methodology.
The robust optimum configuration is able to mitigate the normal shock wave over the
upper surface of the wing, reducing the average wave drag by 3.2% compared to the
clean wing. More importantly, its performance is superior compared to the configurations obtained at single-point and multi-point optimization, showcasing the benefits
of a probabilistic formulation for the retrofit of shock control bumps.
The second industrial problem deals with the robust design of 2.5D Natural Laminar
Flow Wings for a short-haul, civil aircraft under environmental and operational uncertainties. In this case the use of robust optimization is even more important than when
designing with turbulent wings, because of the need of maintaining laminar flow under different flow conditions. The deterministic optimum shape (obtained through
SBO), presents a realistic pressure distribution that is able to delay transition until
the shock and minimize wave drag at nominal conditions. However, it is very sensitive to uncertainties in the flow conditions, modelled by the variations in the critical
N-factor for Crossflow and Tollmien-Slichting instabilities. When the flow quality is
deteriorated and these critical N-factors are reduced from nominal conditions, the optimum configuration suffers from early transition and becomes fully turbulent. As a
result, under realistic conditions, the performance is seriously deteriorated. The BiLevel Surrogate methodology is able to come up with more balanced configurations
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by minimizing either the average drag or its 95% quantile. The resulting shapes are
able to maintain laminar flow under uncertainties. These feature a smooth decrease
in the transition location with the increase of instabilities, instead of a sudden change
that triggers fully turbulent flow. The exact behaviour can be tailored according to the
probability distribution of the critical N-factors. The addition of operational uncertainties increases the extent of the drag bucket, expanding the operating range of NLF
wings.
With these two test cases, it has been shown that the addition of uncertainties to the
optimization process proves to be highly beneficial in terms of robustness and performance improvement when designing transonic wings. The focus is not anymore in the
nominal performance, but in the stochastic performance as a result of the input uncertainties. The tailored methodologies developed in this work are the stepping stone
to robust aerodynamic shape optimization and enable the shift from deterministic towards a probabilistic formulation.

8.1

Achievements

To summarize, the main achievements of this thesis that go beyond current state-ofthe-art are:
1. The combination of state-of-the-art surrogate-based techniques for optimization
and UQ, leading towards a general-purpose, bi-level surrogate approach for robust design.
2. The development of a gradient-based robust design methodology that is insensitive to the number of design parameters by making use of an adjoint formulation.
3. The development of a Bayesian approach for quantile optimization based on
sampling that is insensitive to the number of uncertainties and is able to handle
non-parametric uncertainties.
4. The realistic characterization of operational uncertainties at different levels
(flights, routes, aircraft type) using Mode-S Transponder flight operational data.
5. The robust design of a shock control bump for a turbulent airfoil under hundreds
of uncertainties.
6. The robust retrofit of an array of shock control bumps to a 3D wing-body configuration under realistic operational uncertainties improving upon current singlepoint and multi-point optimization techniques.
7. The robust design of 2.5D NLF wings taking into account environmental and
operational uncertainties using high-fidelity numerical solvers.
8. The demonstration that robust optimization leads to more balanced and realistic
results compared to traditional single-point and multi-point optimizations, while
at the same time can be performed within realistic CPU times.
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Outlook

Future research should focus on enhancing the robust design methodologies and further developing the aerodynamic test cases. Starting with the methods, as the available
computational resources continue increasing, parallelization strategies should play a
key role in both optimization and UQ. As a result, additional infill criteria that are suitable for parallel computations should be investigated for both SBO and SBUQ. This
would accelerate the effective computational time of the Bi-Level Surrogate approach.
Another point would be the addition of quantiles as objective function for the
Gradient-Based Robust Design methodology. Currently, this is limited to mean and
standard deviation, as an analytical expression of their gradients is available. When
dealing with quantiles, sorting enters into action. This makes more challenging the
accurate determination of the gradients of the quantiles.
The Bayesian Quantile Regression could benefit from the generalization of the quantile
regression to other types of representations, for example, by replacing the RBF approximation with more general procedures. Also, concerning potential improvement in the
Bayesian optimization procedure, the role of the hyperparameter α of the Asymmetric
Laplace Distribution on the distribution of the minima should be investigated. Finally,
additional active infill criteria could account not only for the probability of being minimal point of the quantile, but also the impact of the new sample in the estimation of
the quantile.
In the future, the assessment of uncertain constraints should be studied with more detail for the three methods. In this work constraints were dealt by means of penalty
functions. For the retrofit of shock control bumps and design of laminar wings, the
addition of more complex constraints was not necessary. However, for other applications, more advanced formulations should be developed to account for the probabilistic nature of constraints. For example, the constraint could be a high quantile value
that needs to be smaller than a given threshold. In this case the Surrogate Based UQ
approach together with the probability of misclassification as infill criteria could be
exploited for the accurate characterization of constraints.
Another interesting point is the addition of epistemic uncertainties to robust design.
The accurate characterization and quantification of epistemic uncertainties in CFD is
a challenging task. For this, the combination of experimental data with advanced statistical techniques will be necessary. After the proper quantification of epistemic uncertainties, these could be combined to the aleatory ones into robust design. The presented frameworks should be modified to account for the different nature of epistemic
uncertainties. This will further increase the problem complexity.
The robust design methodology for NLF configurations could be extended towards
3D configurations by optimizing different spanwise locations. Also, in this case the
critical N-factors were considered the main indicator of the flow quality. Additional
uncertainty sources could be come from manufacturing tolerances, as well as presence
of bugs (airport dependent) or temperature differences. The flight operational data has
a great potential for the characterization of environmental atmospheric uncertainties.
Correlations in the critical N-factor could be obtained according to the flight parameters.
Finally, a main challenge is the development of multidisciplinary robust optimization.
DLR-FB-2022-12

146

The addition of several disciplines, i.e. structures and aerodynamics, not only will increase the complexity of the problem in terms of propagation of uncertainties, but also
its computational cost. In this case, the Gradient-Based Robust Design methodology
could be used as far as the coupled sensitivities are obtained.
In the future, further developments in robust design methodologies should come hand
by hand with relevant applications. This will be the best approach to advance the field
of robust aerodynamic shape optimization from the design to the certification stages
for the next generation of aircraft.
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Parametrization of Uncertainties:
OpenSky Data

The main objective of this section is to come up with a representative dataset of operational uncertainties for the XRF1 configuration, that can be directly used when
performing CFD simulations. The freestream Mach number, the lift coefficient and
Reynolds number are the chosen parameters.
To understand the variability in operating conditions of a representative fleet of aircraft, data from the OpenSky network is gathered. The OpenSky Network is a
community-based receiver network that collects real-world air traffic data through the
Automatic Dependent Surveillance Broadcast ADS-B and Mode S technologies [170].
These provide detailed aircraft information over the publicly accessible 1090 MHz radio frequency channel. In opposition to commercial services available in the Internet
that include radar visualization, OpenSky gathers the raw data and makes it accessible
to researchers.

A.1

Gathering and Analysing Operational Data

The key indicators in this analysis are the aircraft true speed (TAS), Mach number and
aircraft altitude. These datasets are provided almost at every second by the interrogation of the Mode S secondary surveillance radar. In particular, the Comm-B Data
selection (BDS) codes, provides information to ATC regarding callsign, communication capabilities and aircraft flight states. The raw data can be received with a simple
ground receiver, and is stored by OpenSky in a database. This can be easily decoded
to obtain not only aircraft speeds, but also meteorological information, turn rates and
aircraft intent among others. For more information regarding the extraction and translation of Mode S raw data, [179] offers a detailed overview. In this work, the Python
library pymodes-opensky [180] is used to automatically extract the data from the Impalla Shell of OpenSky. The necessary inputs are the given aircraft (identified by the
ICAO 24-bit address code) and the period of time in UTC in which the information
wants to be extracted. If the aircraft was flying during that time, the required dataset
is obtained. Specific flights can be found by callsigns combining the information of
and additional database that includes the callsign, ICAO 24-bit address code, departure airport, departure time, landing airport and landing time for all the flights. The
acquisition of each of the quantities of interest is explained with more detail below:
1. Mach Number: For the aircraft speed, the Mach number is directly obtained from
the BDS-60 codes for approximately each second of flight. It provides a more
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accurate vision of the aircraft speed than by using the TAS.
2. Altitude: Regarding the aircraft altitude, this is directly provided by the ADS-B
data. The change in altitude during cruise is strongly conditioned by ATC, as
aircraft do not always follow the optimum altitude required for maximum performance. Eastbound flights follow odd flight levels, while westbound flights
follow even flight levels. In this case, to obtain the Reynolds number, standard
atmosphere [93] is assumed. From the altitude, the freestream pressure, density
and viscosity is found. Together with the Mach number at each instant, the calculation of the Reynolds number of the aircraft is direct.
3. Lift Coefficient: The most difficult calculation is the determination of the aircraft
weight in flight. This takes into account many assumptions as well as engineering
knowledge from the designers. First, aircraft weight can be assumed to exponentially decrease following Breguet equation between take-off and landing. Take
off weight includes empty weight (publicly available), fuel weight and payload,
which entails an assumption in the number of passengers and cargo. Required
fuel weight is obtained for a given mission according aircraft type, departure
and destination airports, accounting as well for reserve weight. Landing weight
is equal to take-off weight minus the consumed fuel. Assuming level flight in
cruise, the lift is equal to the current weight, and can be then directly obtained at
each instant according to the Mach number and altitude (air density).

CL,i =

Wi g
Wi g
=
2
0.5ρV Sref
0.5γM 2 P

(A.1)

The flight data for all flights for a given flight route and airline can be automatically
obtained for a period of time. The process is summarized in Figure A.1. In that example, the flight data for A320 for the same flight route (callsign) operated in Europe
is extracted for a month. Figure A.1a shows the Mach number vs time, where the difference in colours correspond to different days. The Mach number is recorded from
take-off to landing. Note the variability in the flight duration and in the landing time.
From the data, cruise information is filtered according to constant flight level taking
into account the altitude, as shown in Figure A.1b. For each individual flight, a Kernel
Density Estimator is performed to obtain the individual probability density functions
(PDFs) of the Mach, as shown in Figure A.1c. This already shows how there is a considerable change in speed from flight to flight. Finally, all individual PDFs can be combined into a single PDF which characterizes the distribution of the Mach for a given
callsign and airline (flight number) as it appears in Figure A.1d. In that case, the PDF
is centred around Mach 0.78, the official cruise point of A320.
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(a) Mach number vs time for different flights

(b) Cruise Mach vs time for several flights

(c) PDF of Mach for individual flights

(d) Combined PDF of Mach for the flight route

Figure A.1: Different steps to obtain the PDF of Mach number for the flight route

A.2

Proposed Approach

The focus lies in the performance assessment of A330 aircraft, which strongly resemble
the characteristics of the XRF1 configuration. In particular, the performance of all the
A330 flights operated by five major European carriers is extracted and analysed for
the months of July and August of 2019. Only flights covering continental Europe and
middle East are selected, as these are the location with most receivers. An additional
table provides for any given day information for the flights for each of the aircraft of
interest: callsign (flight number), first seen, last seen, departure airport, origin airport.
This allows to provide some clarity and filtering in the vast database, and make sure
that the flight data belongs only to a given aircraft and flight route.
A total of 2692 flights are gathered and analysed, corresponding to 165 different callsigns (flight routes), leading to an average of 16 flights per call signs. The data can be
summarized in Figure A.2. For each individual flight, its average cruise lift coefficient
is represented vs its average cruise Mach number. The colours correspond to the different airlines (in this case A, B, C, D and E). Both lift coefficient and Mach number
data lies within the expected operating bounds. The cloud of points is centred around
the cruise point of the A330, as shown by the red start. From here, it is clear that only
a multi-point representation (blue stars) is not enough to characterize the performance
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of the aircraft.

Theoretical Cruise Point
Multi-Point Approach

Airliner
A
B
C
D
E

Figure A.2: Average cruise lift coefficient vs average cruise Mach number for A330
flights from 5 different airlines gathered through the OpenSky network
As in this case the interest lies in the specific retrofit of an array of SCB for a given flight
route, the individual flights are collapsed by callsigns. In particular, the Mach number
is the most important parameter to investigate, as it influences the shock wave location. Figure A.3 shows standard deviation of the cruise Mach vs the average cruise
Mach for the individual callsigns. There is a correlation in the flight speed with the
airline type by looking at the cluster of points. According to operational and cost requirements, some airlines may decide to fly faster or slower. In addition, two regions
can be observed: routes operated at lower speed but with a high variability, and another where the average speed is larger than the cruise point with a lower variability.
The later case is of special interest when retrofitting shock control bumps. As a result,
callsign R2-R1 of airline A (and its corresponding return flight, R1-R2) are selected as
test cases for the design of shock control bumps. This route is operated at considerable
higher freestream velocities than the original cruise point, and in this case, the retrofit
of a fixed SCB would be attractive.
The probability density function (PDF) of the operational uncertainties for the return
route is shown in Figure A.4. As the operating point of the XRF1 (M = 0.83) is not
exactly the one of the A330 (M = 0.82), this PDF is non-dimensionalized and centered
along the XRF1 cruise point. This enables to transfer uncertainties from A330 to XRF1.
The uncertainties in lift coefficient and altitude are directly used. As shown, the lift
is centered in CL = 0.5, the cruise lift coefficient of the XRF1, and deviations follow
from operational requirements in flight. Regarding altitude, most of the flights occur
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Low speed, high
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Design Cruise

D
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R2-R1
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Figure A.3: Standard deviation of cruise Mach number vs average cruise Mach number
for A330 callsigns gathered through the OpenSky network
between FL 370 (for eastbound flights), and FL 400 (for westbound flights).

(a) Mach number

(b) Lift coefficient

(c) Flight altitude

Figure A.4: Parametrization of operational uncertainties for the XRF1 configuration
according to R2-R1/ R1-R2 return route

A.2.1

Strengths and Limitations of current approach

The use of surveillance data is the best approach to model realistic operational uncertainties for robust optimization. However, this new approach presents its limitations.
First, the data is limited to areas with ground stations, as there is a lack of data from
the middle of the oceans or unpopulated areas. Second, the Mach number is provided
with limited decimal points, and some postprocessing is necessary to obtain a good
PDF. The choice of the proper bandwidth for the kernel density estimation is also not
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trivial. However, the level of accuracy is enough for the present analysis. Third, there
is a strong assumption on the aircraft weight distribution used to calculate the lift coefficient. Fourth, the lift coefficient is assumed to be independent of Mach number and
Altitude. Based on initial estimates, a weak correlation may exist, but the independence can be maintained. This is still a better approach than considering uncertainties
in the angle of attack. Finally, the addition of more data and the combination with
other sources such as flight data recorder, can help to improve the model accuracy.
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