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Towards context-aware natural language understanding in
human-robot-collaboration
Tobias Haase1 and Manfred Schönheits1
Abstract— Human-robot-collaboration still poses a challenge
to contemporary robotic systems. Besides functional safety,
usability and user experience are topics of current research.
This paper describes an approach that combines contextualawareness and natural language understanding (NLU) to convey human intents to a robotic system. A user study is
then conducted using the system in a simplified collaborative
assembly scenario and the findings are discussed.

I. I NTRODUCTION
Humans use multiple verbal and non-verbal channels
in order to communicate with each other. These channels
are usually strongly coupled and can be hard to translate
to robotic systems. This constitutes a major challenge for
human-robot-interaction (HRI). Significant effort is put into
emulating these channels in order to make HRI as intuitive,
easy and fast as human dialogue.
Communication of the robot’s motion intent through gestures and hint movements has been investigated in [1] and
[2]. Visualizing the robot state and communicating its intent
using AR/VR is discussed in [3] and [4].
This work is focused on interfacing robots through natural
language in industrial scenarios. In [5], Xiaoling Lv et al.
in 2008 already demonstrated voice control for robots by
controlling a mobile robot through seven speech commands.
Tasevski et al. in 2013 introduced a robot that was controlled
by simple speech commands that visually determined its
workspace and was able to place specified objects correspondingly [6]. A kinematically more complex setup is used
by Zhang et al. in [7], where a two-arm humanoid robot is
controlled by keywords.
However, these approaches were based more or less on
static language. Kapadia et al. [8] used the Amazon Alexa
voice assistant to be able to control an industrial robot with
natural language without pre-defined keywords. Jungbluth
et al. [9] also used Amazon Alexa to develop a voice user
interface for an industrial robot. In [10], Eppe et al. developed a natural language interface based on the Embodied
Construction Grammar (ECG) framework that allows integration of semantically complex concepts like conditionals
and clarification. Paul et al. presented their model of Temporal Grounding Graphs in [11]. Here, the range of language
that the robot can understand is expanded using historical
information gathered through natural language interactions
and visual observations.
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In this paper, a natural user interface for robots in industrial applications is developed. The key element under
investigation is the inclusion of contextual knowledge such
as the user’s position and gaze, which seems suitable to
supplement the user’s utterances in order to increase the
usability of the system. A user study is conducted in order
to evaluate the impact of contextual awareness on the user
experience. However, this work does not use other modalities
like gestures or body movement. It is planned to do so
in future experiments. Furthermore, in this work the signal
bandwidth from the user to the robot is significantly wider
than vice versa. Truly bilateral communication is beyond the
scope of this paper and probably will be covered in future
publications.
II. S YSTEM A RCHITECTURE AND I MPLEMENTATION
In this section, a short description of our hardware and
software setup is given, and an architecture we designed for
this work is introduced.
A. Setup and Preliminaries
Two Universal UR10e robots form the base of our system
setup. We chose to use two of them to be able to represent a
multi-agent scenario where the user does not always interact
with the same robot only, but both of them either alternately
or simultaneously. One of the robots is equipped with a
Robotiq adaptive 2-Finger-Gripper 140.
The Microsoft HoloLens serves as an input and feedback
device for the user. We used it to capture the position and
orientation of the user in the first place. Additionally, the
HoloLens is used for its speech-to-text capabilities. Only
basic visual feedback is displayed via AR.
Initially we have used the Snips platform (discussed in
[12]) in order to implement our language understanding
components. During our work on the topic Snips was bought
by the Sonos company, which subsequently shut down the
public access to the console and thus making it impossible
to locally train custom sentences and intents. We then
proceeded to use Microsoft’s Azure-based LUIS1 .
At first, we investigated using ROS2 as a platform to
integrate the components. However, we found that while ROS
provided a suitable interface for the control of the robots, it
did not support the other necessary components properly.
Therefore, ROS would limit our choice of other components
and also introduce a lot of unnecessary complexity into the
infrastructure.
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Finally, we decided to build a custom communication
infrastructure based on the Message Queuing Telemetry
Transport (MQTT) protocol, that is already used by snips
and other voice assistants.3 This so-called Hermes protocol
defines JSON-based messages sent via MQTT. This allows us
to build a loosely coupled, modular system with a common
communication stream. Participants in this system can be
producers or consumers of information or both. We use
the InfluxDB database system and Grafana for monitoring
and visualization, which come with out-of-the-box MQTT
support and integrates easily with the described setup.
B. Communication Design
An outline of our communication architecture is shown in
Figure 1. This design was inspired by [3], whose authors also
used a central broker to establish communication between
robot and interaction layer. Except for the so-called ”RoboBroker” all the components basically represent independent
services, each of them with a limited scope. The RoboBroker
talks to all the components through MQTT, combining their
services into application logic. It also listens to all other
components and keeps track of the state of the environment.

Fig. 1.

System communication

The advantage of this architecture lies in its flexibility.
All components are connected and able to receive every
information provided by other components. This enables
some more features like displaying the robot position inside
the HoloLens. Additionally, the RoboBroker is the only
proactive component, which means that no unwanted actions
are triggered without it.
The independent observer is not a specific component, but
a general substitute for many optional components. These
components can subscribe to one or more topics for their
own purposes.
The original Hermes protocol is excellently suited for
communication in the areas of speech-to-text, naturallanguage-understanding and text-to-speech. However, we had
to extend it with message definitions from the robotics
domain.
C. RoboLens
In order to provide position and orientation of the user as
well as the utterances by the user, we have written RoboLens,
3 https://github.com/snipsco/hermes-protocol

which is an application running on the HoloLens. Speech-totext processing is activated by saying the keyword ”Listen”,
the result is sent to the RoboBroker as a string. To archive
this, the build-in dictation library was used. Furthermore,
the RoboLens application handles the translation between its
own coordinate system and the so-called world coordinate
system. Each time the HoloLens reboots, it creates a new
origin at its current position. However, the rest of the system
uses a fixed coordinate system that has its origin at a defined
position. In order to translate between these two systems, the
user must place a virtual origin in the origin of the world.
This manual step corresponds to our needs at the moment,
but can be replaced in the future by the spatial mapping
capabilities of the HoloLens.
Since the HoloLens does not provide MQTT support, we
have developed a simple communication protocol based on
socket communication. The HoloLens Connector receives
these custom packets and forwards them to the MQTT
broker.
D. RoboLuis
RoboLuis is a component that we have developed to work
as a gateway to the Microsoft LUIS Service. It simply obtains
a query, translates it into a HTTP Request for LUIS and
posts back the received intent to the broker using the hermes
protocol.
We chose Luis because of the easy-to-use API and the
excellent test results. Ball et al. evaluated several frameworks
in 2018 [13]. Luis got the best result, followed by Snips and
Rasa NLU.
RoboLuis is able to detect an intent, but it can also
recognize slots. The intent describes the overall intention of
the user. Slots can contain additional information needed to
fulfill the user’s request. For example, the utterance ”Turn
on the light in the living room” would lead to the intent
”Turn-on-lights”, if this was trained before. A possible slot
can be {location: living room}.
E. URConnector
There are two instances of the URConnector, one for
each robot. The URConnector is a MQTT interface for the
Universal Robots that we have created. It provides current
information about the status of a robot and forwards motion
commands. Each URConnector is responsible for one of our
two robots. It connects to its robot via a well documented
tcp interface [14]. On the one hand, this makes it possible to
receive status updates about the robots. On the other hand,
this way a predefined robot program can be sent to the robots.
The URConnector has access to skeletons of robot programs,
which can be completed with coordinates. The coordinates
are received via MQTT. In this way the URConnector can
generate complete robot programs and send them to its robot.
F. RoboBroker
Once the RoboBroker has received the user intent, it
adds missing information using its knowledge about the
environment. Then it generates a program containing the

corresponding logic and actions for the respective robot and
sends it to the URConnector.
The RoboBroker starts its process by receiving a transcribed utterance from the RoboLens application via MQTT.
Then the RoboBroker generates a request to RoboLuis,
which detects an intent. If the matching score is high enough,
the RoboBroker generates an action. Each action contains
an optional robot movement and a spoken response for the
user. If necessary information is missing, the RoboBroker
tries to extract this information from the environment. This
way some intents can be used to create a valid action even
if some important slots are missing. The generated action
is executed by sending a text to RoboLuis and optionally
movements to the corresponding robots.
Additionally, the RoboBroker is able to compensate some
services. For example, if LUIS is not available, the RoboBroker can use a keyword-based intent recognition system
instead of natural language understanding. We achieved this
by matching the spoken text against possible phrases and
calculating the respective difference.
G. Additional services
There is the possibility to use an optional motion planning service. This service knows the robots’ positions and
calculates a trajectory to the target position preventing any
collisions. We decided not to use this service since there
are only short movements necessary to fulfill the given task.
Such an extension might be useful if the task required more
complex trajectories, e.g. because of obstacles that need to
be avoided. Furthermore, we configured the influxdata TICK
Stack4 to monitor our system. Grafana Dashboards were used
to display important information.
III. E XPERIMENT
For experimental evaluation we conducted a user study.
The user study was designed around a use case that on the
one hand is realistic enough in the sense that it might actually
be implemented in a comparable form in the industry. On the
other hand we were restricted by time and budget constraints
and wanted to stick to the collaborative robots. The user
study involved 24 people from our institute and related
organizations, all of whom came from research backgrounds
and had varying levels of experience with robotics. Aside
from a similar work environment, participants are sufficiently
varied to allow for a good balance.
A. Task
The use case we came up with for our user study is a
simple assembly scenario, where participants have to perform
a couple of steps in order to assemble a computer case. In
particular, they have to install a hard drive and read out a
serial number printed on the motherboard. One of the robots
named ”Tom” has a gripper that can hold a flashlight. The
other robot ”Jerry” has the computer case mounted to its
flange and serves as a positioning device. Figure 2 shows an
example configuration during one of the tests.
4 https://www.influxdata.com/time-series-platform/

Fig. 2.

Collaborative robotic setup (example configuration)

At the beginning, both robots are in a defined home
position, which is hard coded into our system. All the steps
that have to be performed in detail are as follows:
1) Move the robots into a comfortable working position
2) Open the computer case by removing 4 screws
3) Give Tom the flashlight
4) Bring the flashlight into a suitable position to illuminate the inside of the case
5) Read out the serial number
6) Install the hard drive
7) Close the computer case
8) Make Tom release the flashlight again
9) Move both robots back into home position
B. Study Design
One of our objectives was to analyze the impact of
different levels of support for natural language understanding. Therefore the system was set up to switch between 4
different levels of NLU assistance. This assistance level also
represents the only independent variable controlled by us.
• L1: Zero voice assistance, conventional programming
with teach pendant
• L2: Fixed voice commands with predefined sentences
• L3: NLU without contextual awareness
• L4: NLU with contextual awareness
L1 means that there is no voice control at all. Both of
the robots are conventionally controlled using only the teach
pendants. At level L2, the robots can be controlled with fixed,
hard-coded speech commands only. For instance, to make
Jerry go to its home position, the user has to say the exact
phrase ”Jerry, move home!”. Since the RoboBroker is able
to substitute natural language understanding with a built-in
pattern matching algorithm, it was easy to enable this mode.
On level L3, NLU is enabled allowing more inaccuracy for
voice input but potentially also introducing higher risk of
misinterpretation. For example, the two sentences ”Jerry, go
home” and ”Jerry, move to home position” should both lead
to a deduction of the ”Home” intent. On both L2 and L3,
context information such as the position and gaze direction
of the user is not available to the system. That means that

the system cannot know which robot the user is looking at,
thus making it necessary to explicitly say the corresponding
robot’s name for each input. The respective MQTT topics
are simply ignored within the RoboBroker when it has
switched to this mode. Since no contextual information is
used in these levels, a microphone could theoretically be
used instead of the HoloLens for speech input. However, for
reasons of consistency we decided not to do so. Level L4 has
NLU enabled as well as full access to context information.
With Level L4, it is enough to look at Jerry and say e.g.
”Go home” or ”Home position” to make Jerry go to its
home position. Furthermore, the intents ”Look” and ”Come”
are available in L4, which makes the collaboration more
convenient. Table I shows the list of defined intents we have
trained LUIS for.
TABLE I
D EFINED I NTENTS
Intent

Description

Move
Turn
Home
Freedrive
Open
Close
Stop
Come
Look

Makes the robot move into specified direction
Makes the robot rotate into specified direction
Makes the robot move to its home position
Activates the freedrive mode of the robot
Opens the gripper (only available for Tom)
Closes the gripper (only available for Tom)
Stops the current action
Makes the robot come to the user
Makes the robot orient itself towards the user

The next step was to determine which tests each of the
participants had to do. To allow reasonable comparisons
between L2, L3, and L4 and to ensure the independence
of the measurements, each participant was allowed to test
only one of these levels. On the other hand, the difference
between speech-based interaction in contrast to the conventional method using only the teach pendant should be
measured. We settled for each participant doing two runs
— one with Level L1 and another with L2, L3 or L4. To
further balance the impact of the training effect on the results,
we alternated the order. With each participant, the following
schedule was used:
• 10 minutes general introduction to use case
• 5 minutes training level A
• Test using level A
• 5 minutes training level B
• Test using level B
The short training periods have been included for mainly
two reasons. On the one hand, the participants had varying
experience with the Universal Robots platform and / or voice
assistance, which should be mitigated a bit in this way. On
the other hand, the participants have different abilities to
learn and adapt, so a short training should have a beneficial
effect on the overall fluency of the process, probably leading
to more objective and better comparable results.
To evaluate the system, we decided to measure usability,
which is composed of efficiency, effectiveness and user
experience [15]. Efficiency is measured by the time required

for a task. Effectiveness is determined by how few errors
occur during the task. As errors we counted wrongly deducted intentions and false negatives. To measure the user
experience, the users were asked to fill out a system usability
scale (SUS) form, which is a 10 item questionnaire with
five response options ranging from ”strongly disagree” to
”strongly agree” [16]. Furthermore, the participants could
add qualitative remarks to the form as free text. Additionally,
general process parameters such as the position of the user
and the robots, the speech-to-text results, the derived intents
and errors were permanently logged in the database.
All tests were performed in an industrial environment,
where the microphone of the HoloLens was exposed to
considerable background noise such as other robots and
various industrial machines. Therefore, realistic conditions
can be assumed.
C. Results And Discussion
The average SUS scores across all levels are depicted in
figure 3, with L2 having an average score of 81.25%, L4 of
75.06%, L1 of 74.38% and L3 of 70.00%.

Fig. 3.

Mean and standard deviation of SUS score per level

While the SUS values of all other levels vary widely
between 45% and 95% it can be clearly seen that the values
for L2 are constantly high. It is reasonable to assume that this
is due to the fact that the system is very simple and intuitive
to use. L3 got the lowest SUS score of all levels. This
could be the result of the increased error rate in combination
with the language barrier, since most users’ native language
is German. As in L2, all necessary information has to be
given by voice, which is uncomfortable for the users and
can rather lead to errors. Users of L4 can select the desired
robot by looking at it. Additionally, they can tell the robot
to move to them, which may be a complex movement.
These abilities reduce the amount of necessary information
of the utterance and render the whole system more robust
against misunderstandings. It can be seen that the use of
environmental knowledge drastically reduces the negative
impact on the SUS score of L3.
The differences in error rates can be seen in figure 4. The
average error rates are 2.13 for L4, 2.5 for L2 and 3.25 for
L3. Since we defined errors as misunderstandings, we could
not measure any errors in L1. The measured duration times
can be seen in figure 5. The shortest average duration was
achieved with L1 at 311s, followed by L2 at 346s, L4 at 379s

difference between L2 and L3 is a p-value of 0.08995. These
figures are shown in table III.
TABLE III
T-T ESTS OVER SUS SCORE OF L2, L3 AND L4

Fig. 4.

Groups

Variable

t

df

p

L2-L3
L2-L4
L3-L4

SUS
SUS
SUS

1.8594
0.94364
-0.64195

10.981
10.339
13.854

0.08995
0.3669
0.5314

Mean and standard deviation of error rate per level

and L3 at 387s. Looking at these figures, it can be seen that
a shorter duration does not directly lead to lower error rates.
Although L4 has a longer average duration, it actually has
the lowest error rate and the smallest error margin.

It can be seen that the decrease in usability due to the
higher complexity of NLU can be compensated by adding
environmental awareness to the system. We expect the SUS
score to further increase once we have addressed user
feedback and added additional intents that benefit from this
awareness.
TABLE IV
T-T ESTS OVER DURATION OF L2, L3 AND L4 IN COMPARISON WITH L1

Fig. 5.

Mean and standard deviation of duration per level

As mentioned earlier, users have to utter the keyword
”Listen” to activate voice control. The recognition of the
keyword as well as the language input was signaled to the
user with a confirmation sound. This handshake-like scheme
introduced a delay in the interaction of a couple of seconds
each, as the HoloLens need some time to switch between
the different interfaces for keyword and dictation. We have
monitored that this had a strong negative influence on the
duration and the user experience.
As one could guess from the previous figures, there are minor but relevant differences between the different levels. The
calculation of multivariate analysis of variance (MANOVA)
proves this, as the table II shows. We used two different
MANOVA tests, as both have their own advantages. Since
MANOVA does not allow repeated measurements, we used
only the results of L2, L3 and L4.
TABLE II
MANOVA OVER L2, L3 AND L4 AND DIFFERENT VARIABLES
Test

Df

test
stat

approx
F

num
Df

den
DF

Pr(>F)

Wilks
Pillai

2
2

0.30484
0.8947

2.5958
2.7522

10
10

32
34

0.01974
0.01339

We calculated T-tests to prove the significant difference
between the given levels and found that the only significant

Groups

Variable

t

df

p

L2-L1
L3-L1
L4-L1
L2to4-L1

Duration
Duration
Duration
Duration

1.8831
2.0498
2.0898
3.6333

7
7
7
23

0.1017
0.07956
0.07499
0.001392

We have calculated paired T-tests with repeated measurements over the levels with voice assistance compared
to the respective L1 measurements. While other variables
such as the SUS score did not differ significantly across all
experiments, we found that the duration of the L1 tests is
always less than that of the respective other test. Accordingly,
the overall comparison between tests with and without voice
assistance shows the same effect. The results are shown in
table IV. We expect to decrease this effect by improving
the flow of interaction. Furthermore, the UR robots are very
easy to navigate as they can be moved by hand using the socalled Freedrive mode. Conventional Cartesian movements
are much slower because they are less intuitive. Kapida et al.
observed a decrease in average times in their user study [8].
However, the system they used to compare with the NLUbased system was more complicated and less comfortable to
use than the UR robots without language support.
We analyzed the free text remarks we got from the
participants and tried to gather issues that were mentioned
by multiple people. The following list shows a number of
points with the highest number of occurrence:
• The ability to use both hands during the task is beneficial (mentioned 15x times)
• Teach pendant is uncomfortable, heavy, need to change
pendants (one pendant per robot) is cumbersome (11x)
• HoloLens feels heavy and uncomfortable (10x)
• Keyword-based activation of language understanding
delays interaction (10x)
• Insecurity in interaction, incorrect understanding (7x)
• Voice interaction is intuitive and easy to learn (6x)

The first two points prove that there is great potential for
natural language understanding when working with robots.
The user can use both his hands for the actual task, while the
robots can be controlled asynchronously in a natural way.
Even though we have received a lot of positive feedback,
there is still room for improvement.
IV. C ONCLUSIONS AND FUTURE WORK
This paper introduced an approach to control industrial
robots through a natural user interface. Different inputs such
as the user’s position and orientation, as well as natural
language understanding, are combined into a virtual assistant
that enables collaboration between a human and multiple
robots. Furthermore, a communication architecture based
on MQTT is presented. This architecture is expandable to
integrate additional sensor interfaces or more complex robots
and grippers in future experiments. We investigated the
impact of contextual awareness to voice-based control by
conducting a user study. We have found there is remarkable
potential for NLU combined with environmental knowledge
in industrial HRI applications. Especially when the robots
have to perform complex movements that are not easily
accessible via their programming device, the natural user
interface has a great benefit. Many of our users enjoyed
being able to collaborate with multiple robots while using
both hands for their actual work.
We also have identified challenges that we want to investigate in future experiments. Future work could include some
of the following items. The need of a keyword delays the
interaction and disturbs the natural feeling while working
with the robots. In the future we plan to drop the generic
keyword in favor of the names of the robots. We could go
even further and activate voice control simply by looking at a
robot, as one would do with human co-workers. This can be
supplemented by additional visual feedback, e.g. highlighting
the currently active robot on the HoloLens. However, it is
necessary to determine the risk of false positives following
this approach.
We have discovered that while the voice is an excellent
tool for activating interaction, it is not very natural to embed
all the necessary information of an assignment in it. Furthermore, we have shown that HRI benefits even more from
complex commands than from simple motion commands.
Accordingly, we try to minimize the amount of information
that needs to be embedded in the voice command. However,
if an important part of the command is missing, there should
be a possibility for the system to ask for it. This is another
important part of natural language interaction and of future
voice assistants.
Furthermore, we plan to make the interaction multimodal
and bilateral, i.e. incorporate concepts like gestures and
body movement and combine them with natural language
understanding in order to define complex tasks for the robot
in an intuitive, natural way. For this purpose we plan to add
AR-based models to convey robot intent to the user.
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