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ABSTRACT
The high data generation rates and real-time requirements of many modern satellite missions require increasing on-board computational performance. In this work
we demonstrate the use of a data-flow-driven parallelization of an on-board application on a scalable, distributed,
on-board computing architecture to achieve high computational performance for a neural-network based image classification application. The approach is based on
the Scalable On-Board Computing for Space Avionics
(ScOSA) architecture and the On-Board Data Analysis
and Real-Time Information System (ODARIS) software.
The analysis is performed on a lab setup of the ScOSA
system consisting of three interconnected dual-core Xilinx Zynq processors running between one and six image
processing tasks in parallel. Each processor executes up
to two of these tasks. A centralized distribution task assigns each frame to one of the image processing tasks, allowing concurrent processing of multiple frames without
requiring modification to the image processing algorithm.
Using this setup, an increased image processing throughput was achieved by increasing the number of processing tasks. Using three processing tasks, a throughput
2.5 times as high as with a single processing task was
achieved. The approach demonstrates the ability of the
distributed on-board data processing approach to deliver
a solution which provides scalability and high performance. Processing complete data packages concurrently,
rather than splitting each package for parallel processing,
makes this method feasible for any application where increasing package throughput is required and additional
processors can be added to meet the demand.
Key words: distributed systems; scalability; concurrent
execution; parallelization; data-flow.

1.

ground is poorly suited to such large data volumes, especially when results are required in real time. To meet this
demand, on-board data analysis is an area of significant
interest. By processing the raw data on board, only the
relevant results need to be transmitted to ground, which
can decrease the required data transfer rate by several orders of magnitude.
This work is based on the ScOSA project, an architecture
for a distributed and scalable on-board computer combining multiple commercial-off-the-shelf and radiationtolerant processors, together with a middleware to enable the practical use of such a computer by applications,
developed at the German Aerospace Center (DLR). The
work uses the ODARIS system, also developed at DLR,
as a space-relevant application with high requirements for
computational performance. ODARIS provides an image analysis and low-latency information system using
neural-network-based image processing.
The focus of this paper is the increase in data processing throughput by processing multiple data packets simultaneously on different cores and different nodes. This
coarse-grained parallelization approach provides good
scalability, as processing nodes can be added as needed
to provide the required computational power. Using
the ScOSA platform, applications can take advantage of
these extra nodes with minimal concern for the underlying distributed hardware structure. Another advantage of
this approach is that it does not rely on an applicationspecific parallelization. Whereas parallelizing the processing of a single image by, for example, processing
each line simultaneously requires detailed knowledge
of the algorithm and access to the algorithm’s source
code, as well as sophisticated and algorithm-specific
techniques, the approach presented here is possible even
with black-box algorithms. It can be easily implemented
without specialist knowledge of the algorithms and when
source code is not available, as may be the case for functions from data-processing libraries.

INTRODUCTION

Modern satellite applications increasingly generate large
amounts of raw data on board. The traditional method
of downlinking data to perform the data analysis on the

A further advantage is that the application can run on
a CPU with any architecture and operating system supported by ScOSA. While many applications can benefit
from significant speed increases by implementations in
hardware, for instance using FPGAs, such an implemen-
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tation must be written in a hardware description language,
which requires both detailed knowledge and a large time
expenditure.
This paper aims to demonstrate these advantages of the
ScOSA system and the coarse-grained parallelization,
using a neural network-based object-identification algorithm running on the ODARIS platform. We operate three
networked processors in a lab setup running up to six
processing tasks in parallel, with an additional task to
manage the distribution of images to available processing tasks. We achieve a data-processing throughput over
2.5 times as high as with a single task.
The remainder of the paper is structured as follows:
Section 2 provides an overview of other efforts to provide
high-performance on-board processing, and Section 3 describes the ScOSA and ODARIS platforms on which the
system is based, as well as the specific implementation
for this paper. Section 4 presents results from testing the
system, and Section 5 presents the conclusions and plans
for further development of the system.

2.

RELATED WORK

Processing images from Earth-observation satellites is
an area of high demand for on-board data analysis.
Image-processing applications with real-time requirements range from forest fire and environmental monitoring (such as the German Aerospace Center’s FireBIRD
constellation [1], and [2]) to hyperspectral target identification for defense, security and civilian uses [3]. Artificial intelligence and on-board autonomy are also drivers
of increased demand for on-board computational power
[4].
One approach to improving data processing capability is through the use of on-board hardware. Fieldprogrammable gate arrays (FPGAs) are a promising technology to achieve high performance with low power consumption. Qi et al. [5] propose an algorithm to allow
implementation of pre-processing in hardware and use a
combined FPGA and digital signal processor (DSP) to
perform on-board data processing. A study by Kalomoiris et al. [6] also investigated FPGAs as a platform
for on-board processing of convolutional neural networks
(CNNs) and found favorable results compared to graphics
processing units (GPUs). A distributed on-board processing system developed by Parache et al. [7] divides image
processing into compression and transmission, and executes each function on a separate FPGA processor, with
the two connected by a Controller Area Network (CAN)
bus.
GPUs also offer potential for fast on-board processing via
their inherent parallelism. Setoain et al. [8] investigated
the use of GPUs for on-board processing of hyperspectral images and found significant promise, with the GPUs
delivering high performance at low cost. However, Mahendra et al. [9] evaluated the use of GPUs as an alter-

native to central processing units (CPUs) and FPGAs and
concluded that FPGAs are superior for on-board data processing due to their lower power consumption and comparable or superior performance.
The data-processing algorithms executing on board have
been the target of research to develop more efficient and
parallelizable designs. Du and Nekovei [10] propose
modified algorithms for the processing of hyperspectral
images in real time, using a small portion of the pixels
to update the inverse data correlation matrix. Zhang et
al. [11] use Cholesky decomposition along with a linear solving system to analyze incoming image data in a
linewise fashion to achieve fast, real-time performance.
The performance advantage of commercial-off-the-shelf
(COTS) components over radiation-hardened components makes them an attractive option for highperformance on-board data processing. However, their
susceptibility to radiation effects, such as single-event effects, requires countermeasures in order to maintain the
necessary reliability. The development of reliable, onboard computers based on COTS components remains an
active area of research. Czajkowski et al. [12] used a
combination of COTS microprocessors with time triple
modular redundancy and radiation-hardened components
to achieve high performance and radiation tolerance. The
HiRel program [13] sponsored by the European Space
Agency also aimed to develop a highly reliable on-board
computer using COTS components, including a CPU
based on the PowerPC architecture and an FPGA. A combination of software techniques and special hardware provided good resilience to single-event effects.
Distributed systems offer the potential to increase onboard processing power by combining the performance
of several individual processors. Fayyaz and Vladimirova
[14] propose a distributed, fault-tolerant on-board computer using on-the-fly reconfiguration and wireless networking to connect the processing nodes. Weiss et al.
[15] have demonstrated the usefulness of a distributed
embedded computer architecture for achieving robustness to failures for safety-critical applications in an automotive context. By dynamically remapping tasks to
computing nodes in the event of a node failure, quality
of service can be maintained longer without increasing
hardware redundancy.

3.

METHOD

This section describes the two base components of the
system used in this work, ODARIS and ScOSA, as well
as the component developed atop this base for the current
case study.
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3.1.

Low-Latency Real-Time Communication System

4. Telemetry and telecommand service: Interface for
the telemetry and telecommunication data in a satellite mission.

The On-Board Data Analysis and Real-Time Information
System (ODARIS) addresses the increasing demand of
on-board data analysis and the amount of time required to
make valuable and critical information available for end
users [16]. The system provides three main features:

5. System management service: Interface to ScOSA
middleware for general commanding of ODARIS.

1. On-board analysis of sensor data (e.g. camera data).
2. An information service to:
(a) process user requests about specific data.
(b) automatically send push notifications to users
when pre-defined events occur.
3. Low-latency communication with end users via a
global satellite communication network.
To extend the capabilities of on-board data analysis and
to improve the quality of results, current state-of-the-art
machine learning algorithms are used. Furthermore, the
aim of ODARIS is not only to transfer the processed data
as telemetry via a ground station, but also to send them
immediately to the ground by utilizing low-latency, lowbandwidth communication channels, provided by global
satellite communication networks, such as Iridium or
Globalstar [17, 18].
ODARIS is suitable for applications such as the detection
of unregistered shipping, where real-time on-board image
processing and low-latency communication are necessary
in order to both detect objects of interest and inform end
users on the ground quickly enough to allow action to be
taken.
The software is derived from the former German
Aerospace Center (DLR) project Autonomous Real-Time
Detection of Moving Maritime Objects (AMARO) [19]
which focused on ship detection via computer vision algorithms. The real-time communication was provided via
an Iridium-based message service [20]. The AMARO
system was successfully demonstrated on an airplane
mission in 2018 [21].
The generic ODARIS system consists of several services
to provide all of its features. The main components are:

For this experiment the image analysis service of
ODARIS is used within ScOSA to measure the computational time of an object detection algorithm. The TensorFlow library provides a suitable machine learning framework to run the inference for image processing [22]. The
application is directly written in C++ to minimize resource consumption and uses the highly optimized TensorFlow Lite C++ API for the implementation. The data
processing task receives images as a serialized byte array. Afterwards, the inference to detect objects is performed via a pre-trained machine learning algorithm using four processing threads. The focus here is on the area
of convolutional neural networks (CNNs). The algorithm
is stored as a model file in a TensorFlow Lite format. The
results of the image processing mainly consist primarily
of:
1. The type of the object detected in the image.
2. The confidence in the type of the detected object.
3. The computational time needed for the inference
process.
The stored results can be further used by other ODARIS
services on demand.
TensorFlow’s first mobile computer vision model MobileNetV1 is used as the TensorFlow Lite model. This
model is pre-trained for about 1000 common objects and
is open-sourced by Google [23]. The network is classified as a CNN and uses an enhanced concept called depthwise separable convolution. Instead of processing a complete 3 x 3 convolutional layer, the network splits the convolution into a 3 x 3 depthwise convolution and a 1 x 1
pointwise convolution [24]. With this method the number of parameters will be reduced compared to regular
convolutional layers resulting in increased performance
for embedded devices. More details about the neural network itself can be found within the work of Howard et al.
[25].

3.2.
1. Image analysis service: Processes incoming data on
board and stores the results.
2. Query and push service: Provides information to
end users either by a user request or as automated
push notifications triggered by customizable, predefined events.
3. Real-time communication service: Interface to a
global satellite network for real-time communication.

The Distributed On-Board Computer

The other main building block of this work is the Scalable On-Board Computing for Space Avionics (ScOSA)
system, a distributed computing architecture developed
at DLR [26]. The hardware design of ScOSA combines multiple COTS processors with radiation-hardened,
space-qualified processors, to provide both high computational performance and high reliability. The processors are connected via a SpaceWire or Ethernet network. The COTS processors provide high computational
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ent nodes. The task-channel structure for the case of six
processing tasks on three nodes is shown in Figure 2.
Cases with fewer processing tasks follow the same pattern. The numbers in the corner of the processing tasks
in the figure indicate the order in which these tasks are
added as the number of tasks is increased from one to six.
The ODARIS system, with its convolution of the neural
network to identify objects in the images, is responsible
for the majority of the entire system’s CPU usage, and
is the limiting factor in the image processing throughput.
It is therefore the target of parallelization and distribution among processors in this experiment, and is executed
within the processing tasks.

performance, and are referred to as high-performance
nodes (HPNs), while the radiation-hardened processors,
referred to as reliable computing nodes, provide robustness against radiation-induced failure.
To allow applications to effectively utilize the distributed
system, the middleware portion of the ScOSA system
[27] provides a framework, called the Tasking Framework [28], based on a data-flow paradigm. Applications
are divided into tasks which are assigned to processing
nodes and connected via channels. Tasks are typically
triggered for execution when data is available on all input
channels. A simple example of the task-channel model of
the Tasking Framework is shown in Figure 1. This framework has several advantages over a more typical procedural programming paradigm: reliability is enhanced by
allowing tasks to be easily reconfigured to execute on a
different node (for example, in response to the failure of
a node); it allows structured, convenient communication
between tasks executing on heterogeneous nodes; and,
it assists in parallelizing applications in a scalable way.
This final benefit, scalable parallelization, is the focus of
this paper.

Figure 1. A simple example of the task-channel model of
the Tasking Framework. Channels are persistent objects
which store data and trigger the execution of tasks. Tasks
execute processing operations but typically do not store
data. Channels are connected to tasks as inputs or outputs. Tasks are usually configured to execute when data
is available on all input channels, and will push data to
outputs channels when complete. In this example, Channels 1 and 2 are inputs to Task 1. Channel 3 is an output
of Task 1 and an input to Task 2.

To achieve the distributed and parallel execution of the
data processing, a new task, the distribution task, was created, which executes on Node 1. This task and its connections to other tasks directly related to the data processing
are shown in Figure 2. It is executed with a regular period
and reads unprocessed images as input.
The distribution task has an output channel for each processing task through which it transfers the unprocessed
image and triggers the execution of the processing task
(solid lines in Figure 2). Each processing task has an
output channel which feeds back to the distribution task
(dashed lines in Figure 2). These feedback channels are
used to signal the availability of the processing task to receive and process new images. When the processing task
receives an image from the distribution task, it uses the
output to communicate that it is now busy and currently
unable to receive further images. When it has completed
the processing of the image, it uses this channel to indicate to the distribution task that it is once more available.
This logic is shown in pseudo-code in Algorithm 1.
Algorithm 1: Data distribution task
1
2
3
4
5
6
7

The lab implementation of the ScOSA system used for
the current experiment consists of three COTS highperformance nodes. Each HPN is based on a Trenz Electronic TE0720-03-1CFA with a Xilinx Zynq-7000 [29]
system-on-chip (SoC). The HPNs are connected to each
other via Ethernet and use the UDP/IP protocol for communication. All three SoCs use a Linux distribution created using Petalinux [30], a toolchain for Xilinx devices
based on the Yocto software development kit.

3.3.

8
9
10
11

execute()
image ← ReadN extImage()
foreach processing task, tn do
chanf eedback,n ← GetF eedbackChanF romT ask(tn )
availability ← ReadF eedbackChan(chanf eedback,n )
if availability is T rue then
chandata,n ← GetDataChanT oT ask(tn )
SendImageT oChan(image, chandata,n )
return
end
end

When the distribution task is triggered and reads an image, it scans the feedback channels from the processing
tasks for an available task, then sends the image to this
task. If no processing tasks are available, the distribution
task discards the image and will attempt to find a processor for the next image when triggered again.

Parallel Data Processing
4.

In this experiment, we use the distributed extension of
the Tasking Framework provided by ScOSA to implement a data-driven architecture to process multiple images in parallel. We create multiple instances of the processing task and configure these for execution on differ-

EXPERIMENT

This section describes the method used to carry out a
benchmark test to demonstrate the system described in
Section 3 and presents the resulting data.
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Figure 2. Structure of the tasks, channels and nodes involved in the parallel data processing for the case of six processing
tasks spread across three nodes. The distribution task on Node 1 receives input data and assigns the data to a processing
task, which may be on any node. Feedback channels from the processing tasks inform the distribution task about available
processing capacity.

Table 1. Number of processing tasks allocated to each
HPN
Total number of processing tasks
1
2
3
4
5
6
HPN 1
1
1
1
1
1
2
HPN 2
0
1
1
2
2
2
HPN 3
0
0
1
1
2
2

4.1.

duces data faster than the processing tasks can process
it to ensure that the processing tasks are not idle due to
lack of input data. In this situation, when the distribution
task executes but all processors are busy, the image is discarded and a new image is loaded when the distribution
task executes one period later.
For each repetition of the experiment, the program was
allowed to run for 120 seconds and the number of images
processed by each task was recorded.

Experimental Setup
4.2.

As each of the HPNs used in this experiment has a dualcore processor, up to two processing tasks are assigned to
each HPN. To investigate the effect of parallelization on
the image throughput, the experiment was repeated with
between one and six processing tasks divided between
up to three HPNs. The allocation of processing tasks to
HPNs is detailed in Table 1.
For the lab-based experiment, the data distribution task
was configured to read pre-captured images with a resolution of 500 x 500 pixels cyclically from the flash memory
file system of Node 1. Each pixel consists of red, green
and blue channels, with 8 bits per channel, giving a data
size of 6 Mbit per image.
In a satellite-based application, image acquisition rate,
and thus the execution frequency of the distribution task,
would be chosen based on mission requirements to provide the necessary quality of service. The data processing rate, and thus the number of processing nodes, would
then be chosen to ensure the processing capacity exceeds
the required production rate. For the benchmark test
shown here, however, the aim is to demonstrate the maximum processing capacity of the system. We therefore
choose a frequency for the distribution task which pro-

Results

The image processing throughput achieved in the experiments is shown in Figure 3. As the number of processing
tasks is increased from one to three, an approximately linear increase in the system’s image throughput is achieved,
as each new processing task is executing alone on a new
high-performance node. With three processing nodes, the
throughput is over 2.5 times the throughput with a single
task. Increasing the number of processing tasks beyond
three results in only a small increase in the system’s image throughput. With six processing tasks, the throughput
is 2.8 times as high as with a single task. The diminishing
returns beyond three tasks is due to the limited number of
processing nodes. Processing tasks beyond the third are
sharing a node with existing tasks and competing for CPU
resources. As the CNN interference is multi-threaded, it
is able to make use of both cores of a CPU even when
running in a single task.
It is expected that if used with a single-threaded application, performance would increase substantially until the
number of processing tasks equaled the number of CPU
cores.
Figure 4 shows the average time required to process each
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5.

CONCLUSIONS AND FUTURE WORK

The distributed version of the Tasking Framework in the
ScOSA system allows for parallelization of processingintensive tasks without requiring in-depth knowledge of
or modification to the underlying algorithms, and without
requiring a large implementation effort.

Figure 3. Image throughput of complete system with between one and six processing tasks. Utilizing all three
nodes with three processing tasks results in a 2.5-fold
gain in throughput compared to a single task. Running
six tasks across three nodes results in a 2.8-fold gain compared to a single task.

image as the number of processing tasks is increased. As
expected, this increases somewhat as more image processors are added, due to the overhead required to distribute
the tasks and the network delay in transferring images between nodes. Where the number of processing tasks is no
greater than the number of nodes, this increase is small.
With three processing tasks, the average time to process
one image is 19% higher than with a single node. Adding
a second task to an existing node increases this time considerably, as the node’s CPU is shared between the two
concurrent tasks.

This provides a scalable method to increase the throughput of on-board data processing tasks. The system’s data
throughput increases in approximately linear proportion
to the number of processors available. The total data
throughput achievable by such a system is likely to be
limited by the amount of hardware, and the associated
electrical and thermal considerations, before limitations
inherent to the ScOSA system become restrictive. Where
the tasks are multi-threaded and able to utilize all cores
of the processor, adding additional tasks to the processor
has minimal benefit.
The parallelization in the described system has little effect on the processing time for a single task, as long each
processing task executes on a dedicated processor. While
this approach is not suitable for situations where decreasing the latency of a single data packet’s processing is of
primary importance, the overhead required to achieve the
increased throughput is achieved with little impact on the
latency. Any applications for which the rate of processing is critical could potentially benefit from the technique
described in this paper, allowing applications to process
data with higher frequency, resolution or analytical detail.

5.1.

Future Work

To continue the work described in this paper, we plan
to deploy the ScOSA-ODARIS software to the European
Space Agency’s OPS-SAT. The dual-core processor on
the OPS-SAT’s on-board computer will be used to concurrently run two image processing tasks. This will provide experience operating the system in orbit and allow
the use of images acquired by the on-board camera in real
time.
The system is also planned to be deployed to the upcoming DLR compact satellite, which will contain a custom, distributed on-board computer designed as part of
the ScOSA Flight Experiment project, described in [27].
For these flight experiments, the image processing neural
network of ODARIS will be trained for an applicationspecific purpose, such as ship or cloud detection.
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